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CHAPTER 1. COMPONENTS OVERVIEW

This chapter provides a summary of all the components available for Apache Camel.

1.1. CONTAINER TYPES

Red Hat Fuse provides a variety of container types, into which you can deploy your Camel applications:
e Spring Boot
e Apache Karaf
e JBoss Enterprise Application Platform (JBoss EAP)

In addition, a Camel application can run as containerless: that is, where a Camel application runs
directly in the JVM, without any special container.

In some cases, Fuse might support a Camel component in one container, but not in the others. There
are various reasons for this, but in some cases a component is not suitable for all container types. For

example, the camel-ejb component is designed spcifically for Java EE (that is, JBoss EAP), and
cannot be supported in the other container types.

1.2. SUPPORTED COMPONENTS

Note the following key:

Symbol Description

v Supported
Unsupported or not yet supported

Deprecated Likely to be removed in a future release

Table 1.1, “Apache Camel Component Support Matrix” provides comprehensive details about which
Camel components are supported in which containers.

Table 1.1. Apache Camel Component Support Matrix

Component Containerle  Spring JBoss EAP

SS Boot

activemq-camel Endpoint v v v v
camel-ahc Endpoint v v v v
camel-ahc-ws Endpoint v v v v
camel-ahc-wss Endpoint v v v v
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Containerle
ss

camel-amqp

camel-apns

camel-asni

camel-
asterisk

camel-atmos

camel-
atmosphere-
websocket

camel-atom

camel-atomix

camel-avro

camel-avro

camel-aws

camel-azure

camel-bam

camel-barcode

camel-base64

camel-bean

camel-bean

camel-bean-
validator

camel-beanio

camel-
beanstalk

Endpoint

Endpoint

Data Format

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Data Format

Endpoint

Endpoint

Endpoint

Data Format

Data Format

Endpoint

Language

Endpoint

Data Format

Endpoint

Deprecated

Spring JBoss EAP
Boot

v v v
v v v
v v v
v v v
v

v v v
v v v
v v v
v v v
v v v
v v v
v v v
v v

v v v
v v v
v v v
v v v
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v v v
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Component Containerle  Spring JBoss EAP

SSs Boot

camel-binding Endpoint Deprecated v v v
camel-bindy Endpoint v v v v
camel-bindy Data Format v v v v
camel- Endpoint v v

blueprint

camel-bonita Endpoint v

camel-boon Data Format v v v v
camel-box Endpoint v v v v
camel- Endpoint v v v v
braintree

camel-browse Endpoint v v v v
camel-cache Endpoint Deprecated v v

camel- Endpoint v v v v
caffeine

camel-castor Data Format Deprecated v v v
camel-cdi Endpoint v Deprecated v
camel- Endpoint v v v v
chronicle-

engine

camel-chunk Endpoint v v v v
camel-class Endpoint v v v v
camel-cm-sms Endpoint v v v v
camel-cmis Endpoint v v v

camel-coap Endpoint v v v v
camel-cometd Endpoint v v v v
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Component Containerle  Spring JBoss EAP

SSs Boot

camel- Language v v v v
constant

camel-context Endpoint Deprecated

camel-consul Endpoint v v v v
camel- Endpoint v v v v
controlbus

camel- Endpoint v v v v
couchbase

camel-couchdb Endpoint v v v v
camel-cql Endpoint v v v v
camel-crypto Endpoint v v v v
camel-crypto Data Format v v v v
camel-crypto- Endpoint v v v v
cms

camel-csv Data Format v v v v
camel-cxf Endpoint v v v v
camel-cxf- Endpoint v v v v
transport

camel- Endpoint v v v v
dataformat

camel-dataset Endpoint v v v v
camel- Endpoint v v v v
digitalocean

camel-direct Endpoint v v v v
camel-direct- Endpoint v v v v
vm
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Component Containerle  Spring JBoss EAP

SSs Boot

camel- Endpoint v v v v
disruptor

camel-dns Endpoint v v v v
camel-docker Endpoint v v v v
camel-dozer Endpoint v v v v
camel-drill Endpoint v v v
camel-dropbox Endpoint v v v v
camel-eclipse Deprecated

camel-ehcache Endpoint v v v v
camel-ejb Endpoint v v
camel-el Language Deprecated

camel- Endpoint v v v v
elasticsearch

camel- Endpoint v v v v
elasticsearchb

camel- Endpoint v v v
elasticsearch-

rest

camel-elsql Endpoint v v v v
camel-etcd Endpoint v v v v
camel- Endpoint v v

eventadmin

camel- Language v v v v
exchangeProper

ty

camel-exec Endpoint v v v v
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Component Containerle  Spring JBoss EAP

SS Boot

camel- Endpoint v v v v
facebook

camel-fhir Data Format v v v

camel-file Endpoint v v v v
camel-file Language v v v v
camel- Endpoint v v v v
flatpack

camel- Data Format v v v v
flatpack

camel-flink Endpoint v v v
camel-fop Endpoint v v v v
camel- Endpoint v v v v
freemarker

camel-ftp Endpoint v v v v
camel-gae Endpoint Deprecated

camel-ganglia Endpoint v v v

camel- Endpoint v v v v
geocoder

camel-git Endpoint v v v v
camel-github Endpoint v v v v
camel-google- Endpoint v v v
bigquery

camel-google- Endpoint v v v v
calendar

camel-google- Endpoint v v v v
drive
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camel-google-
mail

camel-google-
pubsub

camel-grape

camel-groovy

camel-groovy-
dsl

camel-grpc

camel-guava-
eventhus

camel-guice

camel-gzip

camel-hawtdb

camel-
hazelcast

camel-hbase

camel-hdfs

camel-hdfs2

camel-header

camel-
headersmap

camel-hessian

camel-hipchat

camel-hl7

Endpoint

Endpoint

Endpoint

Language

Endpoint

Endpoint

Endpoint

Data Format

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Language

Data Format

Endpoint

Data Format

Deprecated

Deprecated

Deprecated

Deprecated

Deprecated
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Component Containerle  Spring JBoss EAP

SS Boot

camel-http Endpoint Deprecated v v
camel-http4 Endpoint v v v v
camel-hystrix Endpoint v v v v
camel-ibatis Endpoint Deprecated

camel-ical Data Format v v v v
camel- Endpoint v v v v
iec60870

camel-ignite Endpoint

camel-imap Endpoint v v v v
camel- Endpoint

infinispan

camel- Endpoint v v v v
influxdb

camel-irc Endpoint v v v v
camel-ironmq Endpoint

camel- Data Format v v v v
jacksonxml

camel-jasypt Endpoint v v v v
camel- Endpoint Deprecated

javaspace

camel-jaxb Data Format v v v v
camel-jbpm Endpoint

camel-jcache Endpoint v v v v
camel-jcifs Endpoint v v
camel-jclouds Endpoint v v v
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Component Containerle  Spring JBoss EAP

SS Boot

camel-jcr Endpoint v v v v
camel-jdbc Endpoint v v v v
camel-jetty Endpoint Deprecated Deprecated Deprecated
camel-jetty8 Endpoint

camel-jetty9 Endpoint v v v
camel-jgroups Endpoint v v v v
camel-jibx Data Format v v v v
camel-jing Endpoint v v v v
camel-jira Endpoint v

camel-jms Endpoint v v v v
camel-jmx Endpoint v v v v
camel-jolt Endpoint v v v v
camel-josql Endpoint Deprecated v v

camel-jpa Endpoint v v v v
camel-jsch Endpoint v v v v
camel-json- Data Format v v v v
fastjson

camel-json- Data Format v v v v
gson

camel-json- Data Format v v v v
jackson

camel-json- Data Format v v v v
johnzon

camel-json- Endpoint v v v

validator
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Component

Containerle  Spring JBoss EAP
Ss Boot

camel-json-
xstream

camel-
jsonpath

camel-jt400

camel-juel

camel-jxpath

camel-kafka

camel-kestrel

camel-krati

camel-
kubernetes

camel-kura

camel-1ldap

camel-1dif

camel-leveldb

camel-
linkedin

camel-1log

camel-1lpr

camel-lra

camel-lucene
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camel-
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camel-1zf

camel-master

camel-mail

camel-metrics

camel-milo

camel-mime-
multipart

camel-mina

camel-mina2

camel-mllp

camel-mock

camel-mongodb

camel-
mongodb -
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camel-
mongodb3

camel-mqtt

camel-msv

camel-
mustache

camel-mvel

camel-mvel

camel-mybatis

Endpoint

Data Format

Endpoint

Endpoint

Endpoint

Data Format

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Language

Endpoint

Deprecated
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Component Containerle  Spring JBoss EAP

SSs Boot

camel-nagios Endpoint v v v

camel-nats Endpoint v v v v
camel-netty Endpoint Deprecated v v
camel-netty- Endpoint Deprecated v v

http

camel-netty4 Endpoint v v v v
camel-netty4- Endpoint v v v

http

camel-ognl Language v v v v
camel-olingo2 Endpoint v v v v
camel-olingo4 Endpoint v v v v
camel- Endpoint Deprecated v v

openshift

camel- Endpoint v v v v
openstack

camel- v v v v
opentracing

camel- Endpoint v v v v
optaplanner

camel-paho Endpoint v v v v
camel- Endpoint v v

paxlogging

camel-pdf Endpoint v v v v
camel-pgevent Endpoint v v v

camel-pgp Data Format v v v v
camel-php Language Deprecated v
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Component Containerle  Spring JBoss EAP

SSs Boot

camel-pop3 Endpoint v v v v
camel-printer Endpoint v v v v
camel- Endpoint v v v v
properties

camel- Data Format v v v v
protobuf

camel-pubnub Endpoint v v v v
camel-python Language Deprecated

camel-quartz Endpoint Deprecated v v
camel-quartz2 Endpoint v v v v
camel- Endpoint v v v v
quickfix

camel- Endpoint v v v v
rabbitmq

camel- Endpoint v v v v
reactive-

streams

camel-reactor v v v v
camel-ref Endpoint v v v v
camel-ref Language v v v v
camel-rest Endpoint v v v v
camel-rest- Endpoint v v v v
api

camel-rest- Endpoint v v v v
swagger

camel-restlet Endpoint v v v
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Component

Containerle
ss

JBoss EAP
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camel-ruby
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camel-
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camel-sap

camel-sap-
netweaver
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camel-scala
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scheduler
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camel-script
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Endpoint

Endpoint

Endpoint
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Endpoint
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Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Data Format

Deprecated

Deprecated

Deprecated
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Component Containerle  Spring JBoss EAP

SSs Boot

camel- Endpoint v v v v
servicenow

camel-servlet Endpoint v v v v
camel- Endpoint Deprecated v v
servletlistene

r

camel-sftp Endpoint v v v v
camel-shiro Endpoint v v v v
camel-simple Language v v v v
camel-sip Endpoint v v v v
camel-sjms Endpoint v v v v
camel-sjms2 Endpoint v v v v
camel-slack Endpoint v v v v
camel-smpp Endpoint v v v v
camel- Endpoint v v v v
snakeyaml

camel-snmp Endpoint v v v v
camel- Data Format v v v v
soapjaxb

camel-solr Endpoint v v v
camel-spark Endpoint v v

camel-spark- Endpoint v v

rest

camel-spel Language v v v
camel-splunk Endpoint v v v v
camel-spring Endpoint v v v v
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Component

Containerle  Spring JBoss EAP
Ss Boot
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camel-stream
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Component

camel-
univocity-tsv

camel-
urlrewrite

camel-
validator

camel-
velocity

camel-vertx

camel-vm

camel-weather

camel-
websocket

camel-
wordpress

camel-xchange

camel-
xmlbeans

camel-xmljson

camel-xmlrpc

camel-xmlrpc

camel-
xmlsecurity

camel-xmpp

camel-xpath

camel-xquery

camel-xquery

96

Data Format

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Endpoint

Data Format

Data Format

Endpoint

Data Format

Endpoint

Endpoint

Language

Endpoint

Language

Containerle
ss

Deprecated

Deprecated

Spring
Boot

Deprecated

Deprecated

JBoss EAP



Component

Containerle
ss

CHAPTER 1. COMPONENTS OVERVIEW

camel-xslt
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CHAPTER 2. ACTIVEMQ

ACTIVEMQ COMPONENT

The ActiveMQ component allows messages to be sent to a JMS Queue or Topic; or messages to be
consumed from a JMS Queue or Topic using Apache ActiveMQ.

This component is based on the Chapter 169, JMS Component and uses Spring’s JMS support for
declarative transactions, using Spring’s JmsTemplate for sending and a
MessageListenerContainer for consuming. All the options from the Chapter 169, JMS Component
component also apply for this component.

To use this component, make sure you have the activemq. jar or activemq-core. jar on your
classpath along with any Apache Camel dependencies such as camel-core. jar, camel-
spring.jar and camel-jms. jar.

TRANSACTED AND CACHING

See section Transactions and Cache Levels below on JMS page if you are using
transactions with JMS as it can impact performance.

URI FORMAT

I activemq:[queue: |topic:]destinationName

Where destinationName is an ActiveMQ queue or topic name. By default, the destinationName is
interpreted as a queue name. For example, to connect to the queue, FOO.BAR, use:

I activemq:F00.BAR
You can include the optional queue: prefix, if you prefer:
I activemq:queue:F00.BAR

To connect to a topic, you must include the topic: prefix. For example, to connect to the topic,
Stocks.Prices, use:

I activemq:topic:Stocks.Prices

OPTIONS

See Options on the Chapter 169, JMS Component component as all these options also apply for this
component.

CAMEL ON EAP DEPLOYMENT

This component is supported by the Camel on EAP (Wildfly Camel) framework, which offers a simplified
deployment model on the Red Hat JBoss Enterprise Application Platform (JBoss EAP) container.

You can configure the ActiveMQ Camel component to work either with an embedded broker or an
external broker. To embed a broker in the JBoss EAP container, configure the ActiveMQ Resource
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Adapter in the EAP container configuration file — for details, see ActiveMQ Resource Adapter
Configuration.

CONFIGURING THE CONNECTION FACTORY

The following test case shows how to add an ActiveMQComponent to the CamelContext using the
activeMQComponent () method while specifying the brokerURL used to connect to ActiveMQ.

camelContext.addComponent("activemq", activeMQComponent("vm://localhost?
broker.persistent=false"));

CONFIGURING THE CONNECTION FACTORY USING SPRING XML

You can configure the ActiveMQ broker URL on the ActiveMQComponent as follows

<beans xmlns="http://www.springframework.org/schema/beans"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemaLocation="
http://www.springframework.org/schema/beans

http://www.springframework.org/schema/beans/spring-beans-2.0.xsd
http://camel.apache.org/schema/spring

http://camel.apache.org/schema/spring/camel-spring.xsd">

<camelContext xmlns="http://camel.apache.org/schema/spring">
</camelContext>

<bean id="activemq"
class="org.apache.activemq.camel.component.ActiveMQComponent'">
<property name="brokerURL" value="tcp://somehost:61616"/>
</bean>

</beans>

USING CONNECTION POOLING

When sending to an ActiveMQ broker using Camel it's recommended to use a pooled connection factory
to handle efficient pooling of JMS connections, sessions and producers. This is documented in the page
ActiveMQ Spring Support.

You can grab Jencks AMQ pool with Maven:

<dependency>
<groupId>org.apache.activemqg</groupId>
<artifactId>activemg-pool</artifactId>
<version>5.3.2</version>

</dependency>

And then setup the activemq component as follows:

<bean id="jmsConnectionFactory"
class="org.apache.activemq.ActiveMQConnectionFactory">
<property name="brokerURL" value="tcp://localhost:61616" />
</bean>
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<bean id="pooledConnectionFactory"
class="org.apache.activemq.pool.PooledConnectionFactory" init-
method="start" destroy-method="stop">
<property name="maxConnections" value="8" />
<property name="connectionFactory" ref="jmsConnectionFactory" />
</bean>

<bean id="jmsConfig"
class="org.apache.camel.component.jms.JmsConfiguration">
<property name="connectionFactory" ref="pooledConnectionFactory"/>
<property name="concurrentConsumers" value="10"/>
</bean>

<bean id="activemq"
class="org.apache.activemq.camel.component.ActiveMQComponent'">
<property name="configuration" ref="jmsConfig"/>
</bean>

NOTE

Notice the init and destroy methods on the pooled connection factory. This is important to
ensure the connection pool is properly started and shutdown.

The PooledConnectionFactory will then create a connection pool with up to 8 connections in use at
the same time. Each connection can be shared by many sessions. There is an option named
maxActive you can use to configure the maximum number of sessions per connection; the default
value is 500. From ActiveMQ 5.7 onwards the option has been renamed to better reflect its purpose,
being named as maxActiveSessionPerConnection. Notice the concurrentConsumers is set to a
higher value than maxConnections is. This is okay, as each consumer is using a session, and as a
session can share the same connection, we are in the safe. In this example we can have 8 * 500 = 4000
active sessions at the same time.

INVOKING MESSAGELISTENER POJOS IN A ROUTE

The ActiveMQ component also provides a helper Type Converter from a JMS Messagelistener to a
Processor. This means that the Chapter 41, Bean Component component is capable of invoking any
JMS Messagelistener bean directly inside any route.

So for example you can create a MessageListener in JMS as follows:

public class MylListener implements MessagelListener {
public void onMessage(Message jmsMessage) {
//

}

Then use it in your route as follows

from("file://foo/bar").
bean(MyListener.class);
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That is, you can reuse any of the Apache Camel components and easily integrate them into your JMS
MessageListener POJO\!

USING ACTIVEMQ DESTINATION OPTIONS
Available as of ActiveMQ 5.6

You can configure the Destination Options in the endpoint uri, using the "destination." prefix. For
example to mark a consumer as exclusive, and set its prefetch size to 50, you can do as follows:

<camelContext xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="file://src/test/data?noop=true"/>
<to uri="activemq:queue:foo"/>

</route>
<route>
<!-- use consumer.exclusive ActiveMQ destination option, notice we
have to prefix with destination. -->

<from uri="activemq:foo0?
destination.consumer.exclusive=true&amp;destination.consumer.prefetchSize=
50"/>
<to uri="mock:results"/>
</route>
</camelContext>

CONSUMING ADVISORY MESSAGES

ActiveMQ can generate Advisory messages which are put in topics that you can consume. Such
messages can help you send alerts in case you detect slow consumers or to build statistics (number of
messages/produced per day, etc.) The following Spring DSL example shows you how to read messages
from a topic.

<route>

<from uri="activemq:topic:ActiveMQ.Advisory.Connection?
mapJmsMessage=false" />

<convertBodyTo type="java.lang.String"/>

<transform>

<simple>${in.body}&#13;</simple>

</transform>

<to uri="file://data/activemq/?
fileExist=Append&ileName=advisoryConnection-${date:now:yyyyMmdd}.txt" />
</route>

If you consume a message on a queue, you should see the following files under data/activemq folder :
advisoryConnection-20100312.txt advisoryProducer-20100312.txt

and containing string:

ActiveMQMessage {commandId = O, responseRequired = false, messageld
= ID:dell-charles-3258-1268399815140

-1:0:0:0:221, originalDestination = null, originalTransactionId =
null, producerId = ID:dell-charles-

3258-1268399815140-1:0:0:0, destination =
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topic://ActiveMQ.Advisory.Connection, transactionId = null,

expiration = 0, timestamp = 0, arrival = 0, brokerInTime
1268403383468, brokerOutTime = 1268403383468,

correlationId = null, replyTo = null, persistent = false,
Advisory, priority = 0, groupID = null,

groupSequence = 0, targetConsumerId = null, compressed =
userID = null, content = null,

marshalledProperties =
org.apache.activemq.util.ByteSequence@17e2705, dataStructure
ConnectionInfo

type

false,

{commandId = 1, responseRequired = true, connectionId = ID:dell-

charles-3258-1268399815140-2:50,

clientId = ID:dell-charles-3258-1268399815140-14:0, userName

password = *****,

brokerPath = null, brokerMasterConnector = false, manageable

clientMaster = true},

redeliveryCounter = 0, size = 0, properties =
{originBrokerName=master, originBrokerId=ID:dell-charles-

3258-1268399815140-0:0, originBrokerURL=vm://master},
readOnlyProperties = true, readOnlyBody = true,

droppable = false}

GETTING COMPONENT JAR
You need this dependency:

e activemq-camel

true,

ActiveMQ is an extension of the Chapter 169, JMS Component component released with the ActiveMQ

project.

<dependency>
<groupId>org.apache.activemqg</groupId>
<artifactId>activemg-camel</artifactId>
<version>5.6.0</version>

</dependency>
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Available as of Camel version 2.8

The ahc: component provides HTTP based endpoints for consuming external HTTP resources (as a
client to call external servers using HTTP).
The component uses the Async Http Client library.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-ahc</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

3.1. URI FORMAT

ahc:http://hostname[ :port][/resourceUri][?options]
ahc:https://hostname[ :port][/resourceUri][?options]

Will by default use port 80 for HTTP and 443 for HTTPS.

You can append query options to the URI in the following format, 2option=value&option=valueé..

3.2. AHCENDPOINT OPTIONS

The AHC endpoint is configured using URI syntax:
I ahc:httpUri

with the following path and query parameters:

3.2.1. Path Parameters (1 parameters):
Name Description Default Type

httpUri Required The URI to use such as URI
http://hostname:port/path

3.2.2. Query Parameters (13 parameters):

Name Description Default Type
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Name

bridgeEndpoint
(producer)

bufferSize
(producer)

connectionClose
(producer)

cookieHandler
(producer)

headerFilterStrate
gy (producer)

throwExceptionO
nFailure
(producer)

transferException
(producer)

binding
(advanced)

clientConfig
(advanced)

clientConfigOptio
ns (advanced)

synchronous
(advanced)
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Description Default

If the option is true, then the Exchange.HTTP_URI false
header is ignored, and use the endpoint’s URI for

request. You may also set the

throwExceptionOnFailure to be false to let the

AhcProducer send all the fault response back.

The initial in-memory buffer size used when 4096

transferring data between Camel and AHC Client.

Define if the Connection Close header has to be false
added to HTTP Request. This parameter is false by

default

Configure a cookie handler to maintain a HTTP
session

To use a custom HeaderFilterStrategy to filter header
to and from Camel message.

Option to disable throwing the true
AhcOperationFailedException in case of failed
responses from the remote server. This allows you to

get all responses regardless of the HTTP status code.

If enabled and an Exchange failed processing on the false
consumer side, and if the caused Exception was
send back serialized in the response as a
application/x-java-serialized-object content type (for
example using Jetty or Servlet Camel components).
On the producer side the exception will be
deserialized and thrown as is, instead of the
AhcOperationFailedException. The caused exception
is required to be serialized. This is by default turned
off. If you enable this then be aware that Java will
deserialize the incoming data from the request to
Java and that can be a potential security risk.

To use a custom AhcBinding which allows to control
how to bind between AHC and Camel.

To configure the AsyncHttpClient to use a custom
com.ning.http.client. AsyncHttpClientConfig instance.

To configure the AsyncHttpClientConfig using the
key/values from the Map.

Sets whether synchronous processing should be false
strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Type

boolean

int

boolean

CookieHandler

HeaderFilterStrate

9y

boolean

boolean

AhcBinding

AsyncHttpClientCo

nfig

Map

boolean
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Name Description Default Type
clientConfigReal To configure the AsyncHttpClientConfig Realm using Map

mOptions the key/values from the Map.

(security)

sslContextParam Reference to a SSLContextParam
eters (security) org.apache.camel.util.jsse.SSLContextParameters in eters

the Registry. This reference overrides any configured
SSLContextParameters at the component level. See
Using the JSSE Configuration Utility. Note that
configuring this option will override any SSL/TLS
configuration options provided through the
clientConfig option at the endpoint or component
level.

3.3. AHCCOMPONENT OPTIONS

The AHC component supports 8 options which are listed below.

Name Description Default Type

client (advanced) To use a custom AsyncHttpClient AsyncHttpClient
binding To use a custom AhcBinding which allows to control AhcBinding
(advanced) how to bind between AHC and Camel.

clientConfig To configure the AsyncHttpClient to use a custom AsyncHttpClientCo
(advanced) com.ning.http.client. AsyncHttpClientConfig instance. nfig
sslContextParam Reference to a SSLContextParam
eters (security) org.apache.camel.util.jsse.SSLContextParameters in eters

the Registry. Note that configuring this option will
override any SSL/TLS configuration options provided
through the clientConfig option at the endpoint or
component level.

allowJavaSerializ Whether to allow java serialization when a request false boolean
ed Object uses context-type=application/x-java-serialized-object
(advanced) This is by default turned off. If you enable this then be

aware that Java will deserialize the incoming data
from the request to Java and that can be a potential
security risk.

useGlobalSsiCon Enable usage of global SSL context parameters. false boolean
text Parameters
(security)
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Name Description Default Type
headerFilterStrate = To use a custom HeaderFilterStrate
gy (filter) org.apache.camel.spi.HeaderFilterStrategy to filter ay

header to and from Camel message.

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

Notice that setting any of the options on the AhcComponent will propagate those options to
AhcEndpoints being created. However the AhcEndpoint can also configure/override a custom
option. Options set on endpoints will always take precedence over options from the AhcComponent.

3.4. MESSAGE HEADERS

Name Type Description

Excha Strin  URIto call. Will override existing URI set directly on the endpoint.
nge.H ¢

TTP_U

RI

Excha Strin Request URI’s path, the header will be used to build the request URI with the

nge.H g HTTP_URI. If the path is start with "/", http producer will try to find the relative path
TTP_P based on the Exchange.HTTP_BASE_URI header or the
ATH exchange.getFromEndpoint().getEndpointUri();

Excha Strin Camel 2.11 onwards: URI parameters. Will override existing URI parameters set
nge.H ¢ directly on the endpoint.

TTP_Q

UERY

Excha int The HTTP response code from the external server. Is 200 for OK.
nge.H

TTP_R

ESPON

SE_CO

DE
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Name Type Description

Excha Strin  Character encoding.
nge.H ¢

TTP_C

HARAC

TER_E

NCODI

NG

Excha Strin  The HTTP content type. Is set on both the IN and OUT message to provide a content
nge.C ¢ type, such as text/html.

ONTEN

T_TYP

E

Excha Strin  The HTTP content encoding. Is set on both the IN and OUT message to provide a
nge.C ¢ content encoding, such as gzip.

ONTEN

T_ENC

ODING

3.5. MESSAGE BODY
Camel will store the HTTP response from the external server on the OUT body. All headers from the IN

message will be copied to the OUT message, so headers are preserved during routing. Additionally
Camel will add the HTTP response headers as well to the OUT message headers.

3.6. RESPONSE CODE
Camel will handle according to the HTTP response code:
e Response code is in the range 100..299, Camel regards it as a success response.

e Response code is in the range 300..399, Camel regards it as a redirection response and will
throw a AhcOperationFailedException with the information.

e Response code is 400+, Camel regards it as an external server failure and will throw a
AhcOperationFailedException with the information.

throwExceptionOnFailure

The option, throwExceptionOnFailure, can be set to false to prevent the
AhcOperationFailedException from being thrown for failed response codes. This allows
you to get any response from the remote server.

3.7. AHCOPERATIONFAILEDEXCEPTION

This exception contains the following information:
e The HTTP status code

e The HTTP status line (text of the status code)
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e Redirect location, if server returned a redirect

e Response body as a java.lang.String, if server provided a body as response

3.8. CALLING USING GET OR POST

The following algorithm is used to determine if either GET or POST HTTP method should be used:
1. Use method provided in header.

2. GET if query string is provided in header.

3. GET if endpoint is configured with a query string.

4. POST if there is data to send (body is not null).

5. GET otherwise.

3.9. CONFIGURING URI TO CALL

You can set the HTTP producer’s URI directly form the endpoint URI. In the route below, Camel will call
out to the external server, oldhost, using HTTP.

from("direct:start")
.to("ahc:http://o0ldhost");

And the equivalent Spring sample:

<camelContext xmlns="http://activemq.apache.org/camel/schema/spring">
<route>
<from uri="direct:start"/>
<to uri="ahc:http://oldhost"/>
</route>
</camelContext>

You can override the HTTP endpoint URI by adding a header with the key, Exchange .HTTP_URI, on
the message.

from("direct:start")
.setHeader (Exchange.HTTP_URI, constant("http://newhost"))
.to("ahc:http://o0ldhost");

3.10. CONFIGURING URI PARAMETERS

The ahc producer supports URI parameters to be sent to the HTTP server. The URI parameters can
either be set directly on the endpoint URI or as a header with the key Exchange . HTTP_QUERY on the
message.

from("direct:start")
.to("ahc:http://0ldhost?order=123&detail=short");

Or options provided in a header:

from("direct:start")
.setHeader (Exchange.HTTP_QUERY,
constant("order=123&detail=short"))
.to("ahc:http://0ldhost");
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3.11. HOW TO SET THE HTTP METHOD TO THE HTTP PRODUCER

The HTTP component provides a way to set the HTTP request method by setting the message header.
Here is an example;

from("direct:start")
.setHeader (Exchange.HTTP_METHOD, constant("POST"))
.to("ahc:http://www.google.com")
.to("mock:results");

And the equivalent Spring sample:

<camelContext xmlns="http://activemq.apache.org/camel/schema/spring">
<route>
<from uri="direct:start"/>
<setHeader headerName="CamelHttpMethod">
<constant>P0ST</constant>
</setHeader>
<to uri="ahc:http://www.google.com"/>
<to uri="mock:results"/>
</route>
</camelContext>

3.12. CONFIGURING CHARSET

If you are using POST to send data you can configure the charset using the Exchange property:

I exchange.setProperty(Exchange.CHARSET_NAME, "is0-8859-1");

3.12.1. URI Parameters from the endpoint URI

In this sample we have the complete URI endpoint that is just what you would have typed in a web
browser. Multiple URI parameters can of course be set using the & character as separator, just as you
would in the web browser. Camel does no tricks here.

// we query for Camel at the Google page
template.sendBody("ahc:http://www.google.com/search?g=Camel", null);

3.12.2. URI Parameters from the Message

Map headers = new HashMap();

headers.put(Exchange.HTTP_QUERY, '"g=Camel&lr=lang_en");

// we query for Camel and English language at Google
template.sendBody("ahc:http://www.google.com/search", null, headers);

In the header value above notice that it should not be prefixed with ? and you can separate parameters
as usual with the & char.

3.12.3. Getting the Response Code
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You can get the HTTP response code from the AHC component by getting the value from the Out
message header with Exchange . HTTP_RESPONSE_CODE.

Exchange exchange = template.send("ahc:http://www.google.com/search", new
Processor() {
public void process(Exchange exchange) throws Exception {
exchange.getIn().setHeader (Exchange.HTTP_QUERY,
constant("hl=en&g=activemq"));
}
1)
Message out = exchange.getOut();
int responseCode = out.getHeader (Exchange.HTTP_RESPONSE_CODE,
Integer.class);

3.13. CONFIGURING ASYNCHTTPCLIENT

The AsyncHttpClient client uses a AsyncHttpClientConfig to configure the client. See the
documentation at
Async Http Client for more details.

In Camel 2.8, configuration is limited to using the builder pattern provided by
AsyncHttpClientConfig.Builder. In Camel 2.8, the AsyncHttpClientConfig doesn’t support
getters/setters so its not easy to create/configure using a Spring bean style (eg the <bean> tag in the
XML file).

The example below shows how to use a builder to create the AsyncHttpClientConfig which we
configure on the AhcComponent.

In Camel 2.9, the AHC component uses Async HTTP library 1.6.4. This newer version provides added
support for plain bean style configuration. The AsyncHttpClientConfigBean class provides getters
and setters for the configuration options available in AsyncHttpClientConfig. An instance of
AsyncHttpClientConfigBean may be passed directly to the AHC component or referenced in an
endpoint URI using the clientConfig URI parameter.

Also available in Camel 2.9 is the ability to set configuration options directly in the URI. URI parameters
starting with "clientConfig." can be used to set the various configurable properties of
AsyncHttpClientConfig. The properties specified in the endpoint URI are merged with those
specified in the configuration referenced by the "clientConfig" URI parameter with those being set using
the "clientConfig." parameter taking priority. The AsyncHttpClientConfig instance referenced is
always copied for each endpoint such that settings on one endpoint will remain independent of settings
on any previously created endpoints. The example below shows how to configure the AHC component
using the "clientConfig." type URI parameters.

from("direct:start")
.to("ahc:http://localhost:8080/f00?
clientConfig.maxRequestRetry=3&clientConfig.followRedirects=true")

3.14. SSL SUPPORT (HTTPS)
Using the JSSE Configuration Utility

As of Camel 2.9, the AHC component supports SSL/TLS configuration through the Camel JSSE
Configuration Utility. This utility greatly decreases the amount of component specific code you need to
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write and is configurable at the endpoint and component levels. The following examples demonstrate
how to use the utility with the AHC component.

Programmatic configuration of the component

KeyStoreParameters ksp = new KeyStoreParameters();
ksp.setResource("/users/home/server/keystore.jks");
ksp.setPassword("keystorePassword");

KeyManagersParameters kmp = new KeyManagersParameters();
kmp.setKeyStore(ksp);
kmp.setKeyPassword("keyPassword");

SSLContextParameters scp = new SSLContextParameters();
scp.setKeyManagers(kmp);

AhcComponent component = context.getComponent("ahc", AhcComponent.class);
component.setSslContextParameters(scp));

Spring DSL based configuration of endpoint

<camel:sslContextParameters
id="sslContextParameters">
<camel:keyManagers
keyPassword="keyPassword">
<camel:keyStore
resource="/users/home/server/keystore.jks"
password="keystorePassword" />
</camel:keyManagers>
</camel:sslContextParameters>...

<to uri="ahc:https://localhost/foo0?
sslContextParameters=#sslContextParameters"/>

3.15. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started
o Jetty
e HTTP

e HTTP4
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CHAPTER 4. AHC WEBSOCKET COMPONENT

Available as of Camel version 2.14

The ahc-ws component provides Websocket based endpoints for a client communicating with external
servers over Websocket (as a client opening a websocket connection to an external server).

The component uses the AHC component that in turn uses the https://github.com/AsyncHttpClient/async-
http-client[Async Http Client] library.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-ahc-ws</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

4.1. URI FORMAT

ahc-ws://hostname[ :port][/resourceUri][?options]
ahc-wss://hostname[ :port][/resourceUri][?options]

Will by default use port 80 for ahc-ws and 443 for ahc-wss.

4.2. AHC-WS OPTIONS

As the AHC-WS component is based on the AHC component, you can use the various configuration
options of the AHC component.

The AHC Websocket component supports 8 options which are listed below.

Name Description Default Type

client (advanced) To use a custom AsyncHttpClient AsyncHttpClient
binding To use a custom AhcBinding which allows to control AhcBinding
(advanced) how to bind between AHC and Camel.

clientConfig To configure the AsyncHttpClient to use a custom AsyncHttpClientCo
(advanced) com.ning.http.client. AsyncHttpClientConfig instance. nfig
sslContextParam Reference to a SSLContextParam
eters (security) org.apache.camel.util.jsse.SSLContextParameters in eters

the Registry. Note that configuring this option will
override any SSL/TLS configuration options provided
through the clientConfig option at the endpoint or
component level.
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Name Description Default
allowJavaSerializ Whether to allow java serialization when a request false
ed Object uses context-type=application/x-java-serialized-object
(advanced) This is by default turned off. If you enable this then be

aware that Java will deserialize the incoming data
from the request to Java and that can be a potential
security risk.

useGlobalSsICon Enable usage of global SSL context parameters. false
text Parameters
(security)

headerFilterStrate = To use a custom
gy (filter) org.apache.camel.spi.HeaderFilterStrategy to filter
header to and from Camel message.

resolveProperty Whether the component should resolve property true
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The AHC Websocket endpoint is configured using URI syntax:
I ahc-ws:httpUri
with the following path and query parameters:
4.2.1. Path Parameters (1 parameters):
Name Description Default

httpUri Required The URI to use such as
http://hostname:port/path

4.2.2. Query Parameters (18 parameters):

Name Description Default
bridgeEndpoint If the option is true, then the Exchange.HTTP_URI false
(common) header is ignored, and use the endpoint’s URI for

request. You may also set the
throwExceptionOnFailure to be false to let the
AhcProducer send all the fault response back.

bufferSize The initial in-memory buffer size used when 4096
(common) transferring data between Camel and AHC Client.

Type

boolean

boolean

HeaderFilterStrate
ay

boolean

Type

URI

Type

boolean

int
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Name

headerFilterStrate
gy (common)

throwExceptionO
nFailure
(common)

transferException
(common)

bridgeErrorHandl
er (consumer)

sendMessageOn
Error (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

connectionClose
(producer)

cookieHandler
(producer)

114

Red Hat Fuse 7.1 Apache Camel Component Reference

Description

To use a custom HeaderFilterStrategy to filter header
to and from Camel message.

Option to disable throwing the
AhcOperationFailedException in case of failed
responses from the remote server. This allows you to
get all responses regardless of the HTTP status code.

If enabled and an Exchange failed processing on the
consumer side, and if the caused Exception was
send back serialized in the response as a
application/x-java-serialized-object content type (for
example using Jetty or Servlet Camel components).
On the producer side the exception will be
deserialized and thrown as is, instead of the
AhcOperationFailedException. The caused exception
is required to be serialized. This is by default turned
off. If you enable this then be aware that Java will
deserialize the incoming data from the request to
Java and that can be a potential security risk.

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

Whether to send an message if the web-socket
listener received an error.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

Define if the Connection Close header has to be
added to HTTP Request. This parameter is false by
default

Configure a cookie handler to maintain a HTTP
session

Default

true

false

false

false

false

Type

HeaderFilterStrate
ay

boolean

boolean

boolean

boolean

ExceptionHandler

ExchangePattern

boolean

CookieHandler
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Name Description Default Type
useStreaming To enable streaming to send data as multiple text false boolean
(producer) fragments.

binding To use a custom AhcBinding which allows to control AhcBinding
(advanced) how to bind between AHC and Camel.

clientConfig To configure the AsyncHttpClient to use a custom AsyncHttpClientCo
(advanced) com.ning.http.client. AsyncHttpClientConfig instance. nfig
clientConfigOptio  To configure the AsyncHttpClientConfig using the Map

ns (advanced) key/values from the Map.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

clientConfigReal To configure the AsyncHttpClientConfig Realm using Map

mOptions the key/values from the Map.

(security)

sslContextParam Reference to a SSLContextParam
eters (security) org.apache.camel.util.jsse.SSLContextParameters in eters

the Registry. This reference overrides any configured
SSLContextParameters at the component level. See
Using the JSSE Configuration Utility. Note that
configuring this option will override any SSL/TLS
configuration options provided through the
clientConfig option at the endpoint or component
level.

4.3. WRITING AND READING DATA OVER WEBSOCKET

An ahc-ws endpoint can either write data to the socket or read from the socket, depending on whether
the endpoint is configured as the producer or the consumer, respectively.

4.4. CONFIGURING URI TO WRITE OR READ DATA

In the route below, Camel will write to the specified websocket connection.

from("direct:start")
.to("ahc-ws://targethost");

And the equivalent Spring sample:

<camelContext xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="direct:start"/>
<to uri="ahc-ws://targethost"/>
</route>
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I </camelContext>

In the route below, Camel will read from the specified websocket connection.

from("ahc-ws://targethost")
.to("direct:next");

And the equivalent Spring sample:

<camelContext xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="ahc-ws://targethost"/>
<to uri="direct:next"/>
</route>
</camelContext>

4.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started
e AHC

e Atmosphere-Websocket
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CHAPTER 5. AMQP COMPONENT

Available as of Camel version 1.2

The amqgp: component supports the AMQP 1.0 protocol using the JMS Client API of the Qpid project. In
case you want to use AMQP 0.9 (in particular RabbitMQ) you might also be interested in the Camel
RabbitMQ component. Please keep in mind that prior to the Camel 2.17.0 AMQP component supported
AMQP 0.9 and above, however since Camel 2.17.0 it supports only AMQP 1.0.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-amgp</artifactId>

<version>${camel.version}</version> <!-- use the same version as your
Camel core version -->
</dependency>

5.1. URI FORMAT

I amgp: [queue: |topic:]destinationName[?options]

5.2. AMQP OPTIONS
You can specify all of the various configuration options of the JMS component after the destination name.

The AMQP component supports 80 options which are listed below.

Name Description Default Type
configuration To use a shared JMS configuration JmsConfiguration
(advanced)

acceptMessages Specifies whether the consumer accept messages false boolean

While Stopping while it is stopping. You may consider enabling this

(consumer) option, if you start and stop JMS routes at runtime,

while there are still messages enqueued on the
queue. If this option is false, and you stop the JMS
route, then messages may be rejected, and the JMS
broker would have to attempt redeliveries, which yet
again may be rejected, and eventually the message
may be moved at a dead letter queue on the JMS
broker. To avoid this its recommended to enable this
option.
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Name

allowReplyManag
erQuick Stop
(consumer)

acknowledgemen
tMode (consumer)

eagerLoadingOf
Properties
(consumer)

acknowledgemen
tModeName
(consumer)

autoStartup
(consumer)

cachelLevel
(consumer)

cacheLevelName
(consumer)
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Description

Whether the DefaultMessageListenerContainer used
in the reply managers for request-reply messaging
allow the
DefaultMessageL.istenerContainer.runningAllowed
flag to quick stop in case
JmsConfigurationisAcceptMessagesWhileStopping is
enabled, and org.apache.camel.CamelContext is
currently being stopped. This quick stop ability is
enabled by default in the regular JMS consumers but
to enable for reply managers you must enable this
flag.

The JMS acknowledgement mode defined as an
Integer. Allows you to set vendor-specific extensions
to the acknowledgment mode.For the regular modes,
it is preferable to use the
acknowledgementModeName instead.

Enables eager loading of JMS properties as soon as a
message is loaded which generally is inefficient as
the JMS properties may not be required but
sometimes can catch early any issues with the
underlying JMS provider and the use of JMS
properties

The JMS acknowledgement name, which is one of:
SESSION_TRANSACTED,
CLIENT_ACKNOWLEDGE,
AUTO_ACKNOWLEDGE,
DUPS_OK_ACKNOWLEDGE

Specifies whether the consumer container should
auto-startup.

Sets the cache level by ID for the underlying JMS
resources. See cachelLevelName option for more
details.

Sets the cache level by name for the underlying JMS
resources. Possible values are: CACHE_AUTO,
CACHE_CONNECTION, CACHE_CONSUMER,
CACHE_NONE, and CACHE_SESSION. The default
setting is CACHE_AUTO. See the Spring
documentation and Transactions Cache Levels for
more information.

Default

false

false

AUTO_
ACKN
OWLE

DGE

true

CACH
E_AUT

Type

boolean

int

boolean

String

boolean

int

String
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Name Description Default Type

replyToCacheLev  Sets the cache level by name for the reply consumer String

elName (producer)  when doing request/reply over JMS. This option only
applies when using fixed reply queues (not
temporary). Camel will by default use:
CACHE_CONSUMER for exclusive or shared w/
replyToSelectorName. And CACHE_SESSION for
shared without replyToSelectorName. Some JMS
brokers such as IBM WebSphere may require to set
the replyToCachelLevelName=CACHE_NONE to
work. Note: If using temporary queues then
CACHE_NONE is not allowed, and you must use a
higher value such as CACHE_CONSUMER or
CACHE_SESSION.

clientld (common) Sets the JMS client ID to use. Note that this value, if String
specified, must be unique and can only be used by a
single JMS connection instance. It is typically only
required for durable topic subscriptions. If using
Apache ActiveMQ you may prefer to use Virtual
Topics instead.

concurrentConsu Specifies the default number of concurrent 1 int
mers (consumer) consumers when consuming from JMS (not for

request/reply over JMS). See also the

maxMessagesPerTask option to control dynamic

scaling up/down of threads. When doing request/reply

over JMS then the option

replyToConcurrentConsumers is used to control

number of concurrent consumers on the reply

message listener.

replyToConcurre Specifies the default number of concurrent 1 int
nt Consumers consumers when doing request/reply over JMS. See
(producer) also the maxMessagesPerTask option to control

dynamic scaling up/down of threads.

connectionFactor  The connection factory to be use. A connection ConnectionFactory
y (common) factory must be configured either on the component
or endpoint.
username Username to use with the ConnectionFactory. You String
(security) can also configure username/password directly on

the ConnectionFactory.

password Password to use with the ConnectionFactory. You String
(security) can also configure username/password directly on
the ConnectionFactory.
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Name Description Default Type
deliveryPersisten Specifies whether persistent delivery is used by true boolean
t (producer) default.

deliveryMode Specifies the delivery mode to be used. Possibles Integer
(producer) values are those defined by javax.jms.DeliveryMode.

NON_PERSISTENT = 1 and PERSISTENT = 2.

durableSubscripti  The durable subscriber name for specifying durable String

onName topic subscriptions. The clientld option must be

(common) configured as well.

exceptionListener  Specifies the JMS Exception Listener that is to be ExceptionListener
(advanced) notified of any underlying JMS exceptions.

errorHandler Specifies a org.springframework.util.ErrorHandler to ErrorHandler
(advanced) be invoked in case of any uncaught exceptions

thrown while processing a Message. By default these
exceptions will be logged at the WARN level, if no
errorHandler has been configured. You can configure
logging level and whether stack traces should be
logged using errorHandlerLogginglLevel and
errorHandlerLogStackTrace options. This makes it
much easier to configure, than having to code a
custom errorHandler.

errorHandlerLogg  Allows to configure the default errorHandler logging WARN LoggingLevel
ing Level (logging)  level for logging uncaught exceptions.

errorHandlerLogS  Allows to control whether stacktraces should be true boolean
tack Trace logged or not, by the default errorHandler.

(logging)

explicitQosEnabl Set if the deliveryMode, priority or timeToLive false boolean
ed (producer) qualities of service should be used when sending

messages. This option is based on Spring’s
JmsTemplate. The deliveryMode, priority and
timeToLive options are applied to the current
endpoint. This contrasts with the
preserveMessageQos option, which operates at
message granularity, reading QoS properties
exclusively from the Camel In message headers.

exposeListenerSe  Specifies whether the listener session should be false boolean
ssion (consumer) exposed when consuming messages.
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Name Description Default Type

idleTaskExecutio Specifies the limit for idle executions of a receive 1 int
nLimit (advanced) task, not having received any message within its

execution. If this limit is reached, the task will shut

down and leave receiving to other executing tasks (in

the case of dynamic scheduling; see the

maxConcurrentConsumers setting). There is

additional doc available from Spring.

idleConsumerLim  Specify the limit for the number of consumers that are 1 int
it (advanced) allowed to be idle at any given time.

maxConcurrentC Specifies the maximum number of concurrent int
onsumers consumers when consuming from JMS (not for

(consumer) request/reply over JMS). See also the

maxMessagesPerTask option to control dynamic
scaling up/down of threads. When doing request/reply
over JMS then the option
replyToMaxConcurrentConsumers is used to control
number of concurrent consumers on the reply
message listener.

replyToMaxConc Specifies the maximum number of concurrent int
urrent consumers when using request/reply over JMS. See

Consumers also the maxMessagesPerTask option to control

(producer) dynamic scaling up/down of threads.

replyOnTimeoutT Specifies the maximum number of concurrent 1 int
oMax consumers for continue routing when timeout

ConcurrentConsu  occurred when using request/reply over JMS.
mers (producer)

maxMessagesPer = The number of messages per task. -1 is unlimited. If -1 int
Task (advanced) you use a range for concurrent consumers (eg min

max), then this option can be used to set a value to

eg 100 to control how fast the consumers will shrink

when less work is required.

messageConvert To use a custom Spring MessageConverter
er (advanced) org.springframework.jms.support.converter.Message

Converter so you can be in control how to map

to/from a javax.jms.Message.

mapJmsMessage Specifies whether Camel should auto map the true boolean
(advanced) received JMS message to a suited payload type, such
as javax.jms.TextMessage to a String etc.
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Name Description Default Type
messageldEnable = When sending, specifies whether message IDs true boolean
d (advanced) should be added. This is just an hint to the JMS

broker.If the JMS provider accepts this hint, these
messages must have the message ID set to null; if
the provider ignores the hint, the message ID must
be set to its normal unique value

messageTimesta Specifies whether timestamps should be enabled by true boolean
mpEnabled default on sending messages. This is just an hint to
(advanced) the JMS broker.If the JMS provider accepts this hint,

these messages must have the timestamp set to zero;
if the provider ignores the hint the timestamp must be
set to its normal value

alwaysCopyMess If true, Camel will always make a JMS message copy false boolean
age (producer) of the message when it is passed to the producer for

sending. Copying the message is needed in some

situations, such as when a

replyToDestinationSelectorName is set (incidentally,

Camel will set the alwaysCopyMessage option to

true, if a replyToDestinationSelectorName is set)

useMessagelDAs Specifies whether JMSMessagelD should always be false boolean
CorrelationlD used as JMSCorrelationID for InOut messages.

(advanced)

priority (producer) Values greater than 1 specify the message priority 4 int

when sending (where 0 is the lowest priority and 9 is
the highest). The explicitQosEnabled option must also
be enabled in order for this option to have any effect.

pubSubNoLocal Specifies whether to inhibit the delivery of messages false boolean
(advanced) published by its own connection.
receiveTimeout The timeout for receiving messages (in milliseconds). 1000 long
(advanced)
recoverylnterval Specifies the interval between recovery attempts, i.e. 5000 long
(advanced) when a connection is being refreshed, in

milliseconds. The default is 5000 ms, that is, 5

seconds.
taskExecutor Allows you to specify a custom task executor for TaskExecutor
(consumer) consuming messages.
timeToLive When sending messages, specifies the time-to-live of -1 long
(producer) the message (in milliseconds).
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Name Description Default Type
transacted Specifies whether to use transacted mode false boolean
(transaction)

lazyCreateTransa If true, Camel will create a JmsTransactionManager, true boolean
ction Manager if there is no transactionManager injected when

(transaction) option transacted=true.

transactionManag The Spring transaction manager to use. PlatformTransactio
er (transaction) n Manager
transactionName The name of the transaction to use. String
(transaction)

transactionTimeo The timeout value of the transaction (in seconds), if -1 int

ut (transaction) using transacted mode.

testConnectionO Specifies whether to test the connection on startup. false boolean

n Startup This ensures that when Camel starts that all the JMS

(common) consumers have a valid connection to the JMS

broker. If a connection cannot be granted then Camel
throws an exception on startup. This ensures that
Camel is not started with failed connections. The
JMS producers is tested as well.

asyncStartListen Whether to startup the JmsConsumer message false boolean

er (advanced) listener asynchronously, when starting a route. For
example if a JmsConsumer cannot get a connection
to a remote JMS broker, then it may block while
retrying and/or failover. This will cause Camel to
block while starting routes. By setting this option to
true, you will let routes startup, while the
JmsConsumer connects to the JMS broker using a
dedicated thread in asynchronous mode. If this option
is used, then beware that if the connection could not
be established, then an exception is logged at WARN
level, and the consumer will not be able to receive
messages; You can then restart the route to retry.

asyncStopListene = Whether to stop the JmsConsumer message listener false boolean
r (advanced) asynchronously, when stopping a route.

forceSendOrigina  When using mapJmsMessage=false Camel will false boolean
| Message create a new JMS message to send to a new JMS

(producer) destination if you touch the headers (get or set)

during the route. Set this option to true to force Camel
to send the original JMS message that was received.
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Name

requestTimeout
(producer)

requestTimeoutC
hecker Interval
(advanced)

transferExchange
(advanced)

transferException
(advanced)
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Description Default

The timeout for waiting for a reply when using the 20000
InOut Exchange Pattern (in milliseconds). The default

is 20 seconds. You can include the header
CameldmsRequestTimeout to override this endpoint

configured timeout value, and thus have per message

individual timeout values. See also the
requestTimeoutCheckerlnterval option.

Configures how often Camel should check for timed 1000
out Exchanges when doing request/reply over JMS.

By default Camel checks once per second. But if you

must react faster when a timeout occurs, then you

can lower this interval, to check more frequently. The

timeout is determined by the option requestTimeout.

You can transfer the exchange over the wire instead false
of just the body and headers. The following fields are
transferred: In body, Out body, Fault body, In

headers, Out headers, Fault headers, exchange

properties, exchange exception. This requires that the

objects are serializable. Camel will exclude any non-
serializable objects and log it at WARN level. You

must enable this option on both the producer and

consumer side, so Camel knows the payloads is an

Exchange and not a regular payload.

If enabled and you are using Request Reply false
messaging (InOut) and an Exchange failed on the
consumer side, then the caused Exception will be
send back in response as a
javax.jms.ObjectMessage. If the client is Camel, the
returned Exception is rethrown. This allows you to
use Camel JMS as a bridge in your routing - for
example, using persistent queues to enable robust
routing. Notice that if you also have transferExchange
enabled, this option takes precedence. The caught
exception is required to be serializable. The original
Exception on the consumer side can be wrapped in
an outer exception such as
org.apache.camel.RuntimeCamelException when
returned to the producer.

Type

long

long

boolean

boolean



Name

transferFault
(advanced)

jmsOperations
(advanced)

destinationResol
ver (advanced)

replyToType
(producer)

preserveMessage

Qos (producer)
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Description Default Type

If enabled and you are using Request Reply false boolean
messaging (InOut) and an Exchange failed with a
SOAP fault (not exception) on the consumer side,
then the fault flag on MessageisFault() will be send
back in the response as a JMS header with the key
org.apache.camel.component.jms.JmsConstantsdJMS
_TRANSFER_FAULTJMS_TRANSFER_FAULT. If
the client is Camel, the returned fault flag will be set
on the link
org.apache.camel.MessagesetFault(boolean). You
may want to enable this when using Camel
components that support faults such as SOAP based
such as cxf or spring-ws.

Allows you to use your own implementation of the JmsOperations
org.springframework.jms.core.JmsOperations

interface. Camel uses JmsTemplate as default. Can

be used for testing purpose, but not used much as

stated in the spring API docs.

A pluggable DestinationResolv
org.springframework.jms.support.destination.Destinati er

onResolver that allows you to use your own resolver

(for example, to lookup the real destination in a JNDI

registry).

Allows for explicitly specifying which kind of strategy ReplyToType
to use for replyTo queues when doing request/reply
over JMS. Possible values are: Temporary, Shared,
or Exclusive. By default Camel will use temporary
queues. However if replyTo has been configured,
then Shared is used by default. This option allows you
to use exclusive queues instead of shared ones. See
Camel JMS documentation for more details, and
especially the notes about the implications if running
in a clustered environment, and the fact that Shared
reply queues has lower performance than its
alternatives Temporary and Exclusive.

Set to true, if you want to send message using the false boolean
QoS settings specified on the message, instead of
the QoS settings on the JMS endpoint. The following
three headers are considered JMSPriority,
JMSDeliveryMode, and JMSExpiration. You can
provide all or only some of them. If not provided,
Camel will fall back to use the values from the
endpoint instead. So, when using this option, the
headers override the values from the endpoint. The
explicitQosEnabled option, by contrast, will only use
options set on the endpoint, and not values from the
message header.
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Name

asyncConsumer
(consumer)

allowNullBody
(producer)

includeSentJMS
MessagelD
(producer)

includeAllJMSX
Properties
(advanced)

defaultTaskExecu
tor Type
(consumer)
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Description

Whether the JmsConsumer processes the Exchange
asynchronously. If enabled then the JmsConsumer
may pickup the next message from the JMS queue,
while the previous message is being processed
asynchronously (by the Asynchronous Routing
Engine). This means that messages may be
processed not 100% strictly in order. If disabled (as
default) then the Exchange is fully processed before
the JmsConsumer will pickup the next message from
the JMS queue. Note if transacted has been enabled,
then asyncConsumer=true does not run
asynchronously, as transaction must be executed
synchronously (Camel 3.0 may support async
transactions).

Whether to allow sending messages with no body. If
this option is false and the message body is null, then
an JMSException is thrown.

Only applicable when sending to JMS destination
using InOnly (eg fire and forget). Enabling this option
will enrich the Camel Exchange with the actual
JMSMessagelD that was used by the JMS client
when the message was sent to the JMS destination.

Whether to include all JIMSXxxx properties when
mapping from JMS to Camel Message. Setting this to
true will include properties such as JMSXAppID, and
JMSXUserID etc. Note: If you are using a custom
headerFilterStrategy then this option does not apply.

Specifies what default TaskExecutor type to use in
the DefaultMessageListenerContainer, for both
consumer endpoints and the ReplyTo consumer of
producer endpoints. Possible values: SimpleAsync
(uses Spring’s SimpleAsyncTaskExecutor) or
ThreadPool (uses Spring’s ThreadPoolTaskExecutor
with optimal values - cached threadpool-like). If not
set, it defaults to the previous behaviour, which uses
a cached thread pool for consumer endpoints and
SimpleAsync for reply consumers. The use of
ThreadPool is recommended to reduce thread trash
in elastic configurations with dynamically increasing
and decreasing concurrent consumers.

Default

false

true

false

false

Type

boolean

boolean

boolean

boolean

DefaultTaskExecut
or Type



Name

jmsKeyFormatStr
ategy (advanced)

allowAdditionalH
eaders (producer)

queueBrowseStra
tegy (advanced)

messageCreated
Strategy
(advanced)

waitForProvision
CorrelationToBeU
pdated Counter
(advanced)

waitForProvision
CorrelationToBeU
pdated
ThreadSleepingTi
me (advanced)

Description

Pluggable strategy for encoding and decoding JMS
keys so they can be compliant with the JMS
specification. Camel provides two implementations
out of the box: default and passthrough. The default
strategy will safely marshal dots and hyphens (. and -
). The passthrough strategy leaves the key as is. Can
be used for JMS brokers which do not care whether
JMS header keys contain illegal characters. You can
provide your own implementation of the
org.apache.camel.component.jms.JmsKeyFormatStra
tegy and refer to it using the notation.

This option is used to allow additional headers which
may have values that are invalid according to JMS
specification. For example some message systems
such as WMQ do this with header names using prefix
JMS_IBM_MQMD __ containing values with byte array
or other invalid types. You can specify multiple
header names separated by comma, and use as
suffix for wildcard matching.

To use a custom QueueBrowseStrategy when
browsing queues

To use the given MessageCreatedStrategy which are
invoked when Camel creates new instances of
javax.jms.Message objects when Camel is sending a
JMS message.

Number of times to wait for provisional correlation id
to be updated to the actual correlation id when doing
request/reply over JMS and when the option
useMessagelDAsCorrelationID is enabled.

Interval in millis to sleep each time while waiting for
provisional correlation id to be updated.

CHAPTER 5. AMQP COMPONENT

Default Type

JmsKeyFormatStr
ategy

String

QueueBrowseStrat
egy

MessageCreatedS

trategy

50 int

100 long
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Name

correlationProper
ty (producer)

subscriptionDura
ble (consumer)

subscriptionShar
ed (consumer)

subscriptionNam
e (consumer)
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Description Default

Use this JMS property to correlate messages in InOut
exchange pattern (request-reply) instead of
JMSCorrelationID property. This allows you to
exchange messages with systems that do not
correlate messages using JMSCorrelationID JMS
property. If used JMSCorrelationID will not be used or
set by Camel. The value of here named property will
be generated if not supplied in the header of the
message under the same name.

Set whether to make the subscription durable. The false
durable subscription name to be used can be

specified through the subscriptionName property.

Default is false. Set this to true to register a durable
subscription, typically in combination with a

subscriptionName value (unless your message

listener class name is good enough as subscription

name). Only makes sense when listening to a topic

(pub-sub domain), therefore this method switches the
pubSubDomain flag as well.

Set whether to make the subscription shared. The false
shared subscription name to be used can be
specified through the subscriptionName property.
Default is false. Set this to true to register a shared
subscription, typically in combination with a
subscriptionName value (unless your message
listener class name is good enough as subscription
name). Note that shared subscriptions may also be
durable, so this flag can (and often will) be combined
with subscriptionDurable as well. Only makes sense
when listening to a topic (pub-sub domain), therefore
this method switches the pubSubDomain flag as well.
Requires a JMS 2.0 compatible message broker.

Set the name of a subscription to create. To be
applied in case of a topic (pub-sub domain) with a
shared or durable subscription. The subscription
name needs to be unique within this client’'s JMS
client id. Default is the class name of the specified
message listener. Note: Only 1 concurrent consumer
(which is the default of this message listener
container) is allowed for each subscription, except for
a shared subscription (which requires JMS 2.0).

Type

String

boolean

boolean

String
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Name Description Default Type
streamMessageT Sets whether StreamMessage type is enabled or not. false boolean
ype Enabled Message payloads of streaming kind such as files,

(producer) InputStream, etc will either by sent as BytesMessage

or StreamMessage. This option controls which kind
will be used. By default BytesMessage is used which
enforces the entire message payload to be read into
memory. By enabling this option the message
payload is read into memory in chunks and each
chunk is then written to the StreamMessage until no

more data.
formatDateHeade Sets whether date headers should be formatted false boolean
rsTo Iso8601 according to the ISO 8601 standard.
(producer)
headerFilterStrate = To use a custom HeaderFilterStrate
gy (filter) org.apache.camel.spi.HeaderFilterStrategy to filter ay
header to and from Camel message.
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The AMQP endpoint is configured using URI syntax:
I amgp:destinationType:destinationName

with the following path and query parameters:

5.2.1. Path Parameters (2 parameters):

Name Description Default Type

destinationType The kind of destination to use queue String

destinationName Required Name of the queue or topic to use as String
destination

5.2.2. Query Parameters (91 parameters):

Name Description Default Type
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Name Description Default Type

clientld (common) Sets the JMS client ID to use. Note that this value, if String
specified, must be unique and can only be used by a
single JMS connection instance. It is typically only
required for durable topic subscriptions. If using
Apache ActiveMQ you may prefer to use Virtual
Topics instead.

connectionFactor  The connection factory to be use. A connection ConnectionFactory
y (common) factory must be configured either on the component
or endpoint.
disableReplyTo Specifies whether Camel ignores the JMSReplyTo false boolean
(common) header in messages. If true, Camel does not send a

reply back to the destination specified in the
JMSReplyTo header. You can use this option if you
want Camel to consume from a route and you do not
want Camel to automatically send back a reply
message because another component in your code
handles the reply message. You can also use this
option if you want to use Camel as a proxy between
different message brokers and you want to route
message from one system to another.

durableSubscripti  The durable subscriber name for specifying durable String

onName topic subscriptions. The clientld option must be

(common) configured as well.

jmsMessageType Allows you to force the use of a specific JmsMessageType
(common) javax.jms.Message implementation for sending JMS

messages. Possible values are: Bytes, Map, Object,
Stream, Text. By default, Camel would determine
which JMS message type to use from the In body
type. This option allows you to specify it.

testConnectionO Specifies whether to test the connection on startup. false boolean
nStartup This ensures that when Camel starts that all the JMS
(common) consumers have a valid connection to the JMS

broker. If a connection cannot be granted then Camel
throws an exception on startup. This ensures that
Camel is not started with failed connections. The
JMS producers is tested as well.

acknowledgemen The JMS acknowledgement name, which is one of: AUTO_  String

tModeName SESSION_TRANSACTED, ACKN

(consumer) CLIENT_ACKNOWLEDGE, OWLE
AUTO_ACKNOWLEDGE, DGE

DUPS_OK_ACKNOWLEDGE
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Name Description Default Type
asyncConsumer Whether the JmsConsumer processes the Exchange false boolean
(consumer) asynchronously. If enabled then the JmsConsumer

may pickup the next message from the JMS queue,
while the previous message is being processed
asynchronously (by the Asynchronous Routing
Engine). This means that messages may be
processed not 100% strictly in order. If disabled (as
default) then the Exchange is fully processed before
the JmsConsumer will pickup the next message from
the JMS queue. Note if transacted has been enabled,
then asyncConsumer=true does not run
asynchronously, as transaction must be executed
synchronously (Camel 3.0 may support async
transactions).

autoStartup Specifies whether the consumer container should true boolean
(consumer) auto-startup.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

cachelLevel Sets the cache level by ID for the underlying JMS int
(consumer) resources. See cacheLevelName option for more
details.

cachelLevelName Sets the cache level by name for the underlying JMS CACH String
(consumer) resources. Possible values are: CACHE_AUTO, E_AUT
CACHE_CONNECTION, CACHE_CONSUMER, @)
CACHE_NONE, and CACHE_SESSION. The default
setting is CACHE_AUTO. See the Spring
documentation and Transactions Cache Levels for
more information.

concurrentConsu Specifies the default number of concurrent 1 int
mers (consumer) consumers when consuming from JMS (not for

request/reply over JMS). See also the

maxMessagesPerTask option to control dynamic

scaling up/down of threads. When doing request/reply

over JMS then the option

replyToConcurrentConsumers is used to control

number of concurrent consumers on the reply

message listener.
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Name Description Default Type
maxConcurrentC Specifies the maximum number of concurrent int
onsumers consumers when consuming from JMS (not for

(consumer) request/reply over JMS). See also the

maxMessagesPerTask option to control dynamic
scaling up/down of threads. When doing request/reply
over JMS then the option
replyToMaxConcurrentConsumers is used to control
number of concurrent consumers on the reply
message listener.

replyTo Provides an explicit ReplyTo destination, which String
(consumer) overrides any incoming value of
Message.getJMSReplyTo().

replyToDeliveryP Specifies whether to use persistent delivery by default true boolean
ersistent for replies.

(consumer)

selector Sets the JMS selector to use String
(consumer)

subscriptionDura Set whether to make the subscription durable. The false boolean
ble (consumer) durable subscription name to be used can be

specified through the subscriptionName property.
Default is false. Set this to true to register a durable
subscription, typically in combination with a
subscriptionName value (unless your message
listener class name is good enough as subscription
name). Only makes sense when listening to a topic
(pub-sub domain), therefore this method switches the
pubSubDomain flag as well.

subscriptionNam Set the name of a subscription to create. To be String
e (consumer) applied in case of a topic (pub-sub domain) with a

shared or durable subscription. The subscription

name needs to be unique within this client’'s JMS

client id. Default is the class name of the specified

message listener. Note: Only 1 concurrent consumer

(which is the default of this message listener

container) is allowed for each subscription, except for

a shared subscription (which requires JMS 2.0).
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Name Description Default Type
subscriptionShar Set whether to make the subscription shared. The false boolean
ed (consumer) shared subscription name to be used can be

specified through the subscriptionName property.
Default is false. Set this to true to register a shared
subscription, typically in combination with a
subscriptionName value (unless your message
listener class name is good enough as subscription
name). Note that shared subscriptions may also be
durable, so this flag can (and often will) be combined
with subscriptionDurable as well. Only makes sense
when listening to a topic (pub-sub domain), therefore
this method switches the pubSubDomain flag as well.
Requires a JMS 2.0 compatible message broker.

acceptMessages Specifies whether the consumer accept messages false boolean
WhileStopping while it is stopping. You may consider enabling this
(consumer) option, if you start and stop JMS routes at runtime,

while there are still messages enqueued on the
queue. If this option is false, and you stop the JMS
route, then messages may be rejected, and the JMS
broker would have to attempt redeliveries, which yet
again may be rejected, and eventually the message
may be moved at a dead letter queue on the JMS
broker. To avoid this its recommended to enable this

option.
allowReplyManag  Whether the DefaultMessageListenerContainer used false boolean
erQuickStop in the reply managers for request-reply messaging
(consumer) allow the

DefaultMessageL.istenerContainer.runningAllowed
flag to quick stop in case
JmsConfigurationisAcceptMessagesWhileStopping is
enabled, and org.apache.camel.CamelContext is
currently being stopped. This quick stop ability is
enabled by default in the regular JMS consumers but
to enable for reply managers you must enable this
flag.
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Name

consumerType
(consumer)

defaultTaskExecu
torType
(consumer)

eagerLoadingOfP
roperties
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

exposeListenerSe
ssion (consumer)
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Description

The consumer type to use, which can be one of:
Simple, Default, or Custom. The consumer type
determines which Spring JMS listener to use. Default
will use
org.springframework.jms.listener.DefaultMessageL.ist
enerContainer, Simple will use
org.springframework.jms.listener.SimpleMessageL.ist
enerContainer. When Custom is specified, the
MessagelListenerContainerFactory defined by the
messageListenerContainerFactory option will
determine what
org.springframework.jms.listener.AbstractMessageLis
tenerContainer to use.

Specifies what default TaskExecutor type to use in
the DefaultMessageListenerContainer, for both
consumer endpoints and the ReplyTo consumer of
producer endpoints. Possible values: SimpleAsync
(uses Spring’s SimpleAsyncTaskExecutor) or
ThreadPool (uses Spring’s ThreadPoolTaskExecutor
with optimal values - cached threadpool-like). If not
set, it defaults to the previous behaviour, which uses
a cached thread pool for consumer endpoints and
SimpleAsync for reply consumers. The use of
ThreadPool is recommended to reduce thread trash
in elastic configurations with dynamically increasing
and decreasing concurrent consumers.

Enables eager loading of JMS properties and payload
as soon as a message is loaded which generally is
inefficient as the JMS properties may not be required
but sometimes can catch early any issues with the
underlying JMS provider and the use of JMS
properties

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

Specifies whether the listener session should be
exposed when consuming messages.

Default

Default

false

false

Type

ConsumerType

DefaultTaskExecut
or Type

boolean

ExceptionHandler

ExchangePattern

boolean
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Name Description Default Type
replyToSameDest = Whether a JMS consumer is allowed to send a reply false boolean
ination Allowed message to the same destination that the consumer

(consumer) is using to consume from. This prevents an endless

loop by consuming and sending back the same
message to itself.

taskExecutor Allows you to specify a custom task executor for TaskExecutor
(consumer) consuming messages.

deliveryMode Specifies the delivery mode to be used. Possibles Integer
(producer) values are those defined by javax.jms.DeliveryMode.

NON_PERSISTENT = 1 and PERSISTENT = 2.

deliveryPersisten Specifies whether persistent delivery is used by true boolean
t (producer) default.

explicitQosEnabl Set if the deliveryMode, priority or timeToLive false Boolean
ed (producer) qualities of service should be used when sending

messages. This option is based on Spring’s
JmsTemplate. The deliveryMode, priority and
timeToLive options are applied to the current
endpoint. This contrasts with the
preserveMessageQos option, which operates at
message granularity, reading QoS properties
exclusively from the Camel In message headers.

formatDateHeade Sets whether JMS date properties should be false boolean
rsTolso8601 formatted according to the ISO 8601 standard.

(producer)

preserveMessage  Set to true, if you want to send message using the false boolean
Qos (producer) QoS settings specified on the message, instead of

the QoS settings on the JMS endpoint. The following
three headers are considered JMSPriority,
JMSDeliveryMode, and JMSExpiration. You can
provide all or only some of them. If not provided,
Camel will fall back to use the values from the
endpoint instead. So, when using this option, the
headers override the values from the endpoint. The
explicitQosEnabled option, by contrast, will only use
options set on the endpoint, and not values from the
message header.

priority (producer) Values greater than 1 specify the message priority 4 int
when sending (where 0 is the lowest priority and 9 is
the highest). The explicitQosEnabled option must also
be enabled in order for this option to have any effect.
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Name Description Default Type
replyToConcurre Specifies the default number of concurrent 1 int
ntConsumers consumers when doing request/reply over JMS. See

(producer) also the maxMessagesPerTask option to control

dynamic scaling up/down of threads.

replyToMaxConc Specifies the maximum number of concurrent int
urrent consumers when using request/reply over JMS. See

Consumers also the maxMessagesPerTask option to control

(producer) dynamic scaling up/down of threads.

replyToOnTimeou  Specifies the maximum number of concurrent 1 int
tMax consumers for continue routing when timeout

ConcurrentConsu  occurred when using request/reply over JMS.
mers (producer)

replyToOverride Provides an explicit ReplyTo destination in the JMS String
(producer) message, which overrides the setting of replyTo. It is

useful if you want to forward the message to a remote

Queue and receive the reply message from the

ReplyTo destination.

replyToType Allows for explicitly specifying which kind of strategy ReplyToType

(producer) to use for replyTo queues when doing request/reply
over JMS. Possible values are: Temporary, Shared,
or Exclusive. By default Camel will use temporary
queues. However if replyTo has been configured,
then Shared is used by default. This option allows you
to use exclusive queues instead of shared ones. See
Camel JMS documentation for more details, and
especially the notes about the implications if running
in a clustered environment, and the fact that Shared
reply queues has lower performance than its
alternatives Temporary and Exclusive.

requestTimeout The timeout for waiting for a reply when using the 20000 long
(producer) InOut Exchange Pattern (in milliseconds). The default

is 20 seconds. You can include the header

CameldmsRequestTimeout to override this endpoint

configured timeout value, and thus have per message

individual timeout values. See also the

requestTimeoutCheckerInterval option.

timeToLive When sending messages, specifies the time-to-live of -1 long
(producer) the message (in milliseconds).
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Name

allowAdditionalH
eaders (producer)

allowNullBody
(producer)

alwaysCopyMess
age (producer)

correlationProper
ty (producer)

disableTimeToLiv
e (producer)

forceSendOrigina
IMessage
(producer)

Description

This option is used to allow additional headers which
may have values that are invalid according to JMS
specification. For example some message systems
such as WMQ do this with header names using prefix
JMS_IBM_MQMD __ containing values with byte array
or other invalid types. You can specify multiple
header names separated by comma, and use as
suffix for wildcard matching.

Whether to allow sending messages with no body. If
this option is false and the message body is null, then
an JMSException is thrown.

If true, Camel will always make a JMS message copy
of the message when it is passed to the producer for
sending. Copying the message is needed in some
situations, such as when a
replyToDestinationSelectorName is set (incidentally,
Camel will set the alwaysCopyMessage option to
true, if a replyToDestinationSelectorName is set)

When using InOut exchange pattern use this JMS
property instead of JMSCorrelationID JMS property to
correlate messages. If set messages will be
correlated solely on the value of this property
JMSCorrelationID property will be ignored and not set
by Camel.

Use this option to force disabling time to live. For
example when you do request/reply over JMS, then
Camel will by default use the requestTimeout value
as time to live on the message being sent. The
problem is that the sender and receiver systems have

to have their clocks synchronized, so they are in sync.

This is not always so easy to archive. So you can use
disableTimeToLive=true to not set a time to live value
on the sent message. Then the message will not
expire on the receiver system. See below in section
About time to live for more details.

When using mapJmsMessage=false Camel will
create a new JMS message to send to a new JMS
destination if you touch the headers (get or set)
during the route. Set this option to true to force Camel
to send the original JMS message that was received.

CHAPTER 5. AMQP COMPONENT

Default

true

false

false

false

Type

String

boolean

boolean

String

boolean

boolean
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Name

includeSentJMSM
essagelD
(producer)

replyToCachelLev
elName (producer)

replyToDestinatio
nSelector Name
(producer)

streamMessageT
ypeEnabled
(producer)

allowSerializedHe
aders (advanced)
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Description

Only applicable when sending to JMS destination
using InOnly (eg fire and forget). Enabling this option
will enrich the Camel Exchange with the actual
JMSMessagelD that was used by the JMS client
when the message was sent to the JMS destination.

Sets the cache level by name for the reply consumer
when doing request/reply over JMS. This option only
applies when using fixed reply queues (not
temporary). Camel will by default use:
CACHE_CONSUMER for exclusive or shared w/
replyToSelectorName. And CACHE_SESSION for
shared without replyToSelectorName. Some JMS
brokers such as IBM WebSphere may require to set
the replyToCachelLevelName=CACHE_NONE to
work. Note: If using temporary queues then
CACHE_NONE is not allowed, and you must use a
higher value such as CACHE_CONSUMER or
CACHE_SESSION.

Sets the JMS Selector using the fixed name to be
used so you can filter out your own replies from the
others when using a shared queue (that is, if you are
not using a temporary reply queue).

Sets whether StreamMessage type is enabled or not.
Message payloads of streaming kind such as files,
InputStream, etc will either by sent as BytesMessage
or StreamMessage. This option controls which kind
will be used. By default BytesMessage is used which
enforces the entire message payload to be read into
memory. By enabling this option the message
payload is read into memory in chunks and each
chunk is then written to the StreamMessage until no
more data.

Controls whether or not to include serialized headers.

Applies only when transferExchange is true. This
requires that the objects are serializable. Camel will
exclude any non-serializable objects and log it at
WARN level.

Default

false

false

false

Type

boolean

String

String

boolean

boolean



Name

asyncStartListen
er (advanced)

asyncStopListene
r (advanced)

destinationResol
ver (advanced)

errorHandler
(advanced)

exceptionListener
(advanced)

headerFilterStrate
gy (advanced)

idleConsumerLim
it (advanced)

Description

Whether to startup the JmsConsumer message
listener asynchronously, when starting a route. For
example if a JmsConsumer cannot get a connection
to a remote JMS broker, then it may block while
retrying and/or failover. This will cause Camel to
block while starting routes. By setting this option to
true, you will let routes startup, while the
JmsConsumer connects to the JMS broker using a
dedicated thread in asynchronous mode. If this option
is used, then beware that if the connection could not
be established, then an exception is logged at WARN
level, and the consumer will not be able to receive
messages; You can then restart the route to retry.

Whether to stop the JmsConsumer message listener
asynchronously, when stopping a route.

A pluggable

org.springframework.jms.support.destination.Destinati
onResolver that allows you to use your own resolver
(for example, to lookup the real destination in a JNDI

registry).

Specifies a org.springframework.util.ErrorHandler to
be invoked in case of any uncaught exceptions
thrown while processing a Message. By default these
exceptions will be logged at the WARN level, if no
errorHandler has been configured. You can configure
logging level and whether stack traces should be
logged using errorHandlerLogginglLevel and
errorHandlerLogStackTrace options. This makes it
much easier to configure, than having to code a

custom errorHandler.

Specifies the JMS Exception Listener that is to be
notified of any underlying JMS exceptions.

To use a custom HeaderFilterStrategy to filter header
to and from Camel message.

Specify the limit for the number of consumers that are
allowed to be idle at any given time.
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Default

false

false

Type

boolean

boolean

DestinationResolv
er

ErrorHandler

ExceptionListener

HeaderFilterStrate

9y

int
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Name

idleTaskExecutio
nLimit (advanced)

includeAllJMSXPr
operties
(advanced)

jmsKeyFormatStr
ategy (advanced)

mapJmsMessage
(advanced)

maxMessagesPer
Task (advanced)

messageConvert
er (advanced)

messageCreated
Strategy
(advanced)
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Description

Specifies the limit for idle executions of a receive
task, not having received any message within its
execution. If this limit is reached, the task will shut
down and leave receiving to other executing tasks (in
the case of dynamic scheduling; see the
maxConcurrentConsumers setting). There is
additional doc available from Spring.

Whether to include all JIMSXxxx properties when
mapping from JMS to Camel Message. Setting this to
true will include properties such as JMSXAppID, and
JMSXUserlD etc. Note: If you are using a custom
headerFilterStrategy then this option does not apply.

Pluggable strategy for encoding and decoding JMS
keys so they can be compliant with the JMS
specification. Camel provides two implementations
out of the box: default and passthrough. The default
strategy will safely marshal dots and hyphens (. and -
). The passthrough strategy leaves the key as is. Can
be used for JMS brokers which do not care whether
JMS header keys contain illegal characters. You can
provide your own implementation of the
org.apache.camel.component.jms.JmsKeyFormatStra
tegy and refer to it using the notation.

Specifies whether Camel should auto map the
received JMS message to a suited payload type, such
as javax.jms.TextMessage to a String etc.

The number of messages per task. -1 is unlimited. If
you use a range for concurrent consumers (eg min
max), then this option can be used to set a value to
eg 100 to control how fast the consumers will shrink
when less work is required.

To use a custom Spring
org.springframework.jms.support.converter.Message
Converter so you can be in control how to map
to/from a javax.jms.Message.

To use the given MessageCreatedStrategy which are
invoked when Camel creates new instances of
javax.jms.Message objects when Camel is sending a
JMS message.

Default

false

true

Type

int

boolean

String

boolean

int

MessageConverter

MessageCreatedS
trategy
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Name Description Default Type
messageldEnable = When sending, specifies whether message IDs true boolean
d (advanced) should be added. This is just an hint to the JMS

broker.If the JMS provider accepts this hint, these
messages must have the message ID set to null; if
the provider ignores the hint, the message ID must
be set to its normal unique value

messageListener Registry ID of the MessageListenerContainerFactory Messagelistener
Container used to determine what ContainerFactory
Factory org.springframework.jms.listener.AbstractMessageLis
(advanced) tenerContainer to use to consume messages. Setting

this will automatically set consumerType to Custom.

messageTimesta Specifies whether timestamps should be enabled by true boolean
mpEnabled default on sending messages. This is just an hint to
(advanced) the JMS broker.If the JMS provider accepts this hint,

these messages must have the timestamp set to zero;
if the provider ignores the hint the timestamp must be
set to its normal value

pubSubNoLocal Specifies whether to inhibit the delivery of messages false boolean
(advanced) published by its own connection.
receiveTimeout The timeout for receiving messages (in milliseconds). 1000 long
(advanced)
recoverylinterval Specifies the interval between recovery attempts, i.e. 5000 long
(advanced) when a connection is being refreshed, in

milliseconds. The default is 5000 ms, that is, 5

seconds.
requestTimeoutC Configures how often Camel should check for timed 1000 long
hecker Interval out Exchanges when doing request/reply over JMS.
(advanced) By default Camel checks once per second. But if you

must react faster when a timeout occurs, then you
can lower this interval, to check more frequently. The
timeout is determined by the option requestTimeout.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).
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Name

transferException
(advanced)

transferExchange
(advanced)

transferFault
(advanced)

useMessagelDAs
Correlation ID
(advanced)

waitForProvision
Correlation
ToBeUpdatedCou
nter (advanced)
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Description Default

If enabled and you are using Request Reply false
messaging (InOut) and an Exchange failed on the
consumer side, then the caused Exception will be
send back in response as a
javax.jms.ObjectMessage. If the client is Camel, the
returned Exception is rethrown. This allows you to
use Camel JMS as a bridge in your routing - for
example, using persistent queues to enable robust
routing. Notice that if you also have transferExchange
enabled, this option takes precedence. The caught
exception is required to be serializable. The original
Exception on the consumer side can be wrapped in
an outer exception such as
org.apache.camel.RuntimeCamelException when
returned to the producer.

You can transfer the exchange over the wire instead false
of just the body and headers. The following fields are
transferred: In body, Out body, Fault body, In

headers, Out headers, Fault headers, exchange

properties, exchange exception. This requires that the

objects are serializable. Camel will exclude any non-
serializable objects and log it at WARN level. You

must enable this option on both the producer and

consumer side, so Camel knows the payloads is an

Exchange and not a regular payload.

If enabled and you are using Request Reply false
messaging (InOut) and an Exchange failed with a
SOAP fault (not exception) on the consumer side,
then the fault flag on MessageisFault() will be send
back in the response as a JMS header with the key
org.apache.camel.component.jms.JmsConstantsdJMS
_TRANSFER_FAULTJMS_TRANSFER_FAULT. If
the client is Camel, the returned fault flag will be set
on the link
org.apache.camel.MessagesetFault(boolean). You
may want to enable this when using Camel
components that support faults such as SOAP based
such as cxf or spring-ws.

Specifies whether JMSMessagelD should always be false
used as JMSCorrelationID for InOut messages.

Number of times to wait for provisional correlation id 50
to be updated to the actual correlation id when doing
request/reply over JMS and when the option
useMessagelDAsCorrelationID is enabled.

Type

boolean

boolean

boolean

boolean

int
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Name Description Default Type
waitForProvision Interval in millis to sleep each time while waiting for 100 long
Correlation provisional correlation id to be updated.

ToBeUpdatedThr

eadSleeping Time

(advanced)

errorHandlerLogg  Allows to configure the default errorHandler logging WARN LoggingLevel

ingLevel (logging) level for logging uncaught exceptions.

errorHandlerLogS  Allows to control whether stacktraces should be true boolean
tackTrace logged or not, by the default errorHandler.

(logging)

password Password to use with the ConnectionFactory. You String
(security) can also configure username/password directly on

the ConnectionFactory.

username Username to use with the ConnectionFactory. You String
(security) can also configure username/password directly on
the ConnectionFactory.

transacted Specifies whether to use transacted mode false boolean
(transaction)
lazyCreateTransa If true, Camel will create a JmsTransactionManager, true boolean
ction Manager if there is no transactionManager injected when
(transaction) option transacted=true.
transactionManag The Spring transaction manager to use. PlatformTransactio
er (transaction) n Manager
transactionName The name of the transaction to use. String
(transaction)
transactionTimeo  The timeout value of the transaction (in seconds), if -1 int
ut (transaction) using transacted mode.

5.3. USAGE

As AMQP component is inherited from JMS component, the usage of the former is almost identical to the
latter:

Using AMQP component

// Consuming from AMQP queue
from("amgp:queue:incoming").
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to(...);

// Sending message to the AMQP topic
from(...).
to("amqgp:topic:notify");

5.4. CONFIGURING AMQP COMPONENT

Starting from the Camel 2.16.1 you can also use the AMQPComponent#amgp1l0Component (String
connectionURT) factory method to return the AMQP 1.0 component with the pre-configured topic
prefix:

Creating AMQP 1.0 component

AMQPComponent amgp =
AMQPComponent .amgpl0@Component ("amqgp://guest:guest@localhost:5672");
Keep in mind that starting from the Camel 2.17 the AMQPComponent#amgp10Component (String
connectionURI) factory method has been deprecated on the behalf of the
AMQPComponent#amgpComponent (String connectionURI):

Creating AMQP 1.0 component

AMQPComponent amgp = AMQPComponent.amgpComponent("amqp://localhost:5672");

AMQPComponent authorizedAmqgp =
AMQPComponent .amgpComponent ("amqp://localhost:5672", '"user", '"password");

Starting from Camel 2.17, in order to automatically configure the AMQP component, you can also add an
instance of org.apache.camel.component.amqp.AMQPConnectionDetails to the registry. For
example for Spring Boot you just have to define bean:

AMQP connection details auto-configuration

@Bean
AMQPConnectionDetails amgpConnection() {
return new AMQPConnectionDetails("amqp://localhost:5672");

}

@Bean
AMQPConnectionDetails securedAmgpConnection() {

return new AMQPConnectionDetails("amqgp://lcoalhost:5672", "username'",
"password");

}

Likewise, you can also use CDI producer methods when using Camel-CDI

AMQP connection details auto-configuration for CDI

@Produces
AMQPConnectionDetails amgpConnection() {
return new AMQPConnectionDetails("amqp://localhost:5672");

}
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You can also rely on the Camel properties to read the AMQP connection details. Factory
method AMQPConnectionDetails.discoverAMQP () attempts to read Camel properties in a
Kubernetes-like convention, just as demonstrated on the snippet below:

AMQP connection details auto-configuration

export AMQP_SERVICE_HOST "mybroker.com"
export AMQP_SERVICE_PORT = "6666"

export AMQP_SERVICE_USERNAME = "username"
export AMQP_SERVICE_PASSWORD = "password"

@Bean
AMQPConnectionDetails amgpConnection() {
return AMQPConnectionDetails.discoverAMQP();

}

Enabling AMQP specific options

If you, for example, need to enable amqp . traceFrames you can do that by appending the option to
your URI, like the following example:

AMQPComponent amgp = AMQPComponent.amgpComponent("amqp://localhost:5672?
amgp.traceFrames=true");

For reference take a look at the QPID JMS client configuration

5.5. USING TOPICS

To have using topics working with camel-amqp you need to configure the component to
use topic:// as topic prefix, as shown below:

<bean id="amgp" class="org.apache.camel.component.amqgp.AmgpComponent">
<property name="connectionFactory">
<bean class="org.apache.gpid.jms.JmsConnectionFactory" factory-
method="createFromURL">
<property name="remoteURI" value="amqgp://localhost:5672" />

<property name="topicPrefix" value="topic://" /> <!-- only
necessary when connecting to ActiveMQ over AMQP 1.0 -->
</bean>
</property>
</bean>

Keep in mind that both AMQPComponent#amgpComponent () methods and
AMQPConnectionDetails pre-configure the component with the topic prefix, so you don’t have to
configure it explicitly.

5.6. SEE ALSO
e Configuring Camel

e Component
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e Endpoint

e (Getting Started
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CHAPTER 6. APNS COMPONENT

Available as of Camel version 2.8

The apns component is used for sending notifications to iOS devices. The apns components use
javapns library.

The component supports sending notifications to Apple Push Notification Servers (APNS) and
consuming feedback from the servers.

The consumer is configured with 3600 seconds for polling by default because it is a best practice to
consume feedback stream from Apple Push Notification Servers only from time to time. For example:
every 1 hour to avoid flooding the servers.

The feedback stream gives informations about inactive devices. You only need to get this informations
every some hours if your mobile application is not a heavily used one.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-apns</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

6.1. URI FORMAT

To send notifications:
I apns:notify[?options]
To consume feedback:

I apns:consumer[?options]

6.2. OPTIONS

The APNS component supports 2 options which are listed below.

Name Description Default Type
apnsService Required The ApnsService to use. The ApnsService
(common) org.apache.camel.component.apns.factory.ApnsServi

ceFactory can be used to build a ApnsService

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The APNS endpoint is configured using URI syntax:

147


https://github.com/notnoop/java-apns

Red Hat Fuse 7.1 Apache Camel Component Reference
I apns:name
with the following path and query parameters:

6.2.1. Path Parameters (1 parameters):
Name Description Default Type

name Name of the endpoint String

6.2.2. Query Parameters (20 parameters):

Name Description Default Type

tokens (common) Configure this property in case you want to statically String
declare tokens related to devices you want to notify.
Tokens are separated by comma.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming

messages, or the likes, will now be processed as a

message and handled by the routing Error Handler.

By default the consumer will use the

org.apache.camel.spi.ExceptionHandler to deal with

exceptions, that will be logged at WARN or ERROR

level and ignored.

sendEmptyMessa  If the polling consumer did not poll any files, you can false boolean
geWhenldle enable this option to send an empty message (no

(consumer) body) instead.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

pollStrategy A pluggable PollingConsumerP
(consumer) org.apache.camel.PollingConsumerPollingStrategy oll Strategy

allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.
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Name Description Default Type
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

backoffErrorThre The number of subsequent error polls (failed due int
shold (scheduler) some error) that should happen before the
backoffMultipler should kick-in.

backoffldleThres The number of subsequent idle polls that should int
hold (scheduler) happen before the backoffMultipler should kick-in.
backoffMultiplier To let the scheduled polling consumer backoff if there int
(scheduler) has been a number of subsequent idles/errors in a

row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

delay (scheduler) Milliseconds before the next poll. You can also 500 long
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
greedy If greedy is enabled, then the false boolean
(scheduler) ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

initialDelay Milliseconds before the first poll starts. You can also 1000 long
(scheduler) specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
runLoggingLevel The consumer logs a start/complete log line when it TRAC LoggingLevel
(scheduler) polls. This option allows you to configure the logging E

level for that.

scheduledExecut Allows for configuring a custom/shared thread pool to ScheduledExecuto
orService use for the consumer. By default each consumer has r Service
(scheduler) its own single threaded thread pool.

scheduler To use a cron scheduler from either camel-spring or none ScheduledPollCon
(scheduler) camel-quartz2 component sumer Scheduler

149



Red Hat Fuse 7.1 Apache Camel Component Reference

Name Description Default Type
schedulerProperti  To configure additional properties when using a Map
es (scheduler) custom scheduler or any of the Quartz2, Spring

based scheduler.

startScheduler Whether the scheduler should be auto started. true boolean
(scheduler)

timeUnit Time unit for initialDelay and delay options. MILLIS  TimeUnit
(scheduler) ECON

DS
useFixedDelay Controls if fixed delay or fixed rate is used. See true boolean
(scheduler) ScheduledExecutorService in JDK for details.

You can append query options to the URI in the following format, 2option=value&option=valueé..

6.2.3. Component

The ApnsComponent must be configured with a com.notnoop.apns.ApnsService. The service can
be created and configured using the
org.apache.camel.component.apns.factory.ApnsServiceFactory. See further below for an
example. And as well in the test source code.

6.2.3.1. SSL Setting

In order to use secure connection, an instance of

org.apache.camel.util. jsse.SSLContextParameters should be injected to
org.apache.camel.component.apns.factory.ApnsServiceFactory which is used to
configure the component. See the test resources for an example. ssl example

6.3. EXCHANGE DATA FORMAT

When Camel will fetch feedback data corresponding to inactive devices, it will retrieve a List of
InactiveDevice objects. Each InactiveDevice object of the retrieved list will be setted as the In body, and
then processed by the consumer endpoint.

6.4. MESSAGE HEADERS

Camel Apns uses these headers.

Proper Default Description

ty

Camel Empty by default.
ApnsT
okens
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Default  Description

Camel STRIN In case you choose PAYLOAD for the message type, then the message will be

ApnsM G, considered as a APNS payload and sent as is. In case you choose STRING, message
essag PAYLO  will be converted as a APNS payload. From Camel 2.16 onwards
eType AD, APNS_NOTIFICATION is used for sending message body as

APNS_  com.notnoop.apns.ApnsNotification types.

NOTIF

ICATI

ON

6.5. APNSSERVICEFACTORY BUILDER CALLBACK

ApnsServiceFactory comes with the empty callback method that could be used to configure (or even
replace) the default ApnsServiceBuilder instance. The signature of the method could look as
follows:

protected ApnsServiceBuilder configureServiceBuilder (ApnsServiceBuilder
serviceBuilder);

And could be used like as follows:

ApnsServiceFactory proxiedApnsServiceFactory = new ApnsServiceFactory(){

@Ooverride
protected ApnsServiceBuilder configureServiceBuilder (ApnsServiceBuilder
serviceBuilder) {
return serviceBuilder.withSocksProxy("my.proxy.com", 6666);

}
iy

6.6. SAMPLES

6.6.1. Camel Xml route

<beans xmlns="http://www.springframework.org/schema/beans"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xmlns:camel="http://camel.apache.org/schema/spring"
xsi:schemaLocation="
http://www.springframework.org/schema/beans
http://www.springframework.org/schema/beans/spring-beans-2.5.xsd
http://camel.apache.org/schema/spring
http://camel.apache.org/schema/spring/camel-spring.xsd">

<!-- Replace by desired values -->

<bean id="apnsServiceFactory"
class="org.apache.camel.component.apns.factory.ApnsServiceFactory">
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<!-- Optional configuration of feedback host and port -->
<!-- <property name="feedbackHost" value="localhost" /> -->
<!-- <property name="feedbackPort" value="7843" /> -->

<!-- Optional configuration of gateway host and port -->
<!-- <property name="gatewayHost'" value="localhost" /> -->
<!-- <property name="gatewayPort" value="7654" /> -->
<!-- Declaration of certificate used -->

<!-- from Camel 2.11 onwards you can use prefix:

classpath:, file: to refer to load the certificate from classpath or file.
Default it classpath -->
<property name="certificatePath" value='"certificate.pi12" />
<property name="certificatePassword" value="MyCertPassword" />

<!-- Optional connection strategy - By Default: No need to
configure -->
<!-- Possible options: NON_BLOCKING, QUEUE, POOL or Nothing -->

<!-- <property name="connectionStrategy" value="POOL" /> -->
<!-- Optional pool size -->

<!-- <property name="poolSize" value="15" /> -->

<!-- Optional connection strategy - By Default: No need to

configure -->
<!-- Possible options: EVERY_HALF_HOUR, EVERY_NOTIFICATION or
Nothing (Corresponds to NEVER javapns option) -->
<!-- <property name="reconnectionPolicy" value="EVERY_HALF_HOUR"
/> -->
</bean>

<bean id="apnsService" factory-bean="apnsServiceFactory" factory-
method="getApnsService" />

<!-- Replace this declaration by wanted configuration -->

<bean id="apns" class="org.apache.camel.component.apns.ApnsComponent">
<property name="apnsService" ref="apnsService" />

</bean>

<camelContext id="camel-apns-test"
xmlns="http://camel.apache.org/schema/spring">
<route id="apns-test">
<from uri="apns:consumer?
initialDelay=10&amp;delay=3600&amp; timeUnit=SECONDS" />
<to uri="log:org.apache.camel.component.apns?
showAll=true&amp;multiline=true" />
<to uri="mock:result" />
</route>
</camelContext>

</beans>

6.6.2. Camel Java route

Create camel context and declare apns component programmatically
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protected CamelContext createCamelContext() throws Exception {
CamelContext camelContext = super.createCamelContext();

ApnsServiceFactory apnsServiceFactory = new ApnsServiceFactory();

apnsServiceFactory.setCertificatePath("classpath:/certificate.pl12");
apnsServiceFactory.setCertificatePassword('"MyCertPassword");

ApnsService apnsService =
apnsServiceFactory.getApnsService(camelContext);

ApnsComponent apnsComponent = new ApnsComponent(apnsService);
camelContext.addComponent("apns", apnsComponent);

return camelContext;

[[APNS-ApnsProducer-iOStargetdevicedynamicallyconfiguredviaheader:"CamelApnsTokens"]]
ApnsProducer - iOS target device dynamically configured via header: "CamelApnsTokens"

protected RouteBuilder createRouteBuilder () throws Exception {
return new RouteBuilder() {
public void configure() throws Exception {

from("direct:test")

.setHeader (ApnsConstants.HEADER_TOKENS,
constant (IOS_DEVICE_TOKEN))

.to("apns:notify");

}

ApnsProducer - iOS target device statically configured via uri

protected RouteBuilder createRouteBuilder () throws Exception {
return new RouteBuilder() {
public void configure() throws Exception {
from("direct:test").
to("apns:notify?tokens=" + IOS_DEVICE_TOKEN);

iy

ApnsConsumer

from("apns:consumer?initialDelay=10&delay=3600&timeUnit=SECONDS")
.to("log:com.apache.camel.component.apns?showAll=true&multiline=true")
.to("mock:result");

6.7. SEE ALSO
e Component

e Endpoint * Blog about using APNS (in french)
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CHAPTER 7. ASN.1 FILE DATAFORMAT

Available as of Camel version 2.20

The ASN.1 Data Format Data Format [Intoduction to ASN.1](https://www.itu.int/en/ITU-
T/asn1/Pages/introduction.aspx) is a Camel Frameworks’s data format implementation based on Bouncy
Castle’s beprov-jdki50n library and JASN.1’s java compiler for the formal notation used for describing
data transmitted by telecommunications protocols, regardless of language implementation and physical
representation of these data, whatever the application, whether complex or very simple. Messages can
be unmarshalled (conversion to simple Java POJO(s)) to plain Java objects. By the help of Camel’s
routing engine and data transformations you can then play with POJO(s) and apply customised
formatting and call other Camel Component’s to convert and send messages to upstream systems.

7.1. ASN.1 DATA FORMAT OPTIONS

The ASN.1 File dataformat supports 3 options which are listed below.

Default Description

usinglterator false Boole Ifthe asni file has more then one entry, the setting this option to
an true, allows to work with the splitter EIP, to split the data using
an iterator in a streaming mode.

clazzName Strin  Name of class to use when unmarshalling

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

7.2. UNMARSHAL
There are 3 different ways to unmarshal ASN.1 structured messages. (Usually binary files)

In this first example we unmarshal BER file payload to OutputStream and send it to mock endpoint.
I from("direct:unmarshal").unmarshal(asnl).to("mock:unmarshal");

In the second example we unmarshal BER file payload to byte array using Split EIP. The reason for
applying Split EIP is that usually each BER file or (ASN.1 structured file) contains multiple records to
process and Split EIP helps us to get each record in a file as byte arrays which is actually
ASN1Primitive’s instance (by the use of Bouncy Castle’s ASN.1 support in bcprov-jdk15on library) Byte
arrays then may be converted to ASN1Primitive by the help of public static method in
(ASN1Primitive.fromByteArray) In such example, note that you need to set usingIterator=true

from("direct:unmarshal").unmarshal(asnl).split(body(Iterator.class)).strea
ming().to("mock:unmarshal");
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In the last example we unmarshal BER file payload to plain old Java Objects using Split EIP. The reason
for applying Split EIP is already mentioned in the previous example. Please note and keep in mind that
reason. In such example we also need to set the fully qualified name of the class or <YourObject>.class
reference through data format. The important thing to note here is that your object should have been
generated by jasn1 compiler which is a nice tool to generate java object representations of your ASN.1
structure. For the reference usage of jasn1 compiler see [JASN.1 Project Page]
(https://www.openmuc.org/asni/) and please also see how the compiler is invoked with the help of
maven’s exec plugin. For example, in this data format’s unit tests an example ASN.1
structure(TestSMSBerCdr.asn1) is added in src/test/resources/asnl_structure. jasni
compiler is invoked and java object’s representations are generated in
${basedir}/target/generated/src/test/java The nice thing about this example, you will get
POJO instance at the mock endpoint or at whatever your endpoint is.

from("direct:unmarshaldsl")
.unmarshal()

.asnl("org.apache.camel.dataformat.asnl.model.testsmscbercdr.SmsCdr")
.split(body(Iterator.class)).streaming()
.to("mock:unmarshaldsl");

7.3. DEPENDENCIES

To use ASN.1 data format in your camel routes you need to add a dependency on camel-asn1 which
implements this data format.

If you use Maven you can just add the following to your pom. xm1, substituting the version number for the
latest & greatest release (see the download page for the latest versions).

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-asni</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>
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CHAPTER 8. ASTERISK COMPONENT

Available as of Camel version 2.18

The asterisk: component allows you to work easily with an Asterisk PBX Server http://www.asterisk.org/
using asterisk-java

This component help to interface with Asterisk Manager Interface

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-asterisk</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

8.1. URI FORMAT

I asterisk:name[?options]

8.2. OPTIONS
The Asterisk component has no options.

The Asterisk endpoint is configured using URI syntax:
I asterisk:name

with the following path and query parameters:

8.2.1. Path Parameters (1 parameters):
Name Description Default Type

name Required Logical name String

8.2.2. Query Parameters (8 parameters):

Name Description Default Type
hostname Required The hostname of the asterisk server String
(common)
password Required Login password String
(common)
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Name Description Default Type
username Required Login username String
(common)

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.
action (producer) What action to perform such as getting queue status, AsteriskAction

sip peers or extension state.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

8.3. ACTION

Supported actions are:
e QUEUE_STATUS, Queue Status
e SIP_PEERS, List SIP Peers

e EXTENSION_STATE, Check Extension Status
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CHAPTER 9. ATMOS COMPONENT

Available as of Camel version 2.15

Camel-Atmos is an Apache Camel component that allows you to work with ViPR object data services
using the Atmos Client.

I from("atmos:foo/get?remotePath=/path").to("mock:test");

9.1. OPTIONS

The Atmos component supports 5 options which are listed below.

Name Description Default Type

fullTokenld The token id to pass to the Atmos client String

(security)

secretKey The secret key to pass to the Atmos client String

(security)

uri (advanced) The URI of the server for the Atmos client to connect String
to

sslValidation Whether the Atmos client should perform SSL false boolean

(security) validation

resolveProperty Whether the component should resolve property true boolean

Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atmos endpoint is configured using URI syntax:
I atmos:name/operation

with the following path and query parameters:

9.1.1. Path Parameters (2 parameters):

Name Description Default Type
nhame Atmos name String
operation Required Operation to perform AtmosOperation

9.1.2. Query Parameters (12 parameters):
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Name Description Default Type

enableSslValidati Atmos SSL validation false boolean
on (common)

fullTokenid Atmos client fullTokenld String
(common)

localPath Local path to put files String
(common)

newRemotePath New path on Atmos when moving files String
(common)

query (common) Search query on Atmos String
remotePath Where to put files on Atmos String
(common)

secretKey Atmos shared secret String
(common)

uri (common) Atomos server uri String
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

9.2. DEPENDENCIES
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To use Atmos in your camel routes you need to add the dependency on camel-atmos which implements
this data format.

If you use maven you could just add the following to your pom.xml, substituting the version number for
the latest & greatest release (see the download page for the latest versions).

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atmos</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

9.3. INTEGRATIONS

When you look at atmos integrations, there is one type of consumer, GetConsumer, which is a type of
ScheduledPollConsumer.

o Get
Whereas there are 4 types of producers which are
o Get
e Del
e Move

e Put

9.4. EXAMPLES

These example are taken from tests:
I from("atmos:foo/get?remotePath=/path").to("mock:test");

Here, this is a consumer example. remotePath represents the path from where the data will be read

and passes the camel exchange to regarding producer Underneath, this component uses atmos client
API for this and every other operations.

from("direct:start")
.to("atmos://get?remotePath=/dummy/dummy.txt")
.to("mock:result");

Here, this a producer sample. remotePath represents the path where the operations occur on ViPR
object data service. In producers, operations(Get,Del, Move,Put) run on ViPR object data services and
results are set on headers of camel exchange.

Regarding the operations, the following headers are set on camel exhange

DOWNLOADED_FILE, DOWNLOADED_FILES, UPLOADED_FILE, UPLOADED_FILES,
FOUND_FILES, DELETED_PATH, MOVED_PATH,
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9.5. SEE ALSO

Configuring Camel

Component

Endpoint

Getting Started
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CHAPTER 10. ATMOSPHERE WEBSOCKET COMPONENT

Available as of Camel version 2.14

The atmosphere-websocket: component provides Websocket based endpoints for a servlet
communicating with external clients over Websocket (as a servlet accepting websocket connections from
external clients).

The component uses the SERVLET component and uses

the https://github.com/Atmosphere/atmosphere[Atmosphere] library to support the Websocket transport
in various Servlet containers (e..g., Jetty, Tomcat, ...).

Unlike the Websocket component that starts the embedded Jetty server, this component uses the servlet
provider of the container.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atmosphere-websocket</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

10.1. ATMOSPHERE-WEBSOCKET OPTIONS

The Atmosphere Websocket component supports 8 options which are listed below.

Name Description Default Type
servletName Default name of servlet to use. The default name is String
(common) CamelServlet.

httpRegistry To use a custom HttpRegistry
(common) org.apache.camel.component.servlet.HttpRegistry.

attachmentMultip Whether to automatic bind multipart/form-data as false boolean

art Binding attachments on the Camel Exchange. The options

(common) attachmentMultipartBinding=true and

disableStreamCache=false cannot work together.
Remove disableStreamCache to use
AttachmentMultipartBinding. This is turn off by default
as this may require servlet specific configuration to
enable this when using Servlet’s.

httpBinding To use a custom HttpBinding to control the mapping HitpBinding
(advanced) between Camel message and HttpClient.

httpConfiguration  To use the shared HttpConfiguration as base HttpConfiguration
(advanced) configuration.
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Name Description Default Type
allowJavaSerializ Whether to allow java serialization when a request false boolean
ed Object uses context-type=application/x-java-serialized-

(advanced) object. This is by default turned off. If you enable this

then be aware that Java will deserialize the incoming
data from the request to Java and that can be a
potential security risk.

headerFilterStrate = To use a custom HeaderFilterStrate
gy (filter) org.apache.camel.spi.HeaderFilterStrategy to filter ay
header to and from Camel message.

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The Atmosphere Websocket endpoint is configured using URI syntax:
I atmosphere-websocket:servicePath

with the following path and query parameters:
10.1.1. Path Parameters (1 parameters):

Name Description Default Type

servicePath Required Name of websocket endpoint String

10.1.2. Query Parameters (37 parameters):

Name Description Default Type
chunked If this option is false the Servlet will disable the HTTP true boolean
(common) streaming and set the content-length header on the

response
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Name

disableStreamCa
che (common)

headerFilterStrate
gy (common)

sendToAll
(common)

transferException
(common)

useStreaming
(common)

httpBinding
(common)

async (consumer)
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Description Default

Determines whether or not the raw input stream from false
Servlet is cached or not (Camel will read the stream
into a in memory/overflow to file, Stream caching)
cache. By default Camel will cache the Servlet input
stream to support reading it multiple times to ensure it
Camel can retrieve all data from the stream. However
you can set this option to true when you for example
need to access the raw stream, such as streaming it
directly to a file or other persistent store.
DefaultHttpBinding will copy the request input stream
into a stream cache and put it into message body if
this option is false to support reading the stream
multiple times. If you use Servlet to bridge/proxy an
endpoint then consider enabling this option to improve
performance, in case you do not need to read the
message payload multiple times. The http/http4
producer will by default cache the response body
stream. If setting this option to true, then the
producers will not cache the response body stream
but use the response stream as-is as the message
body.

To use a custom HeaderFilterStrategy to filter header
to and from Camel message.

Whether to send to all (broadcast) or send to a single false

receiver.

If enabled and an Exchange failed processing on the false
consumer side, and if the caused Exception was

send back serialized in the response as a
application/x-java-serialized-object content type. On

the producer side the exception will be deserialized

and thrown as is, instead of the

HttpOperationFailedException. The caused exception

is required to be serialized. This is by default turned

off. If you enable this then be aware that Java will

deserialize the incoming data from the request to

Java and that can be a potential security risk.

To enable streaming to send data as multiple text false

fragments.

To use a custom HttpBinding to control the mapping
between Camel message and HttpClient.

Configure the consumer to work in async mode false

Type

boolean

HeaderFilterStrate
ay

boolean

boolean

boolean

HitpBinding

boolean



Name

bridgeErrorHandl
er (consumer)

httpMethodRestri
ct (consumer)

matchOnUriPrefix
(consumer)

responseBufferSi
ze (consumer)

servietName
(consumer)

attachmentMultip
artBinding
(consumer)

eagerCheckConte
ntAvailable
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

optionsEnabled
(consumer)

Description
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Default

Allows for bridging the consumer to the Camel routing false
Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming

messages, or the likes, will now be processed as a

message and handled by the routing Error Handler.

By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR

level and ignored.

Used to only allow consuming if the HttpMethod
matches, such as GET/POST/PUT etc. Multiple
methods can be specified separated by comma.

Whether or not the consumer should try to find a false
target consumer by matching the URI prefix if no

exact match is found.

To use a custom buffer size on the
javax.servlet.ServletResponse.

Name of the servlet to use

Camel
Servlet

Whether to automatic bind multipart/form-data as false
attachments on the Camel Exchange. The options
attachmentMultipartBinding=true and
disableStreamCache=false cannot work together.

Remove disableStreamCache to use
AttachmentMultipartBinding. This is turn off by default

as this may require servlet specific configuration to

enable this when using Servlet’s.

Whether to eager check whether the HTTP requests false
has content if the content-length header is 0 or not
present. This can be turned on in case HTTP clients

do not send streamed data.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer

creates an exchange.

Specifies whether to enable HTTP OPTIONS for this false
Servlet consumer. By default OPTIONS is turned off.

Type

boolean

String

boolean

Integer

String

boolean

boolean

ExceptionHandler

ExchangePattern

boolean
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Name

traceEnabled
(consumer)

bridgeEndpoint
(producer)

connectionClose
(producer)

copyHeaders
(producer)

httpMethod
(producer)

ignoreResponseB
ody (producer)

preserveHostHea
der (producer)

throwExceptionO
nFailure
(producer)

cookieHandler
(producer)

okStatusCodeRa
nge (producer)
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Description

Specifies whether to enable HTTP TRACE for this
Servlet consumer. By default TRACE is turned off.

If the option is true, HttpProducer will ignore the
Exchange.HTTP_URI header, and use the endpoint’s
URI for request. You may also set the option
throwExceptionOnFailure to be false to let the
HttpProducer send all the fault response back.

Specifies whether a Connection Close header must
be added to HTTP Request. By default
connectionClose is false.

If this option is true then IN exchange headers will be
copied to OUT exchange headers according to copy
strategy. Setting this to false, allows to only include
the headers from the HTTP response (not
propagating IN headers).

Configure the HTTP method to use. The HttpMethod
header cannot override this option if set.

If this option is true, The http producer won’t read
response body and cache the input stream

If the option is true, HttpProducer will set the Host
header to the value contained in the current
exchange Host header, useful in reverse proxy
applications where you want the Host header
received by the downstream server to reflect the URL
called by the upstream client, this allows applications
which use the Host header to generate accurate
URL’s for a proxied service

Option to disable throwing the
HttpOperationFailedException in case of failed
responses from the remote server. This allows you to

get all responses regardless of the HTTP status code.

Configure a cookie handler to maintain a HTTP
session

The status codes which are considered a success
response. The values are inclusive. Multiple ranges
can be defined, separated by comma, e.g. 200-
204,209,301-304. Each range must be a single
number or from-to with the dash included.

Default

false

false

false

true

false

false

true

200-
299

Type

boolean

boolean

boolean

boolean

HttpMethods

boolean

boolean

boolean

CookieHandler

String



Name

urlRewrite
(producer)

mapHttpMessage
Body (advanced)

mapHttpMessage
FormUrl
EncodedBody
(advanced)

mapHttpMessage
Headers
(advanced)

synchronous
(advanced)

proxyAuthSchem

e (proxy)

proxyHost (proxy)

proxyPort (proxy)

authHost
(security)
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Description

Deprecated Refers to a custom
org.apache.camel.component.http.UrlIRewrite which
allows you to rewrite urls when you bridge/proxy
endpoints. See more details at
http://camel.apache.org/urlrewrite.html

If this option is true then IN exchange Body of the
exchange will be mapped to HTTP body. Setting this
to false will avoid the HTTP mapping.

If this option is true then IN exchange Form Encoded
body of the exchange will be mapped to HTTP.
Setting this to false will avoid the HTTP Form
Encoded body mapping.

If this option is true then IN exchange Headers of the
exchange will be mapped to HTTP headers. Setting
this to false will avoid the HTTP Headers mapping.

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Proxy authentication scheme to use

Proxy hostname to use

Proxy port to use

Authentication host to use with NTML

10.2. URI FORMAT

I atmosphere-websocket:///relative path[?options]

10.3. READING AND WRITING DATA OVER WEBSOCKET

Default

true

true

true

false

Type

UrlRewrite

boolean

boolean

boolean

boolean

String

String

int

String

An atmopshere-websocket endpoint can either write data to the socket or read from the socket,
depending on whether the endpoint is configured as the producer or the consumer, respectively.

10.4. CONFIGURING URI TO READ OR WRITE DATA

In the route below, Camel will read from the specified websocket connection.
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from("atmosphere-websocket:///servicepath")
.to("direct:next");

And the equivalent Spring sample:

<camelContext xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="atmosphere-websocket:///servicepath"/>
<to uri="direct:next"/>
</route>
</camelContext>

In the route below, Camel will read from the specified websocket connection.
from("direct:next")
.to("atmosphere-websocket:///servicepath");

And the equivalent Spring sample:

<camelContext xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="direct:next"/>
<to uri="atmosphere-websocket:///servicepath"/>

</route>
</camelContext>
10.5. SEE ALSO

e Configuring Camel
e Component

e Endpoint

o Getting Started

e SERVLET

o AHC-WS * Websocket
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CHAPTER 11. ATOM COMPONENT

Available as of Camel version 1.2
The atom: component is used for polling Atom feeds.

Camel will poll the feed every 60 seconds by default.
Note: The component currently only supports polling (consuming) feeds.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atom</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

11.1. URI FORMAT
I atom://atomUri[?options]

Where atomUri is the URI to the Atom feed to poll.

11.2. OPTIONS
The Atom component has no options.

The Atom endpoint is configured using URI syntax:
I atom:feedUri

with the following path and query parameters:

11.2.1. Path Parameters (1 parameters):
Name Description Default Type

feedUri Required The URI to the feed to poll. String

11.2.2. Query Parameters (27 parameters):

Name Description Default Type
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Name

bridgeErrorHandl

er (consumer)

feedHeader
(consumer)

filter (consumer)

lastUpdate
(consumer)

password
(consumer)

sendEmptyMessa

geWhenldle
(consumer)

sortEntries
(consumer)

splitEntries
(consumer)

throttleEntries
(consumer)

username
(consumer)

exceptionHandler

(consumer)
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Description

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

Sets whether to add the feed object as a header

Sets whether to use filtering or not of the entries.

Sets the timestamp to be used for filtering entries
from the atom feeds. This options is only in
conjunction with the splitEntries.

Sets the password to be used for basic authentication
when polling from a HTTP feed

If the polling consumer did not poll any files, you can
enable this option to send an empty message (no
body) instead.

Sets whether to sort entries by published date. Only
works when splitEntries = true.

Sets whether or not entries should be sent
individually or whether the entire feed should be sent
as a single message

Sets whether all entries identified in a single feed poll
should be delivered immediately. If true, only one
entry is processed per consumer.delay. Only
applicable when splitEntries = true.

Sets the username to be used for basic authentication
when polling from a HTTP feed

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Default

false

true

true

false

false

true

true

Type

boolean

boolean

boolean

Date

String

boolean

boolean

boolean

boolean

String

ExceptionHandler



CHAPTER 11. ATOM COMPONENT

Name Description Default Type
exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

pollStrategy A pluggable PollingConsumerP
(consumer) org.apache.camel.PollingConsumerPollingStrategy oll Strategy

allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

backoffErrorThre The number of subsequent error polls (failed due int
shold (scheduler) some error) that should happen before the
backoffMultipler should kick-in.

backoffldleThres The number of subsequent idle polls that should int
hold (scheduler) happen before the backoffMultipler should kick-in.
backoffMultiplier To let the scheduled polling consumer backoff if there int
(scheduler) has been a number of subsequent idles/errors in a

row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

delay (scheduler) Milliseconds before the next poll. You can also 500 long
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
greedy If greedy is enabled, then the false boolean
(scheduler) ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

initialDelay Milliseconds before the first poll starts. You can also 1000 long
(scheduler) specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
runLoggingLevel The consumer logs a start/complete log line when it TRAC LoggingLevel
(scheduler) polls. This option allows you to configure the logging E

level for that.

171



Red Hat Fuse 7.1 Apache Camel Component Reference

Name Description Default Type
scheduledExecut Allows for configuring a custom/shared thread pool to ScheduledExecuto
orService use for the consumer. By default each consumer has r Service
(scheduler) its own single threaded thread pool.

scheduler To use a cron scheduler from either camel-spring or none ScheduledPollCon
(scheduler) camel-quartz2 component sumer Scheduler
schedulerProperti  To configure additional properties when using a Map

es (scheduler) custom scheduler or any of the Quartz2, Spring

based scheduler.

startScheduler Whether the scheduler should be auto started. true boolean
(scheduler)

timeUnit Time unit for initialDelay and delay options. MILLIS  TimeUnit
(scheduler) ECON

DS
useFixedDelay Controls if fixed delay or fixed rate is used. See true boolean
(scheduler) ScheduledExecutorService in JDK for details.

You can append query options to the URI in the following format, 2option=value&option=valueé..

11.3. EXCHANGE DATA FORMAT

Camel will set the In body on the returned Exchange with the entries. Depending on the splitEntries
flag Camel will either return one Entry or a List<Entry>.

Option  Value Behavior

split true Only a single entry from the currently being processed feed is set:
Entri exchange.in.body(Entry)

es

split false  The entire list of entries from the feed is set: exchange.in.body(List<Entry>)
Entri
es

Camel can set the Feed object on the In header (see feedHeader option to disable this):

11.4. MESSAGE HEADERS

Camel atom uses these headers.
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Header Description

Camel  When consuming the org.apache.abdera.model. Feed object is set to this header.
AtomF

eed

11.5. SAMPLES

In this sample we poll James Strachan’s blog.

I from("atom://http://macstrac.blogspot.com/feeds/posts/default").to("seda:f
eeds");

In this sample we want to filter only good blogs we like to a SEDA queue. The sample also shows how to
setup Camel standalone, not running in any Container or using Spring.

11.6. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e RSS
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CHAPTER 12. ATOMIX MAP COMPONENT

Available as of Camel version 2.20
The camel atomix-map component allows you to work with Atomix’s Distributed Map collection.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

12.1. URI FORMAT

I atomix-map:mapName

12.2. OPTIONS

The Atomix Map component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixMapConfigu
(common) ration

atomix (common) The shared AtomixClient instance AtomixClient
nodes (common) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String

(common)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix Map endpoint is configured using URI syntax:
I atomix-map:resourceName

with the following path and query parameters:

12.2.1. Path Parameters (1 parameters):
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Name Description Default Type

resourceName Required The distributed resource name String

12.2.2. Query Parameters (18 parameters):

Name Description Default Type
atomix (common) The Atomix instance to use Atomix
configurationUri The Atomix configuration uri. String
(common)

defaultAction The default action. PUT Action
(common)

key (common) The key to use if none is set in the header or to listen Object

for events for a specific key.

nodes (common) The address of the nodes composing the cluster. String
resultHeader The header that wil carry the result. String
(common)
transport Sets the Atomix transport. io.atom  Transport
(common) ix.catal

yst.tran

sport.n

etty.Ne

ttyTran

sport

ttl (common) The resource ttl. long
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.
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Name

exceptionHandler
(consumer)

exchangePattern
(consumer)

defaultResourceC
onfig (advanced)

defaultResource
Options
(advanced)

ephemeral
(advanced)

readConsistency
(advanced)

resourceConfigs
(advanced)

resourceOptions
(advanced)

synchronous
(advanced)
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Description Default

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

The cluster wide default resource configuration.

The local default resource options.

Sets if the local member should join groups as false
PersistentMember or not. If set to ephemeral the local
member will receive an auto generated ID thus the

local one is ignored.

The read consistency level.

Cluster wide resources configuration.

Local resources configurations

Sets whether synchronous processing should be false

strictly used, or Camel is allowed to use
asynchronous processing (if supported).

12.3. HEADERS

Name Type

176

Values Description

Type

ExceptionHandler

ExchangePattern

Properties

Properties

boolean

ReadConsistency

Map

Map

boolean



Name

Camel
Atomix
Resour
ceActio
n

Camel
Atomix
Resour
ceKey

Camel
Atomix
Resour
ceValu
e

Camel
Atomix
Resour
ceOldVv
alue

Camel
Atomix
Resour
celTTL

Type

Atomix

Map.Ac

tion

Object

Object

Object

String /
long

PUT

PUT_IF_
ABSENT

GET
CLEAR
SIZE

CONTAIN
S_KEY

CONTAIN
S_VALUE

IS_EMPT
Y

ENTRY_
SET

REMOVE

REPLAC
E

VALUES
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Description

The action to perform

The key to operate on

The value, if missing In Body is used

The old value

The entry TTL
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Name

Camel
Atomix
Resour
ceRead
Consist
ency

Type Values Description
ReadC The read consistency level
onsiste e ATOMIC
ney e ATOMIC
LEASE
e SEQUEN
TIAL
e LOCAL

12.4. CONFIGURING THE COMPONENT TO CONNECT TO AN ATOMIX
CLUSTER

The nodes of the Atomix cluster you want to join can be se at Endpoint or component level
(recommended), below some examples:

e Endpoint:

<beans xmlns="...">
<camelContext xmlns="http://camel.apache.org/schema/spring">
<from uri="direct:start"/>
<to uri="atomix-map:myMap?nodes=node-
1.atomix.cluster:8700,node-2.atomix.cluster:8700"/>

</route>
</camelContext>
</beans>
e Component:
<beans xmlns="...">

<bean id="atomix-map"
class="org.apache.camel.component.atomix.client.map.AtomixMapCompone
nt'">
<property name="nodes" value="nodes=node-
1.atomix.cluster:8700,node-2.atomix.cluster:8700"/>
</bean>

<camelContext xmlns="http://camel.apache.org/schema/spring">
<from uri="direct:start"/>
<to uri="atomix-map:myMap"/>
</route>
</camelContext>
</beans>

12.5. USAGE EXAMPLES:

e PUT an element with TTL of 1 second:
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AtomixMap.Action.PUT)

.withHeader (AtomixClientConstants.RESOURCE_KEY, key)

.withHeader (AtomixClientConstants.RESOURCE_TTL, "1s")
.withBody(val)

.to("direct:start")
.send();
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CHAPTER 13. ATOMIX MESSAGING COMPONENT

Available as of Camel version 2.20
The camel atomix-messaging component allows you to work with Atomix’s Group Messaging.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

13.1. URI FORMAT

I atomix-messaging:group

The Atomix Messaging component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixMessaging
(common) Configuration
atomix (common) The shared AtomixClient instance AtomixClient
nodes (common) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String

(common)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix Messaging endpoint is configured using URI syntax:
I atomix-messaging:resourceName

with the following path and query parameters:

13.1.1. Path Parameters (1 parameters):
Name Description Default Type

resourceName Required The distributed resource name String
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13.1.2. Query Parameters (19 parameters):

Name Description Default Type
atomix (common) The Atomix instance to use Atomix
broadcastType The broadcast type. ALL BroadcastType
(common)
channelName The messaging channel name String
(common)
configurationUri The Atomix configuration uri. String
(common)
defaultAction The default action. DIREC  Action
(common) T
memberName The Atomix Group member name String
(common)
nodes (common) The address of the nodes composing the cluster. String
resultHeader The header that wil carry the result. String
(common)
transport Sets the Atomix transport. io.atom  Transport
(common) ix.catal

yst.tran

sport.n

etty.Ne

ttyTran

sport

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.
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Name Description Default Type
exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

defaultResourceC  The cluster wide default resource configuration. Properties

onfig (advanced)

defaultResource The local default resource options. Properties
Options

(advanced)

ephemeral Sets if the local member should join groups as false boolean
(advanced) PersistentMember or not. If set to ephemeral the local

member will receive an auto generated ID thus the
local one is ignored.

readConsistency The read consistency level. ReadConsistency
(advanced)

resourceConfigs Cluster wide resources configuration. Map

(advanced)

resourceOptions Local resources configurations Map

(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
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CHAPTER 14. ATOMIX MULTIMAP COMPONENT

Available as of Camel version 2.20
The camel atomix-multimap component allows you to work with Atomix’s Distributed MultiMap collection.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

14.1. URI FORMAT

I atomix-multimap:multiMapName

The Atomix MultiMap component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixMultiMap
(consumer) Configuration
atomix (consumer)  The shared AtomixClient instance AtomixClient
nodes (consumer) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String
(consumer)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix MultiMap endpoint is configured using URI syntax:
I atomix-multimap:resourceName

with the following path and query parameters:

14.1.1. Path Parameters (1 parameters):
Name Description Default Type

resourceName Required The distributed resource name String
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14.1.2. Query Parameters (18 parameters):

Name

atomix (consumer)

bridgeErrorHandl
er (consumer)

configurationUri
(consumer)

defaultAction
(consumer)

key (consumer)

nodes (consumer)

resultHeader
(consumer)

transport
(consumer)

ttl (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

defaultResourceC
onfig (advanced)
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Description

The Atomix instance to use

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

The Atomix configuration uri.

The default action.

The key to use if none is set in the header or to listen
for events for a specific key.

The address of the nodes composing the cluster.

The header that wil carry the result.

Sets the Atomix transport.

The resource ttl.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

The cluster wide default resource configuration.

Default

false

PUT

io.atom
ix.catal
yst.tran
sport.n
etty.Ne
ttyTran
sport

Type

Atomix

boolean

String

Action

Object

String

String

Transport

long

ExceptionHandler

ExchangePattern

Properties
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Name Description Default Type
defaultResource The local default resource options. Properties
Options

(advanced)

ephemeral Sets if the local member should join groups as false boolean
(advanced) PersistentMember or not. If set to ephemeral the local

member will receive an auto generated ID thus the
local one is ignored.

readConsistency The read consistency level. ReadConsistency
(advanced)

resourceConfigs Cluster wide resources configuration. Map

(advanced)

resourceOptions Local resources configurations Map

(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

185



Red Hat Fuse 7.1 Apache Camel Component Reference

CHAPTER 15. ATOMIX QUEUE COMPONENT

Available as of Camel version 2.20
The camel atomix-queue component allows you to work with Atomix’s Distributed Queue collection.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

15.1. URI FORMAT

I atomix-queue:queueName

The Atomix Queue component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixQueue
(common) Configuration
atomix (common) The shared AtomixClient instance AtomixClient
nodes (common) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String
(common)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix Queue endpoint is configured using URI syntax:
I atomix-queue:resourceName

with the following path and query parameters:

15.1.1. Path Parameters (1 parameters):
Name Description Default Type

resourceName Required The distributed resource name String
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15.1.2. Query Parameters (16 parameters):

Name

atomix (common)

configurationUri
(common)

defaultAction
(common)

nodes (common)

resultHeader
(common)

transport
(common)

bridgeErrorHandl
er (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

defaultResourceC
onfig (advanced)

defaultResource
Options
(advanced)

Description Default Type
The Atomix instance to use Atomix
The Atomix configuration uri. String
The default action. ADD Action
The address of the nodes composing the cluster. String
The header that wil carry the result. String
Sets the Atomix transport. io.atom  Transport

ix.catal

yst.tran

sport.n

etty.Ne

ttyTran

sport

Allows for bridging the consumer to the Camel routing false boolean

Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

ExceptionHandler

Sets the exchange pattern when the consumer ExchangePattern
creates an exchange.

The cluster wide default resource configuration. Properties

The local default resource options. Properties
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Name Description Default Type
ephemeral Sets if the local member should join groups as false boolean
(advanced) PersistentMember or not. If set to ephemeral the local

member will receive an auto generated ID thus the
local one is ignored.

readConsistency The read consistency level. ReadConsistency
(advanced)

resourceConfigs Cluster wide resources configuration. Map

(advanced)

resourceOptions Local resources configurations Map

(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
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CHAPTER 16. ATOMIX SET COMPONENT

Available as of Camel version 2.20
The camel atomix-set component allows you to work with Atomix’s Distributed Set collection.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

16.1. URI FORMAT

I atomix-set:setName

The Atomix Set component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixSetConfigur
(common) ation

atomix (common) The shared AtomixClient instance AtomixClient
nodes (common) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String

(common)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix Set endpoint is configured using URI syntax:
I atomix-set:resourceName

with the following path and query parameters:

16.1.1. Path Parameters (1 parameters):
Name Description Default Type

resourceName Required The distributed resource name String
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16.1.2. Query Parameters (17 parameters):

Name

atomix (common)

configurationUri
(common)

defaultAction
(common)

nodes (common)

resultHeader
(common)

transport
(common)

ttl (common)

bridgeErrorHandl
er (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

defaultResourceC
onfig (advanced)
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Description

The Atomix instance to use

The Atomix configuration uri.

The default action.

The address of the nodes composing the cluster.

The header that wil carry the result.

Sets the Atomix transport.

The resource ttl.

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

The cluster wide default resource configuration.

Default

ADD

io.atom
ix.catal
yst.tran
sport.n
etty.Ne
ttyTran
sport

false

Type

Atomix

String

Action

String

String

Transport

long

boolean

ExceptionHandler

ExchangePattern

Properties
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Name Description Default Type
defaultResource The local default resource options. Properties
Options

(advanced)

ephemeral Sets if the local member should join groups as false boolean
(advanced) PersistentMember or not. If set to ephemeral the local

member will receive an auto generated ID thus the
local one is ignored.

readConsistency The read consistency level. ReadConsistency
(advanced)

resourceConfigs Cluster wide resources configuration. Map

(advanced)

resourceOptions Local resources configurations Map

(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
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CHAPTER 17. ATOMIX VALUE COMPONENT

Available as of Camel version 2.20
The camel atomix-value component allows you to work with Atomix’s Distributed Value.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-atomix</artifactId>
<version>${camel-version}</version>
</dependency>

17.1. URI FORMAT

I atomix-value:valueName

The Atomix Value component supports 5 options which are listed below.

Name Description Default Type
configuration The shared component configuration AtomixValue
(common) Configuration
atomix (common) The shared AtomixClient instance AtomixClient
nodes (common) The nodes the AtomixClient should connect to List
configurationUri The path to the AtomixClient configuration String
(common)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Atomix Value endpoint is configured using URI syntax:
I atomix-value:resourceName

with the following path and query parameters:

17.1.1. Path Parameters (1 parameters):
Name Description Default Type

resourceName Required The distributed resource name String
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17.1.2. Query Parameters (17 parameters):

Name

atomix (common)

configurationUri
(common)

defaultAction
(common)

nodes (common)

resultHeader
(common)

transport
(common)

ttl (common)

bridgeErrorHandl
er (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

defaultResourceC
onfig (advanced)

Description

The Atomix instance to use

The Atomix configuration uri.

The default action.

The address of the nodes composing the cluster.

The header that wil carry the result.

Sets the Atomix transport.

The resource ttl.

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

The cluster wide default resource configuration.

Default

SET

io.atom
ix.catal
yst.tran
sport.n
etty.Ne
ttyTran
sport

false

Type

Atomix

String

Action

String

String

Transport

long

boolean

ExceptionHandler

ExchangePattern

Properties

193



Red Hat Fuse 7.1 Apache Camel Component Reference

Name Description Default Type
defaultResource The local default resource options. Properties
Options

(advanced)

ephemeral Sets if the local member should join groups as false boolean
(advanced) PersistentMember or not. If set to ephemeral the local

member will receive an auto generated ID thus the
local one is ignored.

readConsistency The read consistency level. ReadConsistency
(advanced)

resourceConfigs Cluster wide resources configuration. Map

(advanced)

resourceOptions Local resources configurations Map

(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
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CHAPTER 18. AVRO COMPONENT

Available as of Camel version 2.10

This component provides a dataformat for avro, which allows serialization and deserialization of
messages using Apache Avro’s binary dataformat. Moreover, it provides support for Apache Avro’s rpc,
by providing producers and consumers endpoint for using avro over netty or http.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-avro</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

18.1. APACHE AVRO OVERVIEW

Avro allows you to define message types and a protocol using a json like format and then generate java
code for the specified types and messages. An example of how a schema looks like is below.

{"namespace": "org.apache.camel.avro.generated",
"protocol": "KeyValueProtocol",
"types": [
{"name": "Key", "type": "record",
"fields": [
{llnamell: llkele, Iltypell: "String"}
]
3
{"name": "Vvalue", "type": "record",
"fields": [
{"name": "value", "type": "string"}
]
3

1

"messages": {

"put": {
"request": [{"name": "key", "type": "Key"}, {"name": "value",
"type": "Value"} ],
"response": "null"
X+
"get": {
"request": [{"name": "key", "type": "Key"}],
"response": "Value"
ks
}
3

You can easily generate classes from a schema, using maven, ant etc. More details can be found at the
Apache Avro documentation.
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However, it doesn’t enforce a schema first approach and you can create schema for your existing
classes. Since 2.12 you can use existing protocol interfaces to make RCP calls. You should use
interface for the protocol itself and POJO beans or primitive/String classes for parameter and result
types. Here is an example of the class that corresponds to schema above:

package org.apache.camel.avro.reflection;

public interface KeyValueProtocol {
void put(String key, Value value);
Value get(String key);

}

class Value {
private String value;
public String getValue() { return value; }
public void setValue(String value) { this.value = value; }

Note: Existing classes can be used only for RPC (see below), not in data format.

18.2. USING THE AVRO DATA FORMAT

Using the avro data format is as easy as specifying that the class that you want to marshal or unmarshal
in your route.

<camelContext id="camel"
xmlns="http://camel.apache.org/schema/spring'">
<route>
<from uri="direct:in"/>
<marshal>
<avro
instanceClass="org.apache.camel.dataformat.avro.Message'"/>
</marshal>
<to uri="log:out"/>
</route>
</camelContext>

An alternative can be to specify the dataformat inside the context and reference it from your route.

<camelContext id="camel"
xmlns="http://camel.apache.org/schema/spring">
<dataFormats>
<avro id="avro"
instanceClass="org.apache.camel.dataformat.avro.Message'"/>
</dataFormats>
<route>
<from uri="direct:in"/>
<marshal ref="avro"/>
<to uri="log:out"/>
</route>
</camelContext>

In the same manner you can umarshal using the avro data format.
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18.3. USING AVRO RPC IN CAMEL

As mentioned above Avro also provides RPC support over multiple transports such as http and netty.
Camel provides consumers and producers for these two transports.

I avro:[transport]:[host]:[port][?options]

The supported transport values are currently http or netty.

Since 2.12 you can specify message name right in the URI:
I avro:[transport]:[host]:[port][/messageName][?options]

For consumers this allows you to have multiple routes attached to the same socket. Dispatching to
correct route will be done by the avro component automatically. Route with no messageName specified
(if any) will be used as default.

When using camel producers for avro ipc, the "in" message body needs to contain the parameters of the
operation specified in the avro protocol. The response will be added in the body of the "out" message.

In a similar manner when using camel avro consumers for avro ipc, the requests parameters will be
placed inside the "in" message body of the created exchange and once the exchange is processed the
body of the "out" message will be send as a response.

Note: By default consumer parameters are wrapped into array. If you've got only one parameter, since

2.12 you can use singleParameter URI option to receive it direcly in the "in" message body without
array wrapping.

18.4. AVRO RPC URI OPTIONS

The Avro component supports 2 options which are listed below.

Name Description Default Type
configuration To use a shared AvroConfiguration to configure AvroConfiguration
(advanced) options once

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Avro endpoint is configured using URI syntax:
I avro:transport:host:port/messageName

with the following path and query parameters:

18.4.1. Path Parameters (4 parameters):
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Name Description Default Type
transport Required Transport to use AvroTransport
port Required Port number to use int

host Required Hostname to use String
messageName The name of the message to send. String

18.4.2. Query Parameters (10 parameters):

Name Description Default Type
protocol Avro protocol to use Protocol
(common)

protocolClassNa Avro protocol to use defined by the FQN class name String

me (common)

protocolLocation Avro protocol location String
(common)
reflectionProtocol  If protocol object provided is reflection protocol. false boolean
(common) Should be used only with protocol parameter because

for protocolClassName protocol type will be auto

detected
singleParameter If true, consumer parameter won'’t be wrapped into false boolean
(common) array. Will fail if protocol specifies more then 1

parameter for the message

uriAuthority Authority to use (username and password) String
(common)

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.
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Name Description Default Type
exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

18.5. AVRO RPC HEADERS

Name Description

CamelAvroMes The name of the message to send. In consumer overrides message name from URI (if
sageName any)

18.6. EXAMPLES

An example of using camel avro producers via http:

<route>
<from uri="direct:start"/>
<to uri="avro:http:localhost:{{avroport}}?
protocolClassName=org.apache.camel.avro.generated.KeyVvalueProtocol"/>
<to uri="log:avro"/>
</route>

In the example above you need to fill CamelAvroMessageName header. Since 2.12 you can use
following syntax to call constant messages:

<route>
<from uri="direct:start"/>
<to uri="avro:http:localhost:{{avroport}}/put?
protocolClassName=org.apache.camel.avro.generated.KeyVvalueProtocol"/>
<to uri="log:avro"/>
</route>

An example of consuming messages using camel avro consumers via netty:

<route>
<from uri="avro:netty:localhost:{{avroport}}?
protocolClassName=org.apache.camel.avro.generated.KeyVvalueProtocol"/>
<choice>
<when>
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<el>${in.headers.CamelAvroMessageName == 'put'}</el>
<process ref="putProcessor"/>

</when>

<when>
<el>${in.headers.CamelAvroMessageName == 'get'}</el>
<process ref="getProcessor'"/>

</when>

</choice>

</route>
Since 2.12 you can set up two distinct routes to perform the same task:

<route>
<from uri="avro:netty:localhost:{{avroport}}/put?
protocolClassName=org.apache.camel.avro.generated.KeyValueProtocol">
<process ref="putProcessor"/>
</route>
<route>
<from uri="avro:netty:localhost:{{avroport}}/get?
protocolClassName=org.apache.camel.avro.generated.KeyValueProtocol&singleP
arameter=true"/>
<process ref="getProcessor"/>
</route>

In the example above, get takes only one parameter, so singleParameter is used and
getProcessor will receive Value class directly in body, while putProcessor will receive an array of
size 2 with String key and Value value filled as array contents.
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CHAPTER 19. AVRO DATAFORMAT

Available as of Camel version 2.14

This component provides a dataformat for avro, which allows serialization and deserialization of
messages using Apache Avro’s binary dataformat. Moreover, it provides support for Apache Avro’s rpc,
by providing producers and consumers endpoint for using avro over netty or http.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-avro</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

19.1. APACHE AVRO OVERVIEW

Avro allows you to define message types and a protocol using a json like format and then generate java
code for the specified types and messages. An example of how a schema looks like is below.

{"namespace": "org.apache.camel.avro.generated",
"protocol": "KeyValueProtocol",
"types": [
{"name": "Key", "type": "record",
"fields": [
{llnamell: llkele, Iltypell: "String"}
]
3
{"name": "Vvalue", "type": "record",
"fields": [
{"name": "value", "type": "string"}
]
3

1

"messages": {

"put": {
"request": [{"name": "key", "type": "Key"}, {"name": "value",
"type": "Value"} ],
"response": "null"
X+
"get": {
"request": [{"name": "key", "type": "Key"}],
"response": "Value"
ks
}
3

You can easily generate classes from a schema, using maven, ant etc. More details can be found at the
Apache Avro documentation.
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However, it doesn’t enforce a schema first approach and you can create schema for your existing
classes. Since 2.12 you can use existing protocol interfaces to make RCP calls. You should use
interface for the protocol itself and POJO beans or primitive/String classes for parameter and result
types. Here is an example of the class that corresponds to schema above:

package org.apache.camel.avro.reflection;

public interface KeyValueProtocol {
void put(String key, Value value);
Value get(String key);

}

class Value {
private String value;
public String getValue() { return value; }
public void setValue(String value) { this.value = value; }

Note: Existing classes can be used only for RPC (see below), not in data format.

19.2. USING THE AVRO DATA FORMAT

Using the avro data format is as easy as specifying that the class that you want to marshal or unmarshal
in your route.

<camelContext id="camel"
xmlns="http://camel.apache.org/schema/spring'">
<route>
<from uri="direct:in"/>
<marshal>
<avro
instanceClass="org.apache.camel.dataformat.avro.Message'"/>
</marshal>
<to uri="log:out"/>
</route>
</camelContext>

An alternative can be to specify the dataformat inside the context and reference it from your route.

<camelContext id="camel"
xmlns="http://camel.apache.org/schema/spring'">
<dataFormats>
<avro id="avro"
instanceClass="org.apache.camel.dataformat.avro.Message'"/>
</dataFormats>
<route>
<from uri="direct:in"/>
<marshal ref="avro"/>
<to uri="log:out"/>
</route>
</camelContext>

In the same manner you can umarshal using the avro data format.
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19.3. AVRO DATAFORMAT OPTIONS

The Avro dataformat supports 2 options which are listed below.

Default

Java Description

Type

instanceClassNa
me

contentTypeHead
er

false

Strin  Class name to use for marshal and unmarshalling

Boole  Whether the data format should set the Content-Type header

an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.
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CHAPTER 20. AWS CLOUDWATCH COMPONENT

Available as of Camel version 2.11

The CW component allows messages to be sent to an Amazon CloudWatch metrics. The implementation
of the Amazon API is provided by the http://aws.amazon.com/sdkforjava/[AWS SDK].

Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
CloudWatch. More information are available at Amazon CloudWatch.

20.1. URI FORMAT

I aws-cw://namespace[?options]

The metrics will be created if they don’t already exists.
You can append query options to the URI in the following format, ?
options=value&option2=value&..

20.2. URI OPTIONS

The AWS CloudWatch component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS CW default configuration CwConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which CW client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS CloudWatch endpoint is configured using URI syntax:
I aws-cw:namespace

with the following path and query parameters:

20.2.1. Path Parameters (1 parameters):
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namespace
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Description

Required The metric namespace

20.2.2. Query Parameters (11 parameters):

Name

Description

Default

Default

Type

String

Type

amazonCwClient

To use the AmazonCloudWatch as the client

AmazonCloudWat

(producer) ch
name (producer) The metric name String
proxyHost To define a proxy host when instantiating the CW String
(producer) client
proxyPort To define a proxy port when instantiating the CW Integer
(producer) client
region (producer) The region in which CW client needs to work String
timestamp The metric timestamp Date
(producer)
unit (producer) The metric unit String
value (producer) The metric value Double
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
accessKey Amazon AWS Access Key String
(security)
secretKey Amazon AWS Secret Key String
(security)

Required CW component options

You have to provide the amazonCwClient in the Registry or your accessKey and secretKey to access the
Amazon’s CloudWatch.

20.3. USAGE

20.3.1. Message headers evaluated by the CW producer
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Header Type Description

Camel Strin  The Amazon CW metric name.
AwsCw ¢

Metri

cName

Camel Doubl The Amazon CW metric value.
AwsCw e

Metri

cvValu

e

Camel Strin  The Amazon CW metric unit.
AwsCw ¢

Metri

cUnit

Camel Strin  The Amazon CW metric namespace.
AwsCw ¢

Metri

cName

space

Camel Date The Amazon CW metric timestamp.
AwsCw
Metri
cTime
stamp

Camel Strin Camel 2.12: The Amazon CW metric dimension name.
AwsCw g

Metri

cDime

nsion

Name

Camel Strin Camel 2.12: The Amazon CW metric dimension value.
AwsCw g

Metri

cDime

nsion

Value

Camel Map<S Camel 2.12: A map of dimension names and dimension values.
AwsCw  tring

Metri ,

cDime  Strin

nsion g¢>
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20.3.2. Advanced AmazonCloudWatch configuration

If you need more control over the AmazonCloudWatch instance configuration you can create your own
instance and refer to it from the URI:

from("direct:start")
.to("aws-cw://namepsace?amazonCwClient=#client");

The #client refers to a AmazonCloudWatch in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonCloudwWatch client = new AmazonCloudwWatchClient(awsCredentials,
clientConfiguration);

registry.bind("client", client);

20.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.10 or higher).

20.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 21. AWS DYNAMODB COMPONENT

Available as of Camel version 2.10
The DynamoDB component supports storing and retrieving data from/to Amazon’s DynamoDB service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
DynamoDB. More information are available at Amazon DynamoDB.

21.1. URI FORMAT
I aws-ddb://domainName[?options]
You can append query options to the URI in the following format, ?options=value&option2=value&...

21.2. URI OPTIONS

The AWS DynamoDB component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS DDB default configuration DdbConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which DDB client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS DynamoDB endpoint is configured using URI syntax:
I aws-ddb:tableName

with the following path and query parameters:

21.2.1. Path Parameters (1 parameters):
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Description Default

Required The name of the table currently worked
with.

21.2.2. Query Parameters (13 parameters):

Name

Default

Description

Type

String

Type

amazonDDBClien
t (producer)

consistentRead
(producer)

keyAttributeName
(producer)

keyAttributeType
(producer)

operation
(producer)

proxyHost
(producer)

proxyPort
(producer)

readCapacity
(producer)

region (producer)

writeCapacity
(producer)

synchronous
(advanced)

accessKey
(security)

To use the AmazonDynamoDB as the client

Determines whether or not strong consistency should false

be enforced when data is read.

Attribute name when creating table

Attribute type when creating table

What operation to perform Putlte
m

To define a proxy host when instantiating the DDB

client

To define a proxy port when instantiating the DDB

client

The provisioned throughput to reserve for reading

resources from your table

The region in which DDB client needs to work

The provisioned throughput to reserved for writing

resources to your table

Sets whether synchronous processing should be false

strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Amazon AWS Access Key

AmazonDynamoD

B

boolean

String

String

DdbOperations

String

Integer

Long

String

Long

boolean

String
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Name

secretKey
(security)

Description Default Type

Amazon AWS Secret Key String

Required DDB component options

You have to provide the amazonDDBClient in the Registry or your accessKey and secretKey to access
the Amazon’s DynamoDB.

21.3. USAGE

21.3.1. Message headers evaluated by the DDB producer

Header

Camel
AwsDd
bBatc
hItem
s

Camel
AwsDd
bTabl
eName

Camel
AwsDd
bKey

Camel
AwsDd
bRetu
rnVal

Camel
AwsDd
bUpda
teCon
ditio

210

Type

Map<S
tring
KeysA
ndAtt
ribut

Key

Strin

Map<S
tring

Expec
tedAt
tribu
teval

Description

A map of the table name and corresponding items to get by primary key.

Table Name for this operation.

The primary key that uniquely identifies each item in a table. From Camel 2.16.0 the
type of this header is Map<String, AttributeValue> and not Key

Use this parameter if you want to get the attribute name-value pairs before or after they
are modified(NONE, ALL_OLD, UPDATED_OLD, ALL_NEW, UPDATED_NEW).

Designates an attribute for a conditional modification.
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Header Type Description

Camel Colle If attribute names are not specified then all attributes will be returned.
AwsDd ction

bAttr <Stri

ibute ng>

Names

Camel Boole If set to true, then a consistent read is issued, otherwise eventually consistent is used.
AwsDd an

bCons

isten

tRead

Camel Strin If set will be used as Secondary Index for Query operation.
AwsDd ¢

bInde

XName

Camel Map<S A map of the attributes for the item, and must include the primary key values that define
AwsDd  tring theitem.
bItem ,

Attri

buteVv

alue>

Camel Boole If set to true, Amazon DynamoDB returns a total number of items that match the query

AwsDd an parameters, instead of a list of the matching items and their attributes. From Camel
bExac 2.16.0 this header doesn’t exist anymore.

tCoun

t

Camel Map<S From Camel 2.16.0. This header specify the selection criteria for the query, and merge
AwsDd tring together the two old headers CamelAwsDdbHashKeyValue and

bKeyC ’ CamelAwsDdbScanRangeKeyCondition

ondit Condi

ions tion>

Camel Key Primary key of the item from which to continue an earlier query.
AwsDd

bStar

tKey

Camel Attri Value of the hash component of the composite primary key. From Camel 2.16.0 this
AwsDd buteV  header doesn’t exist anymore.

bHash alue

KeyVa

lue
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Header Type Description

Camel Integ The maximum number of items to return.
AwsDd er

bLimi

t

Camel Condi A container for the attribute values and comparison operators to use for the query.From
AwsDd tion Camel 2.16.0 this header doesn’t exist anymore.

bScan

Range

KeyCo

nditi

on

Camel Boole  Specifies forward or backward traversal of the index.
AwsDd an

bScan

Index

Forwa

rd

Camel Map<S Evaluates the scan results and returns only the desired values.
AwsDd  tring

bScan ,
Filte Condi
r tion>

Camel Map<S Map of attribute name to the new value and action for the update.
AwsDd tring
bUpda

teval Attri

ues buteVv
alueU
pdate
>

21.3.2. Message headers set during BatchGetltems operation
Header Type Description

Camel Map<S Table names and the respective item attributes from the tables.
AwsDd  tring
bBatc ,Batc
hResp hResp
onse onse>
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Header Type Description

Camel Map<S Contains a map of tables and their respective keys that were not processed with the
AwsDd  tring current response.

bUnpr ,Keys

ocess AndAt

edKey tribu

S tes>

21.3.3. Message headers set during Deleteltem operation
Header Type Description

Camel Map<S The list of attributes returned by the operation.
AwsDd  tring
bAttr ,
ibute Attri
S buteVv
alue>

21.3.4. Message headers set during DeleteTable operation

Header Type Description

Camel
AwsDd
bProv
ision
edThr
oughp
ut

Provi The value of the ProvisionedThroughput property for this table
sione
dThro
ughpu
tDesc
ripti

Camel Date Creation DateTime of this table.
AwsDd
bCrea
tionD
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Header Type Description

Camel Long ltem count for this table.
AwsDd
bTabl
eItem
Count

Camel KeySc  The KeySchema that identifies the primary key for this table. From Camel 2.16.0 the
AwsDd  hema type of this header is List<KeySchemaElement> and not KeySchema

bKeyS

chema

Camel Strin  The table name.
AwsDd ¢

bTabl

eName

Camel Long The table size in bytes.
AwsDd
bTabl
eSize

Camel Strin The status of the table: CREATING, UPDATING, DELETING, ACTIVE
AwsDd ¢

bTabl

eStat

us

21.3.5. Message headers set during DescribeTable operation

Header Type Description

Camel {{Provis The value of the ProvisionedThroughput property for this table
AwsDd  ionedT
bProv  hrough
ision putDes
edThr  cription

oughp }}
ut

Camel Date Creation DateTime of this table.
AwsDd

bCrea

tionD

ate
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Header Type Description

Camel Long ltem count for this table.
AwsDd
bTabl
eltem
Count

Camel ({{KeyS The KeySchema that identifies the primary key for this table. From Camel 2.16.0 the
AwsDd chema} type of this header is List<KeySchemaElement> and not KeySchema

bKeysS }

chema

Camel Strin  The table name.
AwsDd ¢

bTabl

eName

Camel Long The table size in bytes.
AwsDd
bTabl
eSize

Camel Strin The status of the table: CREATING, UPDATING, DELETING, ACTIVE
AwsDd ¢

bTabl

eStat

us

Camel Long ReadCapacityUnits property of this table.
AwsDd

bRead

Capac

ity

Camel Long WriteCapacityUnits property of this table.
AwsDd

bWrit

eCapa

city

21.3.6. Message headers set during Getltem operation

Header Type Description
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Header Type Description

Camel Map<S The list of attributes returned by the operation.
AwsDd  tring

bAttr ,
ibute Attri
S buteVv

alue>

21.3.7. Message headers set during Putltem operation

Header Type Description

Camel Map<S The list of attributes returned by the operation.
AwsDd  tring

bAttr ,
ibute Attri
S buteVv

alue>

21.3.8. Message headers set during Query operation
Header Type Description

Camel List< The list of attributes returned by the operation.
AwsDd java.
bItem wutil.

S Map<S
tring
,Attr
ibute
Value
>>
Camel Key Primary key of the item where the query operation stopped, inclusive of the previous
AwsDd result set.
bLast
Evalu
atedK
ey

Camel Doubl The number of Capacity Units of the provisioned throughput of the table consumed
AwsDd e during the operation.

bCons

umedC

apaci

216



Header

Camel
AwsDd
bCoun
t

Type

Integ
er

CHAPTER 21. AWS DYNAMODB COMPONENT

Description

Number of items in the response.

21.3.9. Message headers set during Scan operation

Header

Camel
AwsDd
bItem
s

Camel
AwsDd
bLast
Evalu
atedK

ey

Camel
AwsDd
bCons
umedC
apaci

Camel
AwsDd
bCoun

Camel
AwsDd
bScan
nedCo
unt

Type

List<
java.
util.
Map<S
tring
,Attr
ibute
Value
>>

Key

Doubl

Integ
er

Integ
er

Description

The list of attributes returned by the operation.

Primary key of the item where the query operation stopped, inclusive of the previous
result set.

The number of Capacity Units of the provisioned throughput of the table consumed
during the operation.

Number of items in the response.

Number of items in the complete scan before any filters are applied.

21.3.10. Message headers set during Updateltem operation
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Header Type Description

Camel Map<S The list of attributes returned by the operation
AwsDd  tring

bAttr ,
ibute Attri
S buteVv

alue>

21.3.11. Advanced AmazonDynamoDB configuration

If you need more control over the AmazonDynamoDB instance configuration you can create your own
instance and refer to it from the URI:

from("direct:start")
.to("aws-ddb://domainName?amazonDDBClient=#client");

The #client refers to a AmazonDynamoDB in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonDynamoDB client = new AmazonDynamoDBClient(awsCredentials,
clientConfiguration);

registry.bind("client", client);

21.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.10 or higher).
21.5. SEE ALSO

e Configuring Camel

e Component
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e Endpoint
e Getting Started

e AWS Component
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CHAPTER 22. AWS DYNAMODB STREAMS COMPONENT

Available as of Camel version 2.17

The DynamoDB Stream component supports receiving messages from Amazon DynamoDB Stream
service.

Prerequisites
You must have a valid Amazon Web Services developer account, and be signed up to use Amazon

DynamoDB Streams. More information are available at http://aws.amazon.com/dynamodb/[AWS
DynamoDB]

22.1. URI FORMAT
I aws-ddbstream://table-name[?options]

The stream needs to be created prior to it being used.
You can append query options to the URI in the following format, ?options=value&option2=value&...

22.2. URI OPTIONS

The AWS DynamoDB Streams component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS DDB stream default configuration DdbStreamConfig
(advanced) uration
accessKey Amazon AWS Access Key String
(consumer)

secretKey Amazon AWS Secret Key String
(consumer)

region (consumer) Amazon AWS Region String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS DynamoDB Streams endpoint is configured using URI syntax:
I aws-ddbstream: tableName

with the following path and query parameters:

22.2.1. Path Parameters (1 parameters):
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tableName
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Description

Required Name of the dynamodb table

22.2.2. Query Parameters (28 parameters):

Name

Description

Default

Default

Type

String

Type

amazonDynamoD
bStreams Client
(consumer)

bridgeErrorHandl
er (consumer)

iteratorType
(consumer)

maxResultsPerRe
quest (consumer)

proxyHost
(consumer)

proxyPort
(consumer)

region (consumer)

sendEmptyMessa
geWhenldle
(consumer)

sequenceNumber
Provider
(consumer)

Amazon DynamoDB client to use for all requests for
this endpoint

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

Defines where in the DynaboDB stream to start
getting records. Note that using TRIM_HORIZON can
cause a significant delay before the stream has
caught up to real-time. if
AT,AFTER_SEQUENCE_NUMBER are used, then a
sequenceNumberProvider MUST be supplied.

Maximum number of records that will be fetched in
each poll

To define a proxy host when instantiating the
DDBStreams client

To define a proxy port when instantiating the
DDBStreams client

The region in which DDBStreams client needs to
work

If the polling consumer did not poll any files, you can
enable this option to send an empty message (no
body) instead.

Provider for the sequence number when using one of
the two
ShardlteratorType.AT,AFTER_SEQUENCE_NUMBE
R iterator types. Can be a registry reference or a
literal sequence number.

false

LATES

false

AmazonDynamoD
BStreams

boolean

ShardlteratorType

int

String

Integer

String

boolean

SequenceNumber
Provider
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Name

exceptionHandler
(consumer)

exchangePattern
(consumer)

pollStrategy
(consumer)

synchronous
(advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)

backoffMultiplier
(scheduler)

delay (scheduler)

greedy
(scheduler)
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Description Default

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

A pluggable
org.apache.camel.PollingConsumerPollingStrategy
allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

Sets whether synchronous processing should be false
strictly used, or Camel is allowed to use

asynchronous processing (if supported).

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Milliseconds before the next poll. You can also 500
specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

If greedy is enabled, then the false
ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

Type

ExceptionHandler

ExchangePattern

PollingConsumerP
oll Strategy

boolean

int

int

int

long

boolean



CHAPTER 22. AWS DYNAMODB STREAMS COMPONENT

Name Description Default Type
initialDelay Milliseconds before the first poll starts. You can also 1000 long
(scheduler) specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
runLoggingLevel The consumer logs a start/complete log line when it TRAC LoggingLevel
(scheduler) polls. This option allows you to configure the logging E

level for that.

scheduledExecut Allows for configuring a custom/shared thread pool to ScheduledExecuto
orService use for the consumer. By default each consumer has r Service
(scheduler) its own single threaded thread pool.

scheduler To use a cron scheduler from either camel-spring or none ScheduledPollCon
(scheduler) camel-quartz2 component sumer Scheduler
schedulerProperti  To configure additional properties when using a Map

es (scheduler) custom scheduler or any of the Quartz2, Spring

based scheduler.

startScheduler Whether the scheduler should be auto started. true boolean
(scheduler)

timeUnit Time unit for initialDelay and delay options. MILLIS  TimeUnit
(scheduler) ECON

DS
useFixedDelay Controls if fixed delay or fixed rate is used. See true boolean
(scheduler) ScheduledExecutorService in JDK for details.
accessKey Amazon AWS Access Key String
(security)
secretKey Amazon AWS Secret Key String
(security)

Required DynampDBStream component options

You have to provide the amazonDynamoDbStreamsClient in the Registry with proxies and relevant
credentials configured.

22.3. SEQUENCE NUMBERS

You can provide a literal string as the sequence number or provide a bean in the registry. An example of
using the bean would be to save your current position in the change feed and restore it on Camel startup.

It is an error to provide a sequence number that is greater than the largest sequence number in the
describe-streams result, as this will lead to the AWS call returning an HTTP 400.
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22.4. BATCH CONSUMER
This component implements the Batch Consumer.

This allows you for instance to know how many messages exists in this batch and for instance let the
Aggregator aggregate this number of messages.

22.5. USAGE

22.5.1. AmazonDynamoDBStreamsClient configuration

You will need to create an instance of AmazonDynamoDBStreamsClient and bind it to the registry

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

Region region = Region.getRegion(Regions.fromName(region));
region.createClient (AmazonDynamoDBStreamsClient.class, null,
clientConfiguration);

// the 'null' here is the AWSCredentialsProvider which defaults to an
instance of DefaultAwWSCredentialsProviderChain

registry.bind("kinesisClient", client);

22.5.2. Providing AWS Credentials
It is recommended that the credentials are obtained by using the DefaultAWSCredentialsProviderChain
that is the default when creating a new ClientConfiguration instance, however, a

different http://docs.aws.amazon.com/AWSJavaSDK/latest/javadoc/com/amazonaws/auth/AWSCredentials
can be specified when calling createClient(...).

22.6. COPING WITH DOWNTIME

22.6.1. AWS DynamoDB Streams outage of less than 24 hours

The consumer will resume from the last seen sequence number (as implemented
for https://issues.apache.org/jira/browse/CAMEL-9515[CAMEL-9515]), so you should receive a flood of
events in quick succession, as long as the outage did not also include DynamoDB itself.

22.6.2. AWS DynamoDB Streams outage of more than 24 hours

Given that AWS only retain 24 hours worth of changes, you will have missed change events no matter
what mitigations are in place.

22.7. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

I <dependency>
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<groupId>org.apache.camel</groupId>

<artifactId>camel-aws</artifactId>

<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.7 or higher).

22.8. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
+
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CHAPTER 23. AWS EC2 COMPONENT

Available as of Camel version 2.16
The EC2 component supports create, run, start, stop and terminate AWS EC2 instances.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon EC2.
More information are available at Amazon EC2.

23.1. URI FORMAT
I aws-ec2://label[?options]
You can append query options to the URI in the following format, ?options=value&option2=value&...

23.2. URI OPTIONS

The AWS EC2 component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS EC2 default configuration EC2Configuration
(advanced)

region (producer) The region in which EC2 client needs to work String
accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS EC2 endpoint is configured using URI syntax:
I aws-ec2:label

with the following path and query parameters:

23.2.1. Path Parameters (1 parameters):
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Name

label

Description

Required Logical name

23.2.2. Query Parameters (8 parameters):

Name

Description

CHAPTER 23. AWS EC2 COMPONENT

Default

Default

Type

String

Type

accessKey
(producer)

amazonEc2Client

Amazon AWS Access Key

To use a existing configured AmazonEC2Client as

String

AmazonEC2Client

(producer) client
operation Required The operation to perform. It can be EC20perations
(producer) createAndRuninstances, startinstances,

stoplnstances, terminatelnstances,

describelnstances, describelnstancesStatus,

rebootinstances, monitorinstances,

unmonitorinstances, createTags or deleteTags
proxyHost To define a proxy host when instantiating the EC2 String
(producer) client
proxyPort To define a proxy port when instantiating the EC2 Integer
(producer) client
region (producer) The region in which EC2 client needs to work String
secretKey Amazon AWS Secret Key String
(producer)
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Required EC2 component options

You have to provide the amazonEc2Client in the Registry or your accessKey and secretKey to access
the Amazon EC2 service.

23.3. USAGE

23.3.1. Message headers evaluated by the EC2 producer
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Header Type Description

Camel Strin  Animage ID of the AWS marketplace

AwseC ¢

2Imag

eId

Camel com.a The instance type we want to create and run

AwsSEC mazon

2Inst aws.ser

anceT  vices.e

ype c2.mod
el.Insta
nceTyp
e

Camel Strin  The operation we want to perform
AwseC ¢

20per

ation

Camel Int The mininum number of instances we want to run.
AwsSEC

2Inst

anceM

inCou

nt

Camel Int The maximum number of instances we want to run
AwsEC

2Inst

anceM

axCou

nt

Camel Boolea Define if we want the running instances to be monitored
AwsSEC n

2Inst

anceM

onito

ring

Camel Boole Define if the creating instance is optimized for EBS I/O.
AwsEC an

2Inst

anceE

bsopt

imize
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Header Type Description

Camel Collecti The security groups to associate to the instances
AwsEC on

2Inst

ancesS

ecuri

tyGro

ups

Camel Colle A collection of instances IDS to execute start, stop, describe and terminate operations
AwsSEC ction on.

2Inst

ances

Ids

Camel Colle A collection of tags to add or remove from EC2 resources
AwsSEC ction
2Inst
ances
Tags
Dependencies

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.16 or higher).

23.4. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component

229



Red Hat Fuse 7.1 Apache Camel Component Reference

CHAPTER 24. AWS KINESIS COMPONENT

Available as of Camel version 2.17

The Kinesis component supports receiving messages from and sending messages to Amazon Kinesis
service.

Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
Kinesis. More information are available at http://aws.amazon.com/kinesis/[AWS Kinesis]

24.1. URI FORMAT

I aws-kinesis://stream-name[?options]

The stream needs to be created prior to it being used.
You can append query options to the URI in the following format, ?options=value&option2=value&...

24.2. URI OPTIONS

The AWS Kinesis component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS S3 default configuration KinesisConfigurati
(advanced) on
accessKey Amazon AWS Access Key String
(common)

secretKey Amazon AWS Secret Key String
(common)

region (common) Amazon AWS Region String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Kinesis endpoint is configured using URI syntax:
I aws-kinesis:streamName

with the following path and query parameters:

24.2.1. Path Parameters (1 parameters):
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Name Description Default Type

streamName Required Name of the stream String

24.2.2. Query Parameters (30 parameters):

Name Description Default Type
amazonKinesisCli  Amazon Kinesis client to use for all requests for this AmazonKinesis
ent (common) endpoint

proxyHost To define a proxy host when instantiating the String
(common) DDBStreams client

proxyPort To define a proxy port when instantiating the Integer
(common) DDBStreams client

region (common) The region in which Kinesis client needs to work String
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean

er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

iteratorType Defines where in the Kinesis stream to start getting TRIM_  ShardlteratorType
(consumer) records HORIZ

ON
maxResultsPerRe = Maximum number of records that will be fetched in 1 int

quest (consumer) each poll

sendEmptyMessa  If the polling consumer did not poll any files, you can false boolean
geWhenldle enable this option to send an empty message (no

(consumer) body) instead.

sequenceNumber  The sequence number to start polling from. Required String
(consumer) if iteratorType is set to

AFTER_SEQUENCE_NUMBER or
AT_SEQUENCE_NUMBER
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Name

shardClosed
(consumer)

shardld
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

pollStrategy
(consumer)

synchronous
(advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)

backoffMultiplier
(scheduler)
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Description

Define what will be the behavior in case of shard
closed. Possible value are ignore, silent and fail.In
case of ignore a message will be logged and the
consumer will restart from the beginning,in case of
silent there will be no logging and the consumer will
start from the beginning,in case of fail a
ReachedClosedStateException will be raised

Defines which shardld in the Kinesis stream to get
records from

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

A pluggable
org.apache.camel.PollingConsumerPollingStrategy
allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Default

ignore

false

Type

KinesisShardClose
d StrategyEnum

String

ExceptionHandler

ExchangePattern

PollingConsumerP
oll Strategy

boolean

int

int

int



Name

delay (scheduler)

greedy
(scheduler)

initialDelay
(scheduler)

runLoggingLevel
(scheduler)

scheduledExecut
orService
(scheduler)

scheduler
(scheduler)

schedulerProperti

es (scheduler)

startScheduler
(scheduler)

timeUnit
(scheduler)

useFixedDelay
(scheduler)

accessKey
(security)

secretKey
(security)

CHAPTER 24. AWS KINESIS COMPONENT

Description

Milliseconds before the next poll. You can also
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h
(1 hour).

If greedy is enabled, then the
ScheduledPollConsumer will run immediately again, if
the previous run polled 1 or more messages.

Milliseconds before the first poll starts. You can also
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h
(1 hour).

The consumer logs a start/complete log line when it
polls. This option allows you to configure the logging
level for that.

Allows for configuring a custom/shared thread pool to
use for the consumer. By default each consumer has
its own single threaded thread pool.

To use a cron scheduler from either camel-spring or
camel-quartz2 component

To configure additional properties when using a
custom scheduler or any of the Quartz2, Spring
based scheduler.

Whether the scheduler should be auto started.

Time unit for initialDelay and delay options.

Controls if fixed delay or fixed rate is used. See
ScheduledExecutorService in JDK for details.

Amazon AWS Access Key

Amazon AWS Secret Key

Required Kinesis component options

Default

500

false

1000

TRAC

none

true

MILLIS
ECON
DS

true

Type

long

boolean

long

LoggingLevel

ScheduledExecuto
r Service

ScheduledPollCon

sumer Scheduler

Map

boolean

TimeUnit

boolean

String

String
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You have to provide the amazonKinesisClient in the Registry with proxies and relevant credentials
configured.

24.3. BATCH CONSUMER
This component implements the Batch Consumer.

This allows you for instance to know how many messages exists in this batch and for instance let the
Aggregator aggregate this number of messages.

24.4. USAGE

24.4.1. Message headers set by the Kinesis consumer
Header Type Description

Camel Strin  The sequence number of the record. This is represented as a String as it size is not
AwsKi g defined by the API. If it is to be used as a numerical type then use

nesis

Seque

nceNu

mber

Camel Strin  Thetime AWS assigned as the arrival time of the record.
AwsKki ¢

nesis

Appro

ximat

eArri

valTi

mesta

mp

Camel Strin Identifies which shard in the stream the data record is assigned to.
AwsKki ¢

nesis

Parti

tionkK

ey

24.4.2. AmazonKinesis configuration

You will need to create an instance of AmazonKinesisClient and bind it to the registry

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

Region region = Region.getRegion(Regions.fromName(region));
region.createClient(AmazonKinesisClient.class, null, clientConfiguration);
// the 'null' here is the AWSCredentialsProvider which defaults to an
instance of DefaultAWSCredentialsProviderChain
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I registry.bind("kinesisClient", client);

You then have to reference the AmazonKinesisClient in the amazonKinesisClient URI option.

from("aws-kinesis://mykinesisstream?amazonKinesisClient=#kinesisClient")
.to("log:out?showAll=true");

24.4.3. Providing AWS Credentials

It is recommended that the credentials are obtained by using the DefaultAWSCredentialsProviderChain
that is the default when creating a new ClientConfiguration instance, however, a

different http://docs.aws.amazon.com/AWSJavaSDK/latest/javadoc/com/amazonaws/auth/AWSCredentials
can be specified when calling createClient(...).

24.4.4. Message headers used by the Kinesis producer to write to Kinesis. The
producer expects that the message body is a ByteBuffer.

Header Type Description

Camel Strin The PartitionKey to pass to Kinesis to store this record.
AwsKi ¢

nesis

Parti

tionkK

ey

Camel Strin  Optional paramter to indicate the sequence number of this record.
AwskKi ¢

nesis

Seque

nceNu

mber

24.4.5. Message headers set by the Kinesis producer on successful storage of a
Record

Header Type Description

Camel Strin  The sequence number of the record, as defined in Response Syntax
AwskKi ¢

nesis

Seque

nceNu

mber
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Header Type Description

Camel Strin The shard ID of where the Record was stored
AwsKi ¢

nesis

Shard

Id

24.5. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.17 or higher).

24.6. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 25. AWS KINESIS FIREHOSE COMPONENT

Available as of Camel version 2.19

The Kinesis Firehose component supports sending messages to Amazon Kinesis Firehose service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon

Kinesis Firehose. More information are available at https://aws.amazon.com/kinesis/firehose/[AWS
Kinesis Firehose]

25.1. URI FORMAT

I aws-kinesis-firehose://delivery-stream-name[?options]

The stream needs to be created prior to it being used.
You can append query options to the URI in the following format, ?options=value&option2=value&...

25.2. URI OPTIONS

The AWS Kinesis Firehose component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS Kinesis Firehose default configuration KinesisFirehose
(advanced) Configuration
accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) Amazon AWS Region String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Kinesis Firehose endpoint is configured using URI syntax:
I aws-kinesis-firehose:streamName

with the following path and query parameters:

25.2.1. Path Parameters (1 parameters):
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Name Description Default Type

streamName Required Name of the stream String

25.2.2. Query Parameters (7 parameters):

Name Description Default Type
amazonKinesisFir = Amazon Kinesis Firehose client to use for all requests AmazonKinesisFir
ehoseClient for this endpoint ehose
(producer)

proxyHost To define a proxy host when instantiating the String
(producer) DDBStreams client

proxyPort To define a proxy port when instantiating the Integer
(producer) DDBStreams client

region (producer) The region in which Kinesis client needs to work String
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

accessKey Amazon AWS Access Key String
(security)
secretKey Amazon AWS Secret Key String
(security)

Required Kinesis Firehose component options

You have to provide the amazonKinesisClient in the Registry with proxies and relevant credentials
configured.

25.3. USAGE

25.3.1. Amazon Kinesis Firehose configuration

You will need to create an instance of AmazonKinesisClient and bind it to the registry

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

Region region = Region.getRegion(Regions.fromName(region));

region.createClient(AmazonKinesisClient.class, null, clientConfiguration);
// the 'null' here is the AWSCredentialsProvider which defaults to an
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instance of DefaultAWSCredentialsProviderChain

registry.bind("kinesisFirehoseClient", client);

You then have to reference the AmazonKinesisFirehoseClient in the
amazonKinesisFirehoseClient URI option.

from("aws-kinesis-firehose://mykinesisdeliverystream?
amazonKinesisFirehoseClient=#kinesisClient")
.to("log:out?showAll=true");

25.3.2. Providing AWS Credentials

It is recommended that the credentials are obtained by using the DefaultAWSCredentialsProviderChain
that is the default when creating a new ClientConfiguration instance, however, a

different http://docs.aws.amazon.com/AWSJavaSDK/latest/javadoc/com/amazonaws/auth/AWSCredentials
can be specified when calling createClient(...).

25.3.3. Message headers set by the Kinesis producer on successful storage of a
Record

Header Type Description

Camel Strin  The record ID, as defined in Response Syntax
AwsKi ¢

nesis

Fireh

oseRe

cordI

d

25.4. DEPENDENCIES
Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.19 or higher).

25.5. SEE ALSO
e Configuring Camel

e Component
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e Endpoint
e Getting Started

e AWS Component
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CHAPTER 26. AWS KMS COMPONENT

Available as of Camel version 2.21
The KMS component supports create, run, start, stop and terminate AWS KMS instances.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
KMS. More information are available at Amazon KMS.

26.1. URI FORMAT
I aws-kms://label[?options]

You can append query options to the URI in the following format, ?options=value&option2=value&...

26.2. URI OPTIONS

The AWS KMS component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS MQ default configuration KMSConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which MQ client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS KMS endpoint is configured using URI syntax:
I aws-kms:label

with the following path and query parameters:

26.2.1. Path Parameters (1 parameters):
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Name

label

Red Hat Fuse 7.1 Apache Camel Component Reference

Description

Required Logical name

26.2.2. Query Parameters (8 parameters):

Name

Description

Default

Default

Type

String

Type

accessKey Amazon AWS Access Key String
(producer)

kmsClient To use a existing configured AWS KMS as client AWSKMS
(producer)

operation Required The operation to perform KMSOperations
(producer)

proxyHost To define a proxy host when instantiating the KMS String
(producer) client

proxyPort To define a proxy port when instantiating the KMS Integer
(producer) client

region (producer) The region in which KMS client needs to work String
secretKey Amazon AWS Secret Key String
(producer)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Required KMS component options

You have to provide the amazonKmsClient in the Registry or your accessKey and secretKey to access
the Amazon KMS service.

26.3. USAGE

26.3.1. Message headers evaluated by the MQ producer

Header Type Description

Camel Integ The limit number of keys to return while performing a listKeys operation
AwsKM er

SLimi

t
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Header Type Description

Camel Strin  The operation we want to perform
AwskM ¢

SOper

ation

Camel Strin A key description to use while performing a createKey operation
AwskM ¢

SDesc

ripti

on

Camel Strin Thekeyld

AwskM ¢

SKeylI

d
Dependencies

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.16 or higher).

26.4. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 27. AWS LAMBDA COMPONENT

Available as of Camel version 2.20
The Lambda component supports create, get, list, delete and invoke AWS Lambda functions.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
Lambda. More information are available at Amazon Lambda.

When creating a Lambda function, you need to specify a IAM role which has at least the
AWSLambdaBasicExecuteRole policy attached.

Warning

Lambda is regional service. Unlike S3 bucket, Lambda function created in a given region is not available
on other regions.

27.1. URI FORMAT

I aws-lambda: //functionName[?options]
You can append query options to the URI in the following format, ?options=value&option2=value&...

27.2. URI OPTIONS

The AWS Lambda component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS Lambda default configuration LambdaConfigurati
(advanced) on
accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) Amazon AWS Region String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Lambda endpoint is configured using URI syntax:

I aws-lambda:function
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with the following path and query parameters:

27.2.1. Path Parameters (1 parameters):

Name

function

Description

Required Name of the Lambda function.

27.2.2. Query Parameters (8 parameters):

Name Description
operation Required The operation to perform. It can be
(producer) listFunctions, getFunction, createFunction,

region (producer)

awsLambdaClient

deleteFunction or invokeFunction

Amazon AWS Region

To use a existing configured AwsLambdaClient as

(advanced) client

synchronous Sets whether synchronous processing should be

(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

proxyHost (proxy) To define a proxy host when instantiating the Lambda
client

proxyPort (proxy) To define a proxy port when instantiating the Lambda
client

accessKey Amazon AWS Access Key

(security)

secretKey Amazon AWS Secret Key

(security)

Required Lambda component options

Default

Default

false

Type

String

Type

LambdaOperation
s

String

AWSLambda

boolean

String

Integer

String

String

You have to provide the awsLambdaClient in the Registry or your accessKey and secretKey to access

the Amazon Lambda service.

27.3. USAGE

27.3.1. Message headers evaluated by the Lambda producer

CHAPTER 27. AWS LAMBDA COMPONENT
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Type Description

Al C Strin  The operation we want to perform. Override operation passed as query parameter Y
I a g e
m ]
e
1
A
w
S
L
a
m
b
d
a
o
p
e
r
a
t
i
o
n
cr Strin  Amazon S3 bucket name where the .zip file containing your deployment package N
e g is stored. This bucket must reside in the same AWS region where you are creating o
at the Lambda function.
e
F
ct
io
n

0O X O0OC WBWWNWYL QOTSO2Irm=s2rHOS DO
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Description

Strin  The Amazon S3 object (the deployment package) key name you want to upload. N
g o)

=
K OXRXWOWY2LTESODIrMEZ>>PHOE®O
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Description

String The Amazon S3 object (the deployment package) version you want to upload. N

SO WSO <FO00D0DYLTOWWMWYRYLQLTSOIIrrM=>I»KHFKOCSO
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Type

Strin
g

Strin
g
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Description

The local path of the zip file (the deployment package). Content of zip file can also
be put in Message body.

The Amazon Resource Name (ARN) of the IAM role that Lambda assumes when
it executes your function to access any other Amazon Web Services (AWS)
resources

Y

e
S
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Type Description

String The runtime environment for the Lambda function you are uploading. (nodejs, Y
nodejs4.3, nodejs6.10, java8, python2.7, python3.6, dotnetcore1.0, odejs4.3-edge) e

O S HM+>SCSC XYL QLTSOCPNOI >PHEODS DO

cr Strin  The function within your code that Lambda calls to begin execution. For Node.js, it Y
g is the module-name.export value in your function. For Java, it can be e

at package.class-name::handler or package.class-name. s

m @

ct

S O0OHHQS 9 T QTSSO NI>PHOSO
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Description

Strin  The user-provided description.
g o)

SO AT HSO®WODOY QTSI =>>HFEOOS DO
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Description

Strin  The parent object that contains the target ARN (Amazon Resource Name) of an N
g Amazon SQS queue or Amazon SNS topic. o}

>SS >t 0Q@ S HYOOTSODFPVWEEI >PHOS O
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Description

Integ The memory size, in MB, you configured for the function. Must be a multiple of 64 N
er MB. o}

ONHOWK S0 0D =290 S929rrnvs=>>»KHK0SS2O0
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Type Description

Strin  The Amazon Resource Name (ARN) of the KMS key used to encrypt your
g function’s environment variables. If not provided, AWS Lambda will use a default
service key.

o =z

SS>PKX 0O X VW=EX29QTSO2rm E=>»HOCS 2O

cr Boole This boolean parameter can be used to request AWS Lambda to create the N
an Lambda function and publish a version as an atomic operation. o}

at

m @

ct

SO HMKTCS U QTS rn=>HOS O
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Description

Integ The function execution time at which Lambda should terminate the function. The N
er default is 3 seconds. o}

SO0 0M®S K- QTS9N I >HOS DO
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Type Description

Strin  Your function’s tracing settings (Active or PassThrough).
g o

QH-H"S>SO00O0QSHOYS-HYP2TSDO2Drns>x>HFHOS O
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Type Description

cr Map<S The key-value pairs that represent your environment’s configuration settings. N
e tring o)
at ’

e Strin

F g>

u

n

ct

io

" oORTOHSI<ASOSSO TSSO M»Y LTSIV EZIP>PEHOS O
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Description

Map<S The list of tags (key-value pairs) assigned to the new function.

e tring )
at ’

e Strin

F g>

u

n

ct

io

ne 9 4+>50CS SO0 ITKKSSMYQTSDOIDrs>I>»EHOS O
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Type Description

List< If your Lambda function accesses resources in a VPC, a list of one or more
Strin  security groups IDs in your VPC. o}

g>

NaoAHTCO SO ARSI OO0 MWY2LTSOIrMYEEP>PEHOS O
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Type Description

cr C List< If your Lambda function accesses resources in a VPC, a list of one or more
e a Strin  subnet IDs in your VPC. )
at m g>
e e
F 1
u A
n w
ct S
io L
n a
m
b
d
a
S
u
b
n
e
t
I
d
S
Dependencies

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.16 or higher).
27.4. SEE ALSO
e Configuring Camel

e Component

e Endpoint
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e (Getting Started

e AWS Component
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CHAPTER 28. AWS MQ COMPONENT

Available as of Camel version 2.21
The EC2 component supports create, run, start, stop and terminate AWS MQ instances.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon MQ.
More information are available at Amazon MQ.

28.1. URI FORMAT
I aws-mq://label[?options]

You can append query options to the URI in the following format, ?options=value&option2=value&...

28.2. URI OPTIONS

The AWS MQ component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS MQ default configuration MQConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which MQ client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS MQ endpoint is configured using URI syntax:
I aws-mq:label

with the following path and query parameters:

28.2.1. Path Parameters (1 parameters):
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Name

label

Description

Required Logical name

28.2.2. Query Parameters (8 parameters):

Name

Description

CHAPTER 28. AWS MQ COMPONENT

Default

Default

Type

String

Type

accessKey
(producer)

amazonMqClient
(producer)

operation
(producer)

proxyHost
(producer)

proxyPort
(producer)

region (producer)

secretKey
(producer)

synchronous
(advanced)

Amazon AWS Access Key

To use a existing configured AmazonMQClient as
client

Required The operation to perform. It can be
listBrokers,createBroker,deleteBroker

To define a proxy host when instantiating the MQ
client

To define a proxy port when instantiating the MQ
client

The region in which MQ client needs to work

Amazon AWS Secret Key

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

false

String

AmazonMQ

MQOperations

String

Integer

String

String

boolean

Required EC2 component options

You have to provide the amazonEc2Client in the Registry or your accessKey and secretKey to access
the Amazon EC2 service.

28.3. USAGE

28.3.1. Message headers evaluated by the MQ producer

Header Type Description

Camel Strin  The number of results that must be retrieved from listBrokers operation
AwsMQ ¢

MaxRe

sults
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Header Type

Camel Strin

AwsMQ ¢

Broke

rName

Camel Strin

AwsMQ ¢

Opera

tion

Camel Strin

AwsMQ ¢

Broke

rId

Camel Strin

AwsMQ ¢

Broke

rDepl

oymen

tMode
Dependencies

Description

The broker name

The operation we want to perform

The broker id

The deployment mode for the broker in the createBroker operation

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>

<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>

</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.16 or higher).

28.4. SEE ALSO

e Configuring Camel

e Component

e Endpoint

o Getting Started

e AWS Component
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CHAPTER 29. AWS S3 STORAGE SERVICE COMPONENT

Available as of Camel version 2.8
The S3 component supports storing and retrieving objetcs from/to Amazon’s S3 service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon S3.
More information are available at Amazon S3.

29.1. URI FORMAT
I aws-s3://bucketNameOrArn[?options]

The bucket will be created if it don’t already exists.
You can append query options to the URI in the following format, ?options=value&option2=value&...

For example in order to read file hello. txt from bucket helloBucket, use the following snippet:

from("aws-s3:helloBucket?
accessKey=yourAccessKey&secretKey=yourSecretKey&prefix=hello.txt")
.to("file:/var/downloaded");

29.2. URI OPTIONS

The AWS S3 Storage Service component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS S3 default configuration S3Configuration
(advanced)
accessKey Amazon AWS Access Key String
(common)
secretKey Amazon AWS Secret Key String
(common)
region (common) The region where the bucket is located. This option is String
used in the
com.amazonaws.services.s3.model.CreateBucketRe
quest.
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The AWS S3 Storage Service endpoint is configured using URI syntax:
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I aws-s3:bucketNameOrArn

with the following path and query parameters:

29.2.1. Path Parameters (1 parameters):

Name Description Default Type
bucketNameOrAr Required Bucket name or ARN String
n

29.2.2. Query Parameters (50 parameters):

Name Description Default Type
amazonS3Client Reference to a AmazonS3
(common) com.amazonaws.services.sqs.AmazonS3 in the

link:registry.htmIRegistry.

pathStyleAccess Whether or not the S3 client should use path style false boolean
(common) access
policy (common) The policy for this queue to set in the String

com.amazonaws.services.s3.AmazonS3setBucketPol
icy() method.

proxyHost To define a proxy host when instantiating the SQS String
(common) client

proxyPort Specify a proxy port to be used inside the client Integer
(common) definition.

region (common) The region in which S3 client needs to work String
uselAMCredential  Set whether the S3 client should expect to load false boolean
s (common) credentials on an EC2 instance or to expect static

credentials to be passed in.

encryptionMateri The encryption materials to use in case of EncryptionMaterial
als (common) Symmetric/Asymmetric client usage s

useEncryption Define if encryption must be used or not false boolean
(common)
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Name

bridgeErrorHandl
er (consumer)

deleteAfterRead
(consumer)

fileName
(consumer)

includeBody
(consumer)

maxConnections
(consumer)

maxMessagesPer
Poll (consumer)

prefix (consumer)

sendEmptyMessa
geWhenldle
(consumer)

Description

CHAPTER 29. AWS S3 STORAGE SERVICE COMPONENT

Default

Allows for bridging the consumer to the Camel routing false
Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming

messages, or the likes, will now be processed as a

message and handled by the routing Error Handler.

By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR

level and ignored.

Delete objects from S3 after they have been true
retrieved. The delete is only performed if the

Exchange is committed. If a rollback occurs, the

object is not deleted. If this option is false, then the

same objects will be retrieve over and over again on

the polls. Therefore you need to use the Idempotent

Consumer EIP in the route to filter out duplicates.

You can filter using the link

S3ConstantsBUCKET _NAME and link
S3ConstantsKEY headers, or only the link

S3ConstantsKEY header.

To get the object from the bucket with the given file

name

If it is true, the exchange body will be set to a stream true
to the contents of the file. If false, the headers will be

set with the S3 object metadata, but the body will be

null. This option is strongly related to autocloseBody

option. In case of setting includeBody to true and
autocloseBody to false, it will be up to the caller to

close the S30bject stream. Setting autocloseBody to

true, will close the S30bject stream automatically.

Set the maxConnections parameter in the S3 client 60

configuration

Gets the maximum number of messages as a limit to 10
poll at each polling. Is default unlimited, but use 0 or
negative number to disable it as unlimited.

The prefix which is used in the

com.amazonaws.services.s3.model.ListObjectsRequ
est to only consume objects we are interested in.

If the polling consumer did not poll any files, you can false
enable this option to send an empty message (no

body) instead.

Type

boolean

boolean

String

boolean

int

int

String

boolean
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Name

autocloseBody
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

pollStrategy
(consumer)

deleteAfterWrite
(producer)

multiPartUpload
(producer)

operation
(producer)

partSize
(producer)

serverSideEncryp
tion (producer)

storageClass
(producer)

awsKMSKeyld
(producer)
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Description Default

If this option is true and includeBody is true, then the true
S30bject.close() method will be called on exchange
completion. This option is strongly related to

includeBody option. In case of setting includeBody to

true and autocloseBody to false, it will be up to the

caller to close the S30bject stream. Setting

autocloseBody to true, will close the S30bject stream
automatically.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

A pluggable
org.apache.camel.PollingConsumerPollingStrategy
allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

Delete file object after the S3 file has been uploaded false

If it is true, camel will upload the file with multi part false
format, the part size is decided by the option of

partSize

The operation to do in case the user don’t want to do
only an upload

Setup the partSize which is used in multi part upload, 262144
the default size is 25M. 00

Sets the server-side encryption algorithm when
encrypting the object using AWS-managed keys. For
example use AES256.

The storage class to set in the
com.amazonaws.services.s3.model.PutObjectReque
st request.

Define the id of KMS key to use in case KMS is
enabled

Type

boolean

ExceptionHandler

ExchangePattern

PollingConsumerP
oll Strategy

boolean

boolean

S30perations

long

String

String

String



Name

useAwsKMS
(producer)

synchronous
(advanced)

accelerateModeE
nabled (
advanced)

chunkedEncodin
gDisabled (
advanced)

dualstackEnabled
( advanced)

forceGlobalBucke
tAccess Enabled
( advanced)

payloadSigningE
nabled (
advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)

backoffMultiplier
(scheduler)

delay (scheduler)

Description

CHAPTER 29. AWS S3 STORAGE SERVICE COMPONENT

Define if KMS must be used or not false

Sets whether synchronous processing should be false
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Define if Accelerate Mode enabled is true or false false

Define if disabled Chunked Encoding is true or false false

Define if Dualstack enabled is true or false false

Define if Force Global Bucket Access enabled is true false
or false

Define if Payload Signing enabled is true or false false

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Milliseconds before the next poll. You can also 500
specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

Default

Type

boolean

boolean

boolean

boolean

boolean

boolean

boolean

int

int

int

long
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Name Description Default Type
greedy If greedy is enabled, then the false boolean
(scheduler) ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

initialDelay Milliseconds before the first poll starts. You can also 1000 long
(scheduler) specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).
runLoggingLevel The consumer logs a start/complete log line when it TRAC LoggingLevel
(scheduler) polls. This option allows you to configure the logging E

level for that.

scheduledExecut Allows for configuring a custom/shared thread pool to ScheduledExecuto
orService use for the consumer. By default each consumer has r Service
(scheduler) its own single threaded thread pool.

scheduler To use a cron scheduler from either camel-spring or none ScheduledPollCon
(scheduler) camel-quartz2 component sumer Scheduler
schedulerProperti  To configure additional properties when using a Map

es (scheduler) custom scheduler or any of the Quartz2, Spring

based scheduler.

startScheduler Whether the scheduler should be auto started. true boolean
(scheduler)

timeUnit Time unit for initialDelay and delay options. MILLIS  TimeUnit
(scheduler) ECON

DS
useFixedDelay Controls if fixed delay or fixed rate is used. See true boolean
(scheduler) ScheduledExecutorService in JDK for details.
accessKey Amazon AWS Access Key String
(security)
secretKey Amazon AWS Secret Key String
(security)

Required S3 component options

You have to provide the amazonS3Client in the Registry or your accessKey and secretKey to access the
Amazon’s S3.

29.3. BATCH CONSUMER

This component implements the Batch Consumer.
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This allows you for instance to know how many messages exists in this batch and for instance let the
Aggregator aggregate this number of messages.

29.4. USAGE

29.4.1. Message headers evaluated by the S3 producer

Header Type Description

Camel Strin  The bucket Name which this object will be stored or which will be used for the current
AwsS3 ¢ operation

Bucke

tName

Camel Strin Camel 2.18: The bucket Destination Name which will be used for the current operation
AwsS3 g

Bucke

tDest

inati

onNam

e

Camel Long The content length of this object.
AwsS3

Conte

ntLen

gth

Camel Strin  The content type of this object.
AwsS3 g

Conte

ntTyp

Camel Strin  Camel 2.8.2: The content control of this object.
AwsS3 g

Conte

ntCon

trol

Camel Strin Camel 2.8.2: The content disposition of this object.
AwsS3 g

Conte

ntDis

posit

ion
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Header Type Description

Camel Strin Camel 2.8.2: The content encoding of this object.
AwsS3 g

Conte

ntEnc

oding

Camel Strin Camel 2.8.2: The md5 checksum of this object.
AwsS3 g

Conte

ntMD5

Camel Strin Camel 2.18:The Destination key which will be used for the current operation
AwsS3 g

Desti

natio

nKey

Camel Strin  The key under which this object will be stored or which will be used for the current
AwsS3 ¢ operation
Key

Camel java. Camel 2.8.2: The last modified timestamp of this object.
AwsS3  util.

LastM Date

odifi

ed

Camel Strin Camel 2.18: The operation to perform. Permitted values are copyObiject, listBuckets,
AwsS3 ¢ deleteBucket, downloadLink

Opera

tion

Camel Strin Camel 2.8.4: The storage class of this object.
AwsS3 g

Stora

geCla

SS

Camel Strin Camel 2.11.0: The canned acl that will be applied to the object. see

AwsS3 ¢ com.amazonaws.services.s3.model.CannedAccessControlList for
Canne allowed values.
dAcl
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Header

Camel
AwsS3
Acl

Camel
AwsS3
Heade
rs

Camel
AwsS3
Serve
rSide
Encry
ption

Camel
AwsS3
Versi
onId

Type

com.a
mazon
aws.s
ervic
es.s3
.mode
1.Acc
essCo
ntrol
List

Map<S
tring
,Stri
ng>

String

Strin
g

CHAPTER 29. AWS S3 STORAGE SERVICE COMPONENT

Description

Camel 2.11.0: a well constructed Amazon S3 Access Control List object. see

com.amazonaws.services.s3.model.AccessControlList for more
details

Camel 2.15.0: support to get or set custom objectMetadata headers.

Camel 2.16: Sets the server-side encryption algorithm when encrypting the object
using AWS-managed keys. For example use AES256.

The version Id of the object to be stored or returned from the current operation

29.4.2. Message headers set by the S3 producer

Header

Type

Description

Camel
AwsS3
ETag

Camel
AwsS3
Versi
onId

Camel
AwsS3
Downl
oadLi
nkExp
irati
on

Strin
g

Strin

Strin

The ETag value for the newly uploaded object.

The optional version ID of the newly uploaded object.

The expiration (millis) of URL download link. The link will be stored into
CamelAwsS3DownloadLink response header.
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29.4.3. Message headers set by the S3 consumer

Header

Camel
AwsS3
Key

Camel
AwsS3
Bucke
tName

Camel
AwsS3
ETag

Camel
AwsS3
LastM
odifi
ed

Camel
AwsS3
Versi
onId

Camel
AwsS3
Conte
ntTyp

Camel
AwsS3
Conte
ntMD5

Camel
AwsS3
Conte
ntLen
gth

Camel
AwsS3
Conte
ntEnc
oding
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Type

Strin
g

Strin

Strin

Date

Strin

Strin

Strin

Long

Strin

Description

The key under which this object is stored.

The name of the bucket in which this object is contained.

The hex encoded 128-bit MD5 digest of the associated object according to RFC 1864.
This data is used as an integrity check to verify that the data received by the caller is
the same data that was sent by Amazon S3.

The value of the Last-Modified header, indicating the date and time at which Amazon
S3 last recorded a modification to the associated object.

The version ID of the associated Amazon S3 object if available. Version IDs are only
assigned to objects when an object is uploaded to an Amazon S3 bucket that has object
versioning enabled.

The Content-Type HTTP header, which indicates the type of content stored in the
associated object. The value of this header is a standard MIME type.

The base64 encoded 128-bit MD5 digest of the associated object (content - not
including headers) according to RFC 1864. This data is used as a message integrity
check to verify that the data received by Amazon S3 is the same data that the caller
sent.

The Content-Length HTTP header indicating the size of the associated object in bytes.

The optional Content-Encoding HTTP header specifying what content encodings have
been applied to the object and what decoding mechanisms must be applied in order to
obtain the media-type referenced by the Content-Type field.
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Header Type Description

Camel Strin The optional Content-Disposition HTTP header, which specifies presentational
AwsS3 ¢ information such as the recommended filename for the object to be saved as.
Conte

ntDis

posit

ion

Camel Strin  The optional Cache-Control HTTP header which allows the user to specify caching
AwsS3 g behavior along the HTTP request/reply chain.

Conte

ntCon

trol

Camel  String Camel 2.16: The server-side encryption algorithm when encrypting the object using
AwsS3 AWS-managed keys.

Serve

rSide

Encry

ption

29.4.4. Advanced AmazonS3 configuration

If your Camel Application is running behind a firewall or if you need to have more control over the
AmazonS3 instance configuration, you can create your own instance:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonS3 client = new AmazonS3Client(awsCredentials, clientConfiguration);
registry.bind("client", client);

and refer to it in your Camel aws-s3 component configuration:

from("aws-s3://MyBucket?
amazonS3Client=#client&delay=5000&maxMessagesPerPoll=5")
.to("mock:result");

29.4.5. Use KMS with the S3 component

To use AWS KMS to encrypt/decrypt data by using AWS infrastructure you can use the options
introduced in 2.21.x like in the following example

I from("file:tmp/test?fileName=test.txt")
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.setHeader (S3Constants.KEY, constant('"testFile"))

.to("aws-s3://mybucket?
amazonS3Client=#client&useAwsKMS=true&awsKMSKeyId=3f0637ad-296a-3dfe-a796-
€60654fb128c");

In this way you’ll ask to S3, to use the KMS key 3f0637ad-296a-3dfe-a796-e60654fb128c, to encrypt the
file test.txt. When you’ll ask to download this file, the decryption will be done directly before the download.

29.4.6. Use "uselAMCredentials" with the s3 component

To use AWS |IAM credentials, you must first verify that the EC2 in which you are launching the Camel
application on has an IAM role associated with it containing the appropriate policies attached to run
effectively. Keep in mind that this feature should only be set to "true" on remote instances. To clarify
even further, you must still use static credentials locally since IAM is an AWS specific component, but
AWS environments should now be easier to manage. After this is implemented and understood, you can
set the query parameter "uselAMCredentials” to "true" for AWS environments! To effectively toggle this
on and off based on local and remote environments, you can consider enabling this query parameter
with system environment variables. For example, your code could set the "uselAMCredentials" query
parameter to "true", when the system environment variable called "isRemote" is set to true (there are
many other ways to do this and this should act as a simple example). Although it doesn’t take away the
need for static credentials completely, using IAM credentials on AWS environments takes away the need
to refresh on remote environments and adds a major security boost (IAM credentials are refreshed
automatically every 6 hours and update when their policies are updated). This is the AWS recommended
way to manage credentials and therefore should be used as often as possible.

29.5. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.8 or higher).

29.6. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 30. AWS SIMPLEDB COMPONENT

Available as of Camel version 2.9
The sdb component supports storing and retrieving data from/to Amazon’s SDB service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
SDB. More information are available at Amazon SDB.

30.1. URI FORMAT

I aws-sdb://domainName[?options]

You can append query options to the URI in the following format, ?options=value&option2=value&...
30.2. URI OPTIONS

The AWS SimpleDB component has no options.

The AWS SimpleDB endpoint is configured using URI syntax:
I aws-sdb:domainName

with the following path and query parameters:

30.2.1. Path Parameters (1 parameters):

Name Description Default Type
domainName Required The name of the domain currently worked String
with.

30.2.2. Query Parameters (10 parameters):

Name Description Default Type

accessKey Amazon AWS Access Key String

(producer)

amazonSDBClien To use the AmazonSimpleDB as the client AmazonSimpleDB

t (producer)

consistentRead Determines whether or not strong consistency should false boolean
(producer) be enforced when data is read.

maxNumberOfDo The maximum number of domain names you want Integer
mains (producer) returned. The range is 1 to 100.
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Name Description Default Type
operation Operation to perform PutAttri  SdbOperations
(producer) butes

proxyHost To define a proxy host when instantiating the SDB String
(producer) client

proxyPort To define a proxy port when instantiating the SDB Integer
(producer) client

region (producer) The region in which SDB client needs to work String
secretKey Amazon AWS Secret Key String
(producer)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Required SDB component options

You have to provide the amazonSDBClient in the Registry or your accessKey and secretKey to access
the Amazon’s SDB.

30.3. USAGE

30.3.1. Message headers evaluated by the SDB producer
Header Type Description

Camel Colle List of attributes to be acted upon.
AwsSd ction

bAttr <Attr

ibute ibute

s >

Camel Colle The names of the attributes to be retrieved.
AwsSd ction

bAttr <Stri

ibute ng>

Names

Camel Boole Determines whether or not strong consistency should be enforced when data is read.
AwsSd an

bCons

isten

tRead
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Header Type Description

Camel Colle Alistof items on which to perform the delete operation in a batch.
AwsSd ction
bDele <Dele
table table
Items Item>

Camel Strin  The name of the domain currently worked with.
AwsSd g

bDoma

inNam

Camel Strin  The unique key for this item
AwsSd ¢

bItem

Name

Camel Integ The maximum number of domain names you want returned. The range is 1 * to 100.
AwsSd er

bMaxN

umber

ofDom

ains

Camel Strin A string specifying where to start the next list of domain/item names.
AwsSd g

bNext

Token

Camel Strin  To override the operation from the URI options.
AwsSd g

bOper

ation

Camel Colle List of attributes to put in an ltem.
AwsSd ction

bRepl <Repl

aceab aceab

leAtt leAtt

ribut ribut

es e>

Camel Colle  Alist of items to putin a Domain.
AwsSd ction

bRepl <Repl

aceab aceab

leIte 1leIte

ms m>
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Header Type Description

Camel Strin  The expression used to query the domain.
AwsSd ¢

bSele

CctExp

ressi

on

Camel Updat The update condition which, if specified, determines whether the specified attributes will
AwsSd eCond be updated/deleted or not.

bUpda ition

teCon

ditio

n

30.3.2. Message headers set during DomainMetadata operation
Header Type Description

Camel Integ The data and time when metadata was calculated, in Epoch (UNIX) seconds.
AwsSd er

bTime

stamp

Camel 1Integ The number of all items in the domain.
AwsSd er

bItem

Count

Camel 1Integ The number of unique attribute names in the domain.
AwsSd er

bAttr

ibute

NameC

ount

Camel 1Integ The number of all attribute name/value pairs in the domain.
AwsSd er

bAttr

ibute

Value

Count

Camel Long The total size of all unique attribute names in the domain, in bytes.
AwsSd

bAttr

ibute

NameS

ize
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Header Type Description

Camel Long The total size of all attribute values in the domain, in bytes.
AwsSd

bAttr

ibute

Value

Size

Camel Long The total size of all item names in the domain, in bytes.
AwsSd

bItem

NameS

ize

30.3.3. Message headers set during GetAttributes operation

Header Type Description

Camel List< The list of attributes returned by the operation.
AwsSd  Attri

bAttr bute>

ibute

S

30.3.4. Message headers set during ListDomains operation
Header Type Description

Camel List< Alist of domain names that match the expression.
AwsSd  Strin

bDoma ¢>

inNam

es

Camel Strin  Anopaque token indicating that there are more domains than the specified
AwsSd g MaxNumberOfDomains still available.

bNext

Token

30.3.5. Message headers set during Select operation
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Header Type Description

Camel List< Alistof items that match the select expression.
AwsSd Item>

bItem

S

Camel Strin  Anopaque token indicating that more items than MaxNumberOfltems were matched,
AwsSd g the response size exceeded 1 megabyte, or the execution time exceeded 5 seconds.
bNext
Token

30.3.6. Advanced AmazonSimpleDB configuration

If you need more control over the AmazonSimpleDB instance configuration you can create your own
instance and refer to it from the URI:

from("direct:start")
.to("aws-sdb://domainName?amazonSDBClient=#client");

The #client refers to a AmazonSimpleDB in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonSimpleDB client = new AmazonSimpleDBClient(awsCredentials,
clientConfiguration);

registry.bind("client", client);

30.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.8.4 or higher).

30.5. SEE ALSO
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Getting Started

AWS Component
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CHAPTER 31. AWS SIMPLE EMAIL SERVICE COMPONENT

Available as of Camel version 2.9
The ses component supports sending emails with Amazon’s SES service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon SES.
More information are available at Amazon SES.

31.1. URI FORMAT

I aws-ses://from[?options]
You can append query options to the URI in the following format, ?options=value&option2=value&...

31.2. URI OPTIONS

The AWS Simple Email Service component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS SES default configuration SesConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which SES client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Simple Email Service endpoint is configured using URI syntax:
I aws-ses:from

with the following path and query parameters:

31.2.1. Path Parameters (1 parameters):
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from
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Description

Required The sender’s email address.

31.2.2. Query Parameters (11 parameters):

Name

Description

Default

Default

Type

String

Type

amazonSESClient

To use the AmazonSimpleEmailService as the client

AmazonSimpleEm

(producer) ail Service
proxyHost To define a proxy host when instantiating the SES String
(producer) client
proxyPort To define a proxy port when instantiating the SES Integer
(producer) client
region (producer) The region in which SES client needs to work String
replyToAddresse List of reply-to email address(es) for the message, List
s (producer) override it using '‘CamelAwsSesReplyToAddresses'
header.
returnPath The email address to which bounce notifications are String
(producer) to be forwarded, override it using
'CamelAwsSesReturnPath' header.
subject (producer) The subject which is used if the message header String
'CamelAwsSesSubject' is not present.
to (producer) List of destination email address. Can be overriden List
with 'CamelAwsSesTo' header.
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).
accessKey Amazon AWS Access Key String
(security)
secretKey Amazon AWS Secret Key String
(security)

Required SES component options

You have to provide the amazonSESClient in the Registry or your accessKey and secretKey to access
the Amazon’s SES.
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31.3. USAGE

31.3.1. Message headers evaluated by the SES producer
Header Type Description

Camel Strin  The sender’s email address.
AwsSe g
sFrom

Camel List< The destination(s) for this email.
AwsSe  Strin
sTo g>

Camel Strin  The subject of the message.
AwsSe g

sSubj

ect

Camel List< The reply-to email address(es) for the message.
AwsSe  Strin

sRepl ¢>

yToAd

dress

es

Camel Strin The email address to which bounce notifications are to be forwarded.
AwsSe ¢

sRetu

rnPat

Camel Boole Since Camel 2.12.3 The flag to show if email content is HTML.
AwsSe an

sHtml

Email

31.3.2. Message headers set by the SES producer
Header Type Description

Camel Strin  The Amazon SES message ID.
AwsSe g

sMess

ageIld

31.3.3. Advanced AmazonSimpleEmailService configuration
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If you need more control over the AmazonSimpleEmailService instance configuration you can create
your own instance and refer to it from the URI:

from("direct:start")
.to("aws-ses://example@example.com?amazonSESClient=#client");

The #client refers to a AmazonSimpleEmailService in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonSimpleEmailService client = new
AmazonSimpleEmailServiceClient(awsCredentials, clientConfiguration);

registry.bind("client", client);

31.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.8.4 or higher).

31.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 32. AWS SIMPLE NOTIFICATION SYSTEM
COMPONENT

Available as of Camel version 2.8

The SNS component allows messages to be sent to an Amazon Simple Notification Topic. The
implementation of the Amazon API is provided by the http://aws.amazon.com/sdkforjava/[AWS SDK].

Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
SNS. More information are available at Amazon SNS.

32.1. URI FORMAT
I aws-sns://topicNameOrArn[?options]

The topic will be created if they don’t already exists.
You can append query options to the URI in the following format, ?
options=value&option2=value&..

32.2. URI OPTIONS

The AWS Simple Notification System component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS SNS default configuration SnsConfiguration
(advanced)

accessKey Amazon AWS Access Key String
(producer)

secretKey Amazon AWS Secret Key String
(producer)

region (producer) The region in which SNS client needs to work String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Simple Notification System endpoint is configured using URI syntax:
I aws-sns:topicNameOrArn

with the following path and query parameters:
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32.2.1. Path Parameters (1 parameters):

Name

topicNameOrArn

Description

Required Topic name or ARN

32.2.2. Query Parameters (11 parameters):

Name

amazonSNSClient
(producer)

headerFilterStrate
gy (producer)

messageStructur
e (producer)

policy (producer)

proxyHost
(producer)

proxyPort
(producer)

region (producer)

subject (producer)

synchronous
(advanced)

accessKey
(security)

secretKey
(security)

Description

To use the AmazonSNS as the client

To use a custom HeaderFilterStrategy to map
headers to/from Camel.

The message structure to use such as json

The policy for this queue

To define a proxy host when instantiating the SNS
client

To define a proxy port when instantiating the SNS
client

The region in which SNS client needs to work

The subject which is used if the message header
'CamelAwsSnsSubject' is not present.

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Amazon AWS Access Key

Amazon AWS Secret Key

Required SNS component options

Default

Default

false

Type

String

Type

AmazonSNS

HeaderFilterStrate

gy

String

String

String

Integer

String

String

boolean

String

String

You have to provide the amazonSNSClient in the Registry or your accessKey and secretKey to access

the Amazon’s SNS.

32.3. USAGE


http://aws.amazon.com/sns

Red Hat Fuse 7.1 Apache Camel Component Reference

32.3.1. Message headers evaluated by the SNS producer
Header Type Description

Camel Strin The Amazon SNS message subject. If not set, the subject from the
AwsSn ¢ SnsConfiguration is used.

sSubj

ect

32.3.2. Message headers set by the SNS producer

Header Type Description

Camel Strin  The Amazon SNS message ID.
AwsSn ¢

sMess

ageId

32.3.3. Advanced AmazonSNS configuration

If you need more control over the AmazonSNS instance configuration you can create your own instance
and refer to it from the URI:

from("direct:start")
.to("aws-sns://MyTopic?amazonSNSClient=#client");

The #client refers to a AmazonSNS in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonSNS client = new AmazonSNSClient(awsCredentials,
clientConfiguration);

registry.bind("client", client);

32.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
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<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.8 or higher).

32.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component

291



Red Hat Fuse 7.1 Apache Camel Component Reference

CHAPTER 33. AWS SIMPLE QUEUE SERVICE COMPONENT

Available as of Camel version 2.6
The sqs component supports sending and receiving messages to Amazon’s SQS service.
Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
SQS. More information are available at Amazon SQS.

33.1. URI FORMAT

I aws-sqs://queueNameOrArn[?options]

The queue will be created if they don’t already exists.
You can append query options to the URI in the following format, ?options=value&option2=value&...

33.2. URI OPTIONS

The AWS Simple Queue Service component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS SQS default configuration SqsConfiguration
(advanced)

accessKey Amazon AWS Access Key String

(common)

secretKey Amazon AWS Secret Key String

(common)

region (common) Specify the queue region which could be used with String

queueOwnerAWSAccountld to build the service URL.

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties
(advanced) which are of String type can use property

placeholders.

The AWS Simple Queue Service endpoint is configured using URI syntax:
I aws-sgs:queueNameOrArn

with the following path and query parameters:

33.2.1. Path Parameters (1 parameters):
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Name Description Default Type

queueNameOrArn  Required Queue name or ARN String

33.2.2. Query Parameters (46 parameters):

Name Description Default Type
amazonAWSHost The hostname of the Amazon AWS cloud. amazo  String
(common) naws.c

om
amazonSQSClien To use the AmazonSQS as client AmazonSQS
t (common)
headerFilterStrate = To use a custom HeaderFilterStrategy to map HeaderFilterStrate
gy (common) headers to/from Camel. ay
queueOwnerAWS  Specify the queue owner aws account id when you String
Accountld need to connect the queue with different account
(common) owner.
region (common) Specify the queue region which could be used with String

queueOwnerAWSAccountld to build the service URL.

attributeNames A list of attribute names to receive when consuming. String
(consumer) Multiple names can be separated by comma.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

concurrentConsu Allows you to use multiple threads to poll the sqs 1 int
mers (consumer) queue to increase throughput
defaultVisibilityTi The default visibility timeout (in seconds) Integer

meout (consumer)

deleteAfterRead Delete message from SQS after it has been read true boolean
(consumer)
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Name

deletelfFiltered
(consumer)

extendMessageVi
sibility (consumer)

maxMessagesPer
Poll (consumer)

messageAttribute
Names
(consumer)

sendEmptyMessa
geWhenldle
(consumer)

visibilityTimeout
(consumer)

waitTimeSeconds
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)
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Description

Whether or not to send the DeleteMessage to the
SQS queue if an exchange fails to get through a filter.
If 'false' and exchange does not make it through a
Camel filter upstream in the route, then don’t send
DeleteMessage.

If enabled then a scheduled background task will
keep extending the message visibility on SQS. This is
needed if it takes a long time to process the
message. If set to true defaultVisibilityTimeout must
be set. See details at Amazon docs.

Gets the maximum number of messages as a limit to
poll at each polling. Is default unlimited, but use 0 or
negative number to disable it as unlimited.

A list of message attribute names to receive when
consuming. Multiple names can be separated by
comma.

If the polling consumer did not poll any files, you can
enable this option to send an empty message (no
body) instead.

The duration (in seconds) that the received messages
are hidden from subsequent retrieve requests after
being retrieved by a ReceiveMessage request to set
in the
com.amazonaws.services.sqs.model.SetQueueAttrib
utesRequest. This only make sense if its different
from defaultVisibility Timeout. It changes the queue
visibility timeout attribute permanently.

Duration in seconds (0 to 20) that the
ReceiveMessage action call will wait until a message
is in the queue to include in the response.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

Default

true

false

false

Type

boolean

boolean

int

String

boolean

Integer

Integer

ExceptionHandler

ExchangePattern



Name

pollStrategy
(consumer)

delaySeconds
(producer)

messageDeduplic
ationld Strategy
(producer)

messageGroupld
Strategy
(producer)

synchronous
(advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)

backoffMultiplier
(scheduler)

delay (scheduler)
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Description

A pluggable
org.apache.camel.PollingConsumerPollingStrategy
allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

Delay sending messages for a number of seconds.

Only for FIFO queues. Strategy for setting the
messageDeduplicationld on the message. Can be
one of the following options: useExchangeld,
useContentBasedDeduplication. For the
useContentBasedDeduplication option, no
messageDeduplicationld will be set on the message.

Only for FIFO queues. Strategy for setting the
messageGroupld on the message. Can be one of the
following options: useConstant, useExchangeld,
usePropertyValue. For the usePropertyValue option,
the value of property CamelAwsMessageGroupld will
be used.

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Milliseconds before the next poll. You can also
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h
(1 hour).

Default

useExc
hangel

false

500

Type

PollingConsumerP
oll Strategy

Integer

MessageDeduplic
ationld Strategy

MessageGroupldS
trategy

boolean

int

int

int

long
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Name

greedy
(scheduler)

initialDelay
(scheduler)

runLoggingLevel
(scheduler)

scheduledExecut
orService
(scheduler)

scheduler
(scheduler)

schedulerProperti
es (scheduler)

startScheduler
(scheduler)

timeUnit
(scheduler)

useFixedDelay
(scheduler)

proxyHost (proxy)

proxyPort (proxy)

maximumMessag
eSize (queue)

messageRetentio
nPeriod (queue)
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Description

If greedy is enabled, then the

ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

Milliseconds before the first poll starts. You can also
specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

The consumer logs a start/complete log line when it
polls. This option allows you to configure the logging
level for that.

Allows for configuring a custom/shared thread pool to
use for the consumer. By default each consumer has

its own single threaded thread pool.

To use a cron scheduler from either camel-spring or
camel-quartz2 component

To configure additional properties when using a
custom scheduler or any of the Quartz2, Spring
based scheduler.

Whether the scheduler should be auto started.

Time unit for initialDelay and delay options.

Controls if fixed delay or fixed rate is used. See
ScheduledExecutorService in JDK for details.

To define a proxy host when instantiating the SQS
client

To define a proxy port when instantiating the SQS
client

The maximumMessageSize (in bytes) an SQS
message can contain for this queue.

The messageRetentionPeriod (in seconds) a
message will be retained by SQS for this queue.

Default

false

1000

TRAC

none

true

MILLIS
ECON
DS

true

Type

boolean

long

LoggingLevel

ScheduledExecuto
r Service

ScheduledPollCon
sumer Scheduler

Map

boolean

TimeUnit

boolean

String

Integer

Integer

Integer
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Name Description Default Type
policy (queue) The policy for this queue String
receiveMessage If you do not specify WaitTimeSeconds in the Integer
WaitTime request, the queue attribute

Seconds (queue) ReceiveMessageWaitTimeSeconds is used to

determine how long to wait.

redrivePolicy Specify the policy that send message to DeadLetter String
(queue) queue. See detail at Amazon docs.

accessKey Amazon AWS Access Key String
(security)

secretKey Amazon AWS Secret Key String
(security)

Required SQS component options

You have to provide the amazonSQSClient in the Registry or your accessKey and secretKey to access
the Amazon’s SQS.

33.3. BATCH CONSUMER
This component implements the Batch Consumer.

This allows you for instance to know how many messages exists in this batch and for instance let the
Aggregator aggregate this number of messages.

33.4. USAGE

33.4.1. Message headers set by the SQS producer
Header Type Description

Camel Strin  The MD5 checksum of the Amazon SQS message.
AwsSq ¢

sMD50

fBody

Camel Strin The Amazon SQS message ID.
AwsSq ¢

sMess

ageIld
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Header Type Description

Camel Integ Since Camel 2.11, the delay seconds that the Amazon SQS message can be see by
AwsSq er others.

sDela

ySeco

nds

33.4.2. Message headers set by the SQS consumer
Header Type Description

Camel Strin  The MD5 checksum of the Amazon SQS message.
AwsSq ¢

sMD50

fBody

Camel Strin The Amazon SQS message ID.
AwsSq ¢

sMess

ageIld

Camel Strin The Amazon SQS message receipt handle.
AwsSq ¢

SRece

iptHa

ndle

Camel Map<S The Amazon SQS message attributes.
AwsSq tring

sAttr ,
ibute Strin
s g>

33.4.3. Advanced AmazonSQS configuration

If your Camel Application is running behind a firewall or if you need to have more control over the
AmazonSQS instance configuration, you can create your own instance:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonSQS client = new AmazonSQSClient(awsCredentials,
clientConfiguration);

registry.bind("client", client);
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and refer to it in your Camel aws-sgs component configuration:

from("aws-sqs://MyQueue?
amazonSQSClient=#client&delay=5000&maxMessagesPerPoll=5")
.to("mock:result");

33.5. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.6 or higher).

33.6. JMS-STYLE SELECTORS

SQS does not allow selectors, but you can effectively achieve this by using the Camel Filter EIP and
setting an appropriate visibilityTimeout. When SQS dispatches a message, it will wait up to the
visibility timeout before it will try to dispatch the message to a different consumer unless a
DeleteMessage is received. By default, Camel will always send the DeleteMessage at the end of the
route, unless the route ended in failure. To achieve appropriate filtering and not send the DeleteMessage
even on successful completion of the route, use a Filter:

from("aws-sqs://MyQueue?
amazonSQSClient=#client&defaultVisibilityTimeout=5000&deleteIfFiltered=fal
Se")

.filter("${header.login} == true")

.to("mock:result");

In the above code, if an exchange doesn’t have an appropriate header, it will not make it through the
filter AND also not be deleted from the SQS queue. After 5000 miliseconds, the message will become
visible to other consumers.

33.7. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e AWS Component
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CHAPTER 34. AWS SIMPLE WORKFLOW COMPONENT

Available as of Camel version 2.13

The Simple Workflow component supports managing workflows from Amazon’s Simple Workflow
service.

Prerequisites

You must have a valid Amazon Web Services developer account, and be signed up to use Amazon
Simple Workflow. More information are available at Amazon Simple Workflow.

34.1. URI FORMAT

I aws-swf://<workflow|activity>[?options]
You can append query options to the URI in the following format, ?options=value&option2=value&...

34.2. URI OPTIONS

The AWS Simple Workflow component supports 5 options which are listed below.

Name Description Default Type
configuration The AWS SWF default configuration SWEFConfiguration
(advanced)

accessKey Amazon AWS Access Key. String
(common)

secretKey Amazon AWS Secret Key. String
(common)

region (common) Amazon AWS Region. String
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The AWS Simple Workflow endpoint is configured using URI syntax:
I aws-swf:type

with the following path and query parameters:

34.2.1. Path Parameters (1 parameters):
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Name Description Default Type

type Required Activity or workflow String

34.2.2. Query Parameters (30 parameters):

Name Description Default Type
amazonSWClient To use the given AmazonSimpleWorkflowClient as AmazonSimpleWo
(common) client rkflow Client
dataConverter An instance of DataConverter
(common) com.amazonaws.services.simpleworkflow.flow.DataC

onverter to use for serializing/deserializing the data.

domainName The workflow domain to use. String
(common)

eventName The workflow or activity event name to use. String
(common)

region (common) Amazon AWS Region. String
version (common) The workflow or activity event version to use. String
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

clientConfiguratio  To configure the ClientConfiguration using the Map

n Parameters key/values from the Map.

(advanced)
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Name

startWorkflowOpt
ions Parameters
(advanced)

sWClientParamet
ers (advanced)

synchronous
(advanced)

activityList
(activity)

activitySchedulin
gOptions (activity)

activityThreadPo
olSize (activity)

activityTypeExec
ution Options
(activity)

activityTypeRegis
tration Options
(activity)

childPolicy
(workflow)

executionStartTo
Close Timeout
(workflow)

operation
(workflow)

signalName
(workflow)

stateResultType
(workflow)
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Description

To configure the StartWorkflowOptions using the
key/values from the Map.

To configure the AmazonSimpleWorkflowClient using
the key/values from the Map.

Sets whether synchronous processing should be

strictly used, or Camel is allowed to use

asynchronous processing (if supported).

The list name to consume activities from.

Activity scheduling options

Maximum number of threads in work pool for activity.

Activity execution options

Activity registration options

The policy to use on child workflows when terminating
a workflow.

Set the execution start to close timeout.

Workflow operation

The name of the signal to send to the workflow.

The type of the result when a workflow state is
queried.

Default

false

100

3600

START

Type

Map

Map

boolean

String

ActivityScheduling

Options

int

ActivityTypeExecut
ion Options

ActivityType
RegistrationOption
s

String

String

String

String

String
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Name Description Default Type
taskStartToClose Set the task start to close timeout. 600 String
Timeout

(workflow)

terminationDetail Details for terminating a workflow. String

s (workflow)

terminationReaso  The reason for terminating a workflow. String

n (workflow)

workflowList The list name to consume workflows from. String
(workflow)

workflowTypeReg  Workflow registration options WorkflowType
istration Options RegistrationOption
(workflow) S

accessKey Amazon AWS Access Key. String
(security)

secretKey Amazon AWS Secret Key. String
(security)

Required SWF component options

You have to provide the amazonSWClient in the Registry or your accessKey and secretKey to access
the Amazon’s Simple Workflow Service.

34.3. USAGE

34.3.1. Message headers evaluated by the SWF Workflow Producer

A workflow producer allows interacting with a workflow. It can start a new workflow execution, query its
state, send signals to a running workflow, or terminate and cancel it.

Header Type Description

Camel Strin  The operation to perform on the workflow. Supported operations are:

SWFOp ¢ SIGNAL, CANCEL, TERMINATE, GET_STATE, START, DESCRIBE, GET_HISTORY.
erati

on
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Header Type Description

Camel Strin A workflow ID to use.
SWFWo g

rkflo

wId

Camel Strin A worfklow run ID to use.
AwsDd ¢

bKeyC

amels

WFRuUN

Id

Camel Strin  The type of the result when a workflow state is queried.
SWFSt ¢

ateRe

sultT

ype

Camel Strin  The workflow or activity event name to use.
SWFEvV ¢

entNa

me

Camel Strin  The workflow or activity event version to use.
SWFVe ¢
rsion

Camel Strin  The reason for terminating a workflow.
SWFRe ¢
ason

Camel Strin  Details for terminating a workflow.
SWFDe ¢
tails

Camel Strin  The policy to use on child workflows when terminating a workflow.
SWFCh ¢

ildPo

licy

34.3.2. Message headers set by the SWF Workflow Producer

Header Type Description

Camel Strin  The worfklow ID used or newly generated.
SWFWo ¢

rkflo

wId
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Header Type Description

Camel Strin  The worfklow run ID used or generated.
AwsDd ¢

bKeyC

amels

WFRuUn

Id

34.3.3. Message headers set by the SWF Workflow Consumer

A workflow consumer represents the workflow logic. When it is started, it will start polling workflow
decision tasks and process them. In addition to processing decision tasks, a workflow consumer route,
will also receive signals (send from a workflow producer) or state queries. The primary purpose of a
workflow consumer is to schedule activity tasks for execution using activity producers. Actually activity
tasks can be scheduled only from a thread started by a workflow consumer.

Header Type Description

Camel Strin Indicates what type is the current event: CamelSWFActionExecute,
SWFAc ¢ CamelSWFSignalReceivedAction or CamelSWFGetStateAction.
tion

Camel boole Indicates whether the current decision task is a replay or not.
SWFWo an

rkflo

wRepl

aying

Camel 1long The time of the start event for this decision task.
SWFWo
rkflo
wStar
tTime

34.3.4. Message headers set by the SWF Activity Producer

An activity producer allows scheduling activity tasks. An activity producer can be used only from a thread
started by a workflow consumer ie, it can process synchronous exchanges started by a workflow
consumer.

Header Type Description

Camel Strin  The activity name to schedule.
SWFEvV ¢

entNa

me
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Header Type Description

Camel Strin  The activity version to schedule.
SWFVe ¢
rsion

34.3.5. Message headers set by the SWF Activity Consumer

Header Type Description

Camel Strin  The task token that is required to report task completion for manually completed tasks.
SWFTa ¢

skTok

en

34.3.6. Advanced amazonSWClient configuration

If you need more control over the AmazonSimpleWorkflowClient instance configuration you can create
your own instance and refer to it from the URI:

The #client refers to a AmazonSimpleWorkflowClient in the Registry.

For example if your Camel Application is running behind a firewall:

AWSCredentials awsCredentials = new BasicAwWSCredentials("myAccessKey",
"mySecretKey");

ClientConfiguration clientConfiguration = new ClientConfiguration();
clientConfiguration.setProxyHost("http://myProxyHost");
clientConfiguration.setProxyPort(8080);

AmazonSimpleWorkflowClient client = new
AmazonSimpleWorkflowClient(awsCredentials, clientConfiguration);

registry.bind("client", client);

34.4. DEPENDENCIES
Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.13 or higher).
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34.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

AWS Component

CHAPTER 34. AWS SIMPLE WORKFLOW COMPONENT
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CHAPTER 35. AWS XRAY COMPONENT

Available as of Camel 2.21

The camel-aws-xray component is used for tracing and timing incoming and outgoing Camel messages
using AWS XRay.

Events (subsegments) are captured for incoming and outgoing messages being sent to/from Camel.

35.1. DEPENDENCY

In order to include AWS XRay support into Camel, the archive containing the Camel related AWS XRay
related classes need to be added to the project. In addition to that, AWS XRay libraries also need to be
available.

To include both, AWS XRay and Camel, dependencies use the following Maven imports:

<dependencyManagement>
<dependencies>
<dependency>
<groupId>com.amazonaws</groupId>
<artifactId>aws-xray-recorder-sdk-bom</artifactId>
<version>1.3.1</version>
<type>pom</type>
<scope>import</scope>
</dependency>
</dependencies>
</dependencyManagement>

<dependencies>
<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-aws-xray</artifactId>
</dependency>

<dependency>
<groupId>com.amazonaws</groupId>
<artifactId>aws-xray-recorder-sdk-core</artifactId>
</dependency>
<dependency>
<groupId>com.amazonaws</groupId>
<artifactId>aws-xray-recorder-sdk-aws-sdk</artifactId>
</dependency>
<dependencies>

35.2. CONFIGURATION

The configuration properties for the AWS XRay tracer are:
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Option  Default Description

addExc Sets exclude pattern(s) that will disable tracing for Camel messages that matches the
ludePat pattern. The content is a Set<String> where the key is a pattern matching routeld’s. The
terns pattern uses the rules from Intercept.

setTrac  NoopTr  Allows a custom Camel InterceptStrategy to be provided in order to track

ingStrat  acingSt  invoked processor definitions like BeanDefinition or ProcessDefinition.

egy rategy TraceAnnotatedTracingStrategy will track any classes invoked via .bean(...
) or .process(...) that contain a @XRayTrace annotation at class level.

There is currently only one way an AWS XRay tracer can be configured to provide distributed tracing for
a Camel application:

35.2.1. Explicit

Include the camel -aws -xray component in your POM, along with any specific dependencies
associated with the AWS XRay Tracer.

To explicitly configure AWS XRay support, instantiate the XRayTracer and initialize the camel context.
You can optionally specify a Tracer, or alternatively it can be implicitly discovered using the Registry
or ServicelLoader.

XRayTracer xrayTracer = new XRayTracer();

// By default it uses a NoopTracingStrategy, but you can override it with a
specific InterceptStrategy implementation.
xrayTracer.setTracingStrategy(...);

// And then initialize the context

xrayTracer.init(camelContext);

To use XRayTracer in XML, all you need to do is to define the AWS XRay tracer bean. Camel will
automatically discover and use it.

<bean id="tracingStrategy" class="..."/>
<bean id="aws-xray-tracer"
class="org.apache.camel.component.aws.xray.XRayTracer" />
<property name="tracer" ref="tracingStrategy"/>
</bean>

In case of the default NoopTracingStrategy only the creation and deletion of exchanges is tracked
but not the invocation of certain beans or EIP patterns.

35.2.2. Tracking of comprehensive route execution

In order to track the execution of an exchange among multiple routes, on exchange creation a unique
trace ID is generated and stored in the headers if no corresponding value was yet available. This trace
ID is copied over to new exchanges in order to keep a consistent view of the processed exchange.

As AWS XRay traces work on a thread-local basis the current sub/segment should be copied over to the

new thread and set as explained in in the AWS XRay documentation. The Camel AWS XRay component
therefore provides an additional header field that the component will use in order to set the passed AWS
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XRay Entity to the new thread and thus keep the tracked data to the route rather than exposing a new
segment which seems uncorrelated with any of the executed routes.

The component will use the following constants found in the headers of the exchange:

Header Description

Camel-AWS-XRay-Trace-ID Contains a reference to the AWS XRay TraceID object to provide a
comprehensive view of the invoked routes

Camel-AWS-XRay-Trace- Contains a reference to the actual AWS XRay Segment or Subsegment

Entity which is copied over to the new thread. This header should be set in case a
new thread is spawned and the performed tasks should be exposed as part
of the executed route instead of creating a new unrelated segment.

Note that the AWS XRay Entity (i.e., Segment and Subsegment) are not serializable and therefore
should not get passed to other JVM processes.

35.3. EXAMPLE

You can find an example demonstrating the way to configure AWS XRay tracing within the tests
accompanying this project.
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CHAPTER 36. CAMEL COMPONENTS FOR WINDOWS AZURE
SERVICES

The Camel Components for Windows Azure Services provide connectivity to Azure services from Camel.

Azure Service Camel Component Description

Versio
n

Storage Blob Service Azure- 2.9.0 Supports storing and retrieving of blobs
Blob

Storage Queue Service Azure- 2.9.0 Supports storing and retrieving of messages in the
Queue queues
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CHAPTER 37. AZURE STORAGE BLOB SERVICE
COMPONENT

Available as of Camel version 2.19
The Azure Blob component supports storing and retrieving the blobs to/from Azure Storage Blob service.
Prerequisites

You must have a valid Windows Azure Storage account. More information is available at Azure
Documentation Portal.

37.1. URI FORMAT
I azure-blob://accountName/containerName[/blobName][?options]

In most cases a blobName is required and the blob will be created if it does not already exist.
You can append query options to the URI in the following format, ?options=value&option2=valueé&...

For example in order to download a blob content from the public block blob blockBlob located on the
container1 in the camelazure storage account, use the following snippet:

from("azure-blob:/camelazure/containeri/blockBlob").
to("file://blobdirectory");

37.2. URI OPTIONS
The Azure Storage Blob Service component has no options.

The Azure Storage Blob Service endpoint is configured using URI syntax:
I azure-blob:containerOrBlobUri

with the following path and query parameters:

37.2.1. Path Parameters (1 parameters):

Name Description Default Type
containerOrBlob Required Container or Blob compact Uri String
Uri

37.2.2. Query Parameters (19 parameters):

Name Description Default Type
azureBlobClient The blob service client CloudBlob
(common)
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Name Description Default Type
blobOffset Set the blob offset for the upload or download 0 Long
(common) operations, default is 0
blobType Set a blob type, 'blockblob' is default blockbl BlobType
(common) ob
closeStreamAfter Close the stream after read or keep it open, default is true boolean
Read (common) true
credentials Set the storage credentials, required in most cases StorageCredential
(common) s
datalLength Set the data length for the download or page blob Long
(common) upload operations
fileDir (common) Set the file directory where the downloaded blobs will String

be saved to
publicForRead Storage resources can be public for reading their false boolean
(common) content, if this property is enabled then the credentials

do not have to be set

streamReadSize Set the minimum read size in bytes when reading the int
(common) blob content

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

blobMetadata Set the blob meta-data Map

(producer)
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Name Description Default Type
blobPrefix Set a prefix which can be used for listing the blobs String
(producer)

closeStreamAfter Close the stream after write or keep it open, default is true boolean
Write (producer) true

operation Blob service operation hint to the producer listBlob  BlobServiceOperat
(producer) s ions
streamWriteSize Set the size of the buffer for writing block and page int
(producer) blocks

useFlatListing Specify if the flat or hierarchical blob listing should be true boolean
(producer) used

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Required Azure Storage Blob Service component options

You have to provide the containerOrBlob name and the credentials if the private blob needs to be
accessed.

37.3. USAGE

37.3.1. Message headers evaluated by the Azure Storage Blob Service producer

Header Type Description

37.3.2. Message headers set by the Azure Storage Blob Service producer

Header Type Description

Camel Strin The file name for the downloaded blob content.
FileN ¢
ame

37.3.3. Message headers set by the Azure Storage Blob Service producer
consumer
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Header Type Description

Camel Strin The file name for the downloaded blob content.
FileN ¢
ame

37.3.4. Azure Blob Service operations

Operations common to all block types

getBlob Get the content of the blob. You can restrict the output of this operation to a blob range.
deleteBlob Delete the blob.
listBlobs List the blobs.

Block blob operations

Operation Description

updateBlockB Put block blob content that either creates a new block blob or overwrites the existing
lob block blob content.

uploadBlobBl Upload block blob content, by first generating a sequence of blob blocks and then

ocks committing them to a blob. If you enable the message CommitBlockListLater property,
you can execute the commit later with the commitBlobBlockList operation. You
can later update individual block blobs.

commitBlobBl Commit a sequence of blob blocks to the block list that you previously uploaded to the
ockList blob service (by using the updateBlockBlob operation with the message
CommitBlockListLater property enabled).

getBlobBlock Get the block blob list.
List

Append blob operations

Operation Description

createAppend Create an append block. By default, if the block already exists then it is not reset. Note
Blob that you can alternately create an append blob by enabling the message
AppendBlobCreated property and using the updateAppendBlob operation.
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Operation Description

updateAppend Append the new content to the blob. This operation also creates the blob if it does not
Blob already exist and if you enabled a message AppendBlobCreated property.

Page Block operations

Operation Description

createPageBl Create a page block. By default, if the block already exists then it is not reset. Note that
ob you can also create a page blob (and set its contents) by enabling a message
PageBlobCreated property and by using the updatePageBlob operation.

updatePageBl Create a page block (unless you enable a message PageBlobCreated property and the
ob identically named block already exists) and set the content of this blob.

resizePageBl Resize the page blob.
ob

clearPageBlo Clear the page blob.
b

getPageBlobR Get the page blob page ranges.
anges

37.3.5. Azure Blob Client configuration

If your Camel Application is running behind a firewall or if you need to have more control over the Azure
Blob Client configuration, you can create your own instance:

StorageCredentials credentials = new
StorageCredentialsAccountAndKey("camelazure", "thekey");

CloudBlob client = new CloudBlob('"camelazure'", credentials);
registry.bind("azureBlobClient", client);

and refer to it in your Camel azure-blob component configuration:
from("azure-blob:/camelazure/containerl1/blockBlob?

azureBlobClient=#client")
.to("mock:result");

37.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml
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<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-azure</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.19.0 or higher).

37.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e Azure Component
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CHAPTER 38. AZURE STORAGE QUEUE SERVICE
COMPONENT

Available as of Camel version 2.19

The Azure Queue component supports storing and retrieving the messages to/from Azure Storage
Queue service.

Prerequisites

You must have a valid Windows Azure Storage account. More information is available at Azure
Documentation Portal.

38.1. URI FORMAT

I azure-queue://accountName/queueName[?options]

The queue will be created if it does not already exist.
You can append query options to the URI in the following format, ?options=value&option2=value&...

For example in order to get a message content from the queue messageQueue in the camelazure
storage account and, use the following snippet:

from("azure-queue:/camelazure/messageQueue").
to("file://queuedirectory");

38.2. URI OPTIONS
The Azure Storage Queue Service component has no options.

The Azure Storage Queue Service endpoint is configured using URI syntax:
I azure-queue:containerAndQueueUri

with the following path and query parameters:

38.2.1. Path Parameters (1 parameters):

Name Description Default Type
containerAndQue Required Container Queue compact Uri String
ueUri

38.2.2. Query Parameters (10 parameters):

Name Description Default Type
azureQueueClient  The queue service client CloudQueue
(common)
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Name Description Default Type

credentials Set the storage credentials, required in most cases StorageCredential
(common) s
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean

er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.
messageTimeToL  Message Time To Live in seconds int

ive (producer)

messageVisibility Message Visibility Delay in seconds int
Delay (producer)

operation Queue service operation hint to the producer listQue  QueueServiceOpe
(producer) ues rations
queuePrefix Set a prefix which can be used for listing the queues String

(producer)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Required Azure Storage Queue Service component options

You have to provide the containerAndQueue URI and the credentials.

38.3. USAGE

38.3.1. Message headers evaluated by the Azure Storage Queue Service producer
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Header Type Description

38.3.2. Message headers set by the Azure Storage Queue Service producer

Header Type Description

38.3.3. Message headers set by the Azure Storage Queue Service producer
consumer

Header Type Description

38.3.4. Azure Queue Service operations

listQueues List the queues.

createQueue Create the queue.

deleteQueue Delete the queue.

addMessage Add a message to the queue.

retrieveMess Retrieve a message from the queue.

age

peekMessage View the message inside the queue, for example, to determine whether the message

arrived at the correct queue.

updateMessag Update the message in the queue.
e

deleteMessag Delete the message in the queue.
e

38.3.5. Azure Queue Client configuration

If your Camel Application is running behind a firewall or if you need to have more control over the Azure
Queue Client configuration, you can create your own instance:
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StorageCredentials credentials = new
StorageCredentialsAccountAndKey("camelazure", "thekey");
CloudQueue client = new CloudQueue('"camelazure", credentials);

registry.bind("azureQueueClient", client);

and refer to it in your Camel azure-queue component configuration:

from("azure-queue:/camelazure/messageQueue?azureQueueClient=#client")
.to("mock:result");

38.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-azure</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.19.0 or higher).

38.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started

e Azure Component
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CHAPTER 39. BARCODE DATAFORMAT

Available as of Camel version 2.14

The barcode data format is based on the zxing library. The goal of this component is to create a barcode
image from a String (marshal) and a String from a barcode image (unmarshal). You’re free to use all
features that zxing offers.

39.1. DEPENDENCIES

To use the barcode data format in your camel routes you need to add the a dependency on camel-
barcode which implements this data format.

If you use maven you could just add the following to your pom.xml, substituting the version number for
the latest & greatest release (see the download page for the latest versions).

<dependency>
<groupIld>org.apache.camel</groupIld>
<artifactId>camel-barcode</artifactId>
<version>Xx.X.x</version>

</dependency>

39.2. BARCODE OPTIONS

The Barcode dataformat supports 5 options which are listed below.

Default Java Description
Type
width Integ  Width of the barcode
er
height Integ Height of the barcode
er
imageType Strin Image type of the barcode such as png
g
barcodeFormat Strin  Barcode format such as QR-Code
g

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

39.3. USING THE JAVA DSL
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First you have to initialize the barcode data fomat class. You can use the default constructor, or one of
parameterized (see JavaDoc). The default values are:

Default Value

image PNG
type

(Barco

delmag

eType)

width 100 px
height 100 px

encodi UTF-8
ng

barcod QR-Code
e

format

(Barco

deForm

at)

// QR-Code default
DataFormat code = new BarcodeDataFormat();

If you want to use zxing hints, you can use the 'addToHintMap' method of your BarcodeDataFormat
instance:

I code.addToHintMap(DecodeHintType.TRY_HARDER, Boolean.true);

For possible hints, please consult the xzing documentation.

39.3.1. Marshalling

from("direct://code")
.marshal(code)
.to("file://barcode_out");

You can call the route from a test class with:
I template.sendBody("direct://code", "This is a testmessage!");

You should find inside the 'barcode_out' folder this image:
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39.3.2. Unmarshalling

The unmarshaller is generic. For unmarshalling you can use any BarcodeDataFormat instance. If you've
two instances, one for (generating) QR-Code and one for PDF417, it doesn’t matter which one will be
used.

from("file://barcode_in?noop=true")
.unmarshal(code) // for unmarshalling, the instance doesn't matter
.to("mock:out");

If you'll paste the QR-Code image above into the 'barcode_in' folder, you should find ‘This is a
testmessage! inside the mock. You can find the barcode data format as header variable:

Name Type Description
Barcod String Value of com.google.zxing.BarcodeFormat.
eForma

t
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CHAPTER 40. BASE64 DATAFORMAT

Available as of Camel version 2.11

The Base64 data format is used for base64 encoding and decoding.

40.1. OPTIONS

The Base64 dataformat supports 4 options which are listed below.

Default Java Description
Type
lineLength 76 Integ To specific a maximum line length for the encoded data. By
er default 76 is used.
lineSeparator Strin  The line separators to use. Uses new line characters (CRLF) by
g default.
urlSafe false Boole Instead of emitting " and '/ we emit - and'_' respectively.
an urlSafe is only applied to encode operations. Decoding

seamlessly handles both modes. Is by default false.

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

In Spring DSL, you configure the data format using this tag:

<camelContext>
<dataFormats>
<!-- for a newline character (\n), use the HTML entity notation
coupled with the ASCII code. -->
<base64 lineSeparator="&#10;" id="base64withNewLine" />
<base64 linelLength="64" id="base64withLinelLength64" />
</dataFormats>

</camelContext>
Then you can use it later by its reference:

<route>
<from uri="direct:startEncode" />
<marshal ref="base64withLinelLength64" />
<to uri="mock:result" />

</route>

Most of the time, you won’t need to declare the data format if you use the default options. In that case,
you can declare the data format inline as shown below.
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40.2. MARSHAL

In this example we marshal the file content to base64 object.

from("file://data.bin")
.marshal().base64()
.to("jms://myqueue");

In Spring DSL:

<from uri="file://data.bin">
<marshal>
<base64/>
</marshal>
<to uri="jms://myqueue"/>

40.3. UNMARSHAL

In this example we unmarshal the payload from the JMS queue to a byte[] object, before its processed
by the newOrder processor.

from("jms://queue/order")
.unmarshal().base64()
.process("newOrder");

In Spring DSL:

<from uri="jms://queue/order">
<marshal>
<base64/>
</marshal>
<to uri="bean:newOrder"/>

40.4. DEPENDENCIES

To use Base64 in your Camel routes you need to add a dependency on camel-base64 which
implements this data format.

If you use Maven you can just add the following to your pom.xml:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-base64</artifactId>
<version>x.x.x</version> <!/-- use the same version as your Camel core
version -->
</dependency>
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CHAPTER 41. BEAN COMPONENT

Available as of Camel version 1.0

The bean: component binds beans to Camel message exchanges.

41.1. URI FORMAT

I bean:beanName[?options]

Where beanlD can be any string which is used to look up the bean in the Registry

41.2. OPTIONS
The Bean component has no options.

The Bean endpoint is configured using URI syntax:
I bean:beanName

with the following path and query parameters:

41.2.1. Path Parameters (1 parameters):

Name Description Default

Type

beanName Required Sets the name of the bean to invoke

41.2.2. Query Parameters (5 parameters):
Name Description Default
method (producer)  Sets the name of the method to invoke on the bean

cache (advanced) If enabled, Camel will cache the result of the first false
Registry look-up. Cache can be enabled if the bean
in the Registry is defined as a singleton scope.

multiParameterAr  Deprecated How to treat the parameters which are false
ray (advanced) passed from the message body; if it is true, the

message body should be an array of parameters.

Note: This option is used internally by Camel, and is

not intended for end users to use. Deprecation note:

This option is used internally by Camel, and is not

intended for end users to use.

parameters Used for configuring additional properties on the bean
(advanced)

String

Type

String

boolean

boolean
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Name Description Default Type
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

You can append query options to the URI in the following format, 2option=value&option=valueé..

41.3. USING

The object instance that is used to consume messages must be explicitly registered with the Registry.
For example, if you are using Spring you must define the bean in the Spring configuration, spring.xml;
or if you don’t use Spring, by registering the bean in JNDI.

Error formatting macro: snippet: java.lang.IndexOutOfBoundsException: Index: 20, Size: 20

Once an endpoint has been registered, you can build Camel routes that use it to process exchanges.
A bean: endpoint cannot be defined as the input to the route; i.e. you cannot consume from it, you can
only route from some inbound message Endpoint to the bean endpoint as output. So consider using a

direct: or queue: endpoint as the input.

You can use the createProxy () methods on ProxyHelper to create a proxy that will generate
BeanExchanges and send them to any endpoint:

And the same route using Spring DSL:

<route>
<from uri="direct:hello">
<to uri="bean:bye"/>
</route>

41.4. BEAN AS ENDPOINT
Camel also supports invoking Bean as an Endpoint. In the route below:

What happens is that when the exchange is routed to the myBean Camel will use the Bean Binding to
invoke the bean.
The source for the bean is just a plain POJO:

Camel will use Bean Binding to invoke the sayHello method, by converting the Exchange’s In body to
the String type and storing the output of the method on the Exchange Out body.

41.5. JAVA DSL BEAN SYNTAX

Java DSL comes with syntactic sugar for the Bean component. Instead of specifying the bean explicitly
as the endpoint (i.e. to("bean:beanName")) you can use the following syntax:

// Send message to the bean endpoint
// and invoke method resolved using Bean Binding.
from("direct:start").beanRef("beanName");
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// Send message to the bean endpoint
// and invoke given method.
from("direct:start").beanRef("beanName", "methodName");

Instead of passing name of the reference to the bean (so that Camel will lookup for it in the registry), you
can specify the bean itself:

// Send message to the given bean instance.
from("direct:start").bean(new ExampleBean());

// Explicit selection of bean method to be invoked.
from("direct:start").bean(new ExampleBean(), "methodName");

// Camel will create the instance of bean and cache it for you.
from("direct:start").bean(ExampleBean.class);

41.6. BEAN BINDING
How bean methods to be invoked are chosen (if they are not specified explicitly through the method

parameter) and how parameter values are constructed from the Message are all defined by the Bean
Binding mechanism which is used throughout all of the various Bean Integration mechanisms in Camel.

41.7. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started
e (Class component
e Bean Binding

e Bean Integration
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CHAPTER 42. BEANIO DATAFORMAT

Available as of Camel version 2.10

The BeanlO Data Format uses BeanlO to handle flat payloads (such as XML, CSV, delimited, or fixed

length formats).

BeanlO is configured using a mappings XML file where you define the mapping from the flat format to
Objects (POJOs). This mapping file is mandatory to use.

42.1. OPTIONS

The BeanlO dataformat supports 9 options which are listed below.

Default

Java

Type

Description

mapping

streamName

ignoreUnidentifie =~ false
dRecords

ignoreUnexpecte false
dRecords

ignorelnvalidRec false
ords

encoding

beanReaderError
HandlerType

unmarshalSingle false
Object
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Strin

Strin

Boole
an

Boole
an

Boole
an

Strin

Strin

Boole
an

The BeanlO mapping file. Is by default loaded from the
classpath. You can prefix with file:, http:, or classpath: to denote
from where to load the mapping file.

The name of the stream to use.

Whether to ignore unidentified records.

Whether to ignore unexpected records.

Whether to ignore invalid records.

The charset to use. Is by default the JVM platform default
charset.

To use a custom
org.apache.camel.dataformat.beanio.BeanlOErrorHandler as
error handler while parsing. Configure the fully qualified class
name of the error handler. Notice the options
ignoreUnidentifiedRecords, ignoreUnexpectedRecords, and
ignorelnvalidRecords may not be in use when you use a custom
error handler.

This options controls whether to unmarshal as a list of objects or
as a single object only. The former is the default mode, and the
latter is only intended in special use-cases where beanio maps
the Camel message to a single POJO bean.
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Default Description

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

42.2. USAGE

An example of a mapping file is here.

42.2.1. Using Java DSL

To use the BeanIODataFormat you need to configure the data format with the mapping file, as well the
name of the stream.
In Java DSL this can be done as shown below. The streamName is "employeeFile".

Then we have two routes. The first route is for transforming CSV data into a List<Employee> Java
objects. Which we then split, so the mock endpoint
receives a message for each row.

The 2nd route is for the reverse operation, to transform a List<Employee> into a stream of CSV data.

The CSV data could for example be as below:

42.2.2. Using XML DSL

To use the BeanlO data format in XML, you need to configure it using the <beanio> XML tag as shown
below. The routes is similar to the example above.

42.3. DEPENDENCIES

To use BeanlO in your Camel routes you need to add a dependency on camel-beanio which
implements this data format.

If you use Maven you can just add the following to your pom.xml, substituting the version number for the
latest & greatest release (see the download page for the latest versions).

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-beanio</artifactId>
<version>2.10.0</version>
</dependency>
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CHAPTER 43. BEANSTALK COMPONENT

Available as of Camel version 2.15

camel-beanstalk project provides a Camel component for job retrieval and post-processing of Beanstalk
jobs.

You can find the detailed explanation of Beanstalk job lifecycle
at http://github.com/kr/beanstalkd/blob/v1.3/doc/protocol.txt[Beanstalk protocol].

43.1. DEPENDENCIES

Maven users need to add the following dependency to their pom. xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-beanstalk</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.15.0 or higher).

43.2. URI FORMAT
I beanstalk://[host[:port]][/tube][?options]

You may omit either port or both host and port: for the Beanstalk defaults to be used (“localhost” and
11300). If you omit tube, Beanstalk component will use the tube with name “default”.

When listening, you may probably want to watch for jobs from several tubes. Just separate them with
plus sign, e.g.

I beanstalk://localhost:11300/tubel+tube2

Tube name will be URL decoded, so if your tube names include special characters like + or ?, you need
to URL-encode them appropriately, or use the RAW syntax, see more details here.

By the way, you cannot specify several tubes when you are writing jobs into Beanstalk.

43.3. BEANSTALK OPTIONS

The Beanstalk component supports 2 options which are listed below.

Name Description Default Type
connectionSettin Custom ConnectionSettingsFactory. Specify which ConnectionSetting
gs Factory ConnectionSettingsFactory to use to make s Factory
(common) connections to Beanstalkd. Especially useful for unit

testing without beanstalkd daemon (you can mock
ConnectionSettings)
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Name Description Default Type
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Beanstalk endpoint is configured using URI syntax:
I beanstalk:connectionSettings

with the following path and query parameters:

43.3.1. Path Parameters (1 parameters):

Name Description Default Type
connectionSettin Connection settings host:port/tube String
gs

43.3.2. Query Parameters (26 parameters):

Name Description Default Type
command put means to put the job into Beanstalk. Job body is BeanstalkComman
(common) specified in the Camel message body. Job ID will be d

returned in beanstalk.jobld message header. delete,
release, touch or bury expect Job ID in the message
header beanstalk.jobld. Result of the operation is
returned in beanstalk.result message header kick
expects the number of jobs to kick in the message
body and returns the number of jobs actually kicked
out in the message header beanstalk.result.

jobDelay Job delay in seconds. 0 int
(common)
jobPriority Job priority. (0 is the highest, see Beanstalk protocol) 1000 long
(common)
jobTimeToRun Job time to run in seconds. (when 0, the beanstalkd 60 int
(common) daemon raises it to 1 automatically, see Beanstalk

protocol)
awaitJob Whether to wait for job to complete before ack the job true boolean
(consumer) from beanstalk
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Name

bridgeErrorHandl
er (consumer)

onFailure
(consumer)

sendEmptyMessa
geWhenldle
(consumer)

useBlocklO
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

pollStrategy
(consumer)

synchronous
(advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)
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Description

Allows for bridging the consumer to the Camel routing

Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

Command to use when processing failed.

If the polling consumer did not poll any files, you can
enable this option to send an empty message (no
body) instead.

Whether to use blocklO.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

A pluggable
org.apache.camel.PollingConsumerPollingStrategy
allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

Default

false

false

true

false

Type

boolean

BeanstalkComman
d

boolean

boolean

ExceptionHandler

ExchangePattern

PollingConsumerP
oll Strategy

boolean

int

int



Name

backoffMultiplier
(scheduler)

delay (scheduler)

greedy
(scheduler)

initialDelay
(scheduler)

runLoggingLevel
(scheduler)

scheduledExecut
orService
(scheduler)

scheduler
(scheduler)

schedulerProperti

es (scheduler)

startScheduler
(scheduler)

timeUnit
(scheduler)

useFixedDelay
(scheduler)

Description

CHAPTER 43. BEANSTALK COMPONENT

Default

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will

be skipped before the next actual attempt is

happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold

must also be configured.

Milliseconds before the next poll. You can also
specify time values using units, such as 60s (60

500

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

If greedy is enabled, then the

false

ScheduledPollConsumer will run immediately again, if

the previous run polled 1 or more messages.

Milliseconds before the first poll starts. You can also 1000

specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

The consumer logs a start/complete log line when it TRAC
polls. This option allows you to configure the logging E

level for that.

Allows for configuring a custom/shared thread pool to
use for the consumer. By default each consumer has

its own single threaded thread pool.

To use a cron scheduler from either camel-spring or none

camel-quartz2 component

To configure additional properties when using a
custom scheduler or any of the Quartz2, Spring

based scheduler.

Whether the scheduler should be auto started.

Time unit for initialDelay and delay options.

Controls if fixed delay or fixed rate is used. See
ScheduledExecutorService in JDK for details.

true

MILLIS
ECON
DS

true

Type

int

long

boolean

long

LoggingLevel

ScheduledExecuto
r Service

ScheduledPollCon
sumer Scheduler

Map

boolean

TimeUnit

boolean
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Producer behavior is affected by the command parameter which tells what to do with the job, it can be

The consumer may delete the job immediately after reserving it or wait until Camel routes process it.
While the first scenario is more like a “message queue”, the second is similar to “job queue”. This
behavior is controlled by consumer .awaitJob parameter, which equals true by default (following
Beanstalkd nature).

When synchronous, the consumer calls delete on successful job completion and calls bury on failure.
You can choose which command to execute in the case of failure by

specifying consumer .onFailure parameter in the URI. It can take values

of bury, delete or release.

There is a boolean parameter consumer .useBlockIO which corresponds to the same parameter in
JavaBeanstalkClient library. By default it is true.

Be careful when specifying release, as the failed job will immediately become available in the same
tube and your consumer will try to acquire it again. You can release and specify jobDelay though.

The beanstalk consumer is a Scheduled Polling Consumer which means there is more options you can
configure, such as how frequent the consumer should poll. For more details see Polling Consumer.

43.4. CONSUMER HEADERS

The consumer stores a number of job headers in the Exchange message:

Type Description

beanst long Job ID
alk.jobl
d

beanst string the name of the tube that contains this job
alk.tub
e

beanst string “ready” or “delayed” or “reserved” or “buried” (must be “reserved”)
alk.stat
e

beanst long the priority value set
alk.prio
rity

beanst int the time in seconds since the put command that created this job
alk.age

beanst int the number of seconds left until the server puts this job into the ready queue
alk.time
-left

336


polling-consumer.html

CHAPTER 43. BEANSTALK COMPONENT

Description

beanst int the number of times this job has timed out during a reservation
alk.time
outs

beanst int the number of times a client has released this job from a reservation
alk.rele
ases

beanst int the number of times this job has been buried
alk.buri
es

beanst int the number of times this job has been kicked
alk.kick
s

43.5. EXAMPLES

This Camel component lets you both request the jobs for processing and supply them to Beanstalkd
daemon. Our simple demo routes may look like

from("beanstalk:testTube").
log("Processing job #${property.beanstalk.jobId} with body
${in.body}").
process(new Processor() {
@Override
public void process(Exchange exchange) {
// try to make integer value out of body
exchange.getIn().setBody(
Integer.valueOf(exchange.getIn().getBody(classOf[String])) );
}
1)
log("Parsed job #${property.beanstalk.jobId} to body ${in.body}");

from("timer:dig?period=30seconds").
setBody(constant(10)).log("Kick ${in.body} buried/delayed tasks").
to("beanstalk:testTube?command=kick");

In the first route we are listening for new jobs in tube “testTube”. When they are arriving, we are trying to
parse integer value from the message body. If done successful, we log it and this successful exchange
completion makes Camel component to delete this job from Beanstalk automatically. Contrary, when we
cannot parse the job data, the exchange failed and the Camel component buries it by default, so that it
can be processed later or probably we are going to inspect failed jobs manually.

So the second route periodically requests Beanstalk to kick 10 jobs out of buried and/or delayed state to
the normal queue.
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43.6. SEE ALSO

Configuring Camel

Component

Endpoint

Getting Started
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CHAPTER 44. BEAN VALIDATOR COMPONENT

Available as of Camel version 2.3

The Validator component performs bean validation of the message body using the Java Bean Validation
API (JSR 303). Camel uses the reference implementation, which is Hibernate Validator.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-bean-validator</artifactId>
<version>x.y.z</version>
<!-- use the same version as your Camel core version -->
</dependency>

44.1. URI FORMAT

I bean-validator:label[?options]
or

I bean-validator://label[?options]

Where label is an arbitrary text value describing the endpoint.
You can append query options to the URI in the following format, ?option=value&option=value&...

44.2. URI OPTIONS
The Bean Validator component has no options.

The Bean Validator endpoint is configured using URI syntax:
I bean-validator:label

with the following path and query parameters:

44.2.1. Path Parameters (1 parameters):

Name Description Default Type

label Required Where label is an arbitrary text value String
describing the endpoint

44.2.2. Query Parameters (6 parameters):
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Name Description Default Type
constraintValidat To use a custom ConstraintValidatorFactory ConstraintValidato
orFactory r Factory
(producer)
group (producer) To use a custom validation group javax.v  String

alidatio

n.grou

ps.Def

ault

messagelnterpola  To use a custom Messagelnterpolator Messagelnterpolat
tor (producer) or
traversableResol To use a custom TraversableResolver TraversableResolv
ver (producer) er
validationProvide To use a a custom ValidationProviderResolver ValidationProvider
rResolver Resolver
(producer)
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

44.3. OSGI DEPLOYMENT

To use Hibernate Validator in the OSGi environment use dedicated ValidationProviderResolver
implementation, just as
org.apache.camel.component.bean.validator.HibernatevValidationProviderResolve
r. The snippet below demonstrates this approach. Keep in mind that you can use
HibernatevalidationProviderResolver starting from the Camel 2.13.0.

Using HibernateValidationProviderResolver

from("direct:test").
to("bean-validator://ValidationProviderResolverTest?
validationProviderResolver=#myValidationProviderResolver");

<bean id="myValidationProviderResolver"
class="org.apache.camel.component.bean.validator.HibernatevalidationProvid
erResolver"/>

If no custom ValidationProviderResolver is defined and the validator component has been

deployed into the OSGi environment, the HibernateValidationProviderResolver will be
automatically used.
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44.4. EXAMPLE
Assumed we have a java bean with the following annotations

Car.java

public class Car {

@NotNull
private String manufacturer;

@NotNull
@Size(min = 5, max = 14, groups = OptionalChecks.class)

private String licensePlate;

// getter and setter

and an interface definition for our custom validation group

OptionalChecks.java

I public interface OptionalChecks {
}

with the following Camel route, only the @NotNull constraints on the attributes manufacturer and
licensePlate will be validated (Camel uses the default group javax.validation.groups.Default).

from("direct:start")
.to("bean-validator://x")
.to("mock:end")

If you want to check the constraints from the group OptionalChecks, you have to define the route like
this

from("direct:start")

.to("bean-validator://x?group=0ptionalChecks")
.to("mock:end")

If you want to check the constraints from both groups, you have to define a new interface first

AllChecks.java

@GroupSequence({Default.class, OptionalChecks.class})
public interface AllChecks {

}

and then your route definition should looks like this

from("direct:start")
.to("bean-validator://x?group=AllChecks")
.to("mock:end")
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And if you have to provide your own message interpolator, traversable resolver and constraint validator
factory, you have to write a route like this

<bean id="myMessageInterpolator" class="my.ConstraintValidatorFactory" />
<bean id="myTraversableResolver" class="my.TraversableResolver" />

<bean id="myConstraintValidatorFactory"
class="my.ConstraintValidatorFactory" />

from("direct:start")

.to("bean-validator://x?
group=AllChecks&messagelInterpolator=#myMessageInterpolator
&traversableResolver=#myTraversableResolver&constraintValidatorFactory=#my
ConstraintValidatorFactory")

.to("mock:end")

It's also possible to describe your constraints as XML and not as Java annotations. In this case, you
have to provide the file META-INF/validation.xml which could looks like this

validation.xml

<?xml version="1.0" encoding="UTF-8"?>

<validation-config
xmlns="http://jboss.org/xml/ns/javax/validation/configuration"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"

xsi:schemalLocation="http://jboss.org/xml/ns/javax/validation/configuration
|l>

<default-provider>org.hibernate.validator.Hibernatevalidator</default-
provider>

<message-
interpolator>org.hibernate.validator.engine.ResourceBundleMessageInterpola
tor</message-interpolator>

<traversable-
resolver>org.hibernate.validator.engine.resolver.DefaultTraversableResolve
r</traversable-resolver>

<constraint-validator-
factory>org.hibernate.validator.engine.ConstraintValidatorFactoryImpl</con
straint-validator-factory>

<constraint-mapping>/constraints-car.xml</constraint-mapping>
</validation-config>

and the constraints-car.xml file

constraints-car.xml
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<?xml version="1.0" encoding="UTF-8"7?>

<constraint-mappings xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemaLocation="http://jboss.org/xml/ns/javax/validation/mapping

validation-mapping-1.0.xsd"
xmlns="http://jboss.org/xml/ns/javax/validation/mapping">

<default-package>org.apache.camel.component.bean.validator</default-packag
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<bean class="CarWithoutAnnotations" ignore-annotations="true'">
<field name="manufacturer'">
<constraint annotation="javax.validation.constraints.NotNull"

/>
</field>
<field name="licensePlate'">
<constraint annotation="javax.validation.constraints.NotNull"
/>

<constraint annotation="javax.validation.constraints.Size">
<groups>

<value>org.apache.camel.component.bean.validator.OptionalChecks</value>
</groups>
<element name="min">5</element>
<element name="max'">14</element>

</constraint>
</field>
</bean>
</constraint-mappings>

Here is the XML syntax for the example route definition where OrderedChecks can be
https://github.com/apache/camel/blob/master/components/camel-bean-
validator/src/test/java/org/apache/camel/component/bean/validator/OrderedChecks.java

Note that the body should include an instance of a class to validate.

<beans xmlns="http://www.springframework.org/schema/beans"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemaLocation="
http://www.springframework.org/schema/beans
http://www.springframework.org/schema/beans/spring-beans.xsd
http://camel.apache.org/schema/spring
http://camel.apache.org/schema/spring/camel-spring.xsd">

<camelContext id="camel"
xmlns="http://camel.apache.org/schema/spring'">
<route>
<from uri="direct:start"/>
<to uri="bean-validator://x?
group=org.apache.camel.component.bean.validator.OrderedChecks"/>
</route>
</camelContext>
</beans>

44.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint

o Getting Started
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CHAPTER 45. BINDING COMPONENT (DEPRECATED)

Available as of Camel version 2.11

In Camel terms a binding is a way of wrapping an Endpoint in a contract; such as a Data Format, a
Content Enricher or validation step. Bindings are completely optional and you can choose to use them on
any camel endpoint.

Bindings are inspired by the work of SwitchYard project adding service contracts to various technologies
like Camel and many others. But rather than the SwitchYard approach of wrapping Camel in SCA,

Camel Bindings provide a way of wrapping Camel endpoints with contracts inside the Camel framework
itself; so you can use them easily inside any Camel route.

45.1. OPTIONS
The Binding component has no options.

The Binding endpoint is configured using URI syntax:
I binding:bindingName:delegateUri

with the following path and query parameters:

45.1.1. Path Parameters (2 parameters):

Name Description Default Type

bindingName Required Name of the binding to lookup in the Camel String
registry.

delegateUri Required Uri of the delegate endpoint. String

45.1.2. Query Parameters (4 parameters):

Name Description Default Type
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN/ERROR
level and ignored.
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Name Description Default Type
exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN/ERROR level and ignored.

exchangePattern Sets the default exchange pattern when creating an ExchangePattern
(consumer) exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

45.2. USING BINDINGS

A Binding is currently a bean which defines the contract (though we’ll hopefully add bindings to the Camel
DSL).

There are a few approaches to defining a bound endpoint (i.e. an endpoint bound with a Binding).

45.3. USING THE BINDING URI

You can prefix any endpoint URI with binding:nameOfBinding: where nameOfBinding is the name of
the Binding bean in your registry.

I from("binding:jaxb:activemq:myQueue").to("binding:jaxb:activemq:anotherQue
Ue")

Here we are using the "jaxb" binding which may, for example, use the JAXB Data Format to marshal and
unmarshal messages.

45.4. USING A BINDINGCOMPONENT

There is a Component called BindingComponent which can be configured in your Registry by
dependency injection which allows the creation of endpoints which are already bound to some binding.

For example if you registered a new component called "jsonmq" in your registry using code like this

JacksonDataFormat format = new JacksonDataFormat(MyBean.class);
context.bind("jsonmq", new BindingComponent(new DataFormatBinding(format),
"activemq:foo0."));

Then you could use the endpoint as if it were any other endpoint.
I from("jsonmqg:myQueue").to("jsonmqg:anotherQueue")

which would be using the queueus "foo.myQueue" and "foo.anotherQueue" and would use the given
Jackson Data Format to marshal on and off the queue.
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45.5. WHEN TO USE BINDINGS

If you only use an endpoint once in a single route; a binding may actually be more complex and more
work than just using the 'raw' endpoint directly and using explicit marshalling and validation in the camel
route as normal.

However bindings can help when you are composing many routes together; or using a single route as a
'template’ that is configured input and output endpoints; bindings then provide a nice way to wrap up a
contract and endpoint together.

Another good use case for bindings is when you are using many endpoints which use the same binding;
rather than always having to mention a specific data format or validation rule, you can just use the
BindingComponent to wrap the endpoints in the binding of your choice.

So bindings are a composition tool really; only use them when they make sense - the extra complexity
may not be worth it unless you have lots of routes or endpoints.
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CHAPTER 46. BINDY DATAFORMAT

Available as of Camel version 2.0
The goal of this component is to allow the parsing/binding of non-structured data (or to be more precise
non-XML data)
to/from Java Beans that have binding mappings defined with annotations. Using Bindy, you can bind
data from sources such as :

e CSV records,

e Fixed-length records,

e FIX messages,

e or almost any other non-structured data
to one or many Plain Old Java Object (POJO). Bindy converts the data according to the type of the java
property. POJOs can be linked together with one-to-many relationships available in some cases.
Moreover, for data type like Date, Double, Float, Integer, Short, Long and BigDecimal, you can provide

the pattern to apply during the formatting of the property.

For the BigDecimal numbers, you can also define the precision and the decimal or grouping separators.

Type Format Pattern

Type exampl
e

Date DateFo dd- http://java.sun.com/j2se/1.5.0/docs/api/java/text/SimpleDateFormat.html
rmat MM -
yyyy
Decima  Decima . L HH http://java.sun.com/j2se/1.5.0/docs/api/java/text/DecimalFormat.html
I [format

Decimal* = Double, Integer, Float, Short, Long
I *Format supported*

This first release only support comma separated values fields and key value pair fields (e.g. : FIX
messages).

To work with camel-bindy, you must first define your model in a package (e.g. com.acme.model) and for

each model class (e.g. Order, Client, Instrument, ...) add the required annotations (described hereafter)
to the Class or field.

I *Multiple models*

If you use multiple models, each model has to be placed in it's own package to prevent unpredictable
results.

From Camel 2.16 onwards this is no longer the case, as you can safely have multiple models in the
same package, as you configure bindy using class names instead of package names now.
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46.1. OPTIONS

The Bindy dataformat supports 5 options which are listed below.

Default Java Description
Type
type Bindy  Whether to use csv, fixed or key value pairs mode. The default
Type value is either Csv or KeyValue depending on chosen
dataformat.
classType Strin Name of model class to use.
g
locale Strin  To configure a default locale to use, such as us for united states.
g To use the JVM platform default locale then use the name
default
unwrapSinglelnst true Boole  When unmarshalling should a single instance be unwrapped and
ance an returned instead of wrapped in a java.util.List.

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

46.2. ANNOTATIONS
The annotations created allow to map different concept of your model to the POJO like :
e Type of record (csv, key value pair (e.g. FIX message), fixed length ...),
e Link (to link object in another object),
e DataField and their properties (int, type, ...),
e KeyValuePairField (for key = value format like we have in FIX financial messages),
e Section (to identify header, body and footer section),
e OneToMany,
e BindyConverter (since 2.18.0),
e FormatFactories (since 2.18.0)

This section will describe them :

46.3. 1. CSVRECORD
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The CsvRecord annotation is used to identified the root class of the model. It represents a record = a line
of a CSV file and can be linked to several children model classes.

Annota

tion
name

CsvRe
cord

Record
type

Csv

Level

Class

separat
or

skipFirs
tLine

crif

generat
eHead
erColu
mns

autosp
anLine

isOrder
ed

quote

quoting

endWit
hLineBr
eak

string

boolea
n

string

boolea

boolea

boolea
n

String

boolea
n

boolea

mandatory - can be ',' or ;' or 'anything'. This value is interpreted as a regular
expression. If you want to use a sign which has a special meaning in regular
expressions, e.g. the '|" sign, than you have to mask it, like "'

optional - default value = false - allow to skip the first line of the CSV file

optional - possible values = WINDOWS,UNIX,MAC, or custom; default value.
WINDOWS - allow to define the carriage return character to use. If you specify a value
other than the three listed before, the value you enter (custom) will be used as the
CRLF character(s)

optional - default value = false - uses to generate the header columns of the CSV
generates

Camel 2.13/2.12.2: optional - default value = false - if enabled then the last column is
auto spanned to end of line, for example if its a comment, etc this allows the line to
contain all characters, also the delimiter char.

optional - default value = false - allow to change the order of the fields when CSV is
generated

Camel 2.8.3/2.9: option - allow to specify a quote character of the fields when CSV is
generated. This annotation is associated to the root class of the model and must be
declared one time.

*Camel 2.11:*optional - default value = false - Indicate if the values (and headers) must
be quoted when marshaling when CSV is generated.

Camel 2.21: optional - default value = true - Indicate if the CSV generated file should
end with a line break.
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case 1: separator ="',

The separator used to segregate the fields in the CSV record is ;" :

10, J, Pauline, M, XD12345678, Fortis Dynamic 15/15, 2500,
USD, 08-01-2009

@CsvRecord( separator = "," )
public Class Order {

}

case 2 : separator = ';'
Compare to the previous case, the separator here is ';' instead of ',' :

10; J; Pauline; M; XD12345678; Fortis Dynamic 15/15; 2500; USD; 08-01-2009

@CsvRecord( separator = ";" )
public Class Order {

}

case 3 : separator = '|'

Compare to the previous case, the separator here is '|" instead of ;' :

10| J| Pauline| M| XD12345678| Fortis Dynamic 15/15| 2500| USD|
08-01-2009

@CsvRecord( separator = "\\|" )
public Class Order {

}

case 4 : separator = "\"\'""
Applies for Camel 2.8.2 or older

When the field to be parsed of the CSV record contains ', or ;' which is also used as separator, we
whould find another strategy

to tell camel bindy how to handle this case. To define the field containing the data with a comma, you will
use simple or double quotes

as delimiter (e.g : "10', 'Street 10, NY', 'USA' or "10", "Street 10, NY", "USA").

Remark : In this case, the first and last character of the line which are a simple or double quotes will
removed by bindy

"10","J", "Pauline"," M","XD12345678", "Fortis Dynamic 15,15"
2500", "USD", "08-01-2009"

@CsvRecord( separator = "\",\"" )
public Class Order {

}
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From Camel 2.8.3/2.9 or never bindy will automatic detect if the record is enclosed with either single or
double quotes and automatic remove those quotes when unmarshalling from CSV to Object. Therefore
do not include the quotes in the separator, but simple do as below:

"10","J", "Pauline"," M","XD12345678", "Fortis Dynamic 15,15"
2500", "USD", "08-01-2009"

@CsvRecord( separator = "," )
public Class Order {

}

Notice that if you want to marshal from Object to CSV and use quotes, then you need to specify which
quote character to use, using the quote attribute on the @CsvRecord as shown below:

@CsvRecord( separator = ",", quote = "\"" )
public Class Order {

}

case 5 : separator & skipfirstline

The feature is interesting when the client wants to have in the first line of the file, the name of the data
fields :

order id, client id, first name, last name, isin code, instrument name, quantity, currency, date

To inform bindy that this first line must be skipped during the parsing process, then we use the attribute :

@CsvRecord(separator = ",", skipFirstLine = true)
public Class Order {

}

case 6 : generateHeaderColumns

To add at the first line of the CSV generated, the attribute generateHeaderColumns must be set to true
in the annotation like this :

@CsvRecord( generateHeaderColumns = true )
public Class Order {

}

As a result, Bindy during the unmarshaling process will generate CSV like this :

order id, client id, first name, last name, isin code, instrument name, quantity, currency, date
I 10, J, Pauline, M, XD12345678, Fortis Dynamic 15/15, 2500, USD,08-01-2009

case 7 : carriage return
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If the platform where camel-bindy will run is not Windows but Macintosh or Unix, than you can change
the crlf property like this. Three values are available : WINDOWS, UNIX or MAC

@CsvRecord(separator = ",", crlf="MAC")
public Class Order {

}

Additionally, if for some reason you need to add a different line ending character, you can opt to specify
it using the crlf parameter. In the following example, we can end the line with a comma followed by the
newline character:

@CsvRecord(separator = ",", crlf=",\n")
public Class Order {

}

case 8 : isOrdered

Sometimes, the order to follow during the creation of the CSV record from the model is different from the
order used during the parsing. Then, in this case, we can use the attribute isOrdered = true to indicate
this in combination with attribute 'position' of the DataField annotation.

@CsvRecord(isOrdered = true)
public Class Order {

@DataField(pos = 1, position = 11)
private int orderNr;

@DataField(pos = 2, position = 10)
private String clientNr;

Remark : pos is used to parse the file, stream while positions is used to generate the CSV

46.4. 2. LINK

The link annotation will allow to link objects together.

Annota Record Level

tion type
name

Link all Class & Property
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linkTyp LinkTy optional - by default the value is LinkType.oneToOne - so you are not obliged to
e pe mention it

Only one-to-one relation is allowed.

e.g : If the model Class Client is linked to the Order class, then use annotation Link in the Order class like
this :

Property Link

@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1)
private int orderNr;

@Link

private Client client;

AND for the class Client :

Class Link

@Link
public class Client {

}

46.5. 3. DATAFIELD

The DataField annotation defines the property of the field. Each datafield is identified by its position in the
record, a type (string, int, date, ...) and optionally of a pattern

Annota Record Level

tion type
name

DataFi all Property
eld
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pos int
pattern string
length int
precisio int
n
pattern string
position  int
require boolea
d n
trim boolea
n

default string
Value
implied boolea
Decima n
ISepara
tor
lengthP int
0s
align string
delimite  string
r

case 1: pos

mandatory - The input position of the field. digit number starting from 1 to ... - See the
position parameter.

optional - default value = " - will be used to format Decimal, Date,

optional - represents the length of the field for fixed length format

optional - represents the precision to be used when the Decimal number will be
formatted/parsed

optional - default value = "" - is used by the Java formatter (SimpleDateFormat by
example) to format/validate data. If using pattern, then setting locale on bindy data
format is recommended. Either set to a known locale such as "us" or use "default” to
use platform default locale. Notice that "default" requires Camel 2.14/2.13.3/2.12.5.

optional - must be used when the position of the field in the CSV generated (output
message) must be different compare to input position (pos). See the pos parameter.

optional - default value = "false"

optional - default value = "false"

Camel 2.10: optional - default value =" - defines the field’s default value when the
respective CSV field is empty/not available

Camel 2.11: optional - default value = "false" - Indicates if there is a decimal point
implied at a specified location

Camel 2.11: optional - can be used to identify a data field in a fixed-length record that
defines the fixed length for this field

optional - default value = "R" - Align the text to the right or left within a fixed-length field.
Use values 'R’ or 'L

Camel 2.11: optional - can be used to demarcate the end of a variable-length field
within a fixed-length record

This parameter/attribute represents the position of the field in the csv record

Position

354



@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1)
private int orderNr;

@DataField(pos = 5)
private String isinCode;

CHAPTER 46. BINDY DATAFORMAT

As you can see in this example the position starts at '1' but continues at '5' in the class Order. The

numbers from '2' to '4' are defined in the class Client (see here after).

Position continues in another model class

public class Client {

@DataField(pos = 2)
private String clientNr;

@DataField(pos = 3)
private String firstName;

@DataField(pos = 4)
private String lastName;

case 2 : pattern
The pattern allows to enrich or validates the format of your data

Pattern

@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1)
private int orderNr;

@DataField(pos = 5)
private String isinCode;

@DataField(name = "Name", pos
private String instrumentName;

6)

@DataField(pos = 7, precision = 2)
private BigDecimal amount;

@DataField(pos = 8)
private String currency;

// pattern used during parsing or when the date is created
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@DataField(pos = 9, pattern = "dd-MM-yyyy")
private Date orderDate;

case 3 : precision
The precision is helpful when you want to define the decimal part of your number

Precision

@CsvRecord(separator = ", ")
public class Order {

@DataField(pos = 1)
private int orderNr;

@Link
private Client client;

@DataField(pos = 5)
private String isinCode;

@DataField(name = "Name", pos = 6)
private String instrumentName;
@DataField(pos = 7, precision = 2)

private BigDecimal amount;

@DataField(pos = 8)
private String currency;

@DataField(pos = 9, pattern = "dd-MM-yyyy")
private Date orderDate;

case 4 : Position is different in output

The position attribute will inform bindy how to place the field in the CSV record generated. By default, the
position used corresponds to the position defined with the attribute 'pos'. If the position is different (that
means that we have an asymetric processus comparing marshaling from unmarshaling) than we can use
'position’ to indicate this.

Here is an example

Position is different in output

@CsvRecord(separator = ",", isOrdered = true)
public class Order {

// Positions of the fields start from 1 and not from ©

@DataField(pos = 1, position = 11)
private int orderNr;

@DataField(pos = 2, position = 10)
private String clientNr;
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@DataField(pos = 3, position = 9)
private String firstName;
@DataField(pos = 4, position = 8)
private String lastName;
@DataField(pos = 5, position = 7)

private String instrumentCode;

@DataField(pos = 6, position = 6)
private String instrumentNumber;

This attribute of the annotation @DataField must be used in combination with attribute isOrdered = true
of the annotation @CsvRecord

case 5 : required
If a field is mandatory, simply use the attribute 'required' setted to true

Required

@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1)
private int orderNr;

@DataField(pos = 2, required = true)
private String clientNr;

@DataField(pos = 3, required = true)
private String firstName;

@DataField(pos = 4, required = true)
private String lastName;

If this field is not present in the record, than an error will be raised by the parser with the following
information :

Some fields are missing (optional or mandatory), line :
case 6 : trim

If a field has leading and/or trailing spaces which should be removed before they are processed, simply
use the attribute 'trim' setted to true

Trim

@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1, trim = true)
private int orderNr;
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@DataField(pos = 2, trim = true)
private Integer clientNr;

@DataField(pos = 3, required = true)
private String firstName;

@DataField(pos = 4)
private String lastName;

case 7 : defaultValue
If a field is not defined then uses the value indicated by the defaultValue attribute

Default value

@CsvRecord(separator = ",")
public class Order {

@DataField(pos = 1)
private int orderNr;

@DataField(pos = 2)
private Integer clientNr;

@DataField(pos = 3, required = true)
private String firstName;

@DataField(pos = 4, defaultvValue = "Barin'")
private String lastName;

This attribute is only applicable to optional fields.

46.6. 4. FIXEDLENGTHRECORD

The FixedLengthRecord annotation is used to identified the root class of the model. It represents a
record = a line of a file/message containing data fixed length formatted and can be linked to several
children model classes. This format is a bit particular beause data of a field can be aligned to the right or
to the left.

When the size of the data does not fill completely the length of the field, we can then add 'padd’
characters.

Annota Record Level

tion type
name

FixedL fixed Class
engthR
ecord
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crif

eol

paddin
gChar

length

hasHea
der

hasFoo
ter

skipHe
ader

skipFo
oter

isHead
er

isFoote
r

ignoreT
railingC
hars

string

string

char

int

boolea
n

boolea

boolea
n

boolea

boolea
n

boolea

boolea
n

optional - possible values = WINDOWS,UNIX,MAC, or custom; default value.
WINDOWS - allow to define the carriage return character to use. If you specify a value
other than the three listed before, the value you enter (custom) will be used as the
CRLF character(s). This option is used only during marshalling, whereas unmarshalling
uses system default JDK provided line delimiter unless eol is customized

optional - default="" which is empty string. Character to be used to process considering
end of line after each record while unmarshalling (optional - default = "" which help
default JDK provided line delimiter to be used unless any other line delimiter provided).
This option is used only during unmarshalling, where marshalling uses system default
provided line delimiter as "WINDOWS" unless any other value is provided

mandatory - default value ="'

mandatory = size of the fixed length record

Camel 2.11 - optional - Indicates that the record(s) of this type may be preceded by a
single header record at the beginning of the file / stream

Camel 2.11 - optional - Indicates that the record(s) of this type may be followed by a
single footer record at the end of the file / stream

Camel 2.11 - optional - Configures the data format to skip marshalling / unmarshalling
of the header record. Configure this parameter on the primary record (e.g., not the
header or footer).

Camel 2.11 - optional - Configures the data format to skip marshalling / unmarshalling
of the footer record Configure this parameter on the primary record (e.g., not the header
or footer)..

Camel 2.11 - optional - Identifies this FixedLengthRecord as a header record

Camel 2.11 - optional - Identifies this FixedLengthRecords as a footer record

Camel 2.11.1 - optional - Indicates that characters beyond the last mapped filed can be
ignored when unmarshalling / parsing. This annotation is associated to the root class of
the model and must be declared one time.

The hasHeader/hasFooter parameters are mutually exclusive with isHeader/isFooter. A record may not
be both a header/footer and a primary fixed-length record.

case 1 : Simple fixed length record

This simple example shows how to design the model to parse/format a fixed message
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I 10A9PaulineMISINXD12345678BUYShare2500.45USD01-08-2009

Fixed-simple

@DataField(pos

@FixedLengthRecord(length=54, paddingChar=" ")
public static class Order {

= 1, length=2)

private int orderNr;

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos

= 3, length=2)
clientNr;

= 5, length=7)
firstName;

= 12, length=1, align="L")
lastName;

= 13, length=4)
instrumentCode;

= 17, length=10)
instrumentNumber;

= 27, length=3)
orderType;

= 30, length=5)
instrumentType;

= 35, precision = 2, length=7)

private BigDecimal amount;

@DataField(pos
private String

@DataField(pos

= 42, length=3)
currency;

= 45, length=10, pattern = "dd-MM-yyyy")

private Date orderDate;

case 2 : Fixed length record with alignment and padding

This more elaborated example show how to define the alignment for a field and how to assign a padding
character which is ' ' here"

I 10A9 PaulineM ISINXD12345678BUYShare2500.45USDO1-08-2009

Fixed-padding-align
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@DataField(pos

@FixedLengthRecord(length=60, paddingChar="' ")
public static class Order {

= 1, length=2)

private int orderNr;



@DataField(pos
private String

@DataField(pos
private String

@DataField(pos

zone of the block

private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
private String

@DataField(pos
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= 3, length=2)
clientNr;

= 5, length=9)
firstName;

= 14, length=5, align="L") // align text to the LEFT
lastName;

= 19, length=4)
instrumentCode;

= 23, length=10)
instrumentNumber;

= 33, length=3)
orderType;

= 36, length=5)
instrumentType;

= 41, precision = 2, length=7)

private BigDecimal amount;

@DataField(pos
private String

@DataField(pos

= 48, length=3)
currency;

= 51, length=10, pattern = "dd-MM-yyyy")

private Date orderDate;

case 3 : Field padding

Sometimes, the default padding defined for record cannnot be applied to the field as we have a number
format where we would like to padd with '0' instead of ' . In this case, you can use in the model the
attribute paddingField to set this value.

I 10A9 PaulineM ISINXD12345678BUYShare000002500.45USDO1-08-2009
Fixed-padding-field

@FixedLengthRecord(length

= 65, paddingChar = '
public static class Order {

)

@DataField(pos = 1, length = 2)
private int orderNr;
@DataField(pos = 3, length = 2)
private String clientNr;
@DataField(pos = 5, length = 9)

private String firstName;

@DataField(pos = 14, length = 5, align = "L")
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private String lastName;
@DataField(pos = 19, length = 4)
private String instrumentCode;
@DataField(pos = 23, length = 10)
private String instrumentNumber;
@DataField(pos = 33, length = 3)
private String orderType;
@DataField(pos = 36, length = 5)
private String instrumentType;

@DataField(pos

= 41, precision = 2, length = 12, paddingChar = '0'")

private BigDecimal amount;

@DataField(pos = 53, length = 3)
private String currency;
@DataField(pos = 56, length = 10, pattern = "dd-MM-yyyy")

private Date orderDate;

case 4: Fixed length record with delimiter

Fixed-length records sometimes have delimited content within the record. The firstName and lastName

fields are delimited with the '»' character in the following example:
I 10A9PaulineAMAISINXD12345678BUYSharef@0002500.45USDO1-08-2009
Fixed-delimited

@FixedLengthRecord()
public static class Order {

@DataField(pos = 1, length = 2)
private int orderNr;
@DataField(pos = 2, length = 2)

private String clientNr;

@DataField(pos = 3, delimiter = "A")

private String

firstName;

@DataField(pos = 4, delimiter = "A")
private String lastName;
@DataField(pos = 5, length = 4)
private String instrumentCode;
@DataField(pos = 6, length = 10)
private String instrumentNumber;
@DataField(pos = 7, length = 3)
private String orderType;
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@DataField(pos = 8, length = 5)
private String instrumentType;

@DataField(pos = 9, precision = 2, length
private BigDecimal amount;

12, paddingChar = '0')

@DataField(pos = 10, length
private String currency;

3)

@DataField(pos = 11, length
private Date orderDate;

10, pattern = "dd-MM-yyyy")

As of Camel 2.11 the 'pos' value(s) in a fixed-length record may optionally be defined using ordinal,
sequential values instead of precise column numbers.

case 5 : Fixed length record with record-defined field length
Occasionally a fixed-length record may contain a field that define the expected length of another field

within the same record. In the following example the length of the instrumentNumber field value is
defined by the value of instrumentNumberLen field in the record.

I 10A9PaulineAMAISIN1OXD12345678BUYSharef00002500.45USDO1-08-2009
Fixed-delimited

@FixedLengthRecord()
public static class Order {

@DataField(pos = 1, length = 2)
private int orderNr;
@DataField(pos = 2, length = 2)

private String clientNr;

@DataField(pos = 3, delimiter = "A")
private String firstName;

@DataField(pos = 4, delimiter = n/\n)
private String lastName;

@DataField(pos = 5, length = 4)
private String instrumentCode;

@DataField(pos = 6, length = 2, align = "R", paddingChar = '0')
private int instrumentNumberLen;

@DataField(pos = 7, lengthPos=6)
private String instrumentNumber;

@DataField(pos = 8, length = 3)
private String orderType;
@DataField(pos = 9, length = 5)

private String instrumentType;
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@DataField(pos = 10, precision = 2, length = 12, paddingChar

private BigDecimal amount;

@DataField(pos = 11, length
private String currency;

3)

@DataField(pos = 12, length
private Date orderDate;

10, pattern = "dd-MM-yyyy")

case 6 : Fixed length record with header and footer

lol)

Bindy will discover fixed-length header and footer records that are configured as part of the model —

provided that the annotated classes exist either in the same package as the primary

@FixedLengthRecord class, or within one of the configured scan packages. The following text illustrates

two fixed-length records that are bracketed by a header record and footer record.

101-08-2009

10A9 PaulineM ISINXD12345678BUYShare000002500.45USDO1-08-2009
10A9 RichN ISINXD12345678BUYSharef00002700.45USD0O1-08-2009
9000000002

Fixed-header-and-footer-main-class

@FixedLengthRecord(hasHeader = true, hasFooter = true)
public class Order {

@DataField(pos = 1, length = 2)
private int orderNr;
@DataField(pos = 2, length = 2)
private String clientNr;
@DataField(pos = 3, length = 9)

private String firstName;

@DataField(pos = 4, length = 5, align = "L")
private String lastName;

@DataField(pos = 5, length 4)
private String instrumentCode;

@DataField(pos = 6, length = 10)
private String instrumentNumber;

@DataField(pos = 7, length = 3)
private String orderType;
@DataField(pos = 8, length = 5)

private String instrumentType;

@DataField(pos = 9, precision = 2, length = 12, paddingChar
private BigDecimal amount;
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@DataField(pos = 10, length
private String currency;

3)

@DataField(pos = 11, length
private Date orderDate;

10, pattern = "dd-MM-yyyy")

}

@FixedLengthRecord(isHeader = true)

public class OrderHeader {
@DataField(pos = 1, length
private int recordType = 1;

1)

@DataField(pos = 2, length
private Date recordDate;

10, pattern = "dd-MM-yyyy")

}

@FixedLengthRecord(isFooter = true)
public class OrderFooter {

@DataField(pos = 1, length = 1)
private int recordType = 9;

@DataField(pos = 2, length = 9, align = "R", paddingChar = '0"')
private int numberOfRecordsInTheFile;

case 7 : Skipping content when parsing a fixed length record. (Camel 2.11.1)

It is common to integrate with systems that provide fixed-length records containing more information than
needed for the target use case. It is useful in this situation to skip the declaration and parsing of those
fields that we do not need. To accomodate this, Bindy will skip forward to the next mapped field within a
record if the 'pos' value of the next declared field is beyond the cursor position of the last parsed field.
Using absolute 'pos' locations for the fields of interest (instead of ordinal values) causes Bindy to skip
content between two fields.

Similarly, it is possible that none of the content beyond some field is of interest. In this case, you can tell
Bindy to skip parsing of everything beyond the last mapped field by setting the ignoreTrailingChars
property on the @FixedLengthRecord declaration.

@FixedLengthRecord(ignoreTrailingChars = true)
public static class Order {

@DataField(pos = 1, length = 2)
private int orderNr;
@DataField(pos = 3, length = 2)

private String clientNr;

// any characters that appear beyond the last mapped field will be
ignored

}

46.7. 5. MESSAGE
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The Message annotation is used to identified the class of your model who will contain key value pairs
fields. This kind of format is used mainly in Financial Exchange Protocol Messages (FIX). Nevertheless,
this annotation can be used for any other format where data are identified by keys. The key pair values
are separated each other by a separator which can be a special character like a tab delimitor (unicode
representation : \u0009) or a start of heading (unicode representation : \u0001)

I *"EIX information"*

More information about FIX can be found on this web site : http://www.fixprotocol.org/. To work with FIX
messages, the model must contain a Header and Trailer classes linked to the root message class which
could be a Order class. This is not mandatory but will be very helpful when you will use camel-bindy in
combination with camel-fix which is a Fix gateway based on quickFix project http://www.quickfixj.org/.

Annota Record Level

tion type
name

Messa key Class
ge value
pair

pairSep  string mandatory - can be '=' or ;' or 'anything'
arator

keyVal string mandatory - can be "\u0001', "\u0009', '# or 'anything’

uePair

Separai

r

crlf string optional - possible values = WINDOWS,UNIX,MAC, or custom; default value =
WINDOWS - allow to define the carriage return character to use. If you specify a value
other than the three listed before, the value you enter (custom) will be used as the
CRLF character(s)

type string optional - define the type of message (e.g. FIX, EMX, ...)

version string optional - version of the message (e.g. 4.1)

isOrder  boolea optional - default value = false - allow to change the order of the fields when FIX
ed n message is generated. This annotation is associated to the message class of the model
and must be declared one time.

case 1 : separator = 'u0001’
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The separator used to segregate the key value pair fields in a FIX message is the ASCII '01' character or
in unicode format "\u0001". This character must be escaped a second time to avoid a java runtime error.
Here is an example :

I 8=FIX.4.1 9=20 34=1 35=0 49=INVMGR 56=BRKR 1=BE.CHM.001 11=CHM0O001-01
22=4

and how to use the annotation

FIX - message

@Message (keyValuePairSeparator = "=", pairSeparator = "\u@oe1",
type="FIX", version="4.1")
public class Order {

}

I *Look at test cases*®

The ASCII character like tab, ... cannot be displayed in WIKI page. So, have a look to the test case of
camel-bindy to see exactly how the FIX message looks like (src\test\data\fix\fix.txt) and the Order,
Trailer, Header classes (src\test\java\org\apache\camel\dataformat\bindy\model\fix\simple\Order.java)

46.8. 6. KEYVALUEPAIRFIELD

The KeyValuePairField annotation defines the property of a key value pair field. Each KeyValuePairField
is identified by a tag (= key) and its value associated, a type (string, int, date, ...), optionaly a pattern and
if the field is required

Annota Record Level

tion type
name

KeyVal Key Property
uePair Value
Field Pair -

FIX

tag int mandatory - digit number identifying the field in the message - must be unique

pattern string optional - default value = "" - will be used to format Decimal, Date, ...

precisio  int optional - digit number - represents the precision to be used when the Decimal number
n will be formatted/parsed
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Param
eter
name

position

require
d

implied
Decima
ISepara
tor

case 1 :tag

type

int

boolea

n

boolea
n

optional - must be used when the position of the key/tag in the FIX message must be
different

optional - default value = "false"

Camel 2.11: optional - default value = "false" - Indicates if there is a decimal point
implied at a specified location

This parameter represents the key of the field in the message

FIX message - Tag

@Message (keyValuePairSeparator = "=", pairSeparator = "\uGoo1",
type="FIX", version="4.1")
public class Order {

@Link Header header;

@Link Trailer trailer;

@KeyValuePairField(tag

1) // Client reference

private String Account;

@KeyValuePairField(tag

11) // Order reference

private String ClOrdId;

@KeyValuePairField(tag

22) // Fund ID type (Sedol, ISIN, ...)

private String IDSource;

@KeyValuePairField(tag = 48) // Fund code
private String SecurityId;

@KeyValuePairField(tag

54) // Movement type ( 1 = Buy, 2 = sell)

private String Side;

@KeyValuePairField(tag

58) // Free text

private String Text;

case 2 : Different position in output

If the tags/keys that we will put in the FIX message must be sorted according to a predefine order, then
use the attribute 'position’ of the annotation @KeyValuePairField
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FIX message - Tag - sort

@Message (keyValuePairSeparator = "=", pairSeparator = "\\u@eel1", type =
"FIX", version = "4.1", isOrdered = true)
public class Order {

@Link Header header;
@Link Trailer trailer;

@KeyValuePairField(tag = 1, position = 1) // Client reference
private String account;

@KeyValuePairField(tag = 11, position = 3) // Order reference
private String clOrdId;

46.9. 7. SECTION

In FIX message of fixed length records, it is common to have different sections in the representation of
the information : header, body and section. The purpose of the annotation @Section is to inform bindy
about which class of the model represents the header (= section 1), body (= section 2) and footer (=
section 3)

Only one attribute/parameter exists for this annotation.

Annota Record Level

tion type
name

Sectio FIX Class
n

type

number int digit number identifying the section position

case 1 : Section
Definition of the header section

FIX message - Section - Header

@Section(number = 1)
public class Header {

@KeyValuePairField(tag = 8, position = 1) // Message Header
private String beginString;
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@KeyValuePairField(tag = 9, position = 2) // Checksum
private int bodyLength;

Definition of the body section

FIX message - Section - Body

@Section(number = 2)
@Message (keyValuePairSeparator = "=", pairSeparator = "\\u@eol1", type =
"FIX", version = "4.1", isOrdered = true)
public class Order {
@Link Header header;

@Link Trailer trailer;

@KeyValuePairField(tag = 1, position = 1) // Client reference
private String account;

@KeyValuePairField(tag = 11, position = 3) // Order reference
private String clOrdId;

Definition of the footer section

FIX message - Section - Footer

@Section(number = 3)
public class Trailer {

@KeyValuePairField(tag = 10, position = 1)
// CheckSum

private int checkSum;

public int getCheckSum() {
return checkSum;

}

46.10. 8. ONETOMANY

The purpose of the annotation @OneToMany is to allow to work with a List<?> field defined a POJO
class or from a record containing repetitive groups.

I *Restrictions OneToMany*

Be careful, the one to many of bindy does not allow to handle repetitions defined on several levels of the
hierarchy

The relation OneToMany ONLY WORKS in the following cases :
e Reading a FIX message containing repetitive groups (= group of tags/keys)

e Generating a CSV with repetitive data
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OneTo all property
Many

mappe string optional - string - class name associated to the type of the List<Type of the Class>
dTo

case 1 : Generating CSV with repetitive data

Here is the CSV output that we want :

Claus, Ibsen,Camel in Action 1,2010, 35
Claus, Ibsen,Camel in Action 2,2012,35
Claus, Ibsen,Camel in Action 3,2013,35
Claus, Ibsen,Camel in Action 4,2014,35

Remark : the repetitive data concern the title of the book and its publication date while first, last name
and age are common

and the classes used to modeling this. The Author class contains a List of Book.

Generate CSV with repetitive data

@CsvRecord(separator=",")
public class Author {

@DataField(pos = 1)
private String firstName;

@DataField(pos = 2)
private String lastName;

@OneToMany
private List<Book> books;

@DataField(pos = 5)
private String Age;

}

public class Book {

@DataField(pos = 3)
private String title;
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@DataField(pos = 4)
private String year;

Very simple isn’t it !!!
case 2 : Reading FIX message containing group of tags/keys

Here is the message that we would like to process in our model :

8=FIX 4.19=2034=135=049=INVMGR56=BRKR
1=BE.CHM.00111=CHM0001-0158=this is a camel - bindy test
22=448=BE0O00124567854=1

22=548=BE0O0O987654354=2

22=648=BE0O00999999954=3

10=220

tags 22, 48 and 54 are repeated

and the code

Reading FIX message containing group of tags/keys

public class Order {
@Link Header header;
@Link Trailer trailer;

@KeyValuePairField(tag
private String account;

1) // Client reference

@KeyValuePairField(tag
private String clOrdId;

11) // Order reference

@KeyValuePairField(tag
private String text;

58) // Free text

@OneToMany (mappedTo =
"org.apache.camel.dataformat.bindy.model.fix.complex.onetomany.Security")
List<Security> securities;

}

public class Security {

@KeyValuePairField(tag = 22) // Fund ID type (Sedol, ISIN, ...)
private String idSource;

@KeyValuePairField(tag = 48) // Fund code
private String securityCode;

@KeyValuePairField(tag = 54) // Movement type ( 1 = Buy, 2 = sell)
private String side;
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46.11. 9. BINDYCONVERTER

The purpose of the annotation @BindyConverter is define a converter to be used on field level. The
provided class must implement the Format interface.

@FixedLengthRecord(length = 10, paddingChar = ' ')
public static class DataModel {
@DataField(pos = 1, length = 10, trim = true)
@BindyConverter (CustomConverter.class)
public String field1;
}

public static class CustomConverter implements Format<String> {
@override
public String format(String object) throws Exception {
return (new StringBuilder(object)).reverse().toString();

}

@Override
public String parse(String string) throws Exception {
return (new StringBuilder(string)).reverse().toString();

}

46.12. 10. FORMATFACTORIES

The purpose of the annotation @FormatFactories is to define a set of converters at record-level. The
provided classes must implement the FormatFactorylnterface interface.

@CsvRecord(separator = ", ")
@FormatFactories({OrderNumberFormatFactory.class})
public static class Order {

@DataField(pos = 1)
private OrderNumber orderNr;

@DataField(pos = 2)
private String firstName;

}

public static class OrderNumber {
private int orderNr;

public static OrderNumber ofString(String orderNumber) {
OrderNumber result = new OrderNumber();

result.orderNr = Integer.valueOf(orderNumber);
return result;

}

public static class OrderNumberFormatFactory extends AbstractFormatFactory

{

supportedClasses.add(OrderNumber.class);
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}
@override
public Format<?> build(FormattingOptions formattingOptions) {
return new Format<OrderNumber>() {
@Ooverride

public String format (OrderNumber object) throws Exception {
return String.valueOf(object.orderNr);

}
@Override

public OrderNumber parse(String string) throws Exception {
return OrderNumber.ofString(string);

}
iy

46.13. SUPPORTED DATATYPES

The DefaultFormatFactory makes formatting of the following datatype available by returning an instance
of the interface FormatFactorylInterface based on the provided FormattingOptions:

e BigDecimal

e Biglnteger

e Boolean

e Byte

e Character

e Date

e Double

e Enums

e Float

e |Integer

e LocalDate (java 8, since 2.18.0)
e LocalDateTime (java 8, since 2.18.0)
e LocalTime (java 8, since 2.18.0)
e Long

e Short

e String

The DefaultFormatFactory can be overridden by providing an instance of FactoryRegistry in the registry
in use (e.g. spring or JNDI).
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46.14. USING THE JAVA DSL

The next step consists in instantiating the DataFormat bindy class associated with this record type and
providing Java package name(s) as parameter.

For example the following uses the class BindyCsvDataFormat (who correspond to the class
associated with the CSV record type) which is configured with com.acme .model package name to
initialize the model objects configured in this package.

// Camel 2.15 or older (configure by package name)
DataFormat bindy = new BindyCsvDataFormat('"com.acme.model");

// Camel 2.16 onwards (configure by class name)
DataFormat bindy = new BindyCsvDataFormat(com.acme.model.MyModel.class);

46.14.1. Setting locale

Bindy supports configuring the locale on the dataformat, such as

// Camel 2.15 or older (configure by package name)
BindyCsvDataFormat bindy = new BindyCsvDataFormat('"com.acme.model");
// Camel 2.16 onwards (configure by class name)

BindyCsvDataFormat bindy = new
BindyCsvDataFormat(com.acme.model.MyModel.class);

bindy.setLocale("us");

Or to use the platform default locale then use "default" as the locale name. Notice this requires Camel
2.14/2.13.3/2.12.5.

// Camel 2.15 or older (configure by package name)
BindyCsvDataFormat bindy = new BindyCsvDataFormat('"com.acme.model");
// Camel 2.16 onwards (configure by class name)

BindyCsvDataFormat bindy = new
BindyCsvDataFormat(com.acme.model.MyModel.class);

bindy.setLocale("default");
for older releases you can set it using Java code as shown

// Camel 2.15 or older (configure by package name)
BindyCsvDataFormat bindy = new BindyCsvDataFormat("com.acme.model");
// Camel 2.16 onwards (configure by class name)

BindyCsvDataFormat bindy = new
BindyCsvDataFormat(com.acme.model.MyModel.class);

bindy.setLocale(Locale.getDefault().getIS03Country());

46.14.2. Unmarshaling
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from("file://inbox")
.unmarshal(bindy)
.to("direct:handleOrders");

Alternatively, you can use a named reference to a data format which can then be defined in your Registry
e.g. your Spring XML file:

from("file://inbox")
.unmarshal("myBindyDataFormat")
.to("direct:handleOrders");

The Camel route will pick-up files in the inbox directory, unmarshall CSV records into a collection of
model objects and send the collection
to the route referenced by 'handleOrders'.

The collection returned is a List of Map objects. Each Map within the list contains the model objects that
were marshalled out of each line of the CSV. The reason behind this is that each line can correspond to
more than one object. This can be confusing when you simply expect one object to be returned per line.

Each object can be retrieve using its class name.

List<Map<String, Object>> unmarshaledModels = (List<Map<String, Object>>)
exchange.getIn().getBody();

int modelCount = 0;
for (Map<String, Object> model : unmarshaledModels) {
for (String className : model.keySet()) {
Object obj = model.get(className);

LOG.info("Count : " + modelCount + ", " + obj.toString());
3
modelCount++;
}
LOG.info("Total CSV records received by the csv bean : " + modelCount);

Assuming that you want to extract a single Order object from this map for processing in a route, you
could use a combination of a Splitter and a Processor as per the following:

from("file://inbox")
.unmarshal(bindy)
.split(body())
.process(new Processor() {
public void process(Exchange exchange) throws Exception {
Message in = exchange.getIn();
Map<String, Object> modelMap = (Map<String, Object>)
in.getBody();
in.setBody(modelMap.get(Order.class.getCanonicalName()));
}

})
.to("direct:handleSingleOrder")

.end();

Take care of the fact that Bindy uses CHARSET_NAME property or the CHARSET_NAME header as
define in the Exchange interface to do a characterset conversion of the inputstream received for
unmarshalling. In some producers (e.g. file-endpoint) you can define a characterset. The characterset
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conversion can already been done by this producer. Sometimes you need to remove this property or
header from the exchange before sending it to the unmarshal. If you don’t remove it the conversion
might be done twice which might lead to unwanted results.

from("file://inbox?charset=Cp922")
.removeProperty(Exchange.CHARSET_NAME)
.unmarshal("myBindyDataFormat")
.to("direct:handleOrders");

46.14.3. Marshaling

To generate CSV records from a collection of model objects, you create the following route :

from("direct:handleOrders")
.marshal(bindy)
.to("file://outbox")

46.15. USING SPRING XML

This is really easy to use Spring as your favorite DSL language to declare the routes to be used for
camel-bindy. The following example shows two routes where the first will pick-up records from files,
unmarshal the content and bind it to their model. The result is then send to a pojo (doing nothing special)
and place them into a queue.

The second route will extract the pojos from the queue and marshal the content to generate a file
containing the csv record. The example above is for using Camel 2.16 onwards.

spring dsl
<?xml version="1.0" encoding="UTF-8"?>

<beans xmlns="http://www.springframework.org/schema/beans"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemaLocation="
http://www.springframework.org/schema/beans
http://www.springframework.org/schema/beans/spring-beans.xsd
http://camel.apache.org/schema/spring
http://camel.apache.org/schema/spring/camel-spring.xsd">

<!-- Queuing engine - ActiveMq - work locally in mode virtual memory -
->
<bean id="activemqg"
class="org.apache.activemq.camel.component.ActiveMQComponent">
<property name="brokerURL" value="vm://localhost:61616"/>
</bean>

<camelContext xmlns="http://camel.apache.org/schema/spring">
<dataFormats>
<bindy id="bindyDataformat" type="Csv"
classType="org.apache.camel.bindy.model.Order"/>
</dataFormats>

<route>
<from uri="file://src/data/csv/?noop=true" />
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<unmarshal ref="bindyDataformat" />

<to uri="bean:csv" />

<to uri="activemq:queue:in" />
</route>

<route>
<from uri="activemqg:queue:in" />
<marshal ref="bindyDataformat" />
<to uri="file://src/data/csv/out/" />
</route>
</camelContext>
</beans>

NOTE

Please verify that your model classes implements serializable otherwise the queue
manager will raise an error

46.16. DEPENDENCIES

To use Bindy in your camel routes you need to add the a dependency on camel-bindy which
implements this data format.

If you use maven you could just add the following to your pom.xml, substituting the version number for
the latest & greatest release (see the download page for the latest versions).

<dependency>
<groupIld>org.apache.camel</groupId>
<artifactId>camel-bindy</artifactId>
<version>Xx.X.x</version>
</dependency>
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CHAPTER 47. USING OSGI BLUEPRINT WITH CAMEL

A custom XML namespace for Blueprint has been created to let you leverage the nice XML dialect.
Given Blueprint custom namespaces are not standardized yet, this namespace can only be used on the
Apache Aries Blueprint implementation, which is the one used by Apache Karaf.

47.1. OVERVIEW

The XML schema is mostly the same as the one for Spring, so all the xml snippets throughout the
documentation referring to Spring XML also apply to Blueprint routes.

Here is a very simple route definition using blueprint:

<blueprint xmlns="http://www.o0sgi.org/xmlns/blueprint/v1.0.0">
<camelContext xmlns="http://camel.apache.org/schema/blueprint">
<route>
<from uri="timer:test" />
<to uri="log:test" />
</route>
</camelContext>

</blueprint>

There are a few limitations at this point about the supported xml elements (compared to the Spring xml
syntax):

e beanPostProcessor are specific to Spring and aren’t allowed

However, using blueprint when you deploy your applications in an OSGi enviroment has several
advantages:

e when upgrading to a new camel version, you don’t have to change the namespace, as the
correct version will be selected based on the camel packages that are imported by your bundle

e no startup ordering issue with respect to the custom namespaces and your bundles

e you can use Blueprint property placeholders

47.2. USING CAMEL-BLUEPRINT

To leverage camel-blueprint in OSGi, you only need the Aries Blueprint bundle and the camel-blueprint
bundle, in addition to camel-core and its dependencies.

If you use Karaf, you can use the feature named camel-blueprint which will install all the required
bundles.
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CHAPTER 48. BONITA COMPONENT

Available as of Camel version 2.19

Used for communicating with a remote Bonita BPM process engine.

48.1. URI FORMAT

I bonita://[operation]?[options]

Where operation is the specific action to perform on Bonita.
48.2. GENERAL OPTIONS

The Bonita component has no options.

The Bonita endpoint is configured using URI syntax:
I bonita:operation

with the following path and query parameters:

48.2.1. Path Parameters (1 parameters):

Name Description Default Type

operation Required Operation to use BonitaOperation

48.2.2. Query Parameters (9 parameters):

Name Description Default Type
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

hostname Hostname where Bonita engine runs localho  String
(consumer) st

port (consumer) Port of the server hosting Bonita engine 8080 String
processName Name of the process involved in the operation String
(consumer)
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Name Description Default Type
exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

password Password to authenticate to Bonita engine. String
(security)
username Username to authenticate to Bonita engine. String
(security)

48.3. BODY CONTENT

For the startCase operation, the input variables are retrieved from the body message. This one has to
contains a Map<String,Serializable>.

48.4. EXAMPLES

The following example start a new case in Bonita:

from("direct:start").to("bonita:startCase?
hostname=localhost&amp;port=8080&amp; processName=TestProcess&amp;username=
install&amp;password=install")

48.5. DEPENDENCIES

To use Bonita in your Camel routes you need to add a dependency on camel-bonita, which implements
the component.

If you use Maven you can just add the following to your pom.xml, substituting the version number for the
latest and greatest release (see the download page for the latest versions).

<dependency>
<groupIld>org.apache.camel</groupId>
<artifactId>camel-bonita</artifactId>
<version>Xx.Xx.x</version>
</dependency>

381



Red Hat Fuse 7.1 Apache Camel Component Reference

CHAPTER 49. BOON DATAFORMAT

Available as of Camel version 2.16

Boon is a Data Format which uses the Boon JSON marshalling library to unmarshal an JSON payload
into Java objects or to marshal Java objects into an JSON payload. Boon aims to be a simple

and https://github.com/RichardHightower/json-parsers-benchmark[fast parser] than other common
parsers currently used.

49.1. OPTIONS

The Boon dataformat supports 3 options which are listed below.

Default Java Description
Type
unmarshalTypeN Strin  Class name of the java type to use when unarmshalling
ame g
useList false Boole To unarmshalto a List of Map or a List of Pojo.
an

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

49.2. USING THE JAVA DSL

DataFormat boonDataFormat = new BoonDataFormat('"com.acme.model.Person");

from("activemq:My.Queue")
.unmarshal(boonDataFormat)
.to("mgseries:Another.Queue");

49.3. USING BLUEPRINT XML

<bean id="boonDataFormat"

class="org.apache.camel.component.boon.BoonDataFormat">
<argument value='"com.acme.model.Person"/>

</bean>

<camelContext id="camel" xmlns="http://camel.apache.org/schema/blueprint">
<route>
<from uri="activemq:My.Queue"/>
<unmarshal ref="boonDataFormat"/>
<to uri="mgseries:Another.Queue"/>
</route>
</camelContext>
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49.4. DEPENDENCIES

<dependency>
<groupIld>org.apache.camel</groupId>
<artifactId>camel-boon</artifactId>
<version>Xx.Xx.x</version>
</dependency>

CHAPTER 49. BOON DATAFORMAT
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CHAPTER 50. BOX COMPONENT

Available as of Camel version 2.14

The Box component provides access to all of the Box.com APIs accessible using
https://github.com/box/box-java-sdk. It allows producing messages to upload and download files, create,
edit, and manage folders, etc. It also supports APIs that allow polling for updates to user accounts and
even changes to enterprise accounts, etc.

Box.com requires the use of OAuth2.0 for all client application authentication. In order to use camel-box
with your account, you'll need to create a new application within Box.com at https://developer.box.com.
The Box application’s client id and secret will allow access to Box APIs which require a current user. A
user access token is generated and managed by the API for an end user.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-box</artifactId>
<version>${camel-version}</version>
</dependency>

50.1. CONNECTION AUTHENTICATION TYPES

The Box component supports three different types of authenticated connections.

50.1.1. Standard Authentication

Standard Authentication uses the OAuth 2.0 three-legged authentication process to authenticate its
connections with Box.com. This type of authentication enables Box managed users and external users
to access, edit, and save their Box content through the Box component.

50.1.2. App Enterprise Authentication

App Enterprise Authentication uses the OAuth 2.0 with JSON Web Tokens (JWT) to authenticate its
connections as a Service Account for a Box Application. This type of authentication enables a service
account to access, edit, and save the Box content of its Box Application through the Box component.

50.1.3. App User Authentication

App User Authentication uses the OAuth 2.0 with JSON Web Tokens (JWT) to authenticate its
connections as an App User for a Box Application. This type of authentication enables app users to
access, edit, and save their Box content in its Box Application through the Box component.

50.2. BOX OPTIONS

The Box component supports 2 options which are listed below.

Name Description Default Type
configuration To use the shared configuration BoxConfiguration
(common)
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Name Description Default Type
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Box endpoint is configured using URI syntax:
I box:apiName/methodName

with the following path and query parameters:

50.2.1. Path Parameters (2 parameters):

Name Description Default Type

apiName Required What kind of operation to perform BoxApiName

methodName Required What sub operation to use for the selected String
operation

50.2.2. Query Parameters (20 parameters):

Name Description Default Type
clientld (common) Box application client ID String
enterpriseld The enterprise ID to use for an App Enterprise. String
(common)

inBody (common) Sets the name of a parameter to be passed in the String

exchange In Body

userld (common) The user ID to use for an App User. String
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.
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Name

exceptionHandler
(consumer)

exchangePattern
(consumer)

httpParams
(advanced)

synchronous
(advanced)

accessTokenCac
he (security)

clientSecret
(security)

encryptionAlgorit
hm (security)

maxCacheEntries
(security)

authenticationTy
pe (authentication)

privateKeyFile
(security)

privateKeyPassw
ord (security)

publicKeyld
(security)
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Description

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

Custom HTTP params for settings like proxy host

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Custom Access Token Cache for storing and
retrieving access tokens.

Box application client secret

The type of encryption algorithm for JWT. Supported
Algorithms: RSA_SHA_256 RSA_SHA_384
RSA_SHA 512

The maximum number of access tokens in cache.

The type of authentication for connection. Types of
Authentication: STANDARD_AUTHENTICATION -
OAuth 2.0 (3-legged) SERVER_AUTHENTICATION -
OAuth 2.0 with JSON Web Tokens

The private key for generating the JWT signature.

The password for the private key.

The ID for public key for validating the JWT signature.

Default

false

RSA_S
HA_25

100

APP U
SER A
UTHE
NTICA
TION

Type

ExceptionHandler

ExchangePattern

Map

boolean

IAccessTokenCac
he

String

EncryptionAlgorith
m

int

String

String

String

String
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Name Description Default Type
sslContextParam To configure security using SSLContextParameters. SSLContextParam
eters (security) eters
userName Box user name, MUST be provided String
(security)
userPassword Box user password, MUST be provided if String
(security) authSecureStorage is not set, or returns null on first
call

50.3. URI FORMAT
I box:apiName/methodName

apiName can be one of:
e collaborations
e comments
e event-logs
o files
e folders
e groups
e events
e search
o tasks

® users

50.4. PRODUCER ENDPOINTS:

Producer endpoints can use endpoint prefixes followed by endpoint names and associated options
described next. A shorthand alias can be used for some endpoints. The endpoint URI MUST contain a
prefix.

Endpoint options that are not mandatory are denoted by []. When there are no mandatory options for an
endpoint, one of the set of [] options MUST be provided. Producer endpoints can also use a special
option inBody that in turn should contain the name of the endpoint option whose value will be contained
in the Camel Exchange In message.

Any of the endpoint options can be provided in either the endpoint URI, or dynamically in a message
header. The message header name must be of the format CamelBox.<option>. Note that

the inBody option overrides message header, i.e. the endpoint option inBody=option would override
a CamelBox.option header.
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If a value is not provided for the option defaultRequest either in the endpoint URI or in a message
header, it will be assumed to be null. Note that the null value will only be used if other options do not

satisfy matching endpoints.

In case of Box API errors the endpoint will throw a RuntimeCamelException with a

com.box.sdk.BoxAPIException derived exception cause.

50.4.1. Endpoint Prefix collaborations

For more information on Box collaborations see https://developer.box.com/reference#collaboration-
object. The following endpoints can be invoked with the prefix collaborations as follows:

I box:collaborations/endpoint?[options]

addFol
derColl
aborati
on

addFol
derColl
aborati
onByE
mail

deleteC
ollabor
ation

getFold
erColla
boratio
ns

getPen
dingCol
laborati
ons

getColl
aborati
onlinfo

388

Shorth
and
Alias

add

addBy
Email

delete

collabo
rations

pendin
gCollab
oration
]

info

folderld

collabo
rator,
role

folderld
, email,
role

collabo
rationld

folderld

collabo
rationld

Result Body Type

com.box.sdk.BoxCollaboration

com.box.sdk.BoxCollaboration

java.util.Collection

java.util.Collection

com.box.sdk.BoxCollaboration.Info
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Option Result Body Type

S

update updatel  collabo com.box.sdk.BoxCollaboration

Collabo  nfo rationld
rationlin , info
fo

URI Options for collaborations

Name Type

collabo String
rationld

collabo com.box.sdk.BoxCollaborator
rator

role com.box.sdk.BoxCollaboration.Role
folderld  String
email String

info com.box.sdk.BoxCollaboration.Info

50.4.2. Endpoint Prefix comments

For more information on Box comments see https://developer.box.com/reference#comment-object. The
following endpoints can be invoked with the prefix comments as follows:

I box:comments/endpoint?[options]

Shorth Option Result Body Type

and S
Alias

addFile add fileld, com.box.sdk.BoxFile
Comm messa
ent ge

change update comme  com.box.sdk.BoxComment
Comm Messa ntld,

entMes  ge messa

sage ge
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Result Body Type

deleteC  delete comme
ommen ntld
t
getCo info comme  com.box.sdk.BoxComment.Info
mmentl ntld
nfo
getFile comme fileld java.util.List
Comm nts
ents
replyTo  reply comme  com.box.sdk.BoxComment
Comm ntld,
ent messa
ge

URI Options for collaborations

Name Type

comme  String
ntld

fileld String

messa String
ge

50.4.3. Endpoint Prefix events-logs

For more information on Box event logs see https://developer.box.com/reference#events. The following
endpoints can be invoked with the prefix events as follows:

I box:event-logs/endpoint?[options]
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Result Body Type

getEnte  events position  java.util.List

rpriseE , after,
vents before,
[types]

URI Options for event-logs

Name Type

position  String
after Date
before Date

types com.box.sdk.BoxEvent. Types][]

50.4.4. Endpoint Prefix files

For more information on Box files see https://developer.box.com/referencetfile-object. The following
endpoints can be invoked with the prefix files as follows.

I box:files/endpoint?[options]

Shorth Option Result Body Type

and S
Alias

upload upload parentF  com.box.sdk.BoxFile

File olderld,
content
fileNam
€,
[create
dJ,
[modifi
ed],
[size],
[listene

r]
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downlo
adFile

copyFil
e

moveFi
le

rename
File

createF
ileShar
edLink

deleteF
ile

upload
NewfFil
eVersio
n

392

Shorth
and
Alias

downlo
ad

Ccopy

move

rename

link

delete

upload
Version

fileld,
output,
[range
Start],
[range
End],
[listene

r]

fileld,
destina
tionFol
derld,
[newNa
me]

fileld,
destina
tionFol
derld,
[newNa
me]

fileld,
newFile
Name

fileld,
access,
[unshar
eDate],
[permis
sions]

fileld

fileld,
fileCont
ent,
[modifi
ed],
[fileSiz
el,
[listene

r]

Result Body Type

java.io.OutputStream

com.box.sdk.BoxFile

com.box.sdk.BoxFile

com.box.sdk.BoxFile

com.box.sdk.BoxSharedLink

com.box.boxsdk.BoxFile
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Option Result Body Type

S

promot promot fileld, com.box.sdk.BoxFileVersion
eFileVe  eVersio  version

rsion n

getFile version fileld java.util.Collection

Version s

]

downlo downlo fileld, java.io.OutputStream

adPrevi  adVersi  version
ousFile on ,

Version output,
] [listene

r]

deleteF deleteV  fileld,

ileVersi ersion version
on
getFilel info fileld, com.box.sdk.BoxFile.Info
nfo fields
update updatel  fileld, com.box.sdk.BoxFile
Filelnfo nfo info
createF  create fileld, com.box.sdk.Metadata
ileMeta Metada  metada
data ta ta,

[typeNa

me]
getFile metada fileld, com.box.sdk.Metadata
Metada ta [typeNa
ta me]
update update fileld, com.box.sdk.Metadata
FileMet Metada  metada
adata ta ta

deleteF delete fileld
ileMeta Metada
data ta
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Result Body Type

getDow  url fileld java.net.URL
nloadU
rl
getPrev  preview fileld java.net.URL
iewLink
getFile thumbn  fileld, byte|]
Thumb ail fileTyp
nail e,

minWid

th,

minHei

ght,

maxWi

dth,

maxHei

ght

URI Options for files

Name Type

parentF  String
olderld

content  java.io.lnputStream

fleNam  String
e

created Date

modifie Date
d

size Long
listener  com.box.sdk.ProgressListener
output java.io.OutputStream

rangeS Long
tart
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Name Type

rangeE Long
nd

outputS  java.io.OutputStream|]
treams

destina  String
tionFol
derld

newNa String
me

fields String[]

info com.box.sdk.BoxFile.Info
fileSize Long
version Integer

access com.box.sdk.BoxSharedLink.Access

unshar Date
eDate

permis com.box.sdk.BoxSharedLink.Permissions
sions

fileTyp com.box.sdk.BoxFile. ThumbnailFileType
e

minWid Integer
th

minHei Integer
ght

maxWi Integer
dth

maxHei Integer
ght

metada com.box.sdk.Metadata
ta
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Name Type

typeNa String
me

50.4.5. Endpoint Prefix folders

For more information on Box folders see https://developer.box.com/reference#folder-object. The
following endpoints can be invoked with the prefix folders as follows.

I box:folders/endpoint?[options]

Shorth Option Result Body Type

and (3
Alias

getRoo root com.box.sdk.BoxFolder
tFolder
createF  create parentF  com.box.sdk.BoxFolder
older olderld,

folderN

ame
createF  create parentF  com.box.sdk.BoxFolder
older olderld,

path
copyFo  copy folderld  com.box.sdk.BoxFolder
Ider )

destina

tionfold

erld,

[newNa

me]
moveF move folderld com.box.sdk.BoxFolder
older ,

destina

tionFol

derld,

newNa

me

rename rename folderld com.box.sdk.BoxFolder
Folder ,

newFol

derNa

me
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createF
olderSh
aredLin
k

deleteF
older

getFold
er

getFold
erinfo

getFold
erltems

update
Folderl
nfo

link

delete

folder

info

items

updatel
nfo

Option
S

folderld
access,
[unshar
edDate
1,
[permis
sions]

folderld

path

folderld
, fields

folderld
, offset,
limit,
fields

folderld
, info

URI Options for folders

Name Type

path

folderld

offset

limit

fields

parentF
olderld

String[]

String

Long

Long

String[]

String

Result Body Type

java.util.List

com.box.sdk.BoxFolder

com.box.sdk.BoxFolder.Info

com.box.sdk.BoxFolder

com.box.sdk.BoxFolder
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Name Type

folderN String
ame

destina  String
tionFol
derld

newNa String
me

newFol String
derNa
me

info String
access com.box.sdk.BoxSharedLink.Access

unshar Date
eDate

permis com.box.sdk.BoxSharedLink.Permissions
sions

50.4.6. Endpoint Prefix groups

For more information on Box groups see https://developer.box.com/reference#group-object. The
following endpoints can be invoked with the prefix groups as follows:

I box:groups/endpoint?[options]

Endpoi  Shorth Option Result Body Type

nt and (3
Alias
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create
Group

addGro
upMem
bership

delete
Group

getAllG
roups

getGro
uplnfo

update
Groupl
nfo

addGro
upMem
bership

delete
Group
Membe
rship

Shorth
and
Alias

create

create
Membe
rship

delete

groups

info

updatel
nfo

addMe
mbersh

ip

delete
Membe
rship

name,
[proven
ance,
externa
ISyncld
entifier,
descrip
tion,
invitabil
ityLevel
membe
rViewa
bilityLe
vel]

groupld
userld,
role

groupld

groupld

groupld
grouplin
fo

groupld
userld,
role

groupM
embers
hipld

Result Body Type

com.box.sdk.BoxGroup

com.box.sdk.BoxGroupMembership

java.util.Collection

com.box.sdk.BoxGroup.Info

com.box.sdk.BoxGroup

com.box.sdk.BoxGroupMembership
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Option Result Body Type

S

getGro membe  groupld  java.uti.Collection
upMem  rships

bership

s

getGro membe  groupM  com.box.sdk.BoxGroup.Info
upMem  rshipinf  emeber

bership o shipld

Info

update update groupM  com.box.sdk.BoxGroupMembership

Group Membe  emeber
Membe rshiplinf shipld,
rshiplnf o info

o}

URI Options for groups

Name Type

name String

groupld  String
userld String
role com.box.sdk.BoxGroupMembership.Role

groupM  String
embers
hipld

info com.box.sdk.BoxGroupMembership.Info

50.4.7. Endpoint Prefix search

For more information on Box search API see https://developer.box.com/reference#searching-for-
content. The following endpoints can be invoked with the prefix search as follows:

I box:search/endpoint?[options]
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Shorth Option Result Body Type

and (3
Alias

search search folderld  java.util.Collection
Folder , query

URI Options for search

Name Type

folderld  String

query String

50.4.8. Endpoint Prefix tasks

For information on Box tasks see https://developer.box.com/reference#task-object-1. The following
endpoints can be invoked with the prefix tasks as follows:

I box:tasks/endpoint?[options]

Shorth Result Body Type

and
Alias

addFile add fileld, com.box.sdk.BoxUser
Task action,

dueAt,

[messa

ge]

deleteT delete taskld

ask

getFile tasks fileld java.util.List

Tasks

getTas info taskld com.box.sdk.BoxTask.Info
kinfo

update updatel  taskld, com.box.sdk.BoxTask
TasklInf nfo info
o}
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Option Result Body Type

S

addAss addAss taskld, com.box.sdk.BoxTask
ignmen  ignmen  assign

tToTas t To

k

deleteT  deleteA  taskAs
askAssi  ssignm signme

gnment  ent ntld

getTas assign taskld java.util.List
kAssig ments

nments

getTas assign taskAs com.box.sdk.BoxTaskAssignment.Info
kAssig mentinf  signme

nmentl o} ntld

nfo

URI Options for tasks

Name Type

fileld String
action com.box.sdk.BoxTask.Action
dueAt Date

messa String
ge

taskld String
info com.box.sdk.BoxTask.Info

assign com.box.sdk.BoxUser
To

taskAs String
signme
ntld

50.4.9. Endpoint Prefix users
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For information on Box users see https://developer.box.com/reference#user-object. The following
endpoints can be invoked with the prefix users as follows:

I box:users/endpoint?[options]

getCurr
entUse
r

getAllE

nterpris
eOrExt

ernalUs
ers

createA
ppUser

createE
nterpris
eUser

deleteU
ser

getUse
rEmail
Alias

deleteU
serEma
ilAlias

getUse
rinfo

update
Userlnf
0

moveF
olderTo
User

Shorth
and
Alias

current

User

users

create

create

delete

emailAl
ias

deleteE
mailAli
as

info

updatel
nfo

filterTer
ms
[fields]

name,
[param
s]

login,
name,
[param
s]

userld,
notifyU
ser,
force

userld

userld,
emailAl
iasld

userld

userld,
info

userld,
source
Userld

Result Body Type

com.box.sdk.BoxUser

com.box.sdk.BoxUser

com.box.sdk.BoxUser

com.box.sdk.BoxUser

com.box.sdk.BoxUser

java.util.List

com.box.sdk.BoxUser.Info

com.box.sdk.BoxUser

com.box.sdk.BoxFolder.Info
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URI Options for users

Name Type

default
Reques
t

emailAl
iasReq
uest

emailld

filterTer
m

folderld

simple
UserRe
quest

userDel
eteReq
uest

userld

userRe
quest

userUp
datelLo
ginReq
uest

com.box.restclientv2.requestsbase.BoxDefaultRequestObject

com.box.boxjavalibv2.requests.requestobjects.BoxEmailAliasRequestObject

String

String

String

com.box.boxjavalibv2.requests.requestobjects.BoxSimpleUserRequestObject

com.box.boxjavalibv2.requests.requestobjects.BoxUserDeleteRequestObject

String

com.box.boxjavalibv2.requests.requestobjects.BoxUserRequestObject

com.box.boxjavalibv2.requests.requestobjects.BoxUserUpdateLoginRequestObject

50.5. CONSUMER ENDPOINTS:

For more information on Box events see https://developer.box.com/reference#events. Consumer
endpoints can only use the endpoint prefix events as shown in the example next.

I box:events/endpoint?[options]

Endpoi

nt

404

Shorth Option Result Body Type
and S
Alias
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Endpoi  Shorth Option Result Body Type

nt and (3
Alias

events [startin com.box.sdk.BoxEvent
gPositi
on]

URI Options for events

Name Type

starting  Long
Positio
n

50.6. MESSAGE HEADER

Any of the options can be provided in a message header for producer endpoints with CamelBox. prefix.

50.7. MESSAGE BODY

All result message bodies utilize objects provided by the Box Java SDK. Producer endpoints can specify
the option name for incoming message body in the inBody endpoint parameter.

50.8. SAMPLES

The following route uploads new files to the user’s root folder:

from("file:...")
.to("box://files/upload/inBody=fileUploadRequest");

The following route polls user’s account for updates:

from("box://events/listen?startingPosition=-1")
.to("bean:blah");

The following route uses a producer with dynamic header options. The fileld property has the Box file id
and the output property has the output stream of the file contents, so they are assigned to the
CamelBox.fileld header and CamelBox.output header respectively as follows:

from("direct:foo")
.setHeader ("CamelBox.fileId", header("fileId"))
.setHeader ("CamelBox.output", header("output"))
.to("box://files/download")
.to("file://...");
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CHAPTER 51. BRAINTREE COMPONENT

Available as of Camel version 2.17
The Braintree component provides access to Braintree Payments trough through theirs Java SDK.

All client applications need API credential in order to process payments. In order to use camel-braintree
with your account, you'll need to create a new
Sandbox or https://www.braintreepayments.com/signup[Production] account.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-braintree</artifactId>
<version>${camel-version}</version>
</dependency>

51.1. BRAINTREE OPTIONS

The Braintree component supports 2 options which are listed below.

Name Description Default Type
configuration To use the shared configuration BraintreeConfigura
(common) tion
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Braintree endpoint is configured using URI syntax:
I braintree:apiName/methodName

with the following path and query parameters:

51.1.1. Path Parameters (2 parameters):

Name Description Default Type
apiName Required What kind of operation to perform BraintreeApiName
methodName What sub operation to use for the selected operation String

51.1.2. Query Parameters (14 parameters):
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Name Description Default Type
environment The environment Either SANDBOX or PRODUCTION String
(common)

inBody (common) Sets the name of a parameter to be passed in the String

exchange In Body

merchantid The merchant id provided by Braintree. String
(common)

privateKey The private key provided by Braintree. String
(common)

publicKey The public key provided by Braintree. String
(common)

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

accessToken The access token granted by a merchant to another String
(advanced) in order to process transactions on their behalf. Used

in place of environment, merchant id, public key and
private key fields.

httpReadTimeout Set read timeout for http calls. Integer
(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

httpLogLevel Set logging level for http calls, see String
(logging) java.util.logging.Level
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Name Description Default Type
proxyHost (proxy) The proxy host String
proxyPort (proxy) The proxy port Integer

51.2. URI FORMAT

I braintree://endpoint-prefix/endpoint?[options]

Endpoint prefix can be one of:
e addOn
e address
e clientToken
e creditCardverification
e customer
e discount
e merchantAccount
e paymentmethod
e paymentmethodNonce
e plan
e settlementBatchSummary
e subscription
e transaction

e webhookNoaotification

51.3. BRAINTREECOMPONENT

The Braintree Component can be configured with the options below. These options can be provided
using the component’s bean property configuration of
type org.apache.camel.component.braintree.BraintreeConfiguration.
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Option Type Description

environment String Value that specifies where
requests should be directed —
sandbox or production

merchantld String A unique identifier for your
gateway account, which is
different than your merchant

account ID

publicKey String User-specific public identifier

privateKey String User-specific secure identifier that
should not be shared — even with
us!

accessToken String Token granted to a merchant

using Braintree Auth allowing
them to process transactions on
another’s behalf. Used in place of
the environment, merchantld,
publicKey and privateKey options.

All the options above are provided by Braintree Payments

51.4. PRODUCER ENDPOINTS:

Producer endpoints can use endpoint prefixes followed by endpoint names and associated options
described next. A shorthand alias can be used for some endpoints. The endpoint URI MUST contain a
prefix.

Endpoint options that are not mandatory are denoted by []. When there are no mandatory options for an
endpoint, one of the set of [] options MUST be provided. Producer endpoints can also use a special
option inBody that in turn should contain the name of the endpoint option whose value will be contained
in the Camel Exchange In message.

Any of the endpoint options can be provided in either the endpoint URI, or dynamically in a message
header. The message header name must be of the format CamelBraintree.<option>. Note that

the inBody option overrides message header, i.e. the endpoint option inBody=option would override
a CamelBraintree.option header.

For more information on the endpoints and options see Braintree references
at https://developers.braintreepayments.com/reference/overview[https://developers.braintreepayments.com

51.4.1. Endpoint prefix addOn

The following endpoints can be invoked with the prefix addOn as follows:
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I braintree://addoOn/endpoint

Endpoint Shorthand Alias Options Result Body Type
all List<com.braintreegatew
ay.Addon>

51.4.2. Endpoint prefix address

The following endpoints can be invoked with the prefix address as follows:

I braintree://address/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

create customerld, request com.braintreegateway.R
esult<com.braintreegate
way.Address>

delete customerld, id com.braintreegateway.R
esult<com.braintreegate
way.Address>

find customerld, id com.braintreegateway.A
ddress
update customerld, id, request com.braintreegateway.R

esult<com.braintreegate
way.Address>

URI Options for address

Name Type

customerld String
request com.braintreegateway.AddressRequest
id String

51.4.3. Endpoint prefix clientToken
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The following endpoints can be invoked with the prefix clientToken as follows:

I braintree://clientToken/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

generate request String

URI Options for clientToken

Name Type

request com.braintreegateway.ClientTokenrequest

51.4.4. Endpoint prefix creditCardVerification

The following endpoints can be invoked with the prefix creditCardverification as follows:

I braintree://creditCardVerification/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

find id com.braintreegateway.C
reditCardVerification

search query com.braintreegateway.R

esourceCollection<com.
braintreegateway.Credit
CardVerification>

URI Options for creditCardVerification

Name Type

id String
query com.braintreegateway.CreditCardVerificationSearchR
equest

51.4.5. Endpoint prefix customer
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The following endpoints can be invoked with the prefix customer as follows:

I braintree://customer/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

all

create request com.braintreegateway.R
esult<com.braintreegate
way.Customer>

delete id com.braintreegateway.R
esult<com.braintreegate
way.Customer>

find id com.braintreegateway.C
ustomer

search query com.braintreegateway.R
esourceCollection<com.
braintreegateway.Custo
mer>

update id, request com.braintreegateway.R

esult<com.braintreegate
way.Customer>

URI Options for customer

Name Type

id String
request com.braintreegateway.CustomerRequest
query com.braintreegateway.CustomerSearchRequest

51.4.6. Endpoint prefix discount

The following endpoints can be invoked with the prefix discount as follows:

I braintree://discount/endpoint
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Endpoint Shorthand Alias Options Result Body Type

all List<com.braintreegatew
ay.Discount>

-
+ +

51.4.7. Endpoint prefix merchantAccount

The following endpoints can be invoked with the prefix merchantAccount as follows:

I braintree://merchantAccount/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

create request com.braintreegateway.R
esult<com.braintreegate
way.MerchantAccount>

createForCurrency currencyRequest com.braintreegateway.R
esult<com.braintreegate
way.MerchantAccount>

find id com.braintreegateway.M
erchantAccount
update id, request com.braintreegateway.R

esult<com.braintreegate
way.MerchantAccount>

URI Options for merchantAccount

id String

request com.braintreegateway.MerchantAccountRequest

currencyRequest com.braintreegateway.MerchantAccountCreateForCu
rrencyRequest
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51.4.8. Endpoint prefix paymentMethod

The following endpoints can be invoked with the prefix paymentMethod as follows:

I braintree://paymentMethod/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

create request com.braintreegateway.R
esult<com.braintreegate
way.PaymentMethod>

delete token, deleteRequest com.braintreegateway.R
esult<com.braintreegate
way.PaymentMethod>

find token com.braintreegateway.P
aymentMethod
update token, request com.braintreegateway.R

esult<com.braintreegate
way.PaymentMethod>

URI Options for paymentMethod

Name Type

token String
request com.braintreegateway.PaymentMethodRequest
deleteRequest com.braintreegateway.PaymentMethodDeleteReques

t

51.4.9. Endpoint prefix paymentMethodNonce

The following endpoints can be invoked with the prefix paymentMethodNonce as follows:

I braintree://paymentMethodNonce/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type
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Endpoint Shorthand Alias Options Result Body Type

create paymentMethodToken com.braintreegateway.R
esult<com.braintreegate
way.PaymentMethodNo
nce>

find paymentMethodNonce com.braintreegateway.P
aymentMethodNonce

URI Options for paymentMethodNonce

Name Type

paymentMethodToken String

paymentMethodNonce String

51.4.10. Endpoint prefix plan

The following endpoints can be invoked with the prefix plan as follows:

I braintree://plan/endpoint

Endpoint Shorthand Alias Options Result Body Type
all List<com.braintreegatew
ay.Plan>

51.4.11. Endpoint prefix settlementBatchSummary

The following endpoints can be invoked with the prefix settlementBatchSummary as follows:

I braintree://settlementBatchSummary/endpoint?[options]
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Endpoint

Shorthand Alias

Options

Result Body Type

generate

URI Options for settlementBatchSummary

Name Type

settlementDate

groupByCustomField

51.4.12. Endpoint prefix subscription

The following endpoints can be invoked with the prefix subscription as follows:

request

Calendar

String

I braintree://subscription/endpoint?[options]

Endpoint

cancel

create

delete

find

retryCharge

416

Shorthand Alias

Options

id

request

customerld, id

subscriptionld, amount

com.braintreegateway.R
esult<com.braintreegate
way.SettlementBatchSu
mmary>

Result Body Type

com.braintreegateway.
Result<com.braintreegat
eway.Subscription>

com.braintreegateway.R
esult<com.braintreegate
way.Subscription>

com.braintreegateway.R
esult<com.braintreegate
way.Subscription>

com.braintreegateway.S
ubscription

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>
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Endpoint Shorthand Alias Options Result Body Type

search searchRequest com.braintreegateway.R
esourceCollection<com.
braintreegateway.Subscr
iption>

update id, request com.braintreegateway.R
esult<com.braintreegate
way.Subscription>

URI Options for subscription

Name Type

id String

request com.braintreegateway.SubscriptionRequest
customerld String

subscriptionld String

amount BigDecimal

searchRequest com.braintreegateway.SubscriptionSearchRequest.

51.4.13. Endpoint prefix transaction

The following endpoints can be invoked with the prefix transaction as follows:

I braintree://transaction/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

cancelRelease id com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

cloneTransaction id, cloneRequest com.braintreegateway.R
esult<com.braintreegate
way.Transaction>
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Endpoint

credit

find

holdInEscrow

releaseFromEscrow

refund

sale

search

submitForPartialSettlem
ent

submitForSettlement

voidTransaction

URI Options for transaction
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Shorthand Alias

Options

request

id, amount,
refundRequest

request

query

id, amount

id, amount, request

Result Body Type

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.Tr
ansaction

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esourceCollection<com.
braintreegateway.Transa
ction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

com.braintreegateway.R
esult<com.braintreegate
way.Transaction>

Name Type

id

request

418
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cloneRequest com.braintreegateway.TransactionCloneRequest
refundRequest com.braintreegateway.TransactionRefundRequest
amount BigDecimal

query com.braintreegateway.TransactionSearchRequest

51.4.14. Endpoint prefix webhookNotification

The following endpoints can be invoked with the prefix webhookNotification as follows:

I braintree://webhookNotification/endpoint?[options]

Endpoint Shorthand Alias Options Result Body Type

parse signature, payload com.braintreegateway.W
ebhookNotification

verify challenge String

URI Options for webhookNotification

Name

signature String
payload String
challenge String

51.5. CONSUMER ENDPOINTS

Any of the producer endpoints can be used as a consumer endpoint. Consumer endpoints can

use http://camel.apache.org/polling-consumer.html#PollingConsumer-
ScheduledPollConsumerOptions[Scheduled Poll Consumer Options] with a consumer. prefix to
schedule endpoint invocation. By default Consumer endpoints that return an array or collection will
generate one exchange per element, and their routes will be executed once for each exchange. To
change this behavior use the property consumer.splitResults=true to return a single exchange for the
entire list or array.
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51.6. MESSAGE HEADERS

Any URI option can be provided in a message header for producer endpoints with
a CamelBraintree. prefix.

51.7. MESSAGE BODY

All result message bodies utilize objects provided by the Braintree Java SDK. Producer endpoints can
specify the option name for incoming message body in the inBody endpoint parameter.

51.8. EXAMPLES

Blueprint

420

<?xml version="1.0"7?>
<blueprint xmlns="http://www.o0sgi.org/xmlns/blueprint/v1.0.0"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xmlns:cm="http://aries.apache.org/blueprint/xmlns/blueprint-
cm/v1.0.0"
xsi:schemaLocation="
http://aries.apache.org/blueprint/xmlns/blueprint-cm/v1.0.0
http://aries.apache.org/schemas/blueprint-cm/blueprint-cm-1.0.0.xsd
http://www.o0sgi.org/xmlns/blueprint/v1.0.0
https://www.osgi.org/xmlns/blueprint/v1.0.0/blueprint.xsd
http://camel.apache.org/schema/blueprint
http://camel.apache.org/schema/blueprint/camel-blueprint.xsd">

<cm:property-placeholder id="placeholder" persistent-
id="camel.braintree">
</cm:property-placeholder>

<bean id="braintree"
class="org.apache.camel.component.braintree.BraintreeComponent">
<property name="configuration">
<bean
class="org.apache.camel.component.braintree.BraintreeConfiguration'">
<property name="environment" value="${environment}"/>
<property name="merchantId" value="${merchantId}"/>
<property name="publicKey" value="${publicKey}"/>
<property name="privateKey" value="${privateKey}"/>
</bean>
</property>
</bean>

<camelContext trace="true"
xmlns="http://camel.apache.org/schema/blueprint" id="braintree-example-
context">
<route id="braintree-example-route'">
<from uri="direct:generateClientToken"/>
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<to uri="braintree://clientToken/generate"/>
<to uri="stream:out"/>
</route>
</camelContext>

</blueprint>

51.9. SEE ALSO

* Configuring Camel * Component * Endpoint * Getting Started
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CHAPTER 52. BROWSE COMPONENT

Available as of Camel version 1.3

The Browse component provides a simple BrowsableEndpoint which can be useful for testing,
visualisation tools or debugging. The exchanges sent to the endpoint are all available to be browsed.

52.1. URI FORMAT

I browse:someName[?options]

Where someName can be any string to uniquely identify the endpoint.
52.2. OPTIONS

The Browse component has no options.

The Browse endpoint is configured using URI syntax:
I browse:name

with the following path and query parameters:

52.2.1. Path Parameters (1 parameters):

Name Description Default Type
nhame Required A name which can be any string to uniquely String
identify the endpoint

52.2.2. Query Parameters (4 parameters):

Name Description Default Type
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN/ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN/ERROR level and ignored.
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Name Description Default Type
exchangePattern Sets the default exchange pattern when creating an ExchangePattern
(consumer) exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

52.3. SAMPLE

In the route below, we insert a browse: component to be able to browse the Exchanges that are passing
through:

I from("activemqg:order.in").to("browse:orderReceived").to("bean:processOrder

")
We can now inspect the received exchanges from within the Java code:

private CamelContext context;
public void inspectRecievedOrders() {

BrowsableEndpoint browse = context.getEndpoint("browse:orderReceived",
BrowsableEndpoint.class);

List<Exchange> exchanges = browse.getExchanges();

// then we can inspect the 1list of received exchanges from Java

for (Exchange exchange : exchanges) {

String payload = exchange.getIn().getBody();
// do something with payload

52.4. SEE ALSO
e Configuring Camel
e Component
e Endpoint

o Getting Started
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CHAPTER 53. EHCACHE COMPONENT (DEPRECATED)

Available as of Camel version 2.1

The cache component enables you to perform caching operations using EHCache as the Cache
Implementation. The cache itself is created on demand or if a cache of that name already exists then it is
simply utilized with its original settings.

This component supports producer and event based consumer endpoints.
The Cache consumer is an event based consumer and can be used to listen and respond to specific
cache activities. If you need to perform selections from a pre-existing cache, use the processors defined

for the cache component.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-cache</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

53.1. URI FORMAT

I cache://cacheName[?options]

You can append query options to the URI in the following format, ?
option=value&option=#bheanRef&..

53.2. OPTIONS

The EHCache component supports 4 options which are listed below.

Name Description Default Type
cacheManagerFa To use the given CacheManagerFactory for creating CacheManagerFa
ctory (advanced) the CacheManager. By default the ctory

DefaultCacheManagerFactory is used.

configuration Sets the Cache configuration CacheConfiguratio
(common) n
configurationFile Sets the location of the ehcache.xml file to load from classp String
(common) classpath or file system. By default the file is loaded ath:ehc
from classpath:ehcache.xml ache.x
ml
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Name Description Default Type
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The EHCache endpoint is configured using URI syntax:

cache:cacheName

with the following path and query parameters:

53.2.1. Path Parameters (1 parameters):

Name Description Default Type

cacheName Required Name of the cache String

53.2.2. Query Parameters (19 parameters):

Name Description Default Type
diskExpiryThread = The number of seconds between runs of the disk long
Interval Seconds expiry thread.

(common)

diskPersistent Whether the disk store persists between restarts of false boolean
(common) the application.

diskStorePath Deprecated This parameter is ignored. String
(common) CacheManager sets it using setter injection.

eternal (common) Sets whether elements are eternal. If eternal, timeouts false boolean

are ignored and the element never expires.

key (common) The default key to use. If a key is provided in the String
message header, then the key from the header takes
precedence.
maxElementsinM The number of elements that may be stored in the 1000 int
emory (common) defined cache in memory.
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Name

memoryStoreEvic
tionPolicy
(common)

objectCache
(common)

operation
(common)

overflowToDisk
(common)

timeToldleSecon
ds (common)

timeToLiveSecon
ds (common)

bridgeErrorHandl
er (consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)

cachelLoaderRegi
stry (advanced)
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Description

Which eviction strategy to use when maximum
number of elements in memory is reached. The
strategy defines which elements to be removed. LRU
- Lest Recently Used LFU - Lest Frequently Used
FIFO - First In First Out

Whether to turn on allowing to store non serializable
objects in the cache. If this option is enabled then
overflow to disk cannot be enabled as well.

The default cache operation to use. If an operation in
the message header, then the operation from the
header takes precedence.

Specifies whether cache may overflow to disk

The maximum amount of time between accesses
before an element expires

The maximum time between creation time and when
an element expires. Is used only if the element is not
eternal

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

To configure cache loader using the
CachelLoaderRegistry

Default

LFU

false

true

300

300

false

Type

MemoryStoreEvicti
on Policy

boolean

String

boolean

long

long

boolean

ExceptionHandler

ExchangePattern

CacheloaderRegi
stry
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Name Description Default Type
cacheManagerFa To use a custom CacheManagerFactory for creating CacheManagerFa
ctory (advanced) the CacheManager to be used by this endpoint. By ctory

default the CacheManagerFactory configured on the
component is used.

eventListenerReg  To configure event listeners using the CacheEventListen
istry (advanced) CacheEventListenerRegistry er Registry
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

53.3. SENDING/RECEIVING MESSAGES TO/FROM THE CACHE

53.3.1. Message Headers up to Camel 2.7

Header Description

CACHE_OPERAT The operation to be performed on the cache. Valid options are

ION
* GET * CHECK * ADD * UPDATE * DELETE * DELETEALL
GET and CHECK requires Camel 2.3 onwards.
CACHE_KEY The cache key used to store the Message in the cache. The cache key is optional if the

CACHE_OPERATION is DELETEALL

53.3.2. Message Headers Camel 2.8+

Header changes in Camel 2.8

The header names and supported values have changed to be prefixed with 'CamelCache' and use mixed
case. This makes them easier to identify and keep separate from other headers. The CacheConstants
variable names remain unchanged, just their values have been changed. Also, these headers are now
removed from the exchange after the cache operation is performed.

Header Description

CamelCacheOp The operation to be performed on the cache. The valid options are
eration
* CamelCacheGet * CamelCacheCheck * CamelCacheAdd * CamelCacheUpdate *

CamelCacheDelete * CamelCacheDeleteAll

CamelCacheKe The cache key used to store the Message in the cache. The cache key is optional if the
y CamelCacheOperation is CamelCacheDeleteAll

The CamelCacheAdd and CamelCacheUpdate operations support additional headers:
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Header Type Description

Camel 1Integ Camel2.11: Time to live in seconds.
Cache er

TimeT

oLive

Camel 1Integ Camel2.11: Time toidle in seconds.
Cache er

TimeT

oIdle

Camel Boole Camel 2.11: Whether the content is eternal.
Cache an

Etern

al

53.3.3. Cache Producer

Sending data to the cache involves the ability to direct payloads in exchanges to be stored in a pre-
existing or created-on-demand cache. The mechanics of doing this involve

e setting the Message Exchange Headers shown above.

e ensuring that the Message Exchange Body contains the message directed to the cache

53.3.4. Cache Consumer

Receiving data from the cache involves the ability of the CacheConsumer to listen on a pre-existing or
created-on-demand Cache using an event Listener and receive automatic notifications when any cache
activity take place (i.e CamelCacheGet/CamelCacheUpdate/CamelCacheDelete/CamelCacheDeleteAll).
Upon such an activity taking place

e an exchange containing Message Exchange Headers and a Message Exchange Body
containing the just added/updated payload is placed and sent.

e in case of a CamelCacheDeleteAll operation, the Message Exchange Header CamelCacheKey
and the Message Exchange Body are not populated.

53.3.5. Cache Processors

There are a set of nice processors with the ability to perform cache lookups and selectively replace
payload content at the

e body
e token

e xpath level

53.4. CACHE USAGE SAMPLES
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53.4.1. Example 1: Configuring the cache

from("cache://MyApplicationCache" +
"?maxElementsInMemory=1000" +
"&memoryStoreEvictionPolicy=" +

"MemoryStoreEvictionPolicy.LFU" +
"&overflowToDisk=true" +
"geternal=true" +
"&timeToLiveSeconds=300" +
"&timeToIdleSeconds=true" +
"&diskPersistent=true" +
"&diskExpiryThreadIntervalSeconds=300")

53.4.2. Example 2: Adding keys to the cache

RouteBuilder builder = new RouteBuilder() {
public void configure() {
from("direct:start")
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_ADD))
.setHeader (CacheConstants.CACHE_KEY, constant("Ralph_Waldo_Emerson"))
.to("cache://TestCachel")

}
iy

53.4.3. Example 2: Updating existing keys in a cache

RouteBuilder builder = new RouteBuilder() {
public void configure() {
from("direct:start")
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_UPDATE))
.setHeader (CacheConstants.CACHE_KEY, constant("Ralph_Waldo_Emerson'"))
.to("cache://TestCachel")

}
iy

53.4.4. Example 3: Deleting existing keys in a cache

RouteBuilder builder = new RouteBuilder() {
public void configure() {
from("direct:start")
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_DELETE))
.setHeader (CacheConstants.CACHE_KEY",
constant("Ralph_Waldo_Emerson"))
.to("cache://TestCachel")

}
}

53.4.5. Example 4: Deleting all existing keys in a cache
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RouteBuilder builder = new RouteBuilder() {
public void configure() {
from("direct:start")
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_DELETEALL))
.to("cache://TestCachel");
}
Iy

53.4.6. Example 5: Notifying any changes registering in a Cache to Processors
and other Producers

RouteBuilder builder = new RouteBuilder() {
public void configure() {
from("cache://TestCachel")
.process(new Processor() {
public void process(Exchange exchange)
throws Exception {
String operation = (String)
exchange.getIn().getHeader (CacheConstants.CACHE_OPERATION);
String key = (String)
exchange.getIn().getHeader (CacheConstants.CACHE_KEY);
Object body = exchange.getIn().getBody();
// Do something
3
1)
3
Iy

53.4.7. Example 6: Using Processors to selectively replace payload with cache
values

RouteBuilder builder = new RouteBuilder() {
public void configure() {
//Message Body Replacer
from("cache://TestCachel")
.filter (header(CacheConstants.CACHE_KEY).isEqualTo("greeting"))
.process(new
CacheBasedMessageBodyReplacer("cache://TestCachel", "farewell"))
.to("direct:next");

//Message Token replacer

from("cache://TestCachel")

.filter (header (CacheConstants.CACHE_KEY).isEqualTo("quote"))

.process(new
CacheBasedTokenReplacer('"cache://TestCachel", "novel", "#novel#"))

.process(new
CacheBasedTokenReplacer("cache://TestCachel", "author", "#author#"))

.process(new
CacheBasedTokenReplacer("cache://TestCachel", "number", "#number#"))

.to("direct:next");

//Message XPath replacer
from("cache://TestCachel").
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.filter (header(CacheConstants.CACHE_KEY).isEqualTo( "XML_FRAGMENT"))
.process(new
CacheBasedXPathReplacer ('"cache://TestCachel", "book1", "/books/book1"))
.process (new
CacheBasedXPathReplacer('"cache://TestCachel", "book2", "/books/book2"))
.to("direct:next");
}
iy

53.4.8. Example 7: Getting an entry from the Cache

from("direct:start")
// Prepare headers
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_GET))
.setHeader (CacheConstants.CACHE_KEY, constant("Ralph_Waldo_Emerson")).
.to("cache://TestCachel").
// Check if entry was not found

.choice().when(header (CacheConstants.CACHE_ELEMENT_WAS_FOUND) .isNull()).
// If not found, get the payload and put it to cache
.to("cxf:bean:someHeavyweightOperation").

.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_ADD))
.setHeader (CacheConstants.CACHE_KEY,
constant("Ralph_Waldo_Emerson"))
.to("cache://TestCachel")
.end()
.to("direct:nextPhase");

53.4.9. Example 8: Checking for an entry in the Cache

Note: The CHECK command tests existence of an entry in the cache but doesn’t place a message in the
body.

from("direct:start")
// Prepare headers
.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_CHECK))
.setHeader (CacheConstants.CACHE_KEY, constant("Ralph_Waldo_Emerson")).
.to("cache://TestCachel").
// Check if entry was not found

.choice().when(header (CacheConstants.CACHE_ELEMENT_WAS_FOUND).isNull()).
// If not found, get the payload and put it to cache
.to("cxf:bean:someHeavyweightOperation").

.setHeader (CacheConstants.CACHE_OPERATION,
constant(CacheConstants.CACHE_OPERATION_ADD))
.setHeader (CacheConstants.CACHE_KEY,
constant("Ralph_Waldo_Emerson"))
.to("cache://TestCachel")
.end();
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53.5. MANAGEMENT OF EHCACHE
EHCache has its own statistics and management from JMX.

Here’s a snippet on how to expose them via JMX in a Spring application context:

<bean id="ehCacheManagementService"
class="net.sf.ehcache.management.ManagementService" init-method="init"
lazy-init="false">
<constructor-arg>
<bean class="net.sf.ehcache.CacheManager" factory-
method="getInstance"/>
</constructor-arg>
<constructor-arg>
<bean class="org.springframework.jmx.support.JmxUtils" factory-
method="1locateMBeanServer"/>
</constructor-arg>
<constructor-arg value="true"/>
<constructor-arg value="true"/>
<constructor-arg value="true"/>
<constructor-arg value="true"/>
</bean>

Of course you can do the same thing in straight Java:

ManagementService.registerMBeans(CacheManager.getInstance(), mbeanServer,
true, true, true, true);

You can get cache hits, misses, in-memory hits, disk hits, size stats this way. You can also change
CacheConfiguration parameters on the fly.

53.6. CACHE REPLICATION CAMEL 2.8

The Camel Cache component is able to distribute a cache across server nodes using several different
replication mechanisms including: RMI, JGroups, JMS and Cache Server.

There are two different ways to make it work:
1. You can configure ehcache .xml manually
OR
2. You can configure these three options:
e cacheManagerFactory
e eventlListenerRegistry
e cacheloaderRegistry
Configuring Camel Cache replication using the first option is a bit of hard work as you have to configure

all caches separately. So in a situation when the all names of caches are not known, using
ehcache.xml is not a good idea.
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The second option is much better when you want to use many different caches as you do not need to
define options per cache. This is because replication options are set per CacheManager and per
CacheEndpoint. Also it is the only way when cache names are not know at the development phase.

Note: It might be useful to read the EHCache manual to get a better understanding of the Camel Cache
replication mechanism.

53.6.1. Example: JMS cache replication

JMS replication is the most powerful and secured replication method. Used together with Camel Cache
replication makes it also rather simple. An example is available on a separate page.
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CHAPTER 54. CAFFEINE CACHE COMPONENT

Available as of Camel version 2.20

The caffeine-cache component enables you to perform caching operations using The simple cache from
Caffeine.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-caffeine</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

54.1. URI FORMAT
I caffeine-cache://cacheName[?options]

You can append query options to the URI in the following format, ?
option=value&option=#beanRef&..

54.2. OPTIONS

The Caffeine Cache component supports 2 options which are listed below.

Name Description Default Type
configuration Sets the global component configuration CaffeineConfigurat
(advanced) ion
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Caffeine Cache endpoint is configured using URI syntax:
I caffeine-cache:cacheName

with the following path and query parameters:

54.2.1. Path Parameters (1 parameters):
Name Description Default Type

cacheName Required the cache name String
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54.2.2. Query Parameters (19 parameters):

Name Description Default Type
createCachelfNot Configure if a cache need to be created if it does exist true boolean
Exist (common) or can’t be pre-configured.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.
action (producer) To configure the default cache action. If an action is String

set in the message header, then the operation from
the header takes precedence.

cache (producer) To configure the default an already instantianted Cache
cache to be used

cacheLoader To configure a Cacheloader in case of a LoadCache CachelLoader
(producer) use
evictionType Set the eviction Type for this cache SIZE_ EvictionType
(producer) BASE
D
expireAfterAcces Set the expire After Access Time in case of time 300 int
sTime (producer) based Eviction (in seconds)
expireAfterWriteT  Set the expire After Access Write in case of time 300 int
ime (producer) based Eviction (in seconds)
initialCapacity Set the initial Capacity for the cache 10000 int
(producer)
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Name Description Default Type

key (producer) To configure the default action key. If a key is set in Object
the message header, then the key from the header
takes precedence.

maximumsSize Set the maximum size for the cache 10000 int
(producer)
removalListener Set a specific removal Listener for the cache RemovalListener
(producer)
statsCounter Set a specific Stats Counter for the cache stats StatsCounter
(producer)
statsEnabled To enable stats on the cache false boolean
(producer)
keyType The cache key type, default java.lang.Object java.la String
(advanced) ng.Obj

ect
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

valueType The cache value type, default java.lang.Object java.la String
(advanced) ng.Obj
ect
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CHAPTER 55. CAFFEINE LOADCACHE COMPONENT

Available as of Camel version 2.20

The caffeine-loadcache component enables you to perform caching operations using The Load cache
from Caffeine.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-caffeine</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

55.1. URI FORMAT
I caffeine-loadcache://cacheName[?options]

You can append query options to the URI in the following format, ?
option=value&option=#beanRef&..

55.2. OPTIONS

The Caffeine LoadCache component supports 2 options which are listed below.

Name Description Default Type
configuration Sets the global component configuration CaffeineConfigurat
(advanced) ion
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Caffeine LoadCache endpoint is configured using URI syntax:
I caffeine-loadcache:cacheName

with the following path and query parameters:

55.2.1. Path Parameters (1 parameters):
Name Description Default Type

cacheName Required the cache name String
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55.2.2. Query Parameters (19 parameters):

Name Description Default Type
createCachelfNot Configure if a cache need to be created if it does exist true boolean
Exist (common) or can’t be pre-configured.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.
action (producer) To configure the default cache action. If an action is String

set in the message header, then the operation from
the header takes precedence.

cache (producer) To configure the default an already instantianted Cache
cache to be used

cacheLoader To configure a Cacheloader in case of a LoadCache CachelLoader
(producer) use
evictionType Set the eviction Type for this cache SIZE_ EvictionType
(producer) BASE
D
expireAfterAcces Set the expire After Access Time in case of time 300 int
sTime (producer) based Eviction (in seconds)
expireAfterWriteT  Set the expire After Access Write in case of time 300 int
ime (producer) based Eviction (in seconds)
initialCapacity Set the initial Capacity for the cache 10000 int
(producer)
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Name

key (producer)

maximumSize

(producer)

removalListener

(producer)

statsCounter
(producer)

statsEnabled
(producer)

keyType
(advanced)

synchronous
(advanced)

valueType
(advanced)
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Description

To configure the default action key. If a key is set in
the message header, then the key from the header

takes precedence.

Set the maximum size for the cache

Set a specific removal Listener for the cache

Set a specific Stats Counter for the cache stats

To enable stats on the cache

The cache key type, default java.lang.Object

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

The cache value type, default java.lang.Object

Default

10000

false

java.la
ng.Obj
ect

false

java.la
ng.Obj
ect

Type

Object

int

RemovalListener

StatsCounter

boolean

String

boolean

String
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CHAPTER 56. CASTOR DATAFORMAT (DEPRECATED)

Available as of Camel version 2.1

Castor is a Data Format which uses the Castor XML library to unmarshal an XML payload into Java
objects or to marshal Java objects into an XML payload.

As usually you can use either Java DSL or Spring XML to work with Castor Data Format.

56.1. USING THE JAVA DSL

from("direct:order").
marshal().castor().
to("activemqg:queue:order");

For example the following uses a named DataFormat of Castor which uses default Castor data binding
features.

CastorDataFormat castor = new CastorDataFormat ();

from("activemq:My.Queue").
unmarshal(castor).
to("mgseries:Another.Queue");

If you prefer to use a named reference to a data format which can then be defined in your Registry such
as via your Spring XML file. e.qg.

from("activemq:My.Queue").
unmarshal("mycastorType").
to("mgseries:Another.Queue");

If you want to override default mapping schema by providing a mapping file you can set it as follows.

CastorDataFormat castor = new CastorDataFormat ();
castor.setMappingFile("mapping.xml");

Also if you want to have more control on Castor Marshaller and Unmarshaller you can access them as

below.

castor.getMarshaller();
castor.getUnmarshaller();

56.2. USING SPRING XML

The following example shows how to use Castor to unmarshal using Spring configuring the castor data
type

<camelContext id="camel" xmlns="http://camel.apache.org/schema/spring">
<route>
<from uri="direct:start"/>
<unmarshal>
<castor validation="true" />
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</unmarshal>
<to uri="mock:result"/>
</route>
</camelContext>

This example shows how to configure the data type just once and reuse it on multiple routes. You have
to set the <castor> element directly in <camelContext>.

<camelContext>
<camelContext id="camel" xmlns="http://camel.apache.org/schema/spring">
<dataFormats>
<castor id="myCastor'"/>
</dataFormats>

<route>
<from uri="direct:start"/>
<marshal ref="myCastor"/>
<to uri="direct:marshalled"/>
</route>
<route>
<from uri="direct:marshalled"/>
<unmarshal ref="myCastor"/>
<to uri="mock:result"/>
</route>

</camelContext>

56.3. OPTIONS

The Castor dataformat supports 9 options which are listed below.

Default Java Description

Type
mappingFile Strin Path to a Castor mapping file to load from the classpath.

g
whitelistEnabled true Boole Define if Whitelist feature is enabled or not

an
allowedUnmarsha Strin  Define the allowed objects to be unmarshalled. You can specify
lIObjects g the FQN class name of allowed objects, and you can use

comma to separate multiple entries. It is also possible to use
wildcards and regular expression which is based on the pattern
defined by link

org.apache.camel.util. EndpointHelpermatchPattern(String,
String). Denied objects takes precedence over allowed objects.
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Default Description

deniedUnmarshal Strin  Define the denied objects to be unmarshalled. You can specify

I0bjects g the FQN class name of deined objects, and you can use comma
to separate multiple entries. It is also possible to use wildcards
and regular expression which is based on the pattern defined by
link org.apache.camel.util. EndpointHelpermatchPattern(String,
String). Denied objects takes precedence over allowed objects.

validation true Boole  Whether validation is turned on or off. Is by default true.
an

encoding UTF-8 Strin Encoding to use when marshalling an Object to XML. Is by
g default UTF-8

packages Strin  Add additional packages to Castor XmlContext
gl]

classes Strin  Add additional class names to Castor XmIContext
gl]

contentTypeHead false Boole  Whether the data format should set the Content-Type header

er an with the type from the data format if the data format is capable of
doing so. For example application/xml for data formats
marshalling to XML, or application/json for data formats
marshalling to JSon etc.

56.4. DEPENDENCIES

To use Castor in your camel routes you need to add the a dependency on camel-castor which
implements this data format.

If you use maven you could just add the following to your pom.xml, substituting the version number for
the latest & greatest release (see the download page for the latest versions).

<dependency>
<groupIld>org.apache.camel</groupId>
<artifactId>camel-castor</artifactId>
<version>Xx.X.x</version>
</dependency>
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CHAPTER 57. CAMEL CDI

The Camel CDI component provides auto-configuration for Apache Camel using CDI as dependency
injection framework based on convention-over-configuration. It auto-detects Camel routes available in
the application and provides beans for common Camel primitives like

Endpoint, FluentProducerTemplate, ProducerTemplate or TypeConverter. It implements
standard Camel bean integration so that Camel annotations like @Consume, @Produce

and @PropertyInject can be used seamlessly in CDI beans. Besides, it bridges Camel events (e.g.
RouteAddedEvent, CamelContextStartedEvent, ExchangeCompletedEvent, ...) as CDI events
and provides a CDI events endpoint that can be used to consume / produce CDI events from / to Camel
routes.

While the Camel CDI component is available as of Camel 2.10, it’s been rewritten in Camel 2.17 to better
fit into the CDI programming model. Hence some of the features like the Camel events to CDI events
bridge and the CDI events endpoint only apply starting Camel 2.17.

More details on how to test Camel CDI applications are available in Camel CDI testing.

CAUTION

camel-cdi is deprecated in OSGi and not supported. Use OSGi Blueprint if using Camel with OSGi.

57.1. AUTO-CONFIGURED CAMEL CONTEXT

Camel CDI automatically deploys and configures a CamelContext bean. That CamelContext bean is
automatically instantiated, configured and started (resp. stopped) when the CDI container initializes
(resp. shuts down). It can be injected in the application, e.g.:

CamelContext context;

I @Inject

That default CamelContext bean is qualified with the built-in @Default qualifier, is
scoped @ApplicationScoped and is of type DefaultCamelContext.

Note that this bean can be customized programmatically and other Camel context beans can be
deployed in the application as well.

57.2. AUTO-DETECTING CAMEL ROUTES

Camel CDI automatically collects all the RoutesBuilder beans in the application, instantiates and add
them to the CamelContext bean instance when the CDI container initializes. For example, adding a
Camel route is as simple as declaring a class, e.g.:

class MyRouteBean extends RouteBuilder {

@Override
public void configure() {
from("jms:invoices").to("file:/invoices");

}
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Note that you can declare as many RoutesBuilder beans as you want. Besides, RouteContainer
beans are also automatically collected, instantiated and added to the CamelContext bean instance
managed by Camel CDI when the container initializes.

Available as of Camel 2.19

In some situations, it may be necessary to disable the auto-configuration of the RouteBuilder and
RouteContainer beans. That can be achieved by observing for the CdiCamelConfiguration
event, e.g.:

static void configuration(@Observes CdiCamelConfiguration configuration) {
configuration.autoConfigureRoutes(false);

}

Similarly, it is possible to deactivate the automatic starting of the configured CamelContext beans, e.g.:

static void configuration(@Observes CdiCamelConfiguration configuration) {
configuration.autoStartContexts(false);

}

57.3. AUTO-CONFIGURED CAMEL PRIMITIVES

Camel CDI provides beans for common Camel primitives that can be injected in any CDI beans, e.g.:

@Inject
@Uri("direct:inbound")
ProducerTemplate producerTemplate;

@Inject
@Uri("direct:inbound")
FluentProducerTemplate fluentProducerTemplate;

@Inject
MockEndpoint outbound; // URI defaults to the member name, 1i.e.
mock :outbound

@Inject
@Uri("direct:inbound")

Endpoint endpoint;

@Inject
TypeConverter converter;

57.4. CAMEL CONTEXT CONFIGURATION

If you just want to change the name of the default CamelContext bean, you can used the
@ContextName qualifier provided by Camel CDI, e.g.:

@ContextName('"camel-context")
class MyRouteBean extends RouteBuilder {

@Override
public void configure() {
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from("jms:invoices").to("file:/invoices");

Else, if more customization is needed, any CamelContext class can be used to declare a custom
Camel context bean. Then, the @PostConstruct and @PreDestroy lifecycle callbacks can be done to
do the customization, e.g.:

@ApplicationScoped
class CustomCamelContext extends DefaultCamelContext {

@PostConstruct
void customize() {
// Set the Camel context name
setName("custom");
// Disable JMX
disableJMX();

}

@PreDestroy
void cleanUp() {
/7.

}

Producer and disposer methods can also be used as well to customize the Camel context bean, e.g.:

class CamelContextFactory {

@Produces

@ApplicationScoped

CamelContext customize() {
DefaultCamelContext context = new DefaultCamelContext();
context.setName("custom");
return context;

}

void cleanUp(@Disposes CamelContext context) {
/S

}

Similarly, producer fields can be used, e.g.:

@Produces
@ApplicationScoped
CamelContext context = new CustomCamelContext();

class CustomCamelContext extends DefaultCamelContext {

CustomCamelContext () {
setName("custom");

}
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This pattern can be used for example to avoid having the Camel context routes started automatically

when the container initializes by calling the setAutoStartup method, e.g.:

@ApplicationScoped

class ManualStartupCamelContext extends DefaultCamelContext {

@PostConstruct
void manual() {
setAutoStartup(false);

}

57.5. MULTIPLE CAMEL CONTEXTS

Any number of CamelContext beans can actually be declared in the application as documented above.
In that case, the CDI qualifiers declared on these CamelContext beans are used to bind the Camel
routes and other Camel primitives to the corresponding Camel contexts. From example, if the following

beans get declared:
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@ApplicationScoped
@ContextName("foo")
class FooCamelContext extends DefaultCamelContext {

}

@ApplicationScoped
@BarContextQualifier
class BarCamelContext extends DefaultCamelContext {

}

@ContextName("foo")
class RouteAddedToFooCamelContext extends RouteBuilder {

@override
public void configure() {
/S
}
3

@BarContextQualifier
class RouteAddedToBarCamelContext extends RouteBuilder {

@Ooverride
public void configure() {
/.
}
}

@ContextName("baz")
class RouteAddedToBazCamelContext extends RouteBuilder {

@Override
public void configure() {
/S

}
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@VMyOotherQualifier
class RouteNotAddedToAnyCamelContext extends RouteBuilder {

@Override
public void configure() {
/S

}

The RoutesBuilder beans qualified with @ContextName are automatically added to the
corresponding CamelContext beans by Camel CDI. If no such CamelContext bean exists, it gets
automatically created, as for the RouteAddedToBazCamelContext bean. Note this only happens for
the @ContextName qualifier provided by Camel CDI. Hence

the RouteNotAddedToAnyCamelContext bean qualified with the user-

defined @MyOtherQualifier qualifier does not get added to any Camel contexts. That may be useful,
for example, for Camel routes that may be required to be added later during the application execution.

NOTE

Since Camel version 2.17.0, Camel CDI is capable of managing any kind of
CamelContext beans (e.g. DefaultCamelContext). In previous versions, it is only
capable of managing beans of type CdiCamelContext so it is required to extend it.

The CDI qualifiers declared on the CamelContext beans are also used to bind the corresponding
Camel primitives, e.g.:

@Inject

@ContextName("foo")
@Uri("direct:inbound")
ProducerTemplate producerTemplate;

@Inject

@ContextName("foo")

@Uri("direct:inbound")

FluentProducerTemplate fluentProducerTemplate;

@Inject

@BarContextQualifier

MockEndpoint outbound; // URI defaults to the member name, 1i.e.
mock :outbound

@Inject
@ContextName("baz")
@Uri("direct:inbound")
Endpoint endpoint;

57.6. CONFIGURATION PROPERTIES

To configure the sourcing of the configuration properties used by Camel to resolve properties
placeholders, you can declare a PropertiesComponent bean qualified with
@Named("properties"), e.g.:
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@Produces

@ApplicationScoped

@Named ( "properties")

PropertiesComponent propertiesComponent() {
Properties properties = new Properties();
properties.put("property", "value");
PropertiesComponent component = new PropertiesComponent();
component.setInitialProperties(properties);
component.setLocation("classpath:placeholder.properties");
return component;

If you want to use DeltaSpike configuration mechanism you can declare the
following PropertiesComponent bean:

@Produces

@ApplicationScoped

@Named ("properties™")

PropertiesComponent properties(PropertiesParser parser) {
PropertiesComponent component = new PropertiesComponent();
component.setPropertiesParser(parser);
return component;

}

// PropertiesParser bean that uses DeltaSpike to resolve properties
static class DeltaSpikeParser extends DefaultPropertiesParser {
@Ooverride
public String parseProperty(String key, String value, Properties
properties) {
return ConfigResolver.getPropertyVvalue(key);
}

You can see the camel-example-cdi-properties example for a working example of a Camel CDI
application using DeltaSpike configuration mechanism.

57.7. AUTO-CONFIGURED TYPE CONVERTERS

CDI beans annotated with the @Converter annotation are automatically registered into the deployed
Camel contexts, e.g.:

@Converter
public class MyTypeConverter {

@Converter
public Output convert(Input input) {
/.

}

Note that CDI injection is supported within the type converters.

57.8. CAMEL BEAN INTEGRATION
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As part of the Camel bean integration, Camel comes with a set of annotations that are seamlessly
supported by Camel CDI. So you can use any of these annotations in your CDI beans, e.g.:

Camel annotation CDI equivalent

Configuration
property

Producer template
injection (default
Camel context)

Endpoint injection
(default Camel
context)

Endpoint injection
(Camel context by
name)

Bean injection (by
type)

Bean injection (by
name)

@PropertyInject("key")
String value;

@Produce(uri =
"mock:outbound")
ProducerTemplate
producer;

@Produce(uri =
"mock:outbound")
FluentProducerTemplate
producer;

@EndpointInject(uri
"direct:inbound")
Endpoint endpoint;

@EndpointInject(uri

"direct:inbound",
context

= "foo")

Endpoint contextEndpoint;

@BeanInject
MyBean bean;

@BeanInject("foo")
MyBean bean;

If using DeltaSpike configuration
mechanism:

@Inject
@ConfigProperty(name =
Ilkeyll )

String value;

See configuration properties for more
details.

@Inject
@Uri("direct:outbound™")
ProducerTemplate
producer;

@Produce(uri =
"direct:outbound")
FluentProducerTemplate
producer;

@Inject
@Uri("direct:inbound")
Endpoint endpoint;

@Inject
@ContextName("foo")
@Uri("direct:inbound")
Endpoint contextEndpoint;

@Inject
MyBean bean;

@Inject
@Named ("foo")
MyBean bean;
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Camel annotation CDI equivalent

POJO consuming
@Consume(uri = I
"seda:inbound")
void consume(@Body String

body) {
/.
}

57.8.2. Bean component

You can refer to CDI beans, either by type or name, From the Camel DSL, e.g. with the Java Camel
DSL:

class MyBean {
/S

}

from("direct:inbound").bean(MyBean.class);
Or to lookup a CDI bean by name from the Java DSL:

@Named("foo")
class MyNamedBean {
/S

}

from("direct:inbound").bean("foo");

57.8.3. Referring beans from Endpoint URIs

When configuring endpoints using the URI syntax you can refer to beans in the Registry using the #
notation. If the URI parameter value starts with a # sign then Camel CDI will lookup for a bean of the
given type by name, e.g.:

from("jms:queue:{{destination}}?
transacted=true&transactionManager=#jtaTransactionManager").to("...");

Having the following CDI bean qualified with @Named (" jtaTransactionManager"):

@Produces

@Named ("jtaTransactionManager")

PlatformTransactionManager createTransactionManager(TransactionManager

transactionManager, UserTransaction userTransaction) {
JtaTransactionManager jtaTransactionManager = new

JtaTransactionManager();
jtaTransactionManager.setUserTransaction(userTransaction);
jtaTransactionManager.setTransactionManager (transactionManager);
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jtaTransactionManager.afterPropertiesSet();
return jtaTransactionManager;

57.9. CAMEL EVENTS TO CDI EVENTS

Available as of Camel 2.17

Camel provides a set of management events that can be subscribed to for listening to Camel context,
service, route and exchange events. Camel CDI seamlessly translates these Camel events into CDI
events that can be observed using CDI observer methods, e.g.:

void onContextStarting(@Observes CamelContextStartingEvent event) {
// Called before the default Camel context is about to start

}

As of Camel 2.18, it is possible to observe events for a particular route (RouteAddedEvent,
RouteStartedEvent, RouteStoppedEvent and RouteRemovedEvent) should it have an explicit
defined, e.g.:

from("...").routeId("foo").to("...");

void onRouteStarted(@Observes @Named('"foo") RouteStartedEvent event) {
// Called after the route "foo" has started

}

When multiple Camel contexts exist in the CDI container, the Camel context bean qualifiers,
like @ContextName, can be used to refine the observer method resolution to a particular Camel context
as specified in observer resolution, e.g.:

void onRouteStarted(@Observes @ContextName("foo") RouteStartedEvent event)

{
// Called after the route 'event.getRoute()' for the Camel context

'foo' has started

}

void onContextStarted(@Observes @Manual CamelContextStartedEvent event) {
// Called after the the Camel context qualified with '@Manual' has
started

}

Similarly, the @Default qualifier can be used to observe Camel events for the default Camel context if
multiples contexts exist, e.g.:

void onExchangeCompleted(@Observes @Default ExchangeCompletedEvent event)

{
// Called after the exchange 'event.getExchange()' processing has
completed

}

In that example, if no qualifier is specified, the @Any qualifier is implicitly assumed, so that corresponding
events for all the Camel contexts get received.
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Note that the support for Camel events translation into CDI events is only activated if observer methods
listening for Camel events are detected in the deployment, and that per Camel context.

57.10. CDI EVENTS ENDPOINT
Available as of Camel 2.17

The CDI event endpoint bridges the CDI events with the Camel routes so that CDI events can be
seamlessly observed / consumed (resp. produced / fired) from Camel consumers (resp. by Camel
producers).

The CdiEventEndpoint<T> bean provided by Camel CDI can be used to observe / consume CDI
events whose event type is T, for example:

@Inject
CdiEventEndpoint<String> cdiEventEndpoint;

from(cdiEventEndpoint).log("CDI event received: ${body}");
This is equivalent to writing:

@Inject
@Uri("direct:event")
ProducerTemplate producer;

void observeCdiEvents(@Observes String event) {
producer.sendBody(event);

}

from("direct:event").log("CDI event received: ${body}");

Conversely, the CdiEventEndpoint<T> bean can be used to produce / fire CDI events whose event
type is T, for example:

@Inject
CdiEventEndpoint<String> cdiEventEndpoint;

from("direct:event").to(cdiEventEndpoint).log("CDI event sent: ${body}");
This is equivalent to writing:

@Inject
Event<String> event;

from("direct:event").process(new Processor() {
@Ooverride
public void process(Exchange exchange) {
event.fire(exchange.getBody(String.class));

}
}).log("CDI event sent: ${body}");

Or using a Java 8 lambda expression:
I @Inject
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Event<String> event;

from("direct:event")
.process(exchange ->
event.fire(exchange.getIn().getBody(String.class)))
.log("CDI event sent: ${body}");

The type variable T (resp. the qualifiers) of a particular CdiEventEndpoint<T> injection point are
automatically translated into the parameterized event type (resp. into the event qualifiers) e.g.:

@Inject
@FooQualifier
CdiEventEndpoint<List<String>> cdiEventEndpoint;

from("direct:event").to(cdiEventEndpoint);

void observeCdiEvents(@Observes @FooQualifier List<String> event) {
logger.info("CDI event: {}", event);

}

When multiple Camel contexts exist in the CDI container, the Camel context bean qualifiers,
like @ContextName, can be used to qualify the CdiEventEndpoint<T> injection points, e.g.:

@Inject

@ContextName("foo")

CdiEventEndpoint<List<String>> cdiEventEndpoint;

// 0nly observes / consumes events having the @ContextName("foo") qualifier
from(cdiEventEndpoint).log("Camel context (foo) > CDI event received:
${body}");

// Produces / fires events with the @ContextName('"foo") qualifier
from("...").to(cdiEventEndpoint);

void observeCdiEvents (@0Observes @ContextName("foo") List<String> event) {
logger.info("Camel context (foo) > CDI event: {}", event);

}

Note that the CDI event Camel endpoint dynamically adds an observer method for each unique
combination of event type and event qualifiers and solely relies on the container typesafe observer
resolution, which leads to an implementation as efficient as possible.

Besides, as the impedance between the typesafe nature of CDI and the dynamic nature of the Camel
component model is quite high, it is not possible to create an instance of the CDI event Camel endpoint
via URIs. Indeed, the URI format for the CDI event component is:

cdi-event://PayloadType<Tl, ..., Tn>[?qualifiers=QualifierTypell[, ...
[,QualifierTypeN]...]]
With the authority PayloadType (resp. the QualifierType) being the URI escaped fully qualified

name of the payload (resp. qualifier) raw type followed by the type parameters section delimited by angle
brackets for payload parameterized type. Which leads to unfriendly URls, e.g.:

cdi-

event://org.apache.camel.cdi.example.EventPayload%3Cjava.lang.Integer%3E?
qualifiers=org.apache.camel.cdi.example.FooQualifier%2Corg.apache.camel.cd
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I i.example.BarQualifier

But more fundamentally, that would prevent efficient binding between the endpoint instances and the
observer methods as the CDI container doesn’t have any ways of discovering the Camel context model
during the deployment phase.

57.11. CAMEL XML CONFIGURATION IMPORT

Available as of Camel 2.18

While CDI favors a typesafe dependency injection mechanism, it may be useful to reuse existing Camel
XML configuration files into a Camel CDI application. In other use cases, it might be handy to rely on the
Camel XML DSL to configure its Camel contexi(s).

You can use the @ImportResource annotation that’s provided by Camel CDI on any CDI beans and
Camel CDI will automatically load the Camel XML configuration at the specified locations, e.g.:

@ImportResource('"camel-context.xml")
class MyBean {

}

Camel CDI will load the resources at the specified locations from the classpath (other protocols may be
added in the future).

Every CamelContext elements and other Camel primitives from the imported resources are
automatically deployed as CDI beans during the container bootstrap so that they benefit from the auto-
configuration provided by Camel CDI and become available for injection at runtime. If such an element
has an explicit id attribute set, the corresponding CDI bean is qualified with the @Named qualifier, e.qg.,
given the following Camel XML configuration:

<camelContext id="foo">
<endpoint id="bar" uri="seda:inbound">
<property key="queue" value="#queue"/>
<property key="concurrentConsumers" value="10"/>
</endpoint>
<camelContext/>

The corresponding CDI beans are automatically deployed and can be injected, e.qg.:

@Inject
@ContextName("foo")
CamelContext context;

@Inject
@Named ("bar™")
Endpoint endpoint;

Note that the CamelContext beans are automatically qualified with both
the @Named and @ContextName qualifiers. If the imported CamelContext element doesn’t have
an id attribute, the corresponding bean is deployed with the built-in @Default qualifier.

Conversely, CDI beans deployed in the application can be referred to from the Camel XML
configuration, usually using the ref attribute, e.g., given the following bean declared:
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@Produces

@Named ("baz")

Processor processor = exchange -> exchange.getIn().setHeader("qux",
Ilquuxll ) ;

A reference to that bean can be declared in the imported Camel XML configuration, e.g.:

<camelContext id="foo">

<route>
<from uri="..."/>
<process ref="baz"/>
</route>
<camelContext/>

57.12. TRANSACTION SUPPORT
Available as of Camel 2.19
Camel CDI provides support for Camel transactional client using JTA.

That support is optional hence you need to have JTA in your application classpath, e.g., by explicitly add
JTA as a dependency when using Maven:

<dependency>
<groupId>javax.transaction</groupId>
<artifactId>javax.transaction-api</artifactId>
<scope>runtime</scope>

</dependency>

You'll have to have your application deployed in a JTA capable container or provide a standalone JTA
implementation.

CAUTION

Note that, for the time being, the transaction manager is looked up as JNDI resource with the
java:/TransactionManager key.

More flexible strategies will be added in the future to support a wider range of deployment scenarios.

57.12.1. Transaction policies

Camel CDI provides implementation for the typically supported Camel TransactedPolicy as CDI
beans. It is possible to have these policies looked up by name using the transacted EIP, e.g.:

class MyRouteBean extends RouteBuilder {

@Override
public void configure() {
from("activemq:queue:foo")
.transacted("PROPAGATION_REQUIRED")
.bean("transformer™")
.to("jpa:my.application.entity.Bar")
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.log("${body.id} inserted");

This would be equivalent to:

class MyRouteBean extends RouteBuilder {

@Inject
@Named ( "PROPAGATION_REQUIRED")
Policy required;

@Override
public void configure() {
from("activemq:queue:foo")
.policy(required)
.bean("transformer")
.to("jpa:my.application.entity.Bar")
.log("${body.id} inserted");

The list of supported transaction policy names is:
o PROPAGATION_NEVER,
e PROPAGATION_NOT_SUPPORTED,
o PROPAGATION_SUPPORTS,
e PROPAGATION_REQUIRED,
o PROPAGATION_REQUIRES_NEW,
o PROPAGATION_NESTED,

e PROPAGATION_MANDATORY.

57.12.2. Transactional error handler

Camel CDI provides a transactional error handler that extends the redelivery error handler, forces a
rollback whenever an exception occurs and creates a new transaction for each redelivery.

Camel CDI provides the CdiRouteBuilder class that exposes the transactionErrorHandler
helper method to enable quick access to the configuration, e.g.:

class MyRouteBean extends CdiRouteBuilder {

@Override
public void configure() {
errorHandler (transactionErrorHandler ()
.setTransactionPolicy ("PROPAGATION_SUPPORTS")
.maximumRedeliveries(5)
.maximumRedeliveryDelay(5000)
.collisionAvoidancePercent(10)
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.backOffMultiplier(1.5));

57.13. AUTO-CONFIGURED OSGI INTEGRATION
Available as of Camel 2.17

The Camel context beans are automatically adapted by Camel CDI so that they are registered as OSGi
services and the various resolvers (like ComponentResolver and DataFormatResolver) integrate
with the OSGi registry. That means that the Karaf Camel commands can be used to operate the Camel
contexts auto-configured by Camel CDI, e.g.:

karaf@root()> camel:context-list

Context Status Total # Failed # Inflight #
Uptime
camel-cdi Started 1 0

0 1 minute

See the camel-example-cdi-osgi example for a working example of the Camel CDI OSGi
integration.

57.14. LAZY INJECTION / PROGRAMMATIC LOOKUP

While the CDI programmatic model favors a typesafe resolution mechanism that occurs at application
initialization time, it is possible to perform dynamic / lazy injection later during the application execution
using the programmatic lookup mechanism.

Camel CDI provides for convenience the annotation literals corresponding to the CDI qualifiers that you
can use for standard injection of Camel primitives. These annotation literals can be used in conjunction
with the javax.enterprise.inject.Instance interface which is the CDI entry point to perform lazy
injection / programmatic lookup.

For example, you can use the provided annotation literal for the @Ur i qualifier to lazily lookup for Camel
primitives, e.g. for ProducerTemplate beans:

@Any
@Inject
Instance<ProducerTemplate> producers;

ProducerTemplate inbound = producers
.select(Uri.Literal.of("direct:inbound"))

.get();

Or for Endpoint beans, e.g.:

@Any
@Inject
Instance<Endpoint> endpoints;

MockEndpoint outbound = endpoints
.select(MockEndpoint.class, Uri.Literal.of("mock:outbound"))
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| .get();

Similarly, you can use the provided annotation literal for the @ContextName qualifier to lazily lookup for
CamelContext beans, e.g.:

@Any
@Inject
Instance<CamelContext> contexts;

CamelContext context = contexts
.select(ContextName.Literal.of("foo0"))

-get();
You can also refined the selection based on the Camel context type, e.g.:

@Any
@Inject
Instance<CamelContext> contexts;

// Refine the selection by type
Instance<DefaultCamelContext> context =
contexts.select(DefaultCamelContext.class);

// Check if such a bean exists then retrieve a reference

if (!context.isUnsatisfied())
context.get();

Or even iterate over a selection of Camel contexts, e.g.:

@Any
@Inject
Instance<CamelContext> contexts;

for (CamelContext context : contexts)
context.setUseBreadcrumb(true);

57.15. MAVEN ARCHETYPE

Among the available Camel Maven archetypes, you can use the provided camel-archetype-cdi to
generate a Camel CDI Maven project, e.g.:

mvn archetype:generate -DarchetypeGroupId=org.apache.camel.archetypes -
DarchetypeArtifactId=camel-archetype-cdi

57.16. SUPPORTED CONTAINERS

The Camel CDI component is compatible with any CDI 1.0, CDI 1.1 and CDI 1.2 compliant runtime. It's
been successfully tested against the following runtimes:
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Container Version Runtime

Weld SE 1.1.28.Final CDI1.0/Java SE 7
OpenWebBeans 1.2.7 CDI1.0/Java SE 7
Weld SE 2.4.2.Final CDI1.2/Java SE 7
OpenWebBeans 1.7.2 CDI1.2/Java SE 7
WildFly 8.2.1.Final CDI1.2/Java EE 7
WildFly 9.0.1.Final CDI1.2/Java EE 7
WildFly 10.1.0.Final CDI1.2/Java EE 7

57.17. EXAMPLES

The following examples are available in the examples directory of the Camel project:

Example Description

camel-example-
cdi

camel-example-
cdi-kubernetes

camel-example-
cdi-metrics

camel-example-
cdi-properties

camel-example-
cdi-osgi

camel-example-

cdi-rest-servlet

camel-example-
cdi-test

camel-example-
cdi-xml

lllustrates how to work with Camel using CDI to configure components, endpoints
and beans

lllustrates the integration between Camel, CDI and Kubernetes

lllustrates the integration between Camel, Dropwizard Metrics and CDI

lllustrates the integration between Camel, DeltaSpike and CDI for configuration
properties

A CDI application using the SUIMS component that can be executed inside an
OSGi container using PAX CDI

lllustrates the Camel REST DSL being used in a Web application that uses CDI as
dependency injection framework

Demonstrates the testing features that are provided as part of the integration
between Camel and CDI

lllustrates the use of Camel XML configuration files into a Camel CDI application
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Example Description

camel-example- An example using REST DSL and Swagger Java with CDI
swagger -cdi

camel-example- The Widget and Gadget use-case from the EIP book implemented in Java with
widget-gadget- CDI dependency Injection
cdi

57.18. SEE ALSO

e Camel CDI testing

e (DI specification Web site

e CDI ecosystem

e Weld home page

o OpenWebBeans home page

e Going further with CDI and Camel (See Camel CDI section)
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CHAPTER 58. CHRONICLE ENGINE COMPONENT

Available as of Camel version 2.18

The camel chronicle-engine component let you leverage the power of OpenHFT’s Chronicle-Engine

58.1. URI FORMAT

I chronicle-engine:addresses/path[?options]

58.2. URI OPTIONS
The Chronicle Engine component has no options.

The Chronicle Engine endpoint is configured using URI syntax:
I chronicle-engine:addresses/path
with the following path and query parameters:
58.2.1. Path Parameters (2 parameters):
Name Description Default Type

addresses Required Engine addresses. Multiple addresses can String
be separated by comma.

path Required Engine path String

58.2.2. Query Parameters (12 parameters):
Name Description Default Type

action (common) The default action to perform, valid values are: - String
PUBLISH - PPUBLISH_AND_INDEX - PPUT -
PGET_AND_PUT - PPUT_ALL - PPUT_IF_ABSENT
- PGET - PGET_AND_REMOVE - PREMOVE -
PIS_EMPTY - PSIZE

clusterName Cluster name for queue String
(common)

filteredMapEvent A comma separated list of Map event type to filer, String

s (common) valid values are: INSERT, UPDATE, REMOVE.

persistent Enable/disable data persistence true boolean
(common)
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Name Description Default Type
subscribeMapEve  Set if consumer should subscribe to Map events, true boolean
nts (common) default true.

subscribeTopicE Set if consumer should subscribe to TopicEvents,d false boolean
vents (common) efault false.

subscribeTopolo Set if consumer should subscribe to false boolean
gicalEvents TopologicalEvents,d efault false.

(common)

wireType The Wire type to use, default to binary wire. BINAR String
(common) Y
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).
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CHAPTER 59. CHUNK COMPONENT

Available as of Camel version 2.15

The chunk: component allows for processing a message using a Chunk template. This can be ideal
when using Templating to generate responses for requests.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>

<groupId>org.apache.camel</groupId>
<artifactId>camel-chunk</artifactId>

<version>x.x.x</version> <!-- use the same version as your Camel core
version -->

</dependency>

59.1. URI FORMAT
I chunk:templateName[?options]

Where templateName is the classpath-local URI of the template to invoke.

You can append query options to the URI in the following format, 2option=value&option=valueé..

59.2. OPTIONS
The Chunk component has no options.

The Chunk endpoint is configured using URI syntax:
I chunk:resourceUri

with the following path and query parameters:

59.2.1. Path Parameters (1 parameters):
Name Description Default Type

resourceUri Required Path to the resource. You can prefix with: String
classpath, file, http, ref, or bean. classpath, file and
http loads the resource using these protocols
(classpath is default). ref will lookup the resource in
the registry. bean will call a method on a bean to be
used as the resource. For bean you can specify the
method name after dot, eg bean:myBean.myMethod.

59.2.2. Query Parameters (7 parameters):
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Name Description Default Type
contentCache Sets whether to use resource content cache or not false boolean
(producer)

encoding Define the encoding of the body String
(producer)

extension Define the file extension of the template String
(producer)

themeFolder Define the themes folder to scan String
(producer)

themelLayer Define the theme layer to elaborate String
(producer)

themeSubfolder Define the themes subfolder to scan String
(producer)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

Chunk component will look for a specific template in themes folder with extensions .chtm/or _.cxml. _If
you need to specify a different folder or extensions, you will need to use the specific options listed above.

59.3. CHUNK CONTEXT

Camel will provide exchange information in the Chunk context (just a Map). The Exchange is transferred
as:

key value

exchange The Exchange itself.

exchange.pro The Exchange properties.
perties

headers The headers of the In message.

camelContext The Camel Context.

request The In message.
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key value
body The In message body.
response The Out message (only for InOut message exchange pattern).

59.4. DYNAMIC TEMPLATES

Camel provides two headers by which you can define a different resource location for a template or the
template content itself. If any of these headers is set then Camel uses this over the endpoint configured
resource. This allows you to provide a dynamic template at runtime.

Header

ChunkConstants.C ~ String
HUNK_RESOURC
E_URI

ChunkConstants.C  String
HUNK_TEMPLAT
E

59.5. SAMPLES

Descri Support Version

ption

A URI
for the
templat
e
resourc
eto
use
instead
of the
endpoi
nt
configu
red.

The
templat
eto
use
instead
of the
endpoi
nt
configu
red.

For example you could use something like:

from("activemq:My.Queue").

I to("chunk:template");

To use a Chunk template to formulate a response for a message for InOut message exchanges (where

there is a JMSReplyTo header).
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If you want to use InOnly and consume the message and send it to another destination you could use:

from("activemq:My.Queue").
to("chunk:template").
to("activemq:Another.Queue");

It's possible to specify what template the component should use dynamically via a header, so for
example:

from("direct:in").
setHeader (ChunkConstants.CHUNK_RESOURCE_URI).constant("template").
to("chunk:dummy");

An example of Chunk component options use:

from("direct:in").
to("chunk:file_example?
themeFolder=template&themeSubfolder=subfolder&extension=chunk");

In this example Chunk component will look for the file file_example.chunk in the folder
template/subfolder.

59.6. THE EMAIL SAMPLE

In this sample we want to use Chunk templating for an order confirmation email. The email template is
laid out in Chunk as:

Dear {$headers.lastName}, {$headers.firstName}
Thanks for the order of {$headers.item}.

Regards Camel Riders Bookstore
{$body}

59.7. SEE ALSO
e Configuring Camel
e Component
e Endpoint

o Getting Started
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CHAPTER 60. CLASS COMPONENT

Available as of Camel version 2.4

The class: component binds beans to Camel message exchanges. It works in the same way as the
Bean component but instead of looking up beans from a Registry it creates the bean based on the class
name.

60.1. URI FORMAT
I class:className[?options]

Where className is the fully qualified class name to create and use as bean.

60.2. OPTIONS
The Class component has no options.

The Class endpoint is configured using URI syntax:
I class:beanName
with the following path and query parameters:
60.2.1. Path Parameters (1 parameters):
Name Description Default Type

beanName Required Sets the name of the bean to invoke String

60.2.2. Query Parameters (5 parameters):

Name Description Default Type
method (producer)  Sets the name of the method to invoke on the bean String
cache (advanced) If enabled, Camel will cache the result of the first false boolean

Registry look-up. Cache can be enabled if the bean
in the Registry is defined as a singleton scope.

multiParameterAr  Deprecated How to treat the parameters which are false boolean
ray (advanced) passed from the message body; if it is true, the

message body should be an array of parameters.

Note: This option is used internally by Camel, and is

not intended for end users to use. Deprecation note:

This option is used internally by Camel, and is not

intended for end users to use.
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Name Description Default Type
parameters Used for configuring additional properties on the bean Map
(advanced)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

60.3. USING

You simply use the class component just as the Bean component but by specifying the fully qualified
classname instead.
For example to use the MyFooBean you have to do as follows:

from("direct:start").to("class:org.apache.camel.component.bean.MyFooBean")
.to("mock:result");

You can also specify which method to invoke on the MyFooBean, for example hello:

from("direct:start").to("class:org.apache.camel.component.bean.MyFooBean?
method=hello").to("mock:result");

60.4. SETTING PROPERTIES ON THE CREATED INSTANCE

In the endpoint uri you can specify properties to set on the created instance, for example if it has a
setPrefix method:

// Camel 2.17 onwards
from("direct:start")
.to("class:org.apache.camel.component.bean.MyPrefixBean?
bean.prefix=Bye")
.to("mock:result");

// Camel 2.16 and older
from("direct:start")
.to("class:org.apache.camel.component.bean.MyPrefixBean?
prefix=Bye")
.to("mock:result");

And you can also use the # syntax to refer to properties to be looked up in the Registry.

// Camel 2.17 onwards
from("direct:start")
.to("class:org.apache.camel.component.bean.MyPrefixBean?
bean.cool=#fo00")
.to("mock:result");

// Camel 2.16 and older

468



CHAPTER 60. CLASS COMPONENT

from("direct:start")
.to("class:org.apache.camel.component.bean.MyPrefixBean?
cool=#foo0")
.to("mock:result");

Which will lookup a bean from the Registry with the id foo and invoke the setCool method on the
created instance of the MyPrefixBean class.

TIP:See more details at the Bean component as the class component works in much the same way.

60.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint
o Getting Started
e Bean
e Bean Binding

e Bean Integration
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CHAPTER 61. CMIS COMPONENT

Available as of Camel version 2.11

The cmis component uses the Apache Chemistry client APl and allows you to add/read nodes to/from a
CMIS compliant content repositories.

61.1. URI FORMAT

cmis://cmisServerUrl[?options]

You can append query options to the URI in the following format, ?options=value&option2=value&...

61.2. CMIS OPTIONS

The CMIS component supports 2 options which are listed below.

Name Description Default Type
sessionFacadeFa To use a custom CMISSessionFacadeFactory to CMISSessionFaca
ctory (common) create the CMISSessionFacade instances de Factory
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The CMIS endpoint is configured using URI syntax:

cmis:cmsurl

with the following path and query parameters:

61.2.1. Path Parameters (1 parameters):
Name Description Default Type

cmsUrl Required URL to the cmis repository String

61.2.2. Query Parameters (13 parameters):

Name Description Default Type
pageSize Number of nodes to retrieve per page 100 int
(common)
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Name Description Default Type
readContent If set to true, the content of document node will be false boolean
(common) retrieved in addition to the properties

readCount Max number of nodes to read int
(common)

repositoryld The Id of the repository to use. If not specified the String
(common) first available repository is used

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

query (consumer) The cmis query to execute against the repository. If String
not specified, the consumer will retrieve every node
from the content repository by iterating the content
tree recursively

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

queryMode If true, will execute the cmis query from the message false boolean
(producer) body and return result, otherwise will create a node in

the cmis repository

sessionFacadeFa To use a custom CMISSessionFacadeFactory to CMISSessionFaca
ctory (advanced) create the CMISSessionFacade instances de Factory
synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

password Password for the cmis repository String
(security)
username Username for the cmis repository String
(security)

471



Red Hat Fuse 7.1 Apache Camel Component Reference

61.3. USAGE

61.3.1. Message headers evaluated by the producer

Default  Description

Value

Camel
CMISF
older
Path

Camel
CMISR
etrie
veCon
tent

Camel
CMISR
eadSi
ze

cmis:
path

cmis:
name

cmis:
objec
tType
Id

cmis:
conte
ntStr
eamMi
meTyp

/ The current folder to use during the execution. If not specified will use the root folder

false InqueryMode this header will force the producer to retrieve the content of document
nodes.

(¢} Max number of nodes to read.

null If CamelCMISFolderPath is not set, will try to find out the path of the node from
this cmis property and it is name

null If CamelCMISFolderPath is not set, will try to find out the path of the node from
this cmis property and it is path

null The type of the node

null The mimetype to set for a document

61.3.2. Message headers set during querying Producer operation

Header

Camel
CMISR
esult
Count
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The message body will contain a list of maps, where each entry in the map is cmis property and its value.
If CamelCMISRetrieveContent header is set to true, one additional entry in the map with key
CamelCMISContent will contain InputStream of the document type of nodes.

61.4. DEPENDENCIES

Maven users will need to add the following dependency to their pom.xml.

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-cmis</artifactId>
<version>${camel-version}</version>
</dependency>

where ${camel-version} must be replaced by the actual version of Camel (2.11 or higher).

61.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint

o Getting Started

473



Red Hat Fuse 7.1 Apache Camel Component Reference

CHAPTER 62. CM SMS GATEWAY COMPONENT

Available as of Camel version 2.18

Camel-Cm-Sms is an Apache Camel component for the [CM SMS Gateway]
(https://www.cmtelecom.com).

It allows to integrate CM SMS APlin an application as a camel component.

You must have a valid account. More information are available at CM Telecom.

cm-sms://sgw@l.cm.nl/gateway.ashx?
defaultFrom=DefaultSender&defaultMaxNumberOfParts=8&productToken=xxxxx
Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-cm-sms</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

62.1. OPTIONS
The CM SMS Gateway component has no options.

The CM SMS Gateway endpoint is configured using URI syntax:
I cm-sms:host

with the following path and query parameters:

62.1.1. Path Parameters (1 parameters):
Name Description Default Type

host Required SMS Provider HOST with scheme String

62.1.2. Query Parameters (5 parameters):

Name Description Default Type
defaultFrom This is the sender name. The maximum length is 11 String
(producer) characters.
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Name Description Default Type
defaultMaxNumb If it is a multipart message forces the max number. 8 int
erOfParts Message can be truncated. Technically the gateway

(producer) will first check if a message is larger than 160

characters, if so, the message will be cut into multiple
153 characters parts limited by these parameters.

productToken Required The unique token to use String
(producer)

testConnectionO Whether to test the connection to the SMS Gateway false boolean
nStartup on startup

(producer)

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

62.2. SAMPLE

You can try this project to see how camel-cm-sms can be integrated in a camel route.
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CHAPTER 63. COAP COMPONENT

Available as of Camel version 2.16

Camel-CoAP is an Apache Camel component that allows you to work with CoAP, a lightweight REST-
type protocol for machine-to-machine operation. CoAP, Constrained Application Protocol is a specialized
web transfer protocol for use with constrained nodes and constrained networks and it is based on RFC
7252.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-coap</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

63.1. OPTIONS
The CoAP component has no options.

The CoAP endpoint is configured using URI syntax:
I coap:uri
with the following path and query parameters:
63.1.1. Path Parameters (1 parameters):
Name Description Default Type

uri The URI for the CoAP endpoint URI

63.1.2. Query Parameters (5 parameters):

Name Description Default Type
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.
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Name Description Default Type
coapMethodRestr Comma separated list of methods that the CoAP String
ict (consumer) consumer will bind to. The default is to bind to all

methods (DELETE, GET, POST, PUT).

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

63.2. MESSAGE HEADERS

Name Type Description

Camel String The request method that the CoAP producer should use when calling the
CoapM target CoAP server URI. Valid options are DELETE, GET, PING, POST &
ethod PUT.

Camel String The CoAP response code sent by the external server. See RFC 7252 for
CoapR details of what each code means.

espon

seCod

e

Camel String The URI of a CoAP server to call. Will override any existing URI configured
CoapUl directly on the endpoint.

ri

63.2.1. Configuring the CoAP producer request method

The following rules determine which request method the CoAP producer will use to invoke the target
URI:

1. The value of the CamelCoapMethod header

N

. GET if a query string is provided on the target CoAP server URI.

w

. POST if the message exchange body is not null.

4. GET otherwise.
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CHAPTER 64. CONSTANT LANGUAGE

Available as of Camel version 1.5

The Constant Expression Language is really just a way to specify constant strings as a type of
expression.

NOTE

This is a fixed constant value that is only set once during starting up the route, do not use
this if you want dynamic values during routing.

64.1. CONSTANT OPTIONS

The Constant language supports 1 options which are listed below.

Default Java Description
Type
trim true Boole  Whether to trim the value to remove leading and trailing
an whitespaces and line breaks

64.2. EXAMPLE USAGE

The setHeader element of the Spring DSL can utilize a constant expression like:

<route>
<from uri="seda:a"/>
<setHeader headerName="theHeader">
<constant>the value</constant>

</setHeader>
<to uri="mock:b"/>
</route>

in this case, the Message coming from the seda:a Endpoint will have 'theHeader' header set to the
constant value 'the value'.

And the same example using Java DSL:

from("seda:a")
.setHeader ("theHeader", constant("the value"))
.to("mock:b");

64.3. DEPENDENCIES

The Constant language is part of camel-core.
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CHAPTER 65. COMETD COMPONENT

Available as of Camel version 2.0

The cometd: component is a transport for working with the jetty implementation of the cometd/bayeux
protocol.

Using this component in combination with the dojo toolkit library it's possible to push Camel messages
directly into the browser using an AJAX based mechanism.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-cometd</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

65.1. URI FORMAT

I cometd://host:port/channelName[?options]

The channelName represents a topic that can be subscribed to by the Camel endpoints.

65.2. EXAMPLES

cometd://localhost:8080/service/mychannel
cometds://localhost:8443/service/mychannel

where cometds: represents an SSL configured endpoint.

65.3. OPTIONS

The CometD component supports 8 options which are listed below.

Name Description Default Type
sslKeyPassword The password for the keystore when using SSL. String
(security)

sslPassword The password when using SSL. String
(security)

sslKeystore The path to the keystore. String
(security)

securityPolicy To use a custom configured SecurityPolicy to control SecurityPolicy
(security) authorization
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Name Description Default Type
extensions To use a list of custom BayeuxServer.Extension that List
(common) allows modifying incoming and outgoing requests.

sslContextParam To configure security using SSLContextParameters SSLContextParam
eters (security) eters
useGlobalSsiCon Enable usage of global SSL context parameters. false boolean
text Parameters

(security)

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The CometD endpoint is configured using URI syntax:
I cometd:host:port/channelName

with the following path and query parameters:

65.3.1. Path Parameters (3 parameters):

Name Description Default Type
host Required Hostname String
port Required Host port number int

channelName Required The channelName represents a topic that String

can be subscribed to by the Camel endpoints.

65.3.2. Query Parameters (16 parameters):

Name Description Default Type
allowedOrigins The origins domain that support to cross, if the * String
(common) crosssOriginFilterOn is true

baseResource The root directory for the web resources or classpath. String
(common) Use the protocaol file: or classpath: depending if you

want that the component loads the resource from file
system or classpath. Classpath is required for OSGl
deployment where the resources are packaged in the
jar
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Name Description Default Type
crossOriginFilter If true, the server will support for cross-domain false boolean
On (common) filtering

filterPath The filterPath will be used by the CrossOriginFilter, if String
(common) the crosssOriginFilterOn is true

interval (common) The client side poll timeout in milliseconds. How long int

a client will wait between reconnects

jsonCommented If true, the server will accept JSON wrapped in a true boolean
(common) comment and will generate JSON wrapped in a
comment. This is a defence against Ajax Hijacking.

logLevel Logging level. 0O=none, 1=info, 2=debug. 1 int
(common)
maxInterval The max client side poll timeout in milliseconds. A 30000 int
(common) client will be removed if a connection is not received

in this time.
multiFramelnterv The client side poll timeout, if multiple connections are 1500 int
al (common) detected from the same browser.
timeout (common) The server side poll timeout in milliseconds. This is 240000 int

how long the server will hold a reconnect request
before responding.

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming

messages, or the likes, will now be processed as a

message and handled by the routing Error Handler.

By default the consumer will use the

org.apache.camel.spi.ExceptionHandler to deal with

exceptions, that will be logged at WARN or ERROR

level and ignored.

sessionHeadersE Whether to include the server session headers in the false boolean
nabled (consumer)  Camel message when creating a Camel Message for
incoming requests.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.
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Name Description Default Type
exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

disconnectLocalS  Whether to disconnect local sessions after publishing false boolean

ession (producer) a message to its channel. Disconnecting local session

is needed as they are not swept by default by
CometD, and therefore you can run out of memory.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

You can append query options to the URI in the following format, 2option=value&option=valuesé..
Here is some examples on How to pass the parameters

For file (for webapp resources located in the Web Application directory - - cometd://localhost:80807
resourceBase=file./webapp

For classpath (when by example the web resources are packaged inside the webapp folder - -
cometd://localhost:80807resourceBase=classpath:webapp

65.4. AUTHENTICATION
Available as of Camel 2.8

You can configure custom SecurityPolicy and Extension’s to the “CometdComponent which
allows you to use authentication as documented here

65.5. SETTING UP SSL FOR COMETD COMPONENT

65.5.1. Using the JSSE Configuration Utility

As of Camel 2.9, the Cometd component supports SSL/TLS configuration through the Camel JSSE
Configuration Utility. This utility greatly decreases the amount of component specific code you need to
write and is configurable at the endpoint and component levels. The following examples demonstrate
how to use the utility with the Cometd component. You need to configure SSL on the
CometdComponent.

Programmatic configuration of the component

KeyStoreParameters ksp = new KeyStoreParameters();
ksp.setResource("/users/home/server/keystore.jks");
ksp.setPassword("keystorePassword");

KeyManagersParameters kmp = new KeyManagersParameters();

kmp.setKeyStore(ksp);
kmp.setKeyPassword("keyPassword");
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TrustManagersParameters tmp = new TrustManagersParameters();
tmp.setKeyStore(ksp);

SSLContextParameters scp = new SSLContextParameters();
scp.setKeyManagers(kmp);
scp.setTrustManagers(tmp);

CometdComponent commetdComponent = getContext().getComponent('"cometds",
CometdComponent.class);
commetdComponent.setSslContextParameters(scp);

Spring DSL based configuration of endpoint

<camel:sslContextParameters
id="sslContextParameters">
<camel:keyManagers
keyPassword="keyPassword">
<camel:keyStore
resource="/users/home/server/keystore. jks"
password="keystorePassword" />
</camel:keyManagers>
<camel:trustManagers>
<camel:keyStore
resource="/users/home/server/keystore.jks"
password="keystorePassword" />
</camel:keyManagers>
</camel:sslContextParameters>...

<bean id="cometd"
class="org.apache.camel.component.cometd.CometdComponent">
<property name="sslContextParameters" ref="sslContextParameters"/>
</bean>

<to uri="cometds://127.0.0.1:443/service/test?
baseResource=file:./target/test-

classes/webapp&timeout=240000&interval=0&maxInterval=30000&multiFrameInter
val=1500&jsonCommented=true&logLevel=2"/>. ..

65.6. SEE ALSO
e Configuring Camel
e Component
e Endpoint

o Getting Started
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CHAPTER 66. CONSUL COMPONENT

Available as of Camel version 2.18
The Consul component is a component for integrating your application with Consul.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-consul</artifactId>
<version>${camel-version}</version>
</dependency>

66.1. URI FORMAT
I consul://domain?[options]
You can append query options to the URI in the following format:

I ?option=value&option=value&...

66.2. OPTIONS

The Consul component supports 9 options which are listed below.

Name Description Default Type

url (common) The Consul agent URL String

datacenter The data center String

(common)

sslContextParam SSL configuration using an SSLContextParam

eters (common) org.apache.camel.util.jsse.SSLContextParameters eters
instance.

useGlobalSsICon Enable usage of global SSL context parameters. false boolean

text Parameters

(security)

aclToken Sets the ACL token to be used with Consul String

(common)

userName Sets the username to be used for basic authentication String

(common)

password Sets the password to be used for basic authentication String

(common)
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Name Description Default Type
configuration Sets the common configuration shared among ConsulConfigurati
(advanced) endpoints on
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Consul endpoint is configured using URI syntax:

consul:apiEndpoint

with the following path and query parameters:

66.2.1. Path Parameters (1 parameters):

Name Description Default Type

apiEndpoint Required The API endpoint String

66.2.2. Query Parameters (4 parameters):

Name Description Default Type
bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the

consumer will deal with exceptions, that will be

logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.
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Name

synchronous

(advanced)

66.3. HEADERS

Name

Camel
Consul
Action

Camel
Consul
Key

Camel
Consul
Eventld

Camel
Consul
EventN
ame

Camel

Consul
EventL
Time

Camel
Consul
NodeFil
ter

Camel

Consul
TagFilt
er

Camel
Consul
Sessio
nFilter
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Type

String

String

String

String

Long

String

String

String

Description

Sets whether synchronous processing should be
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Description

The Producer action

The Key on which the action should applied

The event id (consumer only)

The event name (consumer only)

The event LTime

The Node filter

The tag filter

The session filter

Default

false

Type

boolean
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Name Type Description

Camel int The data version
Consul
Version

Camel Long Flags associated with a value
Consul
Flags

Camel Long The internal index value that represents when the entry was created
Consul

Createl

ndex

Camel Long The number of times this key has successfully been acquired in a lock
Consul

LockIn

dex

Camel Long The last index that modified this key
Consul

Modifyl

ndex

Camel Object Options associated to the request
Consul
Options

Camel boolea true if the response has a result
Consul n
Result

Camel String The session id
Consul

Sessio

n

Camel boolea To transform values retrieved from Consul i.e. on KV endpoint to string.
Consul n

ValueA

sString
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CHAPTER 67. CONTROL BUS COMPONENT

Available as of Camel version 2.11

The Control Bus from the EIP patterns allows for the integration system to be monitored and managed
from within the framework.

Message Flow

l _ontrol Bus

Use a Control Bus to manage an enterprise integration system. The Control Bus uses the same
messaging mechanism used by the application data, but uses separate channels to transmit data that is
relevant to the management of components involved in the message flow.

In Camel you can manage and monitor using JMX, or by using a Java API from the CamelContext, or
from the org.apache.camel.api.management package,
or use the event notifier which has an example here.

From Camel 2.11 onwards we have introduced a new ControlBus Component that allows you to send
messages to a control bus Endpoint that reacts accordingly.

67.1. CONTROLBUS COMPONENT

Available as of Camel 2.11

The controlbus: component provides easy management of Camel applications based on the Control
Bus EIP pattern. For example, by sending a message to an Endpoint you can control the lifecycle of
routes, or gather performance statistics.

I controlbus:command[?options]

Where command can be any string to identify which type of command to use.

67.2. COMMANDS

Comm Description

and

route  To control routes using the routeId and action parameter.
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Comm Description

and

langu Allows you to specify a Language to use for evaluating the message body. If there is any result from
age the evaluation, then the result is put in the message body.

67.3. OPTIONS
The Control Bus component has no options.

The Control Bus endpoint is configured using URI syntax:
I controlbus:command:language

with the following path and query parameters:

67.3.1. Path Parameters (2 parameters):

Name Description Default Type
command Required Command can be either route or language String
language Allows you to specify the name of a Language to use Language

for evaluating the message body. If there is any result
from the evaluation, then the result is put in the
message body.

67.3.2. Query Parameters (6 parameters):
Name Description Default Type

action (producer) To denote an action that can be either: start, stop, or String
status. To either start or stop a route, or to get the
status of the route as output in the message body.
You can use suspend and resume from Camel 2.11.1
onwards to either suspend or resume a route. And
from Camel 2.11.1 onwards you can use stats to get
performance statics returned in XML format; the
routeld option can be used to define which route to
get the performance stats for, if routeld is not defined,
then you get statistics for the entire CamelContext.
The restart action will restart the route.

async (producer) Whether to execute the control bus task false boolean
asynchronously. Important: If this option is enabled,
then any result from the task is not set on the
Exchange. This is only possible if executing tasks
synchronously.
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Name Description Default Type
loggingLevel Logging level used for logging when task is done, or if INFO LoggingLevel
(producer) any exceptions occurred during processing the task.

restartDelay The delay in millis to use when restarting a route. 1000 int
(producer)

routeld (producer) To specify a route by its id. The special keyword String

current indicates the current route.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

You can append query options to the URI in the following format, 2option=value&option=valueé..

67.4. USING ROUTE COMMAND

The route command allows you to do common tasks on a given route very easily, for example to start a
route, you can send an empty message to this endpoint:

I template.sendBody("controlbus:route?routeId=foo&action=start", null);
To get the status of the route, you can do:

String status = template.requestBody('"controlbus:route?
routeId=foo&action=status", null, String.class);

67.5. GETTING PERFORMANCE STATISTICS
Available as of Camel 2.11.1

This requires JMX to be enabled (is by default) then you can get the performance statics per route, or for
the CamelContext. For example to get the statics for a route named foo, we can do:

String xml = template.requestBody("controlbus:route?
routeId=foo&action=stats", null, String.class);

The returned statics is in XML format. Its the same data you can get from JMX with the
dumpRouteStatsAsXml operation on the ManagedRouteMBean.

To get statics for the entire CamelContext you just omit the routeld parameter as shown below:

String xml = template.requestBody("controlbus:route?action=stats", null,
String.class);

67.6. USING SIMPLE LANGUAGE
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You can use the Simple language with the control bus, for example to stop a specific route, you can
send a message to the "controlbus:language:simple" endpoint containing the following
message:

template.sendBody("controlbus:language:simple",
"${camelContext.stopRoute( 'myRoute')}");

As this is a void operation, no result is returned. However, if you want the route status you can do:

String status = template.requestBody("controlbus:language:simple",
"${camelContext.getRouteStatus('myRoute')}", String.class);

It's easier to use the route command to control lifecycle of routes. The language command allows you

to execute a language script that has stronger powers such as Groovy or to some extend the Simple
language.

For example to shutdown Camel itself you can do:

template.sendBody("controlbus:language:simple?async=true",
"${camelContext.stop()}");

We use async=true to stop Camel asynchronously as otherwise we would be trying to stop Camel
while it was in-flight processing the message we sent to the control bus component.

TIP

You can also use other languages such as Groovy, etc.
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CHAPTER 68. COUCHBASE COMPONENT

Available as of Camel version 2.19

The couchbase: component allows you to treat CouchBase instances as a producer or consumer of
messages.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-couchbase</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

68.1. URI FORMAT

I couchbase:url

68.2. OPTIONS
The Couchbase component has no options.

The Couchbase endpoint is configured using URI syntax:
I couchbase:protocol:hostname:port

with the following path and query parameters:

68.2.1. Path Parameters (3 parameters):

Name Description Default Type
protocol Required The protocol to use String
hostname Required The hostname to use String
port The port number to use 8091 int

68.2.2. Query Parameters (47 parameters):

Name Description Default Type
bucket (common) The bucket to use String
key (common) The key to use String
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Name

bridgeErrorHandl
er (consumer)

consumerProces
sedStrategy
(consumer)

descending
(consumer)

designDocument
Name (consumer)

limit (consumer)

rangeEndKey
(consumer)

rangeStartKey
(consumer)

sendEmptyMessa
geWhenldle
(consumer)

skip (consumer)

viewName
(consumer)

exceptionHandler
(consumer)

exchangePattern
(consumer)
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Description Default

Allows for bridging the consumer to the Camel routing false

Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming

messages, or the likes, will now be processed as a

message and handled by the routing Error Handler.

By default the consumer will use the

org.apache.camel.spi.ExceptionHandler to deal with

exceptions, that will be logged at WARN or ERROR

level and ignored.

Define the consumer Processed strategy to use none

Define if this operation is descending or not false

The design document name to use beer

The output limit to use -1

Define a range for the end key

Define a range for the start key

If the polling consumer did not poll any files, you can false

enable this option to send an empty message (no

body) instead.

Define the skip to use -1

The view name to use brewer
y_beer

s

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

Sets the exchange pattern when the consumer
creates an exchange.

Type

boolean

String

boolean

String

int

String

String

boolean

int

String

ExceptionHandler

ExchangePattern
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Name Description Default Type
pollStrategy A pluggable PollingConsumerP
(consumer) org.apache.camel.PollingConsumerPollingStrategy oll Strategy

allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

autoStartldForins Define if we want an autostart Id when we are doing false boolean
erts (producer) an insert operation

operation The operation to do CCB_P  String
(producer) uT

persistTo Where to persist the data 0 int
(producer)

producerRetryAtt Define the number of retry attempts 2 int

empts (producer)

producerRetryPa Define the retry pause between different attempts 5000 int
use (producer)

replicateTo Where to replicate the data 0 int
(producer)
startingldForinser  Define the starting Id where we are doing an insert long

tsFrom (producer) operation

additionalHosts The additional hosts String
(advanced)
maxReconnectDe Define the max delay during a reconnection 30000 long

lay (advanced)

obsPollinterval Define the observation polling interval 400 long
(advanced)
obsTimeout Define the observation timeout -1 long
(advanced)
opQueueMaxBloc  Define the max time an operation can be in queue 10000 long

kTime (advanced) blocked

opTimeOut Define the operation timeout 2500 long
(advanced)

readBufferSize Define the buffer size 16384 int
(advanced)
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Name

shouldOptimize
(advanced)

synchronous
(advanced)

timeoutException
Threshold
(advanced)

backoffErrorThre
shold (scheduler)

backoffldleThres
hold (scheduler)

backoffMultiplier
(scheduler)

delay (scheduler)

greedy
(scheduler)

initialDelay
(scheduler)

runLoggingLevel
(scheduler)

Description

CHAPTER 68. COUCHBASE COMPONENT

Define if we want to use optimization or not where false
possible

Sets whether synchronous processing should be false
strictly used, or Camel is allowed to use
asynchronous processing (if supported).

Define the threshold for throwing a timeout Exception 998

The number of subsequent error polls (failed due
some error) that should happen before the
backoffMultipler should kick-in.

The number of subsequent idle polls that should
happen before the backoffMultipler should kick-in.

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Milliseconds before the next poll. You can also 500
specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

If greedy is enabled, then the false
ScheduledPollConsumer will run immediately again, if
the previous run polled 1 or more messages.

Milliseconds before the first poll starts. You can also 1000
specify time values using units, such as 60s (60

seconds), 5m30s (5 minutes and 30 seconds), and 1h

(1 hour).

The consumer logs a start/complete log line when it TRAC
polls. This option allows you to configure the logging E
level for that.

Default

Type

boolean

boolean

int

int

int

int

long

boolean

long

LoggingLevel
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Name Description Default Type
scheduledExecut Allows for configuring a custom/shared thread pool to ScheduledExecuto
orService use for the consumer. By default each consumer has r Service
(scheduler) its own single threaded thread pool.

scheduler To use a cron scheduler from either camel-spring or none ScheduledPollCon
(scheduler) camel-quartz2 component sumer Scheduler
schedulerProperti  To configure additional properties when using a Map

es (scheduler) custom scheduler or any of the Quartz2, Spring

based scheduler.

startScheduler Whether the scheduler should be auto started. true boolean
(scheduler)

timeUnit Time unit for initialDelay and delay options. MILLIS  TimeUnit
(scheduler) ECON

DS
useFixedDelay Controls if fixed delay or fixed rate is used. See true boolean
(scheduler) ScheduledExecutorService in JDK for details.
password The password to use String
(security)
username The username to use String
(security)
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CHAPTER 69. COUCHDB COMPONENT

Available as of Camel version 2.11

The couchdb: component allows you to treat CouchDB instances as a producer or consumer of
messages. Using the lightweight LightCouch API, this camel component has the following features:

e As a consumer, monitors couch changesets for inserts, updates and deletes and publishes these
as messages into camel routes.

e As aproducer, can save, update and from Camel 2.18 delete (by using CouchDbMethod with
DELETE value) documents into couch.

e Can support as many endpoints as required, eg for multiple databases across multiple
instances.

e Ability to have events trigger for only deletes, only inserts/updates or all (default).
e Headers set for sequenceld, document revision, document id, and HTTP method type.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-couchdb</artifactId>
<version>x.X.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

69.1. URI FORMAT
I couchdb:http://hostname[ :port]/database?[options]

Where hostname is the hostname of the running couchdb instance. Port is optional and if not specified
then defaults to 5984.

69.2. OPTIONS
The CouchDB component has no options.

The CouchDB endpoint is configured using URI syntax:
I couchdb:protocol:hostname:port/database
with the following path and query parameters:
69.2.1. Path Parameters (4 parameters):
Name Description Default Type

protocol Required The protocol to use for communicating with String
the database.
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Name

hostname

port

database

Description

Required Hostname of the running couchdb instance

Port number for the running couchdb instance

Required Name of the database to use

69.2.2. Query Parameters (12 parameters):

Name

Description

Default

5984

Default

Type

String

int

String

Type

createDatabase
(common)

bridgeErrorHandl
er (consumer)

deletes
(consumer)

heartbeat
(consumer)

since (consumer)

style (consumer)

updates
(consumer)

exceptionHandler
(consumer)
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Creates the database if it does not already exist

Allows for bridging the consumer to the Camel routing
Error Handler, which mean any exceptions occurred
while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

Document deletes are published as events

How often to send an empty message to keep socket
alive in millis

Start tracking changes immediately after the given
update sequence. The default, null, will start
monitoring from the latest sequence.

Specifies how many revisions are returned in the
changes array. The default, main_only, will only
return the current winning revision; all_docs will

return all leaf revisions (including conflicts and deleted
former conflicts.)

Document inserts/updates are published as events

To let the consumer use a custom ExceptionHandler.
Notice if the option bridgeErrorHandler is enabled
then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

false

false

true

30000

main_o
nly

true

boolean

boolean

boolean

long

String

String

boolean

ExceptionHandler
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Name Description Default Type
exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

password Password for authenticated databases String
(security)
username Username in case of authenticated databases String
(security)

69.3. HEADERS

The following headers are set on exchanges during message transport.

Property Value

CouchDbDatab the database the message came from

ase

CouchDbSeq the couchdb changeset sequence number of the update / delete message
CouchDbId the couchdb document id

CouchDbRev the couchdb document revision

CouchDbMetho the method (delete / update)
d

Headers are set by the consumer once the message is received. The producer will also set the headers
for downstream processors once the insert/update has taken place. Any headers set prior to the
producer are ignored. That means for example, if you set CouchDbld as a header, it will not be used as
the id for insertion, the id of the document will still be used.

69.4. MESSAGE BODY

The component will use the message body as the document to be inserted. If the body is an instance of
String, then it will be marshalled into a GSON object before insert. This means that the string must be
valid JSON or the insert / update will fail. If the body is an instance of a com.google.gson.JsonElement
then it will be inserted as is. Otherwise the producer will throw an exception of unsupported body type.

69.5. SAMPLES
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For example if you wish to consume all inserts, updates and deletes from a CouchDB instance running
locally, on port 9999 then you could use the following:

I from("couchdb:http://localhost:9999").process(someProcessor);
If you were only interested in deletes, then you could use the following

from("couchdb:http://localhost:9999?
updates=false").process(someProcessor);

If you wanted to insert a message as a document, then the body of the exchange is used

from("someProducingEndpoint").process(someProcessor).to("couchdb:http://1o
calhost:9999")
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CHAPTER 70. CASSANDRA CQL COMPONENT

Available as of Camel version 2.15

Apache Cassandra is an open source NoSQL database designed to handle large amounts on commodity
hardware. Like Amazon’s DynamoDB, Cassandra has a peer-to-peer and master-less architecture to
avoid single point of failure and garanty high availability. Like Google’s BigTable, Cassandra data is
structured using column families which can be accessed through the Thrift RPC API or a SQL-like API
called CQL.

This component aims at integrating Cassandra 2.0+ using the CQL3 API (not the Thrift API). It's based
on Cassandra Java Driver provided by DataStax.

Maven users will need to add the following dependency to their pom. xm1:

pom.xml

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-cassandraql</artifactId>
<version>x.y.z</version>
<!-- use the same version as your Camel core version -->
</dependency>

70.1. URI FORMAT

The endpoint can initiate the Cassandra connection or use an existing one.

URI Description
cql:localhost/keyspace Single host, default port, usual for testing
cql:host1, host2/keyspace Multi host, default port
cql:host1l,host2:9042/keyspace Multi host, custom port

cql:host1, host2 Default port and keyspace
cgl:bean:sessionRef Provided Session reference
cql:bean:clusterRef/keyspace Provided Cluster reference

To fine tune the Cassandra connection (SSL options, pooling options, load balancing policy, retry policy,
reconnection policy...), create your own Cluster instance and give it to the Camel endpoint.

70.2. CASSANDRA OPTIONS
The Cassandra CQL component has no options.

The Cassandra CQL endpoint is configured using URI syntax:
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I cql:beanRef:hosts:port/keyspace

with the following path and query parameters:

70.2.1. Path Parameters (4 parameters):

Name Description
beanRef beanRef is defined using bean:id
hosts Hostname(s) cassansdra server(s). Multiple hosts

can be separated by comma.
port Port number of cassansdra server(s)

keyspace Keyspace to use

70.2.2. Query Parameters (29 parameters):
Name Description

cluster (common) To use the Cluster instance (you would normally not
use this option)

clusterName Cluster name
(common)

consistencylLevel Consistency level to use
(common)

cql (common) CQL query to perform. Can be overridden with the
message header with key CamelCqlQuery.

loadBalancingPol  To use a specific LoadBalancingPolicy
icy (common)

password Password for session authentication
(common)

prepareStatement = Whether to use PreparedStatements or regular
s (common) Statements

resultSetConversi  To use a custom class that implements logic for
onStrategy converting ResultSet into message body ALL, ONE,
(common) LIMIT_10, LIMIT_100...

session (common)  To use the Session instance (you would normally not
use this option)
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Default

Default

true

Type

String

String

Integer

String

Type

Cluster

String

ConsistencyLevel

String

String

String

boolean

String

Session
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Name Description Default Type
username Username for session authentication String
(common)

bridgeErrorHandl Allows for bridging the consumer to the Camel routing false boolean
er (consumer) Error Handler, which mean any exceptions occurred

while the consumer is trying to pickup incoming
messages, or the likes, will now be processed as a
message and handled by the routing Error Handler.
By default the consumer will use the
org.apache.camel.spi.ExceptionHandler to deal with
exceptions, that will be logged at WARN or ERROR
level and ignored.

sendEmptyMessa  If the polling consumer did not poll any files, you can false boolean
geWhenldle enable this option to send an empty message (no

(consumer) body) instead.

exceptionHandler  To let the consumer use a custom ExceptionHandler. ExceptionHandler
(consumer) Notice if the option bridgeErrorHandler is enabled

then this options is not in use. By default the
consumer will deal with exceptions, that will be
logged at WARN or ERROR level and ignored.

exchangePattern Sets the exchange pattern when the consumer ExchangePattern
(consumer) creates an exchange.

pollStrategy A pluggable PollingConsumerP
(consumer) org.apache.camel.PollingConsumerPollingStrategy oll Strategy

allowing you to provide your custom implementation
to control error handling usually occurred during the
poll operation before an Exchange have been created
and being routed in Camel.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

backoffErrorThre The number of subsequent error polls (failed due int
shold (scheduler) some error) that should happen before the
backoffMultipler should kick-in.

backoffldleThres The number of subsequent idle polls that should int
hold (scheduler) happen before the backoffMultipler should kick-in.
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Name

backoffMultiplier
(scheduler)

delay (scheduler)

greedy
(scheduler)

initialDelay
(scheduler)

runLoggingLevel
(scheduler)

scheduledExecut
orService
(scheduler)

scheduler
(scheduler)

schedulerProperti
es (scheduler)

startScheduler
(scheduler)

timeUnit
(scheduler)

useFixedDelay
(scheduler)
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Description

To let the scheduled polling consumer backoff if there
has been a number of subsequent idles/errors in a
row. The multiplier is then the number of polls that will
be skipped before the next actual attempt is
happening again. When this option is in use then
backoffldleThreshold and/or backoffErrorThreshold
must also be configured.

Milliseconds before the next poll. You can also
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h
(1 hour).

If greedy is enabled, then the
ScheduledPollConsumer will run immediately again, if
the previous run polled 1 or more messages.

Milliseconds before the first poll starts. You can also
specify time values using units, such as 60s (60
seconds), 5m30s (5 minutes and 30 seconds), and 1h
(1 hour).

The consumer logs a start/complete log line when it
polls. This option allows you to configure the logging
level for that.

Allows for configuring a custom/shared thread pool to
use for the consumer. By default each consumer has
its own single threaded thread pool.

To use a cron scheduler from either camel-spring or
camel-quartz2 component

To configure additional properties when using a
custom scheduler or any of the Quartz2, Spring
based scheduler.

Whether the scheduler should be auto started.

Time unit for initialDelay and delay options.

Controls if fixed delay or fixed rate is used. See
ScheduledExecutorService in JDK for details.

Default
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false

1000

TRAC

none

true

MILLIS
ECON
DS

true

Type

int

long

boolean

long

LoggingLevel

ScheduledExecuto
r Service

ScheduledPollCon

sumer Scheduler

Map

boolean

TimeUnit

boolean
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70.3. MESSAGES

70.3.1. Incoming Message

The Camel Cassandra endpoint expects a bunch of simple objects (Object or Object[] or
Collection<Object>) which will be bound to the CQL statement as query parameters. If message
body is null or empty, then CQL query will be executed without binding parameters.

Headers:
e CamelCqlQuery (optional, String or RegularStatement): CQL query either as a plain

String or built using the QueryBuilder.

70.3.2. Outgoing Message

The Camel Cassandra endpoint produces one or many a Cassandra Row objects depending on
the resultSetConversionStrategy:

e List<Row>if resultSetConversionStrategy is ALL or LIMIT_[0-9]+
e Single’ Row' if resultSetConversionStrategy is ONE

e Anything else, if resultSetConversionStrategy is a custom implementation of the
ResultSetConversionStrategy

70.4. REPOSITORIES
Cassandra can be used to store message keys or messages for the idempotent and aggregation EIP.

Cassandra might not be the best tool for queuing use cases yet, read Cassandra anti-patterns queues
and queue like datasets. It's advised to use LeveledCompaction and a small GC grace setting for these
tables to allow tombstoned rows to be removed quickly.

70.5. IDEMPOTENT REPOSITORY

The NamedCassandraIdempotentRepository stores messages keys in a Cassandra table like this:

CAMEL_IDEMPOTENT.cql

CREATE TABLE CAMEL_IDEMPOTENT (
NAME varchar, -- Repository name
KEY varchar, -- Message key
PRIMARY KEY (NAME, KEY)
) WITH compaction = {'class':'LeveledCompactionStrategy'}
AND gc_grace_seconds = 86400;

This repository implementation uses lightweight transactions (also known as Compare and Set) and
requires Cassandra 2.0.7+.

Alternatively, the CassandraIdempotentRepository does not have a NAME column and can be
extended to use a different data model.
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Option Default Description

table CAMEL_IDEMPOTENT Table name

pkColumns NAME,” KEY" Primary key columns

name Repository name, value used for
NAME column

ttl Key time to live

writeConsistencylLevel Consistency level used to
insert/delete key: ANY, ONE,
TWO, QUORUM,

LOCAL_QUORUM...

readConsistencylLevel Consistency level used to
read/check key: ONE, TWO,
QUORUM, LOCAL_QUORUM...

70.6. AGGREGATION REPOSITORY

The NamedCassandraAggregationRepository stores exchanges by correlation key in a Cassandra
table like this:

CAMEL_AGGREGATION.cq|

CREATE TABLE CAMEL_AGGREGATION (

NAME varchar, -- Repository name

KEY varchar, -- Correlation id
EXCHANGE_ID varchar, -- Exchange id
EXCHANGE blob, -- Serialized exchange

PRIMARY KEY (NAME, KEY)
) WITH compaction = {'class':'LeveledCompactionStrategy'}
AND gc_grace_seconds = 86400;

Alternatively, the CassandraAggregationRepository does not have a NAME column and can be
extended to use a different data model.

Option Default Description

table CAMEL_AGGREGATION Table name

pkColumns NAME,KEY Primary key columns
exchangeIdColumn EXCHANGE_ID Exchange Id column
exchangeColumn EXCHANGE Exchange content column
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Option Default Description

name Repository name, value used for
NAME column

ttl Exchange time to live

writeConsistencylLevel Consistency level used to

insert/delete exchange: ANY,
ONE, TWO, QUORUM,
LOCAL_QUORUM...

readConsistencylLevel Consistency level used to
read/check exchange: ONE, TWO,
QUORUM, LOCAL_QUORUM...
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CHAPTER 71. CRYPTO (JCE) COMPONENT

Available as of Camel version 2.3

With Camel cryptographic endpoints and Java’s Cryptographic extension it is easy to create Digital
Signatures for Exchanges. Camel provides a pair of flexible endpoints which get used in concert to
create a signature for an exchange in one part of the exchange’s workflow and then verify the signature
in a later part of the workflow.

Maven users will need to add the following dependency to their pom. xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-crypto</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

71.1. INTRODUCTION

Digital signatures make use of Asymmetric Cryptographic techniques to sign messages. From a (very)
high level, the algorithms use pairs of complimentary keys with the special property that data encrypted
with one key can only be decrypted with the other. One, the private key, is closely guarded and used to
'sign' the message while the other, public key, is shared around to anyone interested in verifying the
sighed messages. Messages are signed by using the private key to encrypting a digest of the message.
This encrypted digest is transmitted along with the message. On the other side the verifier recalculates
the message digest and uses the public key to decrypt the the digest in the signature. If both digests
match the verifier knows only the holder of the private key could have created the signature.

Camel uses the Signature service from the Java Cryptographic Extension to do all the heavy
cryptographic lifting required to create exchange signatures. The following are some excellent resources
for explaining the mechanics of Cryptography, Message digests and Digital Signatures and how to
leverage them with the JCE.

e Bruce Schneier’s Applied Cryptography

e Beginning Cryptography with Java by David Hook

e The ever insightful Wikipedia Digital_signatures

71.2. URI FORMAT

As mentioned Camel provides a pair of crypto endpoints to create and verify signatures

crypto:sign:name[?options]
crypto:verify:name[?options]

e crypto:sign creates the signature and stores it in the Header keyed by the constant
org.apache.camel.component.crypto.DigitalSignatureConstants.SIGNATURE,
i.e. "CamelDigitalSignature".

e crypto:verify will read in the contents of this header and do the verification calculation.

In order to correctly function, the sign and verify process needs a pair of keys to be shared, signing
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requiring a PrivateKey and verifying a PublicKey (or a Certificate containing one). Using the
JCE it is very simple to generate these key pairs but it is usually most secure to use a KeyStore to house
and share your keys. The DSL is very flexible about how keys are supplied and provides a number of
mechanisms.

Note a crypto:sign endpoint is typically defined in one route and the complimentarycrypto:verify
in another, though for simplicity in the examples they appear one after the other. It goes without saying
that both signing and verifying should be configured identically.

71.3. OPTIONS

The Crypto (JCE) component supports 2 options which are listed below.

Name Description Default Type
configuration To use the shared DigitalSignatureConfiguration as DigitalSignature
(advanced) configuration Configuration
resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Crypto (JCE) endpoint is configured using URI syntax:

crypto:cryptoOperation:name

with the following path and query parameters:

71.3.1. Path Parameters (2 parameters):
Name Description Default Type

cryptoOperation Required Set the Crypto operation from that supplied CryptoOperation
after the crypto scheme in the endpoint uri e.g.
crypto:sign sets sign as the operation.

name Required The logical name of this operation. String

71.3.2. Query Parameters (19 parameters):

Name Description Default Type
algorithm Sets the JCE name of the Algorithm that should be SHA1 String
(producer) used for the signer. WithD

SA
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Name

alias (producer)

certificateName
(producer)

keystore
(producer)

keystoreName
(producer)

privateKey
(producer)

privateKeyName
(producer)

provider
(producer)

publicKkeyName
(producer)

secureRandomNa
me (producer)

signatureHeader
Name (producer)

bufferSize
(advanced)
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Description Default
Sets the alias used to query the KeyStore for keys
and link java.security.cert.Certificate Certificates to be
used in signing and verifying exchanges. This value
can be provided at runtime via the message header
link
org.apache.camel.component.crypto.DigitalSignature
ConstantsKkEYSTORE_ALIAS

Sets the reference name for a PrivateKey that can be
fond in the registry.

Sets the KeyStore that can contain keys and
Certficates for use in signing and verifying
exchanges. A KeyStore is typically used with an alias,
either one supplied in the Route definition or
dynamically via the message header
CamelSignatureKeyStoreAlias. If no alias is supplied
and there is only a single entry in the Keystore, then
this single entry will be used.

Sets the reference name for a Keystore that can be
fond in the registry.

Set the PrivateKey that should be used to sign the
exchange

Sets the reference name for a PrivateKey that can be
fond in the registry.

Set the id of the security provider that provides the
configured Signature algorithm.

references that should be resolved when the context
changes

Sets the reference name for a SecureRandom that
can be fond in the registry.

Set the name of the message header that should be
used to store the base64 encoded signature. This
defaults to 'CamelDigitalSignature'

Set the size of the buffer used to read in the 2048

Exchange payload data.

Type

String

String

KeyStore

String

PrivateKey

String

String

String

String

String

Integer
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Name Description Default Type
certificate Set the Certificate that should be used to verify the Certificate
(advanced) signature in the exchange based on its payload.

clearHeaders Determines if the Signature specific headers be true boolean
(advanced) cleared after signing and verification. Defaults to true,

and should only be made otherwise at your extreme
peril as vital private information such as Keys and
passwords may escape if unset.

keyStoreParamet Sets the KeyStore that can contain keys and KeyStoreParamete
ers (advanced) Certficates for use in signing and verifying exchanges rs

based on the given KeyStoreParameters. A KeyStore

is typically used with an alias, either one supplied in

the Route definition or dynamically via the message

header CamelSignatureKeyStoreAlias. If no alias is

supplied and there is only a single entry in the

Keystore, then this single entry will be used.

publicKey Set the PublicKey that should be used to verify the PublicKey
(advanced) signature in the exchange.

secureRandom Set the SecureRandom used to initialize the SecureRandom
(advanced) Signature service

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use

asynchronous processing (if supported).

password Sets the password used to access an aliased String
(security) PrivateKey in the KeyStore.

71.4. USING

71.4.1. Raw keys

The most basic way to way to sign and verify an exchange is with a KeyPair as follows.

The same can be achieved with the Spring XML Extensions using references to keys

71.4.2. KeyStores and Aliases.

The JCE provides a very versatile keystore concept for housing pairs of private keys and certificates,
keeping them encrypted and password protected. They can be retrieved by applying an alias to the
retrieval APIs. There are a number of ways to get keys and Certificates into a keystore, most often this is
done with the external 'keytool' application. This is a good example of using keytool to create a KeyStore
with a self signed Cert and Private key.
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The examples use a Keystore with a key and cert aliased by 'bob'. The password for the keystore and
the key is 'letmein'’

The following shows how to use a Keystore via the Fluent builders, it also shows how to load and
initialize the keystore.

Again in Spring a ref is used to lookup an actual keystore instance.

71.4.3. Changing JCE Provider and Algorithm

Changing the Signature algorithm or the Security provider is a simple matter of specifying their names.
You will need to also use Keys that are compatible with the algorithm you choose.

or

71.4.4. Changing the Signature Message Header

It may be desirable to change the message header used to store the signature. A different header name
can be specified in the route definition as follows

or

71.4.5. Changing the buffersize
In case you need to update the size of the buffer...

or

71.4.6. Supplying Keys dynamically.

When using a Recipient list or similar EIP the recipient of an exchange can vary dynamically. Using the
same key across all recipients may be neither feasible nor desirable. It would be useful to be able to
specify signature keys dynamically on a per-exchange basis. The exchange could then be dynamically
enriched with the key of its target recipient prior to signing. To facilitate this the signature mechanisms
allow for keys to be supplied dynamically via the message headers below

e Exchange.SIGNATURE_PRIVATE_KEY, "CamelSignaturePrivateKey"

e Exchange.SIGNATURE_PUBLIC_KEY_OR_CERT, "CamelSignaturePublicKeyOrCert"

or

Even better would be to dynamically supply a keystore alias. Again the alias can be supplied in a
message header

e Exchange.KEYSTORE_ALIAS, "CamelSignhatureKeyStoreAlias"
or

The header would be set as follows

Exchange unsigned = getMandatoryEndpoint("direct:alias-
sign'").createExchange();

unsigned.getIn().setBody(payload);
unsigned.getIn().setHeader(DigitalSignatureConstants.KEYSTORE_ALIAS,
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"bob");
unsigned.getIn().setHeader(DigitalSignatureConstants.KEYSTORE_PASSWORD,
"letmein".toCharArray());

template.send("direct:alias-sign", unsigned);

Exchange signed = getMandatoryEndpoint("direct:alias-
sign'").createExchange();

signed.getIn().copyFrom(unsigned.getOut());

signed.getIn().setHeader (KEYSTORE_ALIAS, "bob");
template.send("direct:alias-verify", signed);

71.5. SEE ALSO
e Configuring Camel
e Component
e Endpoint

e Getting Started
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CHAPTER 72. CRYPTO CMS COMPONENT

Available as of Camel version 2.20

Cryptographic Message Syntax (CMS) is a well established standard for signing and encrypting
messages. The Apache Crypto CMS component supports the following parts of this standard: * Content
Type "Enveloped Data" with Key Transport (asymmetric key), * Content Type "Signed Data". You can
create CMS Enveloped Data instances, decrypt CMS Enveloped Data instances, create CMS Signed
Data instances, and validate CMS Signed Data instances.

The component uses the Bouncy Castle libraries beprov-jdk150n and bepkix-jdk150n.

Maven users will need to add the following dependency to their pom.xml for this component:

<dependency>
<groupId>org.apache.camel</groupId>
<artifactId>camel-crypto-cms</artifactId>
<version>x.Xx.x</version>
<!-- use the same version as your Camel core version -->
</dependency>

We recommend to register the Bouncy Castle security provider in your application before you call an
endpoint of this component:

I Security.addProvider (new BouncyCastleProvider());

If the Bouncy Castle security provider is not registered then the Crypto CMS component will register the
provider.

72.1. OPTIONS

The Crypto CMS component supports 3 options which are listed below.

Name Description Default Type
signedDataVerifie =~ To configure the shared SignedDataVerifier
r Configuration SignedDataVerifierConfiguration, which determines Configuration
(advanced) the uri parameters for the verify operation.

envelopedDataDe  To configure the shared EnvelopedDataDe
cryptor EnvelopedDataDecryptorConfiguration, which cryptor
Configuration determines the uri parameters for the decrypt Configuration
(advanced) operation.

resolveProperty Whether the component should resolve property true boolean
Placeholders placeholders on itself when starting. Only properties

(advanced) which are of String type can use property

placeholders.

The Crypto CMS endpoint is configured using URI syntax:

I crypto-cms:cryptoOperation:name
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with the following path and query parameters:

72.1.1. Path Parameters (2 parameters):
Name Description Default Type

cryptoOperation Required Set the Crypto operation from that supplied CryptoOperation
after the crypto scheme in the endpoint uri e.g.
crypto-cms:sign sets sign as the operation. Possible
values: sign, verify, encrypt, or decrypt.

name Required The name part in the URI can be chosen String
by the user to distinguish between different
signer/verifier/encryptor/decryptor endpoints within
the camel context.

72.1.2. Query Parameters (15 parameters):

Name Description Default Type
keyStore Keystore which contains signer private keys, verifier KeyStore
(common) public keys, encryptor public keys, decryptor private

keys depending on the operation. Use either this
parameter or the parameter 'keyStoreParameters'.

keyStoreParamet Keystore containing signer private keys, verifier public KeyStoreParamete
ers (common) keys, encryptor public keys, decryptor private keys rs

depending on the operation. Use either this

parameter or the parameter 'keystore'.

synchronous Sets whether synchronous processing should be false boolean
(advanced) strictly used, or Camel is allowed to use
asynchronous processing (if supported).

password Sets the password of the private keys. It is assumed Charl]
(decrypt) that all private keys in the keystore have the same

password. If not set then it is assumed that the

password of the private keys is given by the keystore

password given in the KeyStoreParameters.

fromBase64 If true then the CMS message is base 64 encoded false Boolean
(decrypt_verify) and must be decoded during the processing. Default
value is false.
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Name Description Default Type
contentEncryptio Encryption algorithm, for example String
nAlgorithm DESede/CBC/PKCS5Padding. Further possible
(encrypt) values: DESede/CBC/PKCS5Padding,

AES/CBC/PKCS5Padding,

Camellia/CBC/PKCS5Padding,
CAST5/CBC/PKCS5Padding.

originatorinforma Provider for the originator info. See OriginatorInformati
tion Provider https://tools.ietf.org/html/rfc5652section-6.1. The on Provider
(encrypt) default value is null.

recipient (encrypt) Recipient Info: reference to a bean which implements List

the interface
org.apache.camel.component.crypto.cms.api.TransR

ecipientinfo
secretKeyLength Key length for the secret symmetric key used for the int
(encrypt) content encryption. Only used if the specified content-

encryption algorithm allows keys of different sizes. If
contentEncryptionAlgorithm=AES/CBC/PKCS5Paddin
g or Camellia/CBC/PKCS5Padding then 128; if
contentEncryptionAlgorithm=DESede/CBC/PKCS5Pa
dding then 192, 128; if strong encryption is enabled
then for AES/CBC/PKCS5Padding and
Camellia/CBC/PKCS5Padding also the key lengths
192 and 256 are possible.

unprotectedAttrib  Provider of the generator for the unprotected AttributesGenerato
utes attributes. The default value is null which means no r Provider
GeneratorProvide  unprotected attribute is added to the Enveloped Data
r (encrypt) object. See https://tools.ietf.org/html/rfc5652section-

6.1.
toBase64 Indicates whether the Signed Data or Enveloped false Boolean
(encrypt_sign) Data instance shall be base 64 encoded. Default

value is false.

includeContent Indicates whether the signed content should be true Boolean
(sign) included into the Signed Data instance. If false then a

detached Signed Data instance is created in the

header CamelCryptoCmsSignedData.

signer (sign) Signer information: reference to a bean which List
implements
org.apache.camel.component.crypto.cms.api.Signerl
nfo
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Name Description Default Type
signedDataHeade  Indicates whether the value in the header false Boolean
rBase64 (verify) CamelCryptoCmsSignedData is base64 encoded.

Default value is false. Only relevant for detached
signatures. In the detached signature case, the
header contains the Signed Data object.

verifySignatures If true then the signatures of all signers contained in true Boolean
OfAll Signers the Signed Data object are verified. If false then only
(verify) one signature whose signer info matches with one of

the specified certificates is verified. Default value is

true.

72.2. ENVELOPED DATA

Note, that a crypto-cms:encypt endpoint is typically defined in one route and the complimentary
crypto-cms:decrypt in another, though for simplicity in the examples they appear one after the
other.

The following example shows how you can create an Enveloped Data message and how you can
decrypt an Enveloped Data message.

Basic Example in Java DSL

import org.apache.camel.util.jsse.KeyStoreParameters;
import
org.apache.camel.component.crypto.cms.crypt.DefaultKeyTransRecipientInfo;

KeyStoreParameters keystore = new KeyStoreParameters();
keystore.setType("JCEKS");
keystore.setResource("keystore/keystore. jceks);
keystore.setPassword('"some_password"); // this password will also be used
for accessing the private key if not specified in the crypto-cms:decrypt
endpoint

DefaultKeyTransRecipientInfo recipientl = new
DefaultKeyTransRecipientInfo();

recipientl.setCertificateAlias("rsa"); // alias of the public key used for
the encryption

recipientl.setKeyStoreParameters(keystore);

simpleReg.put("keyStoreParameters", keystore); // register keystore in the
registry
simpleReg.put("recipientl", recipientl); // register recipient info in the
registry

from("direct:start")

.to("crypto-cms:encrypt://testencrpyt?
toBase64=true&recipient=#recipientl&contentEncryptionAlgorithm=DESede/CBC/
PKCS5Paddingé&secretKeyLength=128")
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.to("crypto-cms:decrypt://testdecrypt?
fromBase64=true&keyStoreParameters=#keyStoreParameters")
.to("mock:result");

Basic Example in Spring XML

<keyStoreParameters xmlns="http://camel.apache.org/schema/spring"
id="keyStoreParametersl" resource="./keystore/keystore.jceks"
password="some_password" type="JCEKS" />

<bean id="recipient1"

class="org.apache.camel.component.crypto.cms.crypt.DefaultKeyTransRecipien
tInfo">
<property name="keyStoreParameters" ref="keyStoreParametersli" />
<property name="certificateAlias" value="rsa" />
</bean>

<route>
<from uri="direct:start" />
<to uri="crypto-cms:encrypt://testencrpyt?
toBase64=true&amp;recipient=#recipientil&amp;contentEncryptionAlgorithm=DES
ede/CBC/PKCS5Padding&amp; secretkKeyLength=128" />
<to uri="crypto-cms:decrypt://testdecrypt?
fromBase64=true&amp; keyStoreParameters=#keyStoreParametersli" />
<to uri="mock:result" />
</route>

Two Recipients in Java DSL
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import org.apache.camel.util.jsse.KeyStoreParameters;
import
org.apache.camel.component.crypto.cms.crypt.DefaultKeyTransRecipientInfo;

KeyStoreParameters keystore = new KeyStoreParameters();
keystore.setType("JCEKS");
keystor