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Abstract

The Release Notes provide high-level coverage of the improvements and additions that have been
implemented in Red Hat Enterprise Linux 7.9 and document known problems in this release, as well
as notable bug fixes, Technology Previews, deprecated functionality, and other details.
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PREFACE

Red Hat Enterprise Linux (RHEL) minor releases are an aggregation of individual security, enhancement,
and bug fix errata. The Red Hat Enterprise Linux 7.9 Release Notes document describes the major
changes made to the Red Hat Enterprise Linux 7 operating system and its accompanying applications
for this minor release, as well as known problems and a complete list of all currently available Technology

Previews.



CHAPTER 1. OVERVIEW

CHAPTER 1. OVERVIEW

Product life cycle
Red Hat Enterprise Linux 7.9 is the last minor release of RHEL 7.

Red Hat Enterprise Linux 7 entered the Maintenance Support 2 phase of the product life cycle on
August 6, 2020. See the Red Hat Enterprise Linux Life Cycle document for more information.

In-place upgrade

An in-place upgrade offers a way of upgrading a system to a new major release of Red Hat Enterprise
Linux by replacing the existing operating system. For a list of currently supported upgrade pahts, see
Supported in-place upgrade paths for Red Hat Enterprise Linux .

In-place upgrade from RHEL 6 to RHEL 7

The Preupgrade Assistant and Red Hat Upgrade Tool have been updated with the release of RHEL
7.9:

® The supported in-place upgrade path is from RHEL 6.10 to RHEL 7.9, with the exception of SAP
HANA.

® |n-place upgrade of UEFI-based RHEL installations is now supported
® The rollback functionality is available also for UEFI
® You can use custom repositories for an in-place upgrade

The procedure of an in-place upgrade from RHEL 6 to RHEL 7 and the usage of the Preupgrade
Assistant and the Red Hat Upgrade Tool is documented in the Upgrading from RHEL 6 to RHEL 7
guide. Significant differences between the two major releases are documented in the Migration Planning
Guide. Note that the Preupgrade Assistant and the Red Hat Upgrade Tool are available in the RHEL
6 Extras repository.

If you are using CentOS Linux 6 or Oracle Linux 6, you can convert your operating system to RHEL 6
using the unsupported Convert2RHEL utility prior to upgrading to RHEL 7. For instructions, see How to
convert from CentOS Linux or Oracle Linux to RHEL.

In-place upgrade from RHEL 7 to RHEL 8

Instructions on how to perform an in-place upgrade from RHEL 7 to RHEL 8 using the Leapp utility are
provided by the document Upgrading from RHEL 7 to RHEL 8 . Major differences between RHEL 7 and
RHEL 8 are documented in Considerations in adopting RHEL 8 . The Leapp utility is available in the
RHEL 7 Extras repository.

If you are using CentOS Linux 7 or Oracle Linux 7, you can convert your operating system to RHEL 7
using the Red Hat-supported Convert2RHEL utility prior to upgrading to RHEL 8. For instructions, see
Converting from an RPM-based Linux distribution to RHEL . For information regarding how Red Hat
supports conversions from other Linux distributions to RHEL, see the Convert2RHEL Support Policy
document.

Additional resources

® Capabilities and limits of Red Hat Enterprise Linux 7 as compared to other versions of the
system are available in the Knowledgebase article Red Hat Enterprise Linux technology
capabilities and limits.

® The Package Manifest document provides a package listing for RHEL 7.


https://access.redhat.com/support/policy/updates/errata#Maintenance_Support_2_Phase
https://access.redhat.com/support/policy/updates/errata/
https://access.redhat.com/articles/4263361
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/7/html-single/upgrading_from_rhel_6_to_rhel_7
https://access.redhat.com/documentation/en-US/Red_Hat_Enterprise_Linux/7/html/Migration_Planning_Guide/
https://access.redhat.com/solutions/912213
https://access.redhat.com/articles/2360841
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/8/html-single/upgrading_from_rhel_7_to_rhel_8/
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/8/html-single/considerations_in_adopting_rhel_8/
https://access.redhat.com/solutions/912213
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/8/html-single/converting_from_an_rpm-based_linux_distribution_to_rhel/
https://access.redhat.com/support/policy/convert2rhel-support
https://access.redhat.com/articles/rhel-limits
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/7/html-single/package_manifest/
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e The Red Hat Insightsservice, which enables you to identify, examine, and resolve known
technical issues, is now available with all RHEL subscriptions. For instructions on how to install
the Red Hat Insights client and register your system to the service, see the Red Hat Insights Get
Started page.

® Red Hat Customer Portal Labs is a set of tools in a section of the Customer Portal. The
applications in Red Hat Customer Portal Labs can help you improve performance, quickly
troubleshoot issues, identify security problems, and quickly deploy and configure complex
applications. Some of the most popular applications are:

o

Registration Assistant

Product Life Cycle Checker

Kickstart Generator

Red Hat Enterprise Linux Upgrade Helper
Red Hat Satellite Upgrade Helper
Red Hat Code Browser

JVM Options Configuration Tool

Red Hat CVE Checker

Red Hat Product Certificates

Load Balancer Configuration Tool
Yum Repository Configuration Helper

Kickstart Converter


https://access.redhat.com/products/red-hat-insights#direct
https://access.redhat.com/labs/
https://access.redhat.com/labs/registrationassistant/
https://access.redhat.com/labs/plcc/
https://access.redhat.com/labs/kickstartconfig/
https://access.redhat.com/labs/rhelupgradehelper/
https://access.redhat.com/labs/satelliteupgradehelper/
https://access.redhat.com/labs/rhcb/
https://access.redhat.com/labs/jvmconfig/
https://access.redhat.com/labs/cvechecker/
https://access.redhat.com/labs/rhpc/
https://access.redhat.com/labs/lbconfig/
https://access.redhat.com/labs/yumrepoconfighelper/
https://access.redhat.com/labs/kickstartconvert/
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Red Hat Enterprise Linux 7 is available on the following architectures: [1]

64-bit AMD
® 64-bit Intel

e IBM POWER7+ (big endian)

e |BM POWERS (big endian) [4]

e |IBM POWERS (little endian) [3]

e IBM POWER9 (little endian) [411°]
e 64-bit IBM Z [41[6]

64-bit ARM [4]

The Red Hat Enterprise Linux 7.9 is distributed with the kernel version 3.10.0-1160, which provides
support for the following architectures:

® 64-bit AMD

64-bit Intel

IBM POWER7+ (big endian)

IBM POWERS (big endian)

IBM POWERS (little endian)
® 64-bit IBM Z (kernel version 3.10)

The following architectures remain fully supported and continue to receive z-stream security and bug fix
updates in accordance with the Red Hat Enterprise Linux Life Cycle :

® |BM POWERO (little endian)
® 64-bit IBM Z - Structure A (kernel version 4.14)

® 64-bit ARM

[1]Note that the Red Hat Enterprise Linux 7 installation is supported only on 64-bit hardware. Red Hat

Enterprise Linux 7 is able to run 32-bit operating systems, including previous versions of Red Hat Enterprise Linux,
as virtual machines.

[2] Red Hat Enterprise Linux 7 POWERS (big endian) are currently supported as KVM guests on Red Hat
Enterprise Linux 7 POWERS systems that run the KVM hypervisor, and on PowerVM.

[3]Red Hat Enterprise Linux 7 POWERS (little endian) is currently supported as a KVM guest on Red Hat
Enterprise Linux 7 POWERS systems that run the KVM hypervisor, and on PowerVM. In addition, Red Hat
Enterprise Linux 7 POWERS (little endian) guests are supported on Red Hat Enterprise Linux 7 POWER9 systems
that run the KVM hypervisor in POWER8-compatibility mode on version 4.14 kernel using the kernel-alt package.


https://access.redhat.com/support/policy/updates/errata
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[4] This architecture is supported with the kernel version 4.14, provided by the kernel-alt packages. For details, see
the Red Hat Enterprise Linux 7.5 Release Notes.

[5] Red Hat Enterprise Linux 7 POWERSO (little endian) is currently supported as a KVM guest on Red Hat

Enterprise Linux 7 POWER9 systems that run the KVM hypervisor on version 4.14 kernel using the kernel-alt
package, and on PowerVM.

[6]Red Hat Enterprise Linux 7 for IBM Z (both the 3.10 kernel version and the 4.14 kernel version) is currently

supported as a KVM guest on Red Hat Enterprise Linux 7 for IBM Z hosts that run the KVM hypervisor on version
4.4 kernel using the kernel-alt package.
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https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/7/html-single/7.5_release_notes/index#chap-Red_Hat_Enterprise_Linux-7.5_Release_Notes-Architectures
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This chapter documents new features and major enhancements introduced in Red Hat
Enterprise Linux 7.9.

3.1. AUTHENTICATION AND INTEROPERABILITY

The Certificate Profiles extension no longer has a maximum number of policies per
certificate

Previously, administrators could not add more than 20 policies to a certificate because of a hardcoded
limit within the Certificate Profiles extension. This update removes the restriction, so you can add an
unlimited number of policies to a certificate. In addition, the extension requires at least one policy,
otherwise the pkiconsole interface shows an error. If you modify the profile, the extension creates one
empty policy. For example:

Identifier: Certificate Policies: - 2.5.29.32
Critical: no
Certificate Policies:

(BZ#1768718)

SSSD rebased to version 1.16.5

The sssd packages have been upgraded to upstream version 1.16.5, which provides a number of bug fixes
and enhancements over the previous version.

(BZ#1796352)

3.2. CLUSTERING

pacemaker rebased to version 1.1.23

The Pacemaker cluster resource manager has been upgraded to upstream version 1.1.23, which provides
a number of bug fixes.

(BZ#1792492)

3.3. COMPILER AND TOOLS

The per-thread metrics is now available for historical analysis

Optionally, enable logging of the per-thread and per-process performance metric values in the
Performance Co-Pilot (PCP) using the pcp-zeroconf package and pmieconf utility. Previously, only the
per-process metric values were logged by pmlogger through the pcp-zeroconf package, but some
analysis situation also requires per-thread values. As a result, the per-thread metrics are now available
for historical analysis, after executing the following command:

I # pmieconf -c enable zeroconf.all_threads

(BZ#1775373)

3.4. DESKTOP

1


https://bugzilla.redhat.com/show_bug.cgi?id=1796352
https://bugzilla.redhat.com/show_bug.cgi?id=1792492
https://bugzilla.redhat.com/show_bug.cgi?id=1775373
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FreeRDP has been updated to 2.1.1

This release updates the FreeRDP implementation of the Remote Desktop Protocol (RDP) from version
2.0.0 to 2.1.1. FreeRDP 2.1.1 supports new RDP options for the current Microsoft Windows terminal server
version and fixes several security issues.

For detailed information about FreeRDP 2.1.1, see the upstream release notes:
https://github.com/FreeRDP/FreeRDP/blob/2.1.1/Changelog.

(BZ#1834286)

3.5. KERNEL

Kernel version in RHEL 7.9
Red Hat Enterprise Linux 7.9 is distributed with the kernel version 3.10.0-1160.

See also Important Changes to External Kernel Parameters and Device Drivers.
(BZ#1801759)

A new kernel parameter: page_owner

The page owner trackingis a new functionality, which enables users to observe the kernel memory
consumption at the page allocator level. Users can employ this functionality to debug the kernel
memory leaks, or to discover the kernel modules that consume excessive amounts of memory. To
enable the feature, add the page_owner=on parameter to the kernel command-line. For more
information on how to set the kernel command-line parameters, see the Configuring kernel command-
line parameters on Customer Portal.

' WARNING
A Regardless of the page_owner parameter setting (on or off) to the kernel

command-line, usage of the page owner tracking adds approximately 2.14%
additional memory requirement on RHEL 7.9 systems (impacts the kernel, VM, or
cgroup). For further details on this topic, see the Why Kernel-3.10.0-1160.el7
consumes double amount of memory compared to kernel-3.10.0-1127.el7? Solution.

For more information about important changes to kernel parameters, see the New kernel parameters
section.

(BZ#1781726)

EDAC driver support is now added to Intel ICX systems

This update adds the Error Detection and Correction (EDAC) driver to Intel ICX systems. As a result,
memory errors can be detected on these systems and reported to the EDAC subsystem.

(BZ#1514705)

Intel® Omni-Path Architecture (OPA) Host Software

12


https://github.com/FreeRDP/FreeRDP/blob/2.1.1/ChangeLog
https://bugzilla.redhat.com/show_bug.cgi?id=1834286
https://bugzilla.redhat.com/show_bug.cgi?id=1801759
https://access.redhat.com/documentation/en-us/red_hat_enterprise_linux/8/html-single/managing_monitoring_and_updating_the_kernel/index#configuring-kernel-command-line-parameters_managing-monitoring-and-updating-the-kernel
https://access.redhat.com/solutions/5503831

CHAPTER 3. NEW FEATURES

Intel® Omni-Path Architecture (OPA) host software is fully supported in Red Hat Enterprise Linux 7.9.
Intel OPA provides Host Fabric Interface (HFI) hardware with initialization and setup for high
performance data transfers (high bandwidth, high message rate, low latency) between compute and I/O
nodes in a clustered environment.

For instructions on installing Intel Omni-Path Architecture documentation, see:
https://cdrdv2.intel.com/v1/dl/getContent/630393

(BZ#1855010)

The Mellanox ConnectX-6 Dx network adapter is now fully supported

This enhancement adds the PCI IDs of the Mellanox ConnectX-6 Dx network adapter to the mIx5_core
driver. On hosts that use this adapter, RHEL loads the mIx5_core driver automatically. This feature,
previously available as a technology preview, is now fully supported in RHEL 7.9.

(BZ#1829777)

3.6. REAL-TIME KERNEL

The kernel-rt source tree now matches the latest RHEL 7 tree

The kernel-rt sources have been updated to use the latest RHEL kernel source tree, which provides a
number of bug fixes and enhancements over the previous version.

(BZ#1790643)

3.7.NETWORKING

Configuring unbound to run inside chroot for systems without SELinux

For systems with SELinux enabled and in enforcing mode, SELinux provides significant protection and
limits what the unbound service can access. If you cannot configure SELinux in enforcing mode, and
you want to increase the protection of the unbound domain name server, use the chroot utility for
jailing unbound into a limited chroot environment. Note that the protection by chrootis lower in
comparison to SELinux enforcing mode.

For configuring unbound to run inside chroot, prepare your environment as described in the following
support article Running unbound in chroot.

(BZ#2121623)

3.8. RED HAT ENTERPRISE LINUX SYSTEM ROLES

rhel-system-roles updated

The rhel-system-roles package has been updated to provide multiple bug fixes and enhancements.
Notable changes include:

® Support for 802.1X authentication with EAP-TLS was added for the network RHEL System
Role when using the NetworkManager provider. As a result, now customers can configure their
machines to use 802.1X authentication with EAP-TLS using the network RHEL System Role
instead of having to use the nmcli command-line utility.

® The network RHEL System Role tries to modify a link or network attributes without disrupting
the connectivity, when possible.

13


https://cdrdv2.intel.com/v1/dl/getContent/630393
https://bugzilla.redhat.com/show_bug.cgi?id=1855010
https://access.redhat.com/articles/6980379
https://bugzilla.redhat.com/show_bug.cgi?id=2121623
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® The logging in network module logs has been fixed so that informative messages are no longer
printed as warnings, but as debugging information.

® The network RHEL System Role now uses NetworkManagers capability to revert changes, if an
error occurs, when applying the configuration to avoid partial changes.

(BZ#1767177)

3.9. SECURITY

SCAP Security Guide now provides a profile aligned with the CIS RHEL 7 Benchmark v2.2.0

With this update, the scap-security-guide packages provide a profile aligned with the CIS Red Hat
Enterprise Linux 7 Benchmark v2.2.0. The profile enables you to harden the configuration of the system
using the guidelines by the Center for Internet Security (CIS). As a result, you can configure and
automate compliance of your RHEL 7 systems with CIS by using the CIS Ansible Playbook and the CIS
SCAP profile.

Note that the rpm_verify_permissions rule in the CIS profile does not work correctly. See the known
issue description rpm_verify permissions fails in the CIS profile .

(BZ#1821633)

SCAP Security Guide now correctly disables services

With this update, the SCAP Security Guide (SSG) profiles correctly disable and mask services that
should not be started. This guarantees that disabled services are not inadvertently started as a
dependency of another service. Before this change, the SSG profiles such as the U.S. Government
Commercial Cloud Services (C2S) profile only disabled the service. As a result, services disabled by an
SSG profile cannot be started unless you unmask them first.

(BZ#1791583)

The RHEL 7 STIG security profile updated to version V3R1

With the RHBA-2020:5451 advisory, the DISA STIG for Red Hat Enterprise Linux 7 profile in the
SCAP Security Guide has been updated to the latest version V3R1. This update adds more coverage and
fixes reference problems. The profile is now also more stable and better aligns with the RHEL7 STIG
benchmark provided by the Defense Information Systems Agency (DISA).

You should use only the current version of this profile because the older versions of this profile are no
longer valid. The OVAL checks for several rules have changed, and scans using the V3R1 version will fail
for systems that were hardened using older versions of SCAP Security Guide. You can fix the rules
automatically by running the remediation with the new version of SCAP Security Guide.

' WARNING
A Automatic remediation might render the system non-functional. Run the

remediation in a test environment first.

The following rules have been changed:

14
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CCE-80224-9

The default value of this SSHD configuration has changed from delayed to yes. You must now
provide a value according to recommendations. Check the rule description for information about
fixing this problem or run the remediation to fix it automatically.

CCE-80393-2
xccdf_org.ssgproject.content_rule_audit_rules_execution_chcon
CCE-80394-0
xccdf_org.ssgproject.content_rule_audit_rules_execution_restorecon
CCE-80391-6
xccdf_org.ssgproject.content_rule_audit_rules_execution_semanage
CCE-80660-4
xccdf_org.ssgproject.content_rule_audit_rules_execution_setfiles
CCE-80392-4
xccdf_org.ssgproject.content_rule_audit_rules_execution_setsebool
CCE-82362-5
xccdf_org.ssgproject.content_rule_audit_rules_execution_seunshare
CCE-80398-1
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_chage
CCE-80404-7
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_chsh
CCE-80410-4
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_crontab
CCE-80397-3
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_gpasswd
CCE-80403-9
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_newgrp
CCE-80411-2
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_pam_timestamp_check
CCE-27437-3
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands
CCE-80395-7
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_passwd
CCE-80406-2
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_postdrop
CCE-80407-0
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_postqueue
CCE-80408-8
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_ssh_keysign
CCE-80402-1
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_sudoedit
CCE-80401-3

xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_sudo
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CCE-80400-5
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_su
CCE-80405-4
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_umount
CCE-80396-5
xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_unix_chkpwd
CCE-80399-9

xccdf_org.ssgproject.content_rule_audit_rules_privileged_commands_userhelper
(BZ#1665233)

Profiles for DISA STIG version v3r3

The Defense Information Systems Agency (DISA) has published an updated version of the Secure
Technical Implementation Guide (STIG) for RHEL 7 version 3, release 3. The update available with the
RHBA-2021:2803 advisory:

e Aligns all rules within the existing xcedf_org.ssgproject.content_profile_stig profile with the
latest STIG release.

® Adds a new profile xcedf_org.ssgproject.content_profile_stig_gui for systems with a
graphical user interface (GUI).

(BZ#1958789, BZ#1970131)

scap-security-guide now provides an ANSSI-BP-028 High hardening level profile

With the release of the RHBA-2021:2803 advisory, the scap-security-guide packages provide an
updated profile for ANSSI-BP-028 at the High hardening level. This addition completes the availability
of profiles for all ANSSI-BP-028 v1.2 hardening levels. Using the updated profile, you can configure the
system to comply with the recommendations from the French National Security Agency (ANSSI) for
GNU/Linux Systems at the High hardening level.

As a result, you can configure and automate compliance of your RHEL 7 systems according to your
required ANSSI hardening level by using the ANSSI Ansible Playbooks and the ANSSI SCAP profiles. The
Draft ANSSI High profile provided with the previous versions has been aligned to ANSSI DAT-NT-028.
Although the profile names and versions have changed, the IDs of the ANSSI profiles such as
xccdf_org.ssgproject.content_profile_anssi_nt28_high remain the same to ensure backward
compatibility.

WARNING

Automatic remediation might render the system non-functional. Red Hat recommends running the
remediation in a test environment first.

(BZ#1955180)

The RHEL 8 STIG profile is now better aligned with the DISA STIG content

The DISA STIG for Red Hat Enterprise Linux 7 profile (xcedf_org.ssgproject.content_profile_stig)
available in the scap-security-guide (SSG) package can be used to evaluate systems according to the
Security Technical Implementation Guides (STIG) by the Defense Information Systems Agency (DISA).
You can remediate your systems by using the content in SSG, but you might need to evaluate them
using DISA STIG automated content. With the release of the RHBA-2022:6576 advisory, the DISA STIG
RHEL 7 profile is better aligned with DISA’s content. This leads to fewer findings against DISA content
after SSG remediation.
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Note that the evaluations of the following rules still diverge:
® SV-204511r603261_rule - CCE-80539-0 (auditd_audispd_disk_full_action)
® SV-204597r792834 _rule - CCE-27485-2 (file_permissions_sshd_private key)

Also, rule SV-204405r603261_rule from DISA's RHEL 7 STIG is not covered in the SSG RHEL 7 STIG
profiles.

(BZ#1967950)

A warning message to configure Audit log buffer for large systems added to SCAP rule
audit_rules_for_ospp

The SCAP rule xcedf_org.ssgproject.content_rule_audit_rules_for_ospp now displays a
performance warning on large systems where the Audit log buffer configured by this rule might be too
small, and can override the custom value. The warning also describes the process to configure a larger
Audit log buffer. With the release of the RHBA-2022:6576 advisory, you can keep large systems
compliant and correctly set their Audit log buffer.

(BZ#1993822)

3.10. SERVERS AND SERVICES

New package: compat-unixODBC234 for SAP

The new compat-unixODBC234 package provides version 2.3.4 of unixODBC, a framework that
supports accessing databases through the ODBC protocol. This new package is available in the RHEL 7
for SAP Solutions sap-hana repository to enable streaming backup of an SAP HANA database using the
SAP backint interface. For more information, see Overview of the Red Hat Enterprise Linux for SAP
Solutions subscription.

The compat-unixODBC234 package conflicts with the base RHEL 7 unixODBC package. Therefore,
uninstall unixODBC prior to installing compat-unixODBC234.

This package is also available for Red Hat Enterprise Linux 7.4 Update Services for SAP Solutions, Red
Hat Enterprise Linux 7.6 Extended Update Support, and Red Hat Enterprise Linux 7.7 Extended Update
Support through the RHEA-2020:2178 advisory.

See also The compat-unixODBC234 package for SAP requires a symlink to load the unixODBC library.
(BZ#1790655)

MariaDB rebased to version 5.5.68

With RHEL 7.9, the MariaDB database server has been updated to version 5.5.68. This release provides
multiple security and bug fixes from the recent upstream maintenance releases.

(BZ#1834835)

3.11. STORAGE

Support for Data Integrity Field/Data Integrity Extension (DIF/DIX)

DIF/DIX is supported on configurations where the hardware vendor has qualified it and provides full
support for the particular host bus adapter (HBA) and storage array configuration on RHEL.
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DIF/DIXis not supported on the following configurations:
® |tis not supported for use on the boot device.
® |tis not supported on virtualized guests.

® Red Hat does not support using the Automatic Storage Management library (ASMLib) when
DIF/DIXis enabled.

DIF/DIX is enabled or disabled at the storage device, which involves various layers up to (and including)
the application. The method for activating the DIF on storage devices is device-dependent.

For further information on the DIF/DIX feature, see What is DIF/DIX.

(BZ#1649493)

3.12. ATOMIC HOST AND CONTAINERS

Red Hat Enterprise Linux Atomic Host is a secure, lightweight, and minimal-footprint operating system
optimized to run Linux containers. See the Atomic Host and Containers Release Notes for the latest new
features, known issues, and Technology Previews.

IMPORTANT

Red Hat Enterprise Linux Atomic Host is retired as of August 6, 2020 and active
support is no longer provided.

3.13. RED HAT SOFTWARE COLLECTIONS

Red Hat Software Collections (RHSCL)is a Red Hat content set that provides a set of dynamic
programming languages, database servers, and related packages that you can install and use on all
supported releases of Red Hat Enterprise Linux 7 on AMD64 and Intel 64 architectures, IBM Z, and IBM
POWER, little endian.

Red Hat Developer Toolsetis designed for developers working on the Red Hat Enterprise Linux
platform. It provides current versions of the GNU Compiler Collection, GNU Debugger, and other
development, debugging, and performance monitoring tools. Red Hat Developer Toolset is included as a
separate Software Collection.

Dynamic languages, database servers, and other tools distributed with Red Hat Software Collections do
not replace the default system tools provided with Red Hat Enterprise Linux, nor are they used in
preference to these tools. Red Hat Software Collections uses an alternative packaging mechanism
based on the scl utility to provide a parallel set of packages. This set enables optional use of alternative
package versions on Red Hat Enterprise Linux. By using the scl utility, users can choose which package
version they want to run at any time.

IMPORTANT

Red Hat Software Collections has a shorter life cycle and support term than Red Hat
Enterprise Linux. For more information, see the Red Hat Software Collections Product
Life Cycle.

See the Red Hat Software Collections documentation for the components included in the set, system
requirements, known problems, usage, and specifics of individual Software Collections.
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See the Red Hat Developer Toolset documentation for more information about the components
included in this Software Collection, installation, usage, known problems, and more.
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CHAPTER 4. IMPORTANT CHANGES TO EXTERNAL KERNEL
PARAMETERS

This chapter provides system administrators with a summary of significant changes in the kernel
distributed with Red Hat Enterprise Linux 7.9. These changes include added or updated proc entries,
sysctl, and sysfs default values, boot parameters, kernel configuration options, or any noticeable
behavior changes.

4.1. NEW KERNEL PARAMETERS

bert_disable [ACPI]

This parameter disables Boot Error Record Table (BERT) on defective BIOSes.

BERT is one of four ACPI Platform Error Interface tables and is used for obtaining hardware error
logs that occurred in the previous boot and firmware did not notify the kernel about the error at
runtime, for example through a non-maskable interrupt (NMI) or a machine-check exception (MCE).

bert_enable [ACPI]

RHEL7Y only. This parameter enables Boot Error Record Table (BERT). The default state is disabled.
page_owner = [KNL]

Storage of the information about who allocated each page is disabled in default. This parameter
enables to store such information by using the following option:

® 0on - enable the feature

srbds =[X86,INTEL]
This parameter controls the Special Register Buffer Data Sampling (SRBDS) mitigation.
Certain CPUs are vulnerable to MDS-like (Microarchitectural Data Sampling) exploits which can leak
bits from the random number generator.
By default, this issue is mitigated by microcode. However, the microcode fix can cause the RDRAND
(read random) and RDSEED instructions to become much slower. Among other effects, this will
result in reduced throughput from the /dev/urandom file.

The microcode mitigation can be disabled with the following option:

e off - Disable mitigation and remove performance impact to RDRAND and RDSEED.

4.2. NEW /PROC/SYS/KERNEL/ PARAMETERS

hyperv_record_panic_msg

This parameter controls whether the panic kernel (kmsg) data is reported to Hyper-V or not.
The values are:

® 0- Do notreport the panic kmsg data.

® 1 - Report the panic kmsg data. This is the default behavior.
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CHAPTER 5. DEVICE DRIVERS

This chapter provides a comprehensive listing of all device drivers that are new or have been updated in
Red Hat Enterprise Linux 7.9.

5.1. NEW DRIVERS

Graphics Drivers and Miscellaneous Drivers

® MC Driver for Intel 10nm server processors (i10nm_edac.ko.xz)

5.2. UPDATED DRIVERS

Network Driver Updates

® The Netronome Flow Processor (NFP) driver (nfp.ko.xz) has been updated to version 3.10.0-
1150.el7.x86_64.

® V/Mware vmxnet3 virtual NIC driver (vmxnet3.ko.xz) has been updated to version 1.4.17.0-k.

Storage Driver Updates

® QLlogic FCoE Driver (bnx2fc.ko.xz) has been updated to version 2.12.13.
® Driver for HP Smart Array Controller (hpsa.ko.xz) has been updated to version 3.4.20-170-RH5.

® Broadcom MegaRAID SAS Driver (megaraid_sas.ko.xz) has been updated to version
07.714.04.00-rh1.

® QLogic Fibre Channel HBA Driver (gla2xxx.ko.xz) has been updated to version 10.01.00.22.07.9-
k.

® Driver for Microsemi Smart Family Controller version (smartpgi.ko.xz) has been updated to
version 1.2.10-099.
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CHAPTER 6. NOTABLE BUG FIXES

This chapter describes bugs fixed in Red Hat Enterprise Linux 7.9 that have a significant impact on users.

6.1. AUTHENTICATION AND INTEROPERABILITY

A deadlock no longer occurs when using SASL binds to Directory Server

Previously, a SASL bind to Directory Server could attempt using callbacks that were modified during the
connection process. Consequently, a deadlock occurred, and Directory Server could terminated
unexpectedly. With this update, the server uses a connection lock that prevents modifying 10 layers and
callbacks while they are in use. As a result, the deadlock no longer occurs when using SASL binds.

(BZ#1801327)

The 389-ds-base package now sets the required permissions on directories owned by the
Directory Server user

If directories in the file system owned by the Directory Server user do not have the correct permissions,
Directory Server utilities adjust them accordingly. However, if these permissions were different to the
ones that were set during the RPM installation, verifying the RPM using the rpm -V 389-ds-base
command failed. This update fixes the permissions in the RPM. As a consequence, verifying the 389-ds-
base package no longer complains about incorrect permissions.

(BZ#1700987)

A memory leak has been fixed in Directory Server when using ip binding rules in an ACI with
IPv6

The Access Control Instruction (ACI) context in Directory Server is attached to a connection and
contains a structure for both the IPv4 and IPv6 protocol. Previously, when a client closed a connection,
Directory Server removed the only IPv4 structure and the context. As a consequence, if an administrator
configured an ACl with ip binding rule, Directory Server leaked memory of the IPv6 structure. With this
update, the server frees both the IPv4 and IPv6 structures at the end of a connection. As a result,
Directory Server no longer leaks memory in the mentioned scenario.

(BZ#1796558)

Directory Server no longer leaks memory when using ACls with an ip bind rule

When a Directory Server Access Control Instruction (ACI) contains an ip bind rule, the server stores the
value of the ip keyword as a reference while evaluating the ACI. Previously, when the evaluations were
completed Directory Server did not free the ip value. As a consequence, the server leaked around 100
bytes of memory each time the server evaluated an ACI with anip bind rule. With this update, Directory
Server keeps track of the ip value in the per-connection structure and frees the structure when the
connection is closed. As a consequence, Directory Server no longer leaks memory in the mentioned
scenario.

(BZ#1769418)
Directory Server no longer rejects wildcards in the rootdn-allow-ip and rootdn-deny-ip
parameters

Previously, when an administrator tried to set a wildcard in the rootdn-allow-ip or rootdn-deny-ip
parameters in the cn=RootDN Access Control Plugin,cn=plugins,cn=config entry, Directory Server
rejected the value. With this update, you can use wildcards when specifying allowed or denied IP
addresses in the mentioned parameters.
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(BZ#1807537)
Directory Server rejects update operations if retrieving the system time fails or the time
difference is too large

Previously, when calling the system time() function failed or the function returned an unexpected value,
Change Sequence Numbers (CSN) in Directory Server could become corrupted. As a consequence, the
administrator had to re-initialize all replicas in the environment. With this update, Directory Server
rejects the update operation if the time() function failed, and Directory Server no longer generates
corrupt CSNs in the mentioned scenario.

Note that, if the time difference is greater than one day, the server logs a INFO - cshgen_new_csh -
Detected large jump in CSN time message in the /var/log/dirsrv/slapd-<instance_names>/error file.
However, Directory Server still creates the CSN and does not reject the update operation.

(BZ#1837105)

Directory Server no longer hangs while updating the schema

Previously, during a mixed load of search and modify operations, the update of the Directory Server
schema blocked all search and modify operations, and the server appeared to hang. This update adjusts
the mutex locking during schema updates. As a result, the server does not hang while updating the
schema.

(BZ#1824930)

Directory Server no longer leaks memory when using indirect COS definitions

Previously, after processing an indirect Class Of Service (COS) definition, Directory Server leaked
memory for each search operation that used an indirect COS definition. With this update, Directory
Server frees all internal COS structures associated with the database entry after it has been processed.
As a result, the server no longer leaks memory when using indirect COS definitions.

(BZ#1827284)

Password expiration notifications sent to AD clients using SSSD

Previously, Active Directory clients (non-IdM) using SSSD were not sent password expiration notices
because of a recent change in the SSSD interface for acquiring Kerberos credentials.

The Kerberos interface has been updated and expiration notices are now sent correctly.

(BZ#1733289)

KDCs now correctly enforce password lifetime policy from LDAP backends

Previously, non-IPA Kerberos Distribution Centers (KDCs) did not ensure maximum password lifetimes
because the Kerberos LDAP backend incorrectly enforced password policies. With this update, the
Kerberos LDAP backend has been fixed, and password lifetimes behave as expected.

(BZ#1782492)

The pkidaemon tool now reports the correct status of PKl instances when nuxwdog is
enabled

Previously, the pkidaemon status command would not report the correct status for PKl server
instances that have the nuxwdog watchdog enabled. With this update, pkidaemon detects whether
nuxwdog is enabled and reports the correct status of the PKl server.
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(BZ#1487418)

6.2. COMPILER AND TOOLS

The strptime() method of the Time::Piece Perl module now correctly parses Julian dates

The Time::Piece Perl module did not correctly parse a day of the year ( %j) using the strptime()
method. Consequently, Julian dates were parsed incorrectly. This bug has been fixed, and the strptime()
method provided by the Time::Piece module now handles Julian dates properly.

(BZ#1751381)

Documentation files from perl-devel no longer have a write permission for a group

Previously, certain documentation files from the perl-devel package had a write permission set for a
group. Consequently, users in the root group could write into these files, which represented a security
risk. With this update, the write bit for a group has been removed for the affected files. As a result, no
documentation file from perl-devel has a write permission set for a group.

(BZ#1806523)

6.3. KERNEL

Resuming from hibernation now works on the megaraid_sas driver

Previously, when the megaraid_sas driver resumed from hibernation, the Message Signaled Interrupts
(MSiIx) allocation did not work correctly. As a consequence, resuming from hibernation failed, and
restarting the system was required. This bug has been fixed, and resuming from hibernation now works
as expected.

(BZ#1807077)

Disabling logging in the nf-logger framework has been fixed

Previously, when an admin used the sysctl or echo commands to turn off an assigned netfilter logger, a
NUL-character was not added to the end of the NONE string. Consequently, the stremp() function
failed with a No such file or directory error. This update fixes the problem. As a result, commands, such
as sysctl net.netfilter.nf_log.2=NONE work as expected and turn off logging.

(BZ#1770232)

XFS now mounts correctly even if the storage device reported invalid geometry at file
system creation

In RHEL 7.8, an XFS file system failed to mount with the error SB stripe unit sanity check failed if it
was created on a block device that reported invalid stripe geometry to the mkfs.xfs tool.

With this update, XFS now mounts the file system even if it was created based on invalid stripe
geometry.

For details, see the following solution article: https://access.redhat.com/solutions/5075561.

(BZ#1836292)

6.4. NETWORKING
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The same zone file can now be included in multiple views or zones in BIND

BIND 9.11introduced an additional check to ensure that no daemon writable zone file is used multiple
times, which would result in creating errors in zone journal serialization. Consequently, configuration
accepted by BIND 9.9 was no longer accepted by this daemon. With this update, the fatal error message
in configuration file check is replaced by a warning, and as a result, the same zone file can now be
included in multiple views or zones.

Note that using an in-view clause is recommended as a better solution.
(BZ#1744081)

A configuration parameter has been added to firewalld to disable zone drifting

Previously, the firewalld service contained an undocumented behavior known as "zone drifting". RHEL
7.8 removed this behavior because it could have a negative security impact. As a consequence, on hosts
that used this behavior to configure a catch-all or fallback zone, firewalld denied connections that were
previously allowed. This update re-adds the zone drifting behavior, but as a configurable feature. As a
result, users can now decide to use zone drifting or disable the behavior for a more secure firewall setup.

By default, in RHEL 7.9, the new AllowZoneDrifting parameter in the /etc/firewalld/firewalld.conf file is
set to yes. Note that, if the parameter is enabled, firewalld logs:

WARNING: AllowZoneDrifting is enabled. This is considered an insecure configuration option. It will
be removed in a future release. Please consider disabling it now.

(BZ#1796055)

RHEL rotates firewalld log files

Previously, RHEL did not rotate firewalld log files. As a consequence, the /var/log/firewalld log file
grew indefinitely. This update adds the /etc/logrotate.d/firewalld log rotation configuration file for the
firewalld service. As a result, the /var/log/firewalld log is rotated, and users can customize the rotation
settings in the /etc/logrotate.d/firewalld file.

(BZ#1754117)

6.5. SECURITY

Recursive dependencies no longer cause OpenSCAP crashes

Because systemd units can have dependent units, OpenSCAP scans could encounter cyclical
dependencies that caused the scan to terminate unexpectedly. With this update, OpenSCAP no longer
analyses previously analysed units. As a result, scans now complete with a valid result even if
dependencies are cyclical.

(BZ#1478285)

OpenSCAP scanner results no longer contain a lot of SELinux context error messages

Previously, the OpenSCAP scanner logged the inability to get the SELinux context on the ERROR level
even in situations where it is not a true error. Consequently, scanner results contained a lot of SELinux
context error messages and both the oscap command-line utility and the SCAP Workbench graphical
utility outputs were hard to read for that reason. The openscap packages have been fixed, and scanner
results no longer contain a lot of SELinux context error messages.

(BZ#1640522)
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audit_rules_privileged_commands now works correctly for privileged commands

Remediation of the audit_rules_privileged_commands rule in the scap-security-guide packages did
not account for a special case in parsing command names. Additionally, the ordering of certain rules
prevented successful remediation. As a consequence, remediation of certain combinations of rules
reported they were fixed although successive scans reported the rule as failing again. This update
improves regular expressions in the rule and the ordering of the rules. As a result, all privileged
commands are correctly audited after remediation.

(BZ#1691877)

Updated rule descriptions in the SCAP Security Guide

Because default kernel parameters cannot be reliably determined for all supported versions of RHEL,
checking kernel parameter settings always requires explicit configuration. The text in the configuration
guide mistakenly stated that explicit settings were not needed if the default version was compliant. With
this update, the rule description in the scap-security-guide package correctly describes the compliance
evaluation and the corresponding remediation.

(BZ#1494606)

configure_firewalld_rate_limiting now correctly rate-limits connections

The configure_firewalld_rate_limiting rule, which protects the system from Denial of Service (DoS)
attacks, previously configured the system to accept all traffic. With this update, the system correctly
rate-limits connections after remediating this rule.

(BZ#1609014)

dconf_gnome_login_banner_text no longer incorrectly fails

Remediation of the dconf_gnome_login_banner_text rule in the scap-security-guide packages
previously failed after a failure to scan the configuration. As a consequence, the remediation could not
properly update the login banner configuration, which was inconsistent with expected results. With this
update, Bash and Ansible remediations are more reliable and align with the configuration check
implemented using the OVAL standard. As a consequence, remediations now work properly and the rule
passes after remediation.

(BZ#1776780)

scap-security-guide Ansible remediations no longer include the follow argument

Prior to this update, scap-security-guide Ansible remediations could contain the follow argument in
the replace module. Because follow was deprecated in Ansible 2.5, and will be removed in Ansible 2.10,
using such remediations caused an error. With the release of the RHBA-2021:1383 advisory, the
argument has been removed. As a result, Ansible playbooks by scap-security-guide will work properly in
Ansible 2.10.

(BZ#1890111)

Postfix-specific rules no longer fail if postfix is not installed

Previously, SCAP Security Guide (SSG) evaluated Postfix-specific rules independently of the postfix
package installed on the system. As a result, SSG reported Postfix-specific rules as fail instead of
notapplicable. With the release of the RHBA-2021:4781 advisory, SSG correctly evaluates Postfix-
specific rules only if the postfix package is installed, and reports notapplicable if the postfix package is
not installed.

(BZ#1942281)

26


https://bugzilla.redhat.com/show_bug.cgi?id=1691877
https://bugzilla.redhat.com/show_bug.cgi?id=1494606
https://bugzilla.redhat.com/show_bug.cgi?id=1609014
https://bugzilla.redhat.com/show_bug.cgi?id=1776780
https://access.redhat.com/errata/RHBA-2021:1383
https://bugzilla.redhat.com/show_bug.cgi?id=1890111
https://access.redhat.com/errata/RHBA-2021:4781
https://bugzilla.redhat.com/show_bug.cgi?id=1942281

CHAPTER 6. NOTABLE BUG FIXES

Service Disabled rules are no longer ambiguous

Previously, rule descriptions for the Service Disabled type in the SCAP Security Guide provided options
for disabling and masking a service but did not specify whether the user should disable the service, mask
it, or both.

With the release of the RHBA-2021:1383 advisory, rule descriptions, remediations, and OVAL checks
have been aligned and inform users that they must mask a service to disable it.

(BZ#1891435)

Fixed Ansible remediations for scap-security-guide GNOME dconf rules

Previously, Ansible remediations for some rules covering the GNOME dconf configuration systems were
not aligned with the corresponding OVAL checks. Consequently, Ansible incorrectly remediated the
following rules, marking them as failed in subsequent scans:

e dconf_gnome_screensaver_idle_activation_enabled
e dconf_gnome_screensaver_idle_delay
e dconf_gnome_disable_automount_open

With the update released in the RHBA-2021:4781 advisory, Ansible regular expressions have been fixed.
As a result, these rules remediate correctly in the deonf configuration.

(BZ#1976123)

SELinux no longer blocks PCP from restarting unresponsive PMDAs

Previously, a rule that allows pcp_pmie_t processes to communicate with Performance Metric Domain
Agent (PMDA) was missing in the SELinux policy. As a consequence, SELinux denied the pmsignal
process to restart unresponsive PMDAs. With this update, the missing rule has been added to the policy,
and the Performance Co-Pilot (PCP) can now restart unresponsive PMDAs.

(BZ#1770123)

SELinux no longer prevents auditd to halt or power off the system

Previously, the SELinux policy did not contain a rule that allows the Audit daemon to start a
power_unit_file_t systemd unit. Consequently, auditd could not halt or power off the system even
when configured to do so in cases such as no space left on a logging disk partition.

With this update, the missing rule has been added to the SELinux policy. As a result, auditd can now halt
or power off the system.

(BZ#1780332)

The chronyd service can now execute shells in SELinux

Previously, the chronyd process, running under chronyd_t, was unable to execute the chrony-helper
shell script, because the SELinux policy did not allow chronyd to execute any shell. In this update, the
SELinux policy allows the chronyd process to run a shell that is labeled shell_exec_t. As a result, the
chronyd service starts successfully under the Multi-Level Security (MLS) policy.

(BZ#1775573)

Tang reliably updates its cache
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When the Tang application generates its keys, for example, at first installation, Tang updates its cache.
Previously, this process was unreliable, and the application cache did not update correctly to reflect
Tang keys. This caused problems with using a Tang pin in Clevis, with the client displaying the error
message Key derivation key not available. With this update, key generation and cache update logic
was moved to Tang, removing the file watching dependency. As a result, the application cache remains
in a correct state after cache update.

(BZ#1703445)

6.6. SERVERS AND SERVICES

cupsd now consumes less memory during PPD caching

Previously, the CUPS daemon consumed a lot of memory when many print queues with extensive
Postscript Printer Description (PPD) were created. With this update, CUPSD checks if a cached file
exists and if it has newer or the same timestamp as the PPD file in /etc/cups/ppd, then it loads the
cached file. Otherwise it creates a new cached file based on the PPD file. As a result, the memory
consumption lowers by 91% in the described scenario.

(BZ#1672212)

tuned no longer hangs on SIGHUP when a non-existent profile is selected

When the tuned service receives the SIGHUP signal, it attempts to reload the profile. Prior to this
update, tuned was unable to correctly handle situations when:

® The tuned profile was set to a non-existent profile, or

® The automatic profile selection mode was active and the recommended profile was non-
existent.

As a consequence, the tuned service became unresponsive and had to be restarted. This bug has been
fixed, and the tuned service no longer hangs in the described scenarios.

Note that the tuned behavior has changed with this update. Previously, when the user executed the
tuned-adm off command and restarted the tuned service, tuned tried to load the recommended
profile. Now, tuned loads no profile even if the recommended profile exists.

(BZ#1702724)

tuned no longer applies settings from sysctl.d directories when the reapply_sysctl option is
setto1

Previously, if the reapply_sysctl configuration option was set to 1, the tuned profile applied sysctl
settings from the /usr/lib/sysctl.d, /lib/sysctl.d, and /usr/local/lib/sysctl.d directories after applying
sysctl settings from a tuned profile. Consequently, settings from these directories would override
sysctl settings from the tuned profile. With this update, tuned no longer applies sysctl settings from
the mentioned directories when the reapply_sysctl option is set to 1.

Note that to re-apply sysctl settings you need to move them from the mentioned directories to
/etc/sysctl.d, /etc/sysctl.conf or /run/sysctl.d directories or to a custom tuned profile.

(BZ#1776149)

6.7. STORAGE
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LVM volumes on VDO now shut down correctly

Previously, the stacking of block layers on VDO was limited by the configuration of the VDO systemd
units. As a result, the system shutdown sequence waited for 90 seconds when it tried to stop LVM
volumes stored on VDO. After 90 seconds, the system uncleanly stopped the LVM and VDO volumes.

With this update, the VDO systemd units have been improved, and as a result, the system shuts down
cleanly with LVM on VDO.

Additionally, the VDO startup configuration is now more flexible. You no longer have to add special
mount options in the /etc/fstab file for most VDO configurations.

(BZ#1706154)

6.8. SYSTEM AND SUBSCRIPTION MANAGEMENT

microdnf no longer fails to retrieve GPG key for custom Satellite repository

Previously, the librhsm library, used internally by microdnf, incorrectly handled relative gpgkey paths,
which are used in custom repositories hosted by Satellite. Consequently, when the user ran the
microdnf command in a container to install a package signed with GNU Privacy Guard (GPG) from a
custom repository through the host's Satellite subscription, microdnf failed with the following error:

I GPG enabled: failed to lookup digest in keyring.

With this update, handling of relative gpgkey paths has been fixed in librhsm. As a result, the user can
now successfully use the custom repository from Satellite inside containers.

(BZ#1708628)

YUM can now install RPM packages signed with GPG keys with revoked subkeys

Previously, the YUM utlity could not install RPM packages signed with GNU Privacy Guard (GPG) keys
with revoked subkeys. Consequently, YUM failed with the following error message:

I signature X doesn't bind subkey to key, type is subkey revocation

This update introduces a change in the code that checks revocation before checking binding signature.
As a result, YUM can now install RPM packages signed with GPG keys with revoked subkeys.

(BZ#1778784)

6.9. RHEL IN CLOUD ENVIRONMENTS

Using cloud-init to create virtual machines with XFS and swap now works correctly

Previously, using the cloud-init utility failed when creating a virtual machine (VM) with an XFS root file
system and an enabled swap partition. In addition, the following error message was logged:

kernel: swapon: swapfile has holes
This update fixes the underlying code, which prevents the problem from occurring.

(BZ#1772505)
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CHAPTER 7. TECHNOLOGY PREVIEWS

This chapter provides a list of all Technology Previews available in Red Hat Enterprise Linux 7.

For information on Red Hat scope of support for Technology Preview features, see Technology Preview
Features Support Scope.

7.1. GENERAL UPDATES

The systemd-importd VM and container image import and export service

Latest systemd version now contains the systemd-importd daemon that was not enabled in the earlier
build, which caused the machinectl pull-* commands to fail. Note that the systemd-importd daemon is
offered as a Technology Preview and should not be considered stable.

(BZ#1284974)

7.2. AUTHENTICATION AND INTEROPERABILITY

Containerized Identity Management server available as Technology Preview

The rhel7/ipa-server container image is available as a Technology Preview feature. Note that the
rhel7/sssd container image is now fully supported.

For details, see Using Containerized Identity Management Services.
(BZ#1405325)

DNSSEC available as Technology Preview in IdM

Identity Management (IdM) servers with integrated DNS now support DNS Security Extensions
(DNSSECQ), a set of extensions to DNS that enhance security of the DNS protocol. DNS zones hosted
on IdM servers can be automatically signed using DNSSEC. The cryptographic keys are automatically
generated and rotated.

Users who decide to secure their DNS zones with DNSSEC are advised to read and follow these
documents:

® DNSSEC Operational Practices, Version 2

® Secure Domain Name System (DNS) Deployment Guide

® DNSSEC Key Rollover Timing Considerations
Note that IdM servers with integrated DNS use DNSSEC to validate DNS answers obtained from other
DNS servers. This might affect the availability of DNS zones that are not configured in accordance with

recommended naming practices described in the Red Hat Enterprise Linux Networking Guide .

(BZ#1115294)

Identity Management JSON-RPC API available as a Technology Preview

An APl is available for Identity Management (IdM). To view the API, IdM also provides an API browser as
Technology Preview.
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In RHEL 7.3, the IdM API was enhanced to enable multiple versions of APl commands. Previously,
enhancements could change the behavior of a command in an incompatible way. Users are now able to
continue using existing tools and scripts even if the IdM API changes. This enables:

® Administrators to use previous or later versions of [dM on the server than on the managing
client.

® Developers to use a specific version of an IdM call, even if the IdM version changes on the
server.

In all cases, the communication with the server is possible, regardless if one side uses, for example, a
newer version that introduces new options for a feature.

For details on using the API, see the related Knowlegdebase article.

(BZ#1298286)

Setting up IdM as a hidden replica is now available as a Technology Preview

This enhancement enables administrators to set up an Identity Management (IdM) replica as a hidden
replica. A hidden replica is an IdM server that has all services running and available. However, it is not
advertised to other clients or masters because no SRV records exist for the services in DNS, and LDAP
server roles are not enabled. Therefore, clients cannot use service discovery to detect hidden replicas.

Hidden replicas are primarily designed for dedicated services that can otherwise disrupt clients. For
example, a full backup of IdM requires to shut down all IdM services on the master or replica. Since no
clients use a hidden replica, administrators can temporarily shut down the services on this host without
affecting any clients. Other use cases include high-load operations on the IdM API or the LDAP server,
such as a mass import or extensive queries.

To install a new hidden replica, use the ipa-replica-install --hidden-replica command. To change the
state of an existing replica, use the ipa server-state command.

(BZ#1518939)

Use of AD and LDAP sudo providers

The Active Directory (AD) provider is a back end used to connect to an AD server. Starting with RHEL
7.2, using the AD sudo provider together with the LDAP provider is available as a Technology Preview.
To enable the AD sudo provider, add the sudo_provider=ad setting in the [domain] section of the
sssd.conf file.

(BZ#1068725)

The Custodia secrets service provider is available as a Technology Preview

As a Technology Preview, you can use Custodia, a secrets service provider. Custodia stores or serves as
a proxy for secrets, such as keys or passwords.

For details, see the upstream documentation at http://custodia.readthedocs.io.
Note that since Red Hat Enterprise Linux 7.6, Custodia has been deprecated.

(BZ#1403214)

7.3. CLUSTERING

Heuristics in corosync-qdevice available as a Technology Preview
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Heuristics are a set of commands executed locally on startup, cluster membership change, successful
connect to corosync-gnetd, and, optionally, on a periodic basis. When all commands finish successfully
on time (their return error code is zero), heuristics have passed; otherwise, they have failed. The
heuristics result is sent to corosync-gnetd where it is used in calculations to determine which partition
should be quorate.

(BZ#1413573)

New fence-agents-heuristics-ping fence agent

As a Technology Preview, Pacemaker now supports the fence_heuristics_ping agent. This agent aims
to open a class of experimental fence agents that do no actual fencing by themselves but instead exploit
the behavior of fencing levels in a new way.

If the heuristics agent is configured on the same fencing level as the fence agent that does the actual
fencing but is configured before that agent in sequence, fencing issues an off action on the heuristics
agent before it attempts to do so on the agent that does the fencing. If the heuristics agent gives a
negative result for the off action it is already clear that the fencing level is not going to succeed, causing
Pacemaker fencing to skip the step of issuing the off action on the agent that does the fencing. A
heuristics agent can exploit this behavior to prevent the agent that does the actual fencing from fencing
a node under certain conditions.

A user might want to use this agent, especially in a two-node cluster, when it would not make sense for a
node to fence the peer if it can know beforehand that it would not be able to take over the services
properly. For example, it might not make sense for a node to take over services if it has problems
reaching the networking uplink, making the services unreachable to clients, a situation which a ping to a
router might detect in that case.

(BZ#1476401)

The pcs tool now manages bundle resources in Pacemaker

As a Technology Preview starting with Red Hat Enterprise Linux 7.4, Pacemaker supports a special
syntax for launching a Docker container with any infrastructure it requires: the bundle. After you have
created a Pacemaker bundle, you can create a Pacemaker resource that the bundle encapsulates. For
information on Pacemaker support for containers, see the High Availability Add-On Reference.

There is one exception to this feature being Technology Preview: As of RHEL 7.4, Red Hat fully supports
the usage of Pacemaker bundles for Red Hat Openstack Platform (RHOSP) deployments.

(BZ#1433016)

New LVM and LVM lock manager resource agents

As a Technology Preview, Red Hat Enterprise Linux 7.6 introduces two new resource agents: lvmlockd
and LVM-activate.

The LVM-activate agent provides a choice from multiple methods for LVM management throughout a
cluster:

® tagging: the same as tagging with the existing lvm resource agent
® clvmd: the same as clvmd with the existing lvm resource agent

® system ID: a new option for using system ID for volume group failover (an alternative to
tagging).
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® |vmlockd: a new option for using lvmlockd and dim for volume group sharing (an alternative to
clvmd).

The new Ivmlockd resource agent is used to start the Ivmlockd daemon when LVM-activate is
configured to use Ivmlockd.

For information on the lvmlockd and LVM-activate resource agent, see the PCS help screens for those
agents. For information on setting up LVM for use with lIvmlockd, see the lIvmlockd(8) man page.

(BZ#1513957)

7.4. DESKTOP

Wayland available as a Technology Preview
The Wayland display server protocol is available in Red Hat Enterprise Linux as a Technology Preview
with the dependent packages required to enable Wayland support in GNOME, which supports fractional
scaling. Wayland uses the libinput library as its input driver.
The following features are currently unavailable or do not work correctly:

® Multiple GPU support is not possible at this time.

® The NVIDIA binary driver does not work under Wayland.

e The xrandr utility does not work under Wayland due to its different approach to handling,
resolutions, rotations, and layout.

® Screen recording, remote desktop, and accessibility do not always work correctly under
Wayland.

® No clipboard manager is available.

® |tis currently impossible to restart GNOME Shell under Wayland.

® Wayland ignores keyboard grabs issued by X11 applications, such as virtual machines viewers.
(BZ#148141)

Fractional Scaling available as a Technology Preview

Starting with Red Hat Enterprise Linux 7.5, GNOME provides, as a Technology Preview, fractional
scaling to address problems with monitors whose DPI lies in the middle between lo (scale 1) and hi (scale
2).

Due to technical limitations, fractional scaling is available only on Wayland.

(BZ#1481395)

7.5. FILE SYSTEMS

File system DAX is now available for ext4 and XFS as a Technology Preview

Starting with Red Hat Enterprise Linux 7.3, Direct Access (DAX) provides, as a Technology Preview, a
means for an application to directly map persistent memory into its address space.

To use DAX, a system must have some form of persistent memory available, usually in the form of one or
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more Non-Volatile Dual In-line Memory Modules (NVDIMMs), and a file system that supports DAX must
be created on the NVDIMM(s). Also, the file system must be mounted with the dax mount option. Then,
an mmap of a file on the dax-mounted file system results in a direct mapping of storage into the
application’s address space.

(BZ#1274459)

pNFS block layout is now available

As a Technology Preview, Red Hat Enterprise Linux clients can now mount pNFS shares with the block
layout feature.

Note that Red Hat recommends using the pNFS SCSI layout instead, which is similar to block layout but
easier to use.

(BZ#1M1712)

OverlayFS

OverlayFSis a type of union file system. It allows the user to overlay one file system on top of another.
Changes are recorded in the upper file system, while the lower file system remains unmodified. This
allows multiple users to share a file-system image, such as a container or a DVD-ROM, where the base
image is on read-only media. See the Linux kernel documentation for additional information.

OverlayFS remains a Technology Preview under most circumstances. As such, the kernel will log
warnings when this technology is activated.

Full support is available for OverlayFS when used with Docker under the following restrictions:

® OverlayFSis only supported for use as a Docker graph driver. Its use can only be supported for
container COW content, not for persistent storage. Any persistent storage must be placed on
non-OverlayFS volumes to be supported. Only default Docker configuration can be used; that
is, one level of overlay, one lowerdir, and both lower and upper levels are on the same file
system.

e Only XFSis currently supported for use as a lower layer file system.

® On Red Hat Enterprise Linux 7.3 and earlier, SELinux must be enabled and in enforcing mode
on the physical machine, but must be disabled in the container when performing container
separation, that is the /etc/sysconfig/docker file must not contain --selinux-enabled. Starting
with Red Hat Enterprise Linux 7.4, OverlayFS supports SELinux security labels, and you can
enable SELinux support for containers by specifying --selinux-enabled in
/etc/sysconfig/docker.

® The OverlayFS kernel ABI and userspace behavior are not considered stable, and may see
changes in future updates.

® |n order to make the yum and rpm utilities work properly inside the container, the user should be
using the yum-plugin-ovl packages.

Note that OverlayFS provides a restricted set of the POSIX standards. Test your application thoroughly
before deploying it with OverlayFS.

Note that XFS file systems must be created with the -n ftype=1 option enabled for use as an overlay.

With the rootfs and any file systems created during system installation, set the --mkfsoptions=-n
ftype=1 parameters in the Anaconda kickstart. When creating a new file system after the installation,
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run the # mkfs -t xfs -n ftype=1 /PATH/TO/DEVICE command. To determine whether an existing file
system is eligible for use as an overlay, run the # xfs_info /PATH/TO/DEVICE | grep ftype command to
see if the ftype=1 option is enabled.

There are also several known issues associated with OverlayFS in this release. For details, see Non-
standard behavior in the Linux kernel documentation.

(BZ#1206277)

Btrfs file system

The B-Tree file system, Btrfs, is available as a Technology Preview in Red Hat Enterprise Linux 7.

Red Hat Enterprise Linux 7.4 introduced the last planned update to this feature. Btrfs has been
deprecated, which means Red Hat will not be moving Btrfs to a fully supported feature and it will be
removed in a future major release of Red Hat Enterprise Linux.

(BZ#1477977)

7.6. HARDWARE ENABLEMENT

LSI Syncro CS HA-DAS adapters

Red Hat Enterprise Linux 7.1 included code in the megaraid_sas driver to enable LSI Syncro CS high-
availability direct-attached storage (HA-DAS) adapters. While the megaraid_sas driver is fully supported
for previously enabled adapters, the use of this driver for Syncro CS is available as a Technology
Preview. Support for this adapter is provided directly by LSI, your system integrator, or system vendor.
Users deploying Syncro CS on Red Hat Enterprise Linux 7.2 and later are encouraged to provide
feedback to Red Hat and LSI.

(BZ#1062759)

tss2 enables TPM 2.0 for IBM Power LE

The tss2 package adds IBM implementation of a Trusted Computing Group Software Stack (TSS) 2.0
as a Technology Preview for the IBM Power LE architecture. This package enables users to interact with
TPM 2.0 devices.

(BZ#1384452)

The ibmvnic device driver available as a Technology Preview

Since Red Hat Enterprise Linux 7.3, the IBM Virtual Network Interface Controller (vNIC) driver for IBM
POWER architectures, ibmvnic, has been available as a Technology Preview. vNIC is a PowerVM virtual
networking technology that delivers enterprise capabilities and simplifies network management. It is a
high-performance, efficient technology that when combined with SR-IOV NIC provides bandwidth
control Quality of Service (QoS) capabilities at the virtual NIC level. vNIC significantly reduces
virtualization overhead, resulting in lower latencies and fewer server resources, including CPU and
memory, required for network virtualization.

In Red Hat Enterprise Linux 7.6, the ibmvnic driver was upgraded to version 1.0, which provides a
number of bug fixes and enhancements over the previous version. Notable changes include:

® The code that previously requested error information has been removed because no error ID is
provided by the Virtual Input-Output (VIOS) Server.
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® FError reporting has been updated with the cause string. As a result, during a recovery, the driver
classifies the string as a warning rather than an error.

® Error recovery on a login failure has been fixed.

® The failed state that occurred after a failover while migrating Logical Partitioning (LPAR) has
been fixed.

® The driver can now handle all possible login response return values.

® Adriver crash that happened during a failover or Link Power Management (LPM) if the
Transmit and Receive (Tx/Rx) queues have changed has been fixed.

(BZ#1519746)

The igc driver available as a Technology Preview

The Intel® 2.5G Ethernet Linux Driver (igc.ko.xz) is available as a Technology Preview.
(BZ#1454918)

The ice driver available as a Technology Preview

The Intel® Ethernet Connection ES0O0 Series Linux Driver (ice.ko.xz) is available as a Technology
Preview.

(BZ#1454916)

7.7. KERNEL

eBPF system call for tracing

Red Hat Enterprise Linux 7.6 introduced the Extended Berkeley Packet Filter tool (eBPF) as a
Technology Preview. This tool is enabled only for the tracing subsystem. For details, see the related Red
Hat Knowledgebase article.

(BZ#1559615)

Heterogeneous memory management included as a Technology Preview

Red Hat Enterprise Linux 7 introduced the heterogeneous memory management (HMM) feature as a
Technology Preview. This feature has been added to the kernel as a helper layer for devices that want to
mirror a process address space into their own memory management unit (MMU). Thus a non-CPU
device processor is able to read system memory using the unified system address space. To enable this
feature, add experimental_hmm=enable to the kernel command line.

(BZ#1230959)

kexec as a Technology Preview

The kexec system call has been provided as a Technology Preview. This system call enables loading and
booting into another kernel from the currently running kernel, thus performing the function of the boot
loader from within the kernel. Hardware initialization, which is normally done during a standard system
boot, is not performed during a kexec boot, which significantly reduces the time required for a reboot.

(BZ#1460849)

kexec fast reboot as a Technology Preview
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The kexec fast reboot feature, which was introduced in Red Hat Enterprise Linux 7.5, continues to be
available as a Technology Preview. kexec fast reboot makes the reboot significantly faster. To use this
feature, you must load the kexec kernel manually, and then reboot the operating system.

Itis not possible to make kexec fast reboot as the default reboot action. Special case is using kexec
fast reboot for Anaconda. It still does not enable to make kexec fast reboot default. However, when
used with Anaconda, the operating system can automatically use kexec fast reboot after the
installation is complete in case that user boots kernel with the anaconda option. To schedule a kexec
reboot, use the inst.kexec command on the kernel command line, or include a reboot --kexec line in
the Kickstart file.

(BZ#1464377)

perf cqm has been replaced by resctrl

The Intel Cache Allocation Technology (CAT) was introduced in Red Hat Enterprise Linux 7.4 as a
Technology Preview. However, the perf cqm tool did not work correctly due to an incompatibility
between perf infrastructure and Cache Quality of Service Monitoring (CQM) hardware support.
Consequently, multiple problems occurred when using perf cqgm.
These problems included most notably:

e perf cqm did not support the group of tasks which is allocated using resctrl

e perf cqm gave random and inaccurate data due to several problems with recycling

e perf cqm did not provide enough support when running different kinds of events together (the
different events are, for example, tasks, system-wide, and cgroup events)

e perf cqm provided only partial support for cgroup events

® The partial support for cgroup events did not work in cases with a hierarchy of cgroup events, or
when monitoring a task in a cgroup and the cgroup together

® Monitoring tasks for the lifetime caused perf overhead

e perf cqm reported the aggregate cache occupancy or memory bandwidth over all sockets,
while in most cloud and VMM-bases use cases the individual per-socket usage is needed

In Red Hat Enterprise Linux 7.5, perf cqm was replaced by the approach based on the resctrl file
system, which addressed all of the aforementioned problems.

(BZ#1457533)

TC HW offloading available as a Technology Preview

Starting with Red Hat Enterprise Linux 7.6, Traffic Control (TC) Hardware offloading has been provided
as a Technology Preview.

Hardware offloading enables that the selected functions of network traffic processing, such as shaping,
scheduling, policing and dropping, are executed directly in the hardware instead of waiting for software
processing, which improves the performance.

(BZ#1503123)

AMD xgbe network driver available as a Technology Preview
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Starting with Red Hat Enterprise Linux 7.6, the AMD xgbe network driver has been provided as a
Technology Preview.

(BZ#1589397)

Secure Memory Encryption is available only as a Technology Preview

Currently, Secure Memory Encryption (SME) is incompatible with kdump functionality, as the kdump
kernel lacks the memory key to decrypt SME-encrypted memory. Red Hat found that with SME

enabled, servers under testing might fail to perform some functions and therefore the feature is unfit for
use in production. Consequently, 