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Abstract

				This document provides instructions for configuring and managing the nodes, Pods, and containers in your cluster. It also provides information on configuring Pod scheduling and placement, using jobs and DaemonSets to automate tasks, and other tasks to ensure an efficient cluster.
			






Chapter 1. Overview of nodes



About nodes




				A node is a virtual or bare-metal machine in a Kubernetes cluster. Worker nodes host your application containers, grouped as pods. The control plane nodes run services that are required to control the Kubernetes cluster. In OpenShift Dedicated, the control plane nodes contain more than just the Kubernetes services for managing the OpenShift Dedicated cluster.
			

				Having stable and healthy nodes in a cluster is fundamental to the smooth functioning of your hosted application. In OpenShift Dedicated, you can access, manage, and monitor a node through the Node object representing the node. Using the OpenShift CLI (oc) or the web console, you can perform the following operations on a node.
			

				The following components of a node are responsible for maintaining the running of pods and providing the Kubernetes runtime environment.
			
	Container runtime
	
							The container runtime is responsible for running containers. Kubernetes offers several runtimes such as containerd, cri-o, rktlet, and Docker.
						
	Kubelet
	
							Kubelet runs on nodes and reads the container manifests. It ensures that the defined containers have started and are running. The kubelet process maintains the state of work and the node server. Kubelet manages network rules and port forwarding. The kubelet manages containers that are created by Kubernetes only.
						
	Kube-proxy
	
							Kube-proxy runs on every node in the cluster and maintains the network traffic between the Kubernetes resources. A Kube-proxy ensures that the networking environment is isolated and accessible.
						
	DNS
	
							Cluster DNS is a DNS server which serves DNS records for Kubernetes services. Containers started by Kubernetes automatically include this DNS server in their DNS searches.
						


[image: Overview of control plane and worker node]

Read operations

				The read operations allow an administrator or a developer to get information about nodes in an OpenShift Dedicated cluster.
			
	
						List all the nodes in a cluster.
					
	
						Get information about a node, such as memory and CPU usage, health, status, and age.
					
	
						List pods running on a node.
					


Enhancement operations

				OpenShift Dedicated allows you to do more than just access and manage nodes; as an administrator, you can perform the following tasks on nodes to make the cluster more efficient, application-friendly, and to provide a better environment for your developers.
			
	
						Manage node-level tuning for high-performance applications that require some level of kernel tuning by using the Node Tuning Operator.
					
	
						Run background tasks on nodes automatically with daemon sets. You can create and use daemon sets to create shared storage, run a logging pod on every node, or deploy a monitoring agent on all nodes.
					



About pods




				A pod is one or more containers deployed together on a node. As a cluster administrator, you can define a pod, assign it to run on a healthy node that is ready for scheduling, and manage. A pod runs as long as the containers are running. You cannot change a pod once it is defined and is running. Some operations you can perform when working with pods are:
			
Read operations

				As an administrator, you can get information about pods in a project through the following tasks:
			
	
						List pods associated with a project, including information such as the number of replicas and restarts, current status, and age.
					
	
						View pod usage statistics such as CPU, memory, and storage consumption.
					


Management operations

				The following list of tasks provides an overview of how an administrator can manage pods in an OpenShift Dedicated cluster.
			
	
						Control scheduling of pods using the advanced scheduling features available in OpenShift Dedicated:
					
	
								Node-to-pod binding rules such as pod affinity, node affinity, and anti-affinity.
							
	
								Node labels and selectors.
							
	
								Taints and tolerations.
							
	
								Pod topology spread constraints.
							



	
						Configure how pods behave after a restart using pod controllers and restart policies.
					
	
						Limit both egress and ingress traffic on a pod.
					
	
						Add and remove volumes to and from any object that has a pod template. A volume is a mounted file system available to all the containers in a pod. Container storage is ephemeral; you can use volumes to persist container data.
					


Enhancement operations

				You can work with pods more easily and efficiently with the help of various tools and features available in OpenShift Dedicated. The following operations involve using those tools and features to better manage pods.
			
	
						Secrets: Some applications need sensitive information, such as passwords and usernames. An administrator can use the Secret object to provide sensitive data to pods using the Secret object.
					



About containers




				A container is the basic unit of an OpenShift Dedicated application, which comprises the application code packaged along with its dependencies, libraries, and binaries. Containers provide consistency across environments and multiple deployment targets: physical servers, virtual machines (VMs), and private or public cloud.
			

				Linux container technologies are lightweight mechanisms for isolating running processes and limiting access to only designated resources. As an administrator, You can perform various tasks on a Linux container, such as:
			
	
						Copy files to and from a container.
					
	
						Allow containers to consume API objects.
					
	
						Execute remote commands in a container.
					
	
						Use port forwarding to access applications in a container.
					



				OpenShift Dedicated provides specialized containers called Init containers. Init containers run before application containers and can contain utilities or setup scripts not present in an application image. You can use an Init container to perform tasks before the rest of a pod is deployed.
			

				Apart from performing specific tasks on nodes, pods, and containers, you can work with the overall OpenShift Dedicated cluster to keep the cluster efficient and the application pods highly available.
			

Glossary of common terms for OpenShift Dedicated nodes




				This glossary defines common terms that are used in the node content.
			
	Container
	
							It is a lightweight and executable image that comprises software and all its dependencies. Containers virtualize the operating system, as a result, you can run containers anywhere from a data center to a public or private cloud to even a developer’s laptop.
						


	Daemon set
	
							Ensures that a replica of the pod runs on eligible nodes in an OpenShift Dedicated cluster.
						


	egress
	
							The process of data sharing externally through a network’s outbound traffic from a pod.
						


	garbage collection
	
							The process of cleaning up cluster resources, such as terminated containers and images that are not referenced by any running pods.
						


	Ingress
	
							Incoming traffic to a pod.
						


	Job
	
							A process that runs to completion. A job creates one or more pod objects and ensures that the specified pods are successfully completed.
						


	Labels
	
							You can use labels, which are key-value pairs, to organise and select subsets of objects, such as a pod.
						


	Node
	
							A worker machine in the OpenShift Dedicated cluster. A node can be either be a virtual machine (VM) or a physical machine.
						


	Node Tuning Operator
	
							You can use the Node Tuning Operator to manage node-level tuning by using the TuneD daemon. It ensures custom tuning specifications are passed to all containerized TuneD daemons running in the cluster in the format that the daemons understand. The daemons run on all nodes in the cluster, one per node.
						


	Self Node Remediation Operator
	
							The Operator runs on the cluster nodes and identifies and reboots nodes that are unhealthy.
						


	Pod
	
							One or more containers with shared resources, such as volume and IP addresses, running in your OpenShift Dedicated cluster. A pod is the smallest compute unit defined, deployed, and managed.
						


	Toleration
	
							Indicates that the pod is allowed (but not required) to be scheduled on nodes or node groups with matching taints. You can use tolerations to enable the scheduler to schedule pods with matching taints.
						


	Taint
	
							A core object that comprises a key,value, and effect. Taints and tolerations work together to ensure that pods are not scheduled on irrelevant nodes.
						




Chapter 2. Working with pods



Using pods




				A pod is one or more containers deployed together on one host, and the smallest compute unit that can be defined, deployed, and managed.
			
Understanding pods




					Pods are the rough equivalent of a machine instance (physical or virtual) to a Container. Each pod is allocated its own internal IP address, therefore owning its entire port space, and containers within pods can share their local storage and networking.
				

					Pods have a lifecycle; they are defined, then they are assigned to run on a node, then they run until their container(s) exit or they are removed for some other reason. Pods, depending on policy and exit code, might be removed after exiting, or can be retained to enable access to the logs of their containers.
				

					OpenShift Dedicated treats pods as largely immutable; changes cannot be made to a pod definition while it is running. OpenShift Dedicated implements changes by terminating an existing pod and recreating it with modified configuration, base image(s), or both. Pods are also treated as expendable, and do not maintain state when recreated. Therefore pods should usually be managed by higher-level controllers, rather than directly by users.
				
Warning

						Bare pods that are not managed by a replication controller will be not rescheduled upon node disruption.
					


Example pod configurations




					OpenShift Dedicated leverages the Kubernetes concept of a pod, which is one or more containers deployed together on one host, and the smallest compute unit that can be defined, deployed, and managed.
				

					The following is an example definition of a pod. It demonstrates many features of pods, most of which are discussed in other topics and thus only briefly mentioned here:
				

Pod object definition (YAML)

						

kind: Pod
apiVersion: v1
metadata:
  name: example
  labels:
    environment: production
    app: abc [image: 1]
spec:
  restartPolicy: Always [image: 2]
  securityContext: [image: 3]
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers: [image: 4]
    - name: abc
      args:
      - sleep
      - "1000000"
      volumeMounts: [image: 5]
       - name: cache-volume
         mountPath: /cache [image: 6]
      image: registry.access.redhat.com/ubi7/ubi-init:latest [image: 7]
      securityContext:
        allowPrivilegeEscalation: false
        runAsNonRoot: true
        capabilities:
          drop: ["ALL"]
      resources:
        limits:
          memory: "100Mi"
          cpu: "1"
        requests:
          memory: "100Mi"
          cpu: "1"
  volumes: [image: 8]
  - name: cache-volume
    emptyDir:
      sizeLimit: 500Mi


					
	[image: 1] 
	
							Pods can be "tagged" with one or more labels, which can then be used to select and manage groups of pods in a single operation. The labels are stored in key/value format in the metadata hash.
						

	[image: 2] 
	
							The pod restart policy with possible values Always, OnFailure, and Never. The default value is Always.
						

	[image: 3] 
	
							OpenShift Dedicated defines a security context for containers which specifies whether they are allowed to run as privileged containers, run as a user of their choice, and more. The default context is very restrictive but administrators can modify this as needed.
						

	[image: 4] 
	
							containers specifies an array of one or more container definitions.
						

	[image: 5] 
	
							The container specifies where external storage volumes are mounted within the container.
						

	[image: 6] 
	
							Specify the volumes to provide for the pod. Volumes mount at the specified path. Do not mount to the container root, /, or any path that is the same in the host and the container. This can corrupt your host system if the container is sufficiently privileged, such as the host /dev/pts files. It is safe to mount the host by using /host.
						

	[image: 7] 
	
							Each container in the pod is instantiated from its own container image.
						

	[image: 8] 
	
							The pod defines storage volumes that are available to its container(s) to use.
						

							If you attach persistent volumes that have high file counts to pods, those pods can fail or can take a long time to start. For more information, see When using Persistent Volumes with high file counts in OpenShift, why do pods fail to start or take an excessive amount of time to achieve "Ready" state?.
						



Note

						This pod definition does not include attributes that are filled by OpenShift Dedicated automatically after the pod is created and its lifecycle begins. The Kubernetes pod documentation has details about the functionality and purpose of pods.
					


Additional resources



	
							For more information on pods and storage see Understanding persistent storage and Understanding ephemeral storage.
						




Viewing pods




				As an administrator, you can view the pods in your cluster and to determine the health of those pods and the cluster as a whole.
			
About pods




					OpenShift Dedicated leverages the Kubernetes concept of a pod, which is one or more containers deployed together on one host, and the smallest compute unit that can be defined, deployed, and managed. Pods are the rough equivalent of a machine instance (physical or virtual) to a container.
				

					You can view a list of pods associated with a specific project or view usage statistics about pods.
				

Viewing pods in a project




					You can view a list of pods associated with the current project, including the number of replica, the current status, number or restarts and the age of the pod.
				
Procedure

						To view the pods in a project:
					
	
							Change to the project:
						
$ oc project <project-name>

	
							Run the following command:
						
$ oc get pods

							For example:
						
$ oc get pods
Example output

								

NAME                       READY   STATUS    RESTARTS   AGE
console-698d866b78-bnshf   1/1     Running   2          165m
console-698d866b78-m87pm   1/1     Running   2          165m


							

							Add the -o wide flags to view the pod IP address and the node where the pod is located.
						
$ oc get pods -o wide
Example output

								

NAME                       READY   STATUS    RESTARTS   AGE    IP            NODE                           NOMINATED NODE
console-698d866b78-bnshf   1/1     Running   2          166m   10.128.0.24   ip-10-0-152-71.ec2.internal    <none>
console-698d866b78-m87pm   1/1     Running   2          166m   10.129.0.23   ip-10-0-173-237.ec2.internal   <none>


							




Viewing pod usage statistics




					You can display usage statistics about pods, which provide the runtime environments for containers. These usage statistics include CPU, memory, and storage consumption.
				
Prerequisites
	
							You must have cluster-reader permission to view the usage statistics.
						
	
							Metrics must be installed to view the usage statistics.
						


Procedure

						To view the usage statistics:
					
	
							Run the following command:
						
$ oc adm top pods

							For example:
						
$ oc adm top pods -n openshift-console
Example output

								

NAME                         CPU(cores)   MEMORY(bytes)
console-7f58c69899-q8c8k     0m           22Mi
console-7f58c69899-xhbgg     0m           25Mi
downloads-594fcccf94-bcxk8   3m           18Mi
downloads-594fcccf94-kv4p6   2m           15Mi


							

	
							Run the following command to view the usage statistics for pods with labels:
						
$ oc adm top pod --selector=''

							You must choose the selector (label query) to filter on. Supports =, ==, and !=.
						

							For example:
						
$ oc adm top pod --selector='name=my-pod'




Viewing resource logs




					You can view the log for various resources in the OpenShift CLI (oc) and web console. Logs read from the tail, or end, of the log.
				
Prerequisites
	
							Access to the OpenShift CLI (oc).
						


Procedure (UI)
	
							In the OpenShift Dedicated console, navigate to Workloads → Pods or navigate to the pod through the resource you want to investigate.
						
Note

								Some resources, such as builds, do not have pods to query directly. In such instances, you can locate the Logs link on the Details page for the resource.
							


	
							Select a project from the drop-down menu.
						
	
							Click the name of the pod you want to investigate.
						
	
							Click Logs.
						


Procedure (CLI)
	
							View the log for a specific pod:
						
$ oc logs -f <pod_name> -c <container_name>

							where:
						
	-f
	
										Optional: Specifies that the output follows what is being written into the logs.
									
	<pod_name>
	
										Specifies the name of the pod.
									
	<container_name>
	
										Optional: Specifies the name of a container. When a pod has more than one container, you must specify the container name.
									



							For example:
						
$ oc logs ruby-58cd97df55-mww7r
$ oc logs -f ruby-57f7f4855b-znl92 -c ruby

							The contents of log files are printed out.
						

	
							View the log for a specific resource:
						
$ oc logs <object_type>/<resource_name> [image: 1]
	[image: 1] 
	
									Specifies the resource type and name.
								




							For example:
						
$ oc logs deployment/ruby

							The contents of log files are printed out.
						





Configuring an OpenShift Dedicated cluster for pods




				As an administrator, you can create and maintain an efficient cluster for pods.
			

				By keeping your cluster efficient, you can provide a better environment for your developers using such tools as what a pod does when it exits, ensuring that the required number of pods is always running, when to restart pods designed to run only once, limit the bandwidth available to pods, and how to keep pods running during disruptions.
			
Configuring how pods behave after restart




					A pod restart policy determines how OpenShift Dedicated responds when Containers in that pod exit. The policy applies to all Containers in that pod.
				

					The possible values are:
				
	
							Always - Tries restarting a successfully exited Container on the pod continuously, with an exponential back-off delay (10s, 20s, 40s) capped at 5 minutes. The default is Always.
						
	
							OnFailure - Tries restarting a failed Container on the pod with an exponential back-off delay (10s, 20s, 40s) capped at 5 minutes.
						
	
							Never - Does not try to restart exited or failed Containers on the pod. Pods immediately fail and exit.
						



					After the pod is bound to a node, the pod will never be bound to another node. This means that a controller is necessary in order for a pod to survive node failure:
				
	Condition	Controller Type	Restart Policy
	 
									Pods that are expected to terminate (such as batch computations)
								

								 	 
									Job
								

								 	 
									OnFailure or Never
								

								 
	 
									Pods that are expected to not terminate (such as web servers)
								

								 	 
									Replication controller
								

								 	 
									Always.
								

								 
	 
									Pods that must run one-per-machine
								

								 	 
									Daemon set
								

								 	 
									Any
								

								 



					If a Container on a pod fails and the restart policy is set to OnFailure, the pod stays on the node and the Container is restarted. If you do not want the Container to restart, use a restart policy of Never.
				

					If an entire pod fails, OpenShift Dedicated starts a new pod. Developers must address the possibility that applications might be restarted in a new pod. In particular, applications must handle temporary files, locks, incomplete output, and so forth caused by previous runs.
				
Note

						Kubernetes architecture expects reliable endpoints from cloud providers. When a cloud provider is down, the kubelet prevents OpenShift Dedicated from restarting.
					

						If the underlying cloud provider endpoints are not reliable, do not install a cluster using cloud provider integration. Install the cluster as if it was in a no-cloud environment. It is not recommended to toggle cloud provider integration on or off in an installed cluster.
					


					For details on how OpenShift Dedicated uses restart policy with failed Containers, see the Example States in the Kubernetes documentation.
				

Limiting the bandwidth available to pods




					You can apply quality-of-service traffic shaping to a pod and effectively limit its available bandwidth. Egress traffic (from the pod) is handled by policing, which simply drops packets in excess of the configured rate. Ingress traffic (to the pod) is handled by shaping queued packets to effectively handle data. The limits you place on a pod do not affect the bandwidth of other pods.
				
Procedure

						To limit the bandwidth on a pod:
					
	
							Write an object definition JSON file, and specify the data traffic speed using kubernetes.io/ingress-bandwidth and kubernetes.io/egress-bandwidth annotations. For example, to limit both pod egress and ingress bandwidth to 10M/s:
						
Limited Pod object definition

								

{
    "kind": "Pod",
    "spec": {
        "containers": [
            {
                "image": "openshift/hello-openshift",
                "name": "hello-openshift"
            }
        ]
    },
    "apiVersion": "v1",
    "metadata": {
        "name": "iperf-slow",
        "annotations": {
            "kubernetes.io/ingress-bandwidth": "10M",
            "kubernetes.io/egress-bandwidth": "10M"
        }
    }
}


							

	
							Create the pod using the object definition:
						
$ oc create -f <file_or_dir_path>




Understanding how to use pod disruption budgets to specify the number of pods that must be up




					A pod disruption budget allows the specification of safety constraints on pods during operations, such as draining a node for maintenance.
				

					PodDisruptionBudget is an API object that specifies the minimum number or percentage of replicas that must be up at a time. Setting these in projects can be helpful during node maintenance (such as scaling a cluster down or a cluster upgrade) and is only honored on voluntary evictions (not on node failures).
				

					A PodDisruptionBudget object’s configuration consists of the following key parts:
				
	
							A label selector, which is a label query over a set of pods.
						
	
							An availability level, which specifies the minimum number of pods that must be available simultaneously, either:
						
	
									minAvailable is the number of pods must always be available, even during a disruption.
								
	
									maxUnavailable is the number of pods can be unavailable during a disruption.
								





Note

						Available refers to the number of pods that has condition Ready=True. Ready=True refers to the pod that is able to serve requests and should be added to the load balancing pools of all matching services.
					

						A maxUnavailable of 0% or 0 or a minAvailable of 100% or equal to the number of replicas is permitted but can block nodes from being drained.
					

Warning

						The default setting for maxUnavailable is 1 for all the machine config pools in OpenShift Dedicated. It is recommended to not change this value and update one control plane node at a time. Do not change this value to 3 for the control plane pool.
					


					You can check for pod disruption budgets across all projects with the following:
				
$ oc get poddisruptionbudget --all-namespaces
Example output

						

NAMESPACE                              NAME                                    MIN AVAILABLE   MAX UNAVAILABLE   ALLOWED DISRUPTIONS   AGE
openshift-apiserver                    openshift-apiserver-pdb                 N/A             1                 1                     121m
openshift-cloud-controller-manager     aws-cloud-controller-manager            1               N/A               1                     125m
openshift-cloud-credential-operator    pod-identity-webhook                    1               N/A               1                     117m
openshift-cluster-csi-drivers          aws-ebs-csi-driver-controller-pdb       N/A             1                 1                     121m
openshift-cluster-storage-operator     csi-snapshot-controller-pdb             N/A             1                 1                     122m
openshift-cluster-storage-operator     csi-snapshot-webhook-pdb                N/A             1                 1                     122m
openshift-console                      console                                 N/A             1                 1                     116m
#...


					

					The PodDisruptionBudget is considered healthy when there are at least minAvailable pods running in the system. Every pod above that limit can be evicted.
				
Note

						Depending on your pod priority and preemption settings, lower-priority pods might be removed despite their pod disruption budget requirements.
					

Specifying the number of pods that must be up with pod disruption budgets




						You can use a PodDisruptionBudget object to specify the minimum number or percentage of replicas that must be up at a time.
					
Procedure

							To configure a pod disruption budget:
						
	
								Create a YAML file with the an object definition similar to the following:
							
apiVersion: policy/v1 [image: 1]
kind: PodDisruptionBudget
metadata:
  name: my-pdb
spec:
  minAvailable: 2  [image: 2]
  selector:  [image: 3]
    matchLabels:
      name: my-pod
	[image: 1] 
	
										PodDisruptionBudget is part of the policy/v1 API group.
									

	[image: 2] 
	
										The minimum number of pods that must be available simultaneously. This can be either an integer or a string specifying a percentage, for example, 20%.
									

	[image: 3] 
	
										A label query over a set of resources. The result of matchLabels and matchExpressions are logically conjoined. Leave this parameter blank, for example selector {}, to select all pods in the project.
									




								Or:
							
apiVersion: policy/v1 [image: 1]
kind: PodDisruptionBudget
metadata:
  name: my-pdb
spec:
  maxUnavailable: 25% [image: 2]
  selector: [image: 3]
    matchLabels:
      name: my-pod
	[image: 1] 
	
										PodDisruptionBudget is part of the policy/v1 API group.
									

	[image: 2] 
	
										The maximum number of pods that can be unavailable simultaneously. This can be either an integer or a string specifying a percentage, for example, 20%.
									

	[image: 3] 
	
										A label query over a set of resources. The result of matchLabels and matchExpressions are logically conjoined. Leave this parameter blank, for example selector {}, to select all pods in the project.
									




	
								Run the following command to add the object to project:
							
$ oc create -f </path/to/file> -n <project_name>






Providing sensitive data to pods by using secrets



Additional resources

					Some applications need sensitive information, such as passwords and user names, that you do not want developers to have.
				

				As an administrator, you can use Secret objects to provide this information without exposing that information in clear text.
			
Understanding secrets




					The Secret object type provides a mechanism to hold sensitive information such as passwords, OpenShift Dedicated client configuration files, private source repository credentials, and so on. Secrets decouple sensitive content from the pods. You can mount secrets into containers using a volume plugin or the system can use secrets to perform actions on behalf of a pod.
				

					Key properties include:
				
	
							Secret data can be referenced independently from its definition.
						
	
							Secret data volumes are backed by temporary file-storage facilities (tmpfs) and never come to rest on a node.
						
	
							Secret data can be shared within a namespace.
						


YAML Secret object definition

						

apiVersion: v1
kind: Secret
metadata:
  name: test-secret
  namespace: my-namespace
type: Opaque [image: 1]
data: [image: 2]
  username: <username> [image: 3]
  password: <password>
stringData: [image: 4]
  hostname: myapp.mydomain.com [image: 5]


					
	[image: 1] 
	
							Indicates the structure of the secret’s key names and values.
						

	[image: 2] 
	
							The allowable format for the keys in the data field must meet the guidelines in the DNS_SUBDOMAIN value in the Kubernetes identifiers glossary.
						

	[image: 3] 
	
							The value associated with keys in the data map must be base64 encoded.
						

	[image: 4] 
	
							Entries in the stringData map are converted to base64 and the entry will then be moved to the data map automatically. This field is write-only; the value will only be returned via the data field.
						

	[image: 5] 
	
							The value associated with keys in the stringData map is made up of plain text strings.
						




					You must create a secret before creating the pods that depend on that secret.
				

					When creating secrets:
				
	
							Create a secret object with secret data.
						
	
							Update the pod’s service account to allow the reference to the secret.
						
	
							Create a pod, which consumes the secret as an environment variable or as a file (using a secret volume).
						


Types of secrets




						The value in the type field indicates the structure of the secret’s key names and values. The type can be used to enforce the presence of user names and keys in the secret object. If you do not want validation, use the opaque type, which is the default.
					

						Specify one of the following types to trigger minimal server-side validation to ensure the presence of specific key names in the secret data:
					
	
								kubernetes.io/service-account-token. Uses a service account token.
							
	
								kubernetes.io/basic-auth. Use with Basic Authentication.
							
	
								kubernetes.io/ssh-auth. Use with SSH Key Authentication.
							
	
								kubernetes.io/tls. Use with TLS certificate authorities.
							



						Specify type: Opaque if you do not want validation, which means the secret does not claim to conform to any convention for key names or values. An opaque secret, allows for unstructured key:value pairs that can contain arbitrary values.
					
Note

							You can specify other arbitrary types, such as example.com/my-secret-type. These types are not enforced server-side, but indicate that the creator of the secret intended to conform to the key/value requirements of that type.
						


						For examples of different secret types, see the code samples in Using Secrets.
					

Secret data keys




						Secret keys must be in a DNS subdomain.
					

Automatically generated secrets




						By default, OpenShift Dedicated creates the following secrets for each service account:
					
	
								A dockercfg image pull secret
							
	
								A service account token secret
							
Note

									Prior to OpenShift Dedicated 4.11, a second service account token secret was generated when a service account was created. This service account token secret was used to access the Kubernetes API.
								

									Starting with OpenShift Dedicated 4.11, this second service account token secret is no longer created. This is because the LegacyServiceAccountTokenNoAutoGeneration upstream Kubernetes feature gate was enabled, which stops the automatic generation of secret-based service account tokens to access the Kubernetes API.
								

									After upgrading to 4, any existing service account token secrets are not deleted and continue to function.
								





						This service account token secret and docker configuration image pull secret are necessary to integrate the OpenShift image registry into the cluster’s user authentication and authorization system.
					

						However, if you do not enable the ImageRegistry capability or if you disable the integrated OpenShift image registry in the Cluster Image Registry Operator’s configuration, these secrets are not generated for each service account.
					
Warning

							Do not rely on these automatically generated secrets for your own use; they might be removed in a future OpenShift Dedicated release.
						


						Workloads are automatically injected with a projected volume to obtain a bound service account token. If your workload needs an additional service account token, add an additional projected volume in your workload manifest. Bound service account tokens are more secure than service account token secrets for the following reasons:
					
	
								Bound service account tokens have a bounded lifetime.
							
	
								Bound service account tokens contain audiences.
							
	
								Bound service account tokens can be bound to pods or secrets and the bound tokens are invalidated when the bound object is removed.
							



						For more information, see Configuring bound service account tokens using volume projection.
					

						You can also manually create a service account token secret to obtain a token, if the security exposure of a non-expiring token in a readable API object is acceptable to you. For more information, see Creating a service account token secret.
					
Additional resources
	
								For information about creating a service account token secret, see Creating a service account token secret.
							




Understanding how to create secrets




					As an administrator you must create a secret before developers can create the pods that depend on that secret.
				

					When creating secrets:
				
	
							Create a secret object that contains the data you want to keep secret. The specific data required for each secret type is descibed in the following sections.
						
Example YAML object that creates an opaque secret

								

apiVersion: v1
kind: Secret
metadata:
  name: test-secret
type: Opaque [image: 1]
data: [image: 2]
  username: <username>
  password: <password>
stringData: [image: 3]
  hostname: myapp.mydomain.com
  secret.properties: |
    property1=valueA
    property2=valueB


							
	[image: 1] 
	
									Specifies the type of secret.
								

	[image: 2] 
	
									Specifies encoded string and data.
								

	[image: 3] 
	
									Specifies decoded string and data.
								




							Use either the data or stringdata fields, not both.
						

	
							Update the pod’s service account to reference the secret:
						
YAML of a service account that uses a secret

								

apiVersion: v1
kind: ServiceAccount
 ...
secrets:
- name: test-secret


							

	
							Create a pod, which consumes the secret as an environment variable or as a file (using a secret volume):
						
YAML of a pod populating files in a volume with secret data

								

apiVersion: v1
kind: Pod
metadata:
  name: secret-example-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: secret-test-container
      image: busybox
      command: [ "/bin/sh", "-c", "cat /etc/secret-volume/*" ]
      volumeMounts: [image: 1]
          - name: secret-volume
            mountPath: /etc/secret-volume [image: 2]
            readOnly: true [image: 3]
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  volumes:
    - name: secret-volume
      secret:
        secretName: test-secret [image: 4]
  restartPolicy: Never


							
	[image: 1] 
	
									Add a volumeMounts field to each container that needs the secret.
								

	[image: 2] 
	
									Specifies an unused directory name where you would like the secret to appear. Each key in the secret data map becomes the filename under mountPath.
								

	[image: 3] 
	
									Set to true. If true, this instructs the driver to provide a read-only volume.
								

	[image: 4] 
	
									Specifies the name of the secret.
								



YAML of a pod populating environment variables with secret data

								

apiVersion: v1
kind: Pod
metadata:
  name: secret-example-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: secret-test-container
      image: busybox
      command: [ "/bin/sh", "-c", "export" ]
      env:
        - name: TEST_SECRET_USERNAME_ENV_VAR
          valueFrom:
            secretKeyRef: [image: 1]
              name: test-secret
              key: username
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never


							
	[image: 1] 
	
									Specifies the environment variable that consumes the secret key.
								



YAML of a build config populating environment variables with secret data

								

apiVersion: build.openshift.io/v1
kind: BuildConfig
metadata:
  name: secret-example-bc
spec:
  strategy:
    sourceStrategy:
      env:
      - name: TEST_SECRET_USERNAME_ENV_VAR
        valueFrom:
          secretKeyRef: [image: 1]
            name: test-secret
            key: username
      from:
        kind: ImageStreamTag
        namespace: openshift
        name: 'cli:latest'


							
	[image: 1] 
	
									Specifies the environment variable that consumes the secret key.
								






Secret creation restrictions




						To use a secret, a pod needs to reference the secret. A secret can be used with a pod in three ways:
					
	
								To populate environment variables for containers.
							
	
								As files in a volume mounted on one or more of its containers.
							
	
								By kubelet when pulling images for the pod.
							



						Volume type secrets write data into the container as a file using the volume mechanism. Image pull secrets use service accounts for the automatic injection of the secret into all pods in a namespace.
					

						When a template contains a secret definition, the only way for the template to use the provided secret is to ensure that the secret volume sources are validated and that the specified object reference actually points to a Secret object. Therefore, a secret needs to be created before any pods that depend on it. The most effective way to ensure this is to have it get injected automatically through the use of a service account.
					

						Secret API objects reside in a namespace. They can only be referenced by pods in that same namespace.
					

						Individual secrets are limited to 1MB in size. This is to discourage the creation of large secrets that could exhaust apiserver and kubelet memory. However, creation of a number of smaller secrets could also exhaust memory.
					

Creating an opaque secret




						As an administrator, you can create an opaque secret, which allows you to store unstructured key:value pairs that can contain arbitrary values.
					
Procedure
	
								Create a Secret object in a YAML file on a control plane node.
							

								For example:
							
apiVersion: v1
kind: Secret
metadata:
  name: mysecret
type: Opaque [image: 1]
data:
  username: <username>
  password: <password>
	[image: 1] 
	
										Specifies an opaque secret.
									




	
								Use the following command to create a Secret object:
							
$ oc create -f <filename>.yaml

	
								To use the secret in a pod:
							
	
										Update the pod’s service account to reference the secret, as shown in the "Understanding how to create secrets" section.
									
	
										Create the pod, which consumes the secret as an environment variable or as a file (using a secret volume), as shown in the "Understanding how to create secrets" section.
									





Additional resources
	
								For more information on using secrets in pods, see Understanding how to create secrets.
							



Creating a service account token secret




						As an administrator, you can create a service account token secret, which allows you to distribute a service account token to applications that must authenticate to the API.
					
Note

							It is recommended to obtain bound service account tokens using the TokenRequest API instead of using service account token secrets. The tokens obtained from the TokenRequest API are more secure than the tokens stored in secrets, because they have a bounded lifetime and are not readable by other API clients.
						

							You should create a service account token secret only if you cannot use the TokenRequest API and if the security exposure of a non-expiring token in a readable API object is acceptable to you.
						

							See the Additional resources section that follows for information on creating bound service account tokens.
						

Procedure
	
								Create a Secret object in a YAML file on a control plane node:
							
Example secret object:

									

apiVersion: v1
kind: Secret
metadata:
  name: secret-sa-sample
  annotations:
    kubernetes.io/service-account.name: "sa-name" [image: 1]
type: kubernetes.io/service-account-token [image: 2]


								
	[image: 1] 
	
										Specifies an existing service account name. If you are creating both the ServiceAccount and the Secret objects, create the ServiceAccount object first.
									

	[image: 2] 
	
										Specifies a service account token secret.
									




	
								Use the following command to create the Secret object:
							
$ oc create -f <filename>.yaml

	
								To use the secret in a pod:
							
	
										Update the pod’s service account to reference the secret, as shown in the "Understanding how to create secrets" section.
									
	
										Create the pod, which consumes the secret as an environment variable or as a file (using a secret volume), as shown in the "Understanding how to create secrets" section.
									





Additional resources
	
								For more information on using secrets in pods, see Understanding how to create secrets.
							



Creating a basic authentication secret




						As an administrator, you can create a basic authentication secret, which allows you to store the credentials needed for basic authentication. When using this secret type, the data parameter of the Secret object must contain the following keys encoded in the base64 format:
					
	
								username: the user name for authentication
							
	
								password: the password or token for authentication
							


Note

							You can use the stringData parameter to use clear text content.
						

Procedure
	
								Create a Secret object in a YAML file on a control plane node:
							
Example secret object

									

apiVersion: v1
kind: Secret
metadata:
  name: secret-basic-auth
type: kubernetes.io/basic-auth [image: 1]
data:
stringData: [image: 2]
  username: admin
  password: <password>


								
	[image: 1] 
	
										Specifies a basic authentication secret.
									

	[image: 2] 
	
										Specifies the basic authentication values to use.
									




	
								Use the following command to create the Secret object:
							
$ oc create -f <filename>.yaml

	
								To use the secret in a pod:
							
	
										Update the pod’s service account to reference the secret, as shown in the "Understanding how to create secrets" section.
									
	
										Create the pod, which consumes the secret as an environment variable or as a file (using a secret volume), as shown in the "Understanding how to create secrets" section.
									





Additional resources
	
								For more information on using secrets in pods, see Understanding how to create secrets.
							



Creating an SSH authentication secret




						As an administrator, you can create an SSH authentication secret, which allows you to store data used for SSH authentication. When using this secret type, the data parameter of the Secret object must contain the SSH credential to use.
					
Procedure
	
								Create a Secret object in a YAML file on a control plane node:
							
Example secret object:

									

apiVersion: v1
kind: Secret
metadata:
  name: secret-ssh-auth
type: kubernetes.io/ssh-auth [image: 1]
data:
  ssh-privatekey: | [image: 2]
          MIIEpQIBAAKCAQEAulqb/Y ...


								
	[image: 1] 
	
										Specifies an SSH authentication secret.
									

	[image: 2] 
	
										Specifies the SSH key/value pair as the SSH credentials to use.
									




	
								Use the following command to create the Secret object:
							
$ oc create -f <filename>.yaml

	
								To use the secret in a pod:
							
	
										Update the pod’s service account to reference the secret, as shown in the "Understanding how to create secrets" section.
									
	
										Create the pod, which consumes the secret as an environment variable or as a file (using a secret volume), as shown in the "Understanding how to create secrets" section.
									





Additional resources
	
								Understanding how to create secrets.
							



Creating a Docker configuration secret




						As an administrator, you can create a Docker configuration secret, which allows you to store the credentials for accessing a container image registry.
					
	
								kubernetes.io/dockercfg. Use this secret type to store your local Docker configuration file. The data parameter of the secret object must contain the contents of a .dockercfg file encoded in the base64 format.
							
	
								kubernetes.io/dockerconfigjson. Use this secret type to store your local Docker configuration JSON file. The data parameter of the secret object must contain the contents of a .docker/config.json file encoded in the base64 format.
							


Procedure
	
								Create a Secret object in a YAML file on a control plane node.
							
Example Docker configuration secret object

									

apiVersion: v1
kind: Secret
metadata:
  name: secret-docker-cfg
  namespace: my-project
type: kubernetes.io/dockerconfig [image: 1]
data:
  .dockerconfig:bm5ubm5ubm5ubm5ubm5ubm5ubm5ubmdnZ2dnZ2dnZ2dnZ2dnZ2dnZ2cgYXV0aCBrZXlzCg== [image: 2]


								
	[image: 1] 
	
										Specifies that the secret is using a Docker configuration file.
									

	[image: 2] 
	
										The output of a base64-encoded Docker configuration file
									



Example Docker configuration JSON secret object

									

apiVersion: v1
kind: Secret
metadata:
  name: secret-docker-json
  namespace: my-project
type: kubernetes.io/dockerconfig [image: 1]
data:
  .dockerconfigjson:bm5ubm5ubm5ubm5ubm5ubm5ubm5ubmdnZ2dnZ2dnZ2dnZ2dnZ2dnZ2cgYXV0aCBrZXlzCg== [image: 2]


								
	[image: 1] 
	
										Specifies that the secret is using a Docker configuration JSONfile.
									

	[image: 2] 
	
										The output of a base64-encoded Docker configuration JSON file
									




	
								Use the following command to create the Secret object
							
$ oc create -f <filename>.yaml

	
								To use the secret in a pod:
							
	
										Update the pod’s service account to reference the secret, as shown in the "Understanding how to create secrets" section.
									
	
										Create the pod, which consumes the secret as an environment variable or as a file (using a secret volume), as shown in the "Understanding how to create secrets" section.
									





Additional resources
	
								For more information on using secrets in pods, see Understanding how to create secrets.
							



Creating a secret using the web console




						You can create secrets using the web console.
					
Procedure
	
								Navigate to Workloads → Secrets.
							
	
								Click Create → From YAML.
							
	
										Edit the YAML manually to your specifications, or drag and drop a file into the YAML editor. For example:
									
apiVersion: v1
kind: Secret
metadata:
  name: example
  namespace: <namespace>
type: Opaque [image: 1]
data:
  username: <base64 encoded username>
  password: <base64 encoded password>
stringData: [image: 2]
  hostname: myapp.mydomain.com
	[image: 1] 
	
												This example specifies an opaque secret; however, you may see other secret types such as service account token secret, basic authentication secret, SSH authentication secret, or a secret that uses Docker configuration.
											

	[image: 2] 
	
												Entries in the stringData map are converted to base64 and the entry will then be moved to the data map automatically. This field is write-only; the value will only be returned via the data field.
											







	
								Click Create.
							
	
								Click Add Secret to workload.
							
	
										From the drop-down menu, select the workload to add.
									
	
										Click Save.
									







Understanding how to update secrets




					When you modify the value of a secret, the value (used by an already running pod) will not dynamically change. To change a secret, you must delete the original pod and create a new pod (perhaps with an identical PodSpec).
				

					Updating a secret follows the same workflow as deploying a new Container image. You can use the kubectl rolling-update command.
				

					The resourceVersion value in a secret is not specified when it is referenced. Therefore, if a secret is updated at the same time as pods are starting, the version of the secret that is used for the pod is not defined.
				
Note

						Currently, it is not possible to check the resource version of a secret object that was used when a pod was created. It is planned that pods will report this information, so that a controller could restart ones using an old resourceVersion. In the interim, do not update the data of existing secrets, but create new ones with distinct names.
					


Creating and using secrets




					As an administrator, you can create a service account token secret. This allows you to distribute a service account token to applications that must authenticate to the API.
				
Procedure
	
							Create a service account in your namespace by running the following command:
						
$ oc create sa <service_account_name> -n <your_namespace>

	
							Save the following YAML example to a file named service-account-token-secret.yaml. The example includes a Secret object configuration that you can use to generate a service account token:
						
apiVersion: v1
kind: Secret
metadata:
  name: <secret_name> [image: 1]
  annotations:
    kubernetes.io/service-account.name: "sa-name" [image: 2]
type: kubernetes.io/service-account-token [image: 3]
	[image: 1] 
	
									Replace <secret_name> with the name of your service token secret.
								

	[image: 2] 
	
									Specifies an existing service account name. If you are creating both the ServiceAccount and the Secret objects, create the ServiceAccount object first.
								

	[image: 3] 
	
									Specifies a service account token secret type.
								




	
							Generate the service account token by applying the file:
						
$ oc apply -f service-account-token-secret.yaml

	
							Get the service account token from the secret by running the following command:
						
$ oc get secret <sa_token_secret> -o jsonpath='{.data.token}' | base64 --decode [image: 1]
Example output

								

ayJhbGciOiJSUzI1NiIsImtpZCI6IklOb2dtck1qZ3hCSWpoNnh5YnZhSE9QMkk3YnRZMVZoclFfQTZfRFp1YlUifQ.eyJpc3MiOiJrdWJlcm5ldGVzL3NlcnZpY2VhY2NvdW50Iiwia3ViZXJuZXRlcy5pby9zZXJ2aWNlYWNjb3VudC9uYW1lc3BhY2UiOiJkZWZhdWx0Iiwia3ViZXJuZXRlcy5pby9zZXJ2aWNlYWNjb3VudC9zZWNyZXQubmFtZSI6ImJ1aWxkZXItdG9rZW4tdHZrbnIiLCJrdWJlcm5ldGVzLmlvL3NlcnZpY2VhY2NvdW50L3NlcnZpY2UtYWNjb3VudC5uYW1lIjoiYnVpbGRlciIsImt1YmVybmV0ZXMuaW8vc2VydmljZWFjY291bnQvc2VydmljZS1hY2NvdW50LnVpZCI6IjNmZGU2MGZmLTA1NGYtNDkyZi04YzhjLTNlZjE0NDk3MmFmNyIsInN1YiI6InN5c3RlbTpzZXJ2aWNlYWNjb3VudDpkZWZhdWx0OmJ1aWxkZXIifQ.OmqFTDuMHC_lYvvEUrjr1x453hlEEHYcxS9VKSzmRkP1SiVZWPNPkTWlfNRp6bIUZD3U6aN3N7dMSN0eI5hu36xPgpKTdvuckKLTCnelMx6cxOdAbrcw1mCmOClNscwjS1KO1kzMtYnnq8rXHiMJELsNlhnRyyIXRTtNBsy4t64T3283s3SLsancyx0gy0ujx-Ch3uKAKdZi5iT-I8jnnQ-ds5THDs2h65RJhgglQEmSxpHrLGZFmyHAQI-_SjvmHZPXEc482x3SkaQHNLqpmrpJorNqh1M8ZHKzlujhZgVooMvJmWPXTb2vnvi3DGn2XI-hZxl1yD2yGH1RBpYUHA


							
	[image: 1] 
	
									Replace <sa_token_secret> with the name of your service token secret.
								




	
							Use your service account token to authenticate with the API of your cluster:
						
$ curl -X GET <openshift_cluster_api> --header "Authorization: Bearer <token>" [image: 1] [image: 2]
	[image: 1] 
	
									Replace <openshift_cluster_api> with the OpenShift cluster API.
								

	[image: 2] 
	
									Replace <token> with the service account token that is output in the preceding command.
								







About using signed certificates with secrets




					To secure communication to your service, you can configure OpenShift Dedicated to generate a signed serving certificate/key pair that you can add into a secret in a project.
				

					A service serving certificate secret is intended to support complex middleware applications that need out-of-the-box certificates. It has the same settings as the server certificates generated by the administrator tooling for nodes and masters.
				
Service Pod spec configured for a service serving certificates secret.

						

apiVersion: v1
kind: Service
metadata:
  name: registry
  annotations:
    service.beta.openshift.io/serving-cert-secret-name: registry-cert[image: 1]
# ...


					
	[image: 1] 
	
							Specify the name for the certificate
						




					Other pods can trust cluster-created certificates (which are only signed for internal DNS names), by using the CA bundle in the /var/run/secrets/kubernetes.io/serviceaccount/service-ca.crt file that is automatically mounted in their pod.
				

					The signature algorithm for this feature is x509.SHA256WithRSA. To manually rotate, delete the generated secret. A new certificate is created.
				
Generating signed certificates for use with secrets




						To use a signed serving certificate/key pair with a pod, create or edit the service to add the service.beta.openshift.io/serving-cert-secret-name annotation, then add the secret to the pod.
					
Procedure

							To create a service serving certificate secret:
						
	
								Edit the Pod spec for your service.
							
	
								Add the service.beta.openshift.io/serving-cert-secret-name annotation with the name you want to use for your secret.
							
kind: Service
apiVersion: v1
metadata:
  name: my-service
  annotations:
      service.beta.openshift.io/serving-cert-secret-name: my-cert [image: 1]
spec:
  selector:
    app: MyApp
  ports:
  - protocol: TCP
    port: 80
    targetPort: 9376

								The certificate and key are in PEM format, stored in tls.crt and tls.key respectively.
							

	
								Create the service:
							
$ oc create -f <file-name>.yaml

	
								View the secret to make sure it was created:
							
	
										View a list of all secrets:
									
$ oc get secrets
Example output

											

NAME                     TYPE                                  DATA      AGE
my-cert                  kubernetes.io/tls                     2         9m


										

	
										View details on your secret:
									
$ oc describe secret my-cert
Example output

											

Name:         my-cert
Namespace:    openshift-console
Labels:       <none>
Annotations:  service.beta.openshift.io/expiry: 2023-03-08T23:22:40Z
              service.beta.openshift.io/originating-service-name: my-service
              service.beta.openshift.io/originating-service-uid: 640f0ec3-afc2-4380-bf31-a8c784846a11
              service.beta.openshift.io/expiry: 2023-03-08T23:22:40Z

Type:  kubernetes.io/tls

Data
====
tls.key:  1679 bytes
tls.crt:  2595 bytes


										




	
								Edit your Pod spec with that secret.
							
apiVersion: v1
kind: Pod
metadata:
  name: my-service-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: mypod
    image: redis
    volumeMounts:
    - name: my-container
      mountPath: "/etc/my-path"
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  volumes:
  - name: my-volume
    secret:
      secretName: my-cert
      items:
      - key: username
        path: my-group/my-username
        mode: 511

								When it is available, your pod will run. The certificate will be good for the internal service DNS name, <service.name>.<service.namespace>.svc.
							

								The certificate/key pair is automatically replaced when it gets close to expiration. View the expiration date in the service.beta.openshift.io/expiry annotation on the secret, which is in RFC3339 format.
							
Note

									In most cases, the service DNS name <service.name>.<service.namespace>.svc is not externally routable. The primary use of <service.name>.<service.namespace>.svc is for intracluster or intraservice communication, and with re-encrypt routes.
								






Troubleshooting secrets




					If a service certificate generation fails with (service’s service.beta.openshift.io/serving-cert-generation-error annotation contains):
				
secret/ssl-key references serviceUID 62ad25ca-d703-11e6-9d6f-0e9c0057b608, which does not match 77b6dd80-d716-11e6-9d6f-0e9c0057b60

					The service that generated the certificate no longer exists, or has a different serviceUID. You must force certificates regeneration by removing the old secret, and clearing the following annotations on the service service.beta.openshift.io/serving-cert-generation-error, service.beta.openshift.io/serving-cert-generation-error-num:
				
	
							Delete the secret:
						
$ oc delete secret <secret_name>

	
							Clear the annotations:
						
$ oc annotate service <service_name> service.beta.openshift.io/serving-cert-generation-error-
$ oc annotate service <service_name> service.beta.openshift.io/serving-cert-generation-error-num-



Note

						The command removing annotation has a - after the annotation name to be removed.
					



Creating and using config maps




				The following sections define config maps and how to create and use them.
			
Understanding config maps




					Many applications require configuration by using some combination of configuration files, command line arguments, and environment variables. In OpenShift Dedicated, these configuration artifacts are decoupled from image content to keep containerized applications portable.
				

					The ConfigMap object provides mechanisms to inject containers with configuration data while keeping containers agnostic of OpenShift Dedicated. A config map can be used to store fine-grained information like individual properties or coarse-grained information like entire configuration files or JSON blobs.
				

					The ConfigMap object holds key-value pairs of configuration data that can be consumed in pods or used to store configuration data for system components such as controllers. For example:
				
ConfigMap Object Definition

						

kind: ConfigMap
apiVersion: v1
metadata:
  creationTimestamp: 2016-02-18T19:14:38Z
  name: example-config
  namespace: my-namespace
data: [image: 1]
  example.property.1: hello
  example.property.2: world
  example.property.file: |-
    property.1=value-1
    property.2=value-2
    property.3=value-3
binaryData:
  bar: L3Jvb3QvMTAw [image: 2]


					
	[image: 1] [image: 1] 
	
							Contains the configuration data.
						

	[image: 2] 
	
							Points to a file that contains non-UTF8 data, for example, a binary Java keystore file. Enter the file data in Base 64.
						



Note

						You can use the binaryData field when you create a config map from a binary file, such as an image.
					


					Configuration data can be consumed in pods in a variety of ways. A config map can be used to:
				
	
							Populate environment variable values in containers
						
	
							Set command-line arguments in a container
						
	
							Populate configuration files in a volume
						



					Users and system components can store configuration data in a config map.
				

					A config map is similar to a secret, but designed to more conveniently support working with strings that do not contain sensitive information.
				
Config map restrictions

					A config map must be created before its contents can be consumed in pods.
				

					Controllers can be written to tolerate missing configuration data. Consult individual components configured by using config maps on a case-by-case basis.
				

					ConfigMap objects reside in a project.
				

					They can only be referenced by pods in the same project.
				

					The Kubelet only supports the use of a config map for pods it gets from the API server.
				

					This includes any pods created by using the CLI, or indirectly from a replication controller. It does not include pods created by using the OpenShift Dedicated node’s --manifest-url flag, its --config flag, or its REST API because these are not common ways to create pods.
				

Creating a config map in the OpenShift Dedicated web console




					You can create a config map in the OpenShift Dedicated web console.
				
Procedure
	
							To create a config map as a cluster administrator:
						
	
									In the Administrator perspective, select Workloads → Config Maps.
								
	
									At the top right side of the page, select Create Config Map.
								
	
									Enter the contents of your config map.
								
	
									Select Create.
								



	
							To create a config map as a developer:
						
	
									In the Developer perspective, select Config Maps.
								
	
									At the top right side of the page, select Create Config Map.
								
	
									Enter the contents of your config map.
								
	
									Select Create.
								






Creating a config map by using the CLI




					You can use the following command to create a config map from directories, specific files, or literal values.
				
Procedure
	
							Create a config map:
						
$ oc create configmap <configmap_name> [options]



Creating a config map from a directory




						You can create a config map from a directory by using the --from-file flag. This method allows you to use multiple files within a directory to create a config map.
					

						Each file in the directory is used to populate a key in the config map, where the name of the key is the file name, and the value of the key is the content of the file.
					

						For example, the following command creates a config map with the contents of the example-files directory:
					
$ oc create configmap game-config --from-file=example-files/

						View the keys in the config map:
					
$ oc describe configmaps game-config
Example output

							

Name:           game-config
Namespace:      default
Labels:         <none>
Annotations:    <none>

Data

game.properties:        158 bytes
ui.properties:          83 bytes


						

						You can see that the two keys in the map are created from the file names in the directory specified in the command. The content of those keys might be large, so the output of oc describe only shows the names of the keys and their sizes.
					
Prerequisite
	
								You must have a directory with files that contain the data you want to populate a config map with.
							

								The following procedure uses these example files: game.properties and ui.properties:
							
$ cat example-files/game.properties
Example output

									

enemies=aliens
lives=3
enemies.cheat=true
enemies.cheat.level=noGoodRotten
secret.code.passphrase=UUDDLRLRBABAS
secret.code.allowed=true
secret.code.lives=30


								
$ cat example-files/ui.properties
Example output

									

color.good=purple
color.bad=yellow
allow.textmode=true
how.nice.to.look=fairlyNice


								



Procedure
	
								Create a config map holding the content of each file in this directory by entering the following command:
							
$ oc create configmap game-config \
    --from-file=example-files/



Verification
	
								Enter the oc get command for the object with the -o option to see the values of the keys:
							
$ oc get configmaps game-config -o yaml
Example output

									

apiVersion: v1
data:
  game.properties: |-
    enemies=aliens
    lives=3
    enemies.cheat=true
    enemies.cheat.level=noGoodRotten
    secret.code.passphrase=UUDDLRLRBABAS
    secret.code.allowed=true
    secret.code.lives=30
  ui.properties: |
    color.good=purple
    color.bad=yellow
    allow.textmode=true
    how.nice.to.look=fairlyNice
kind: ConfigMap
metadata:
  creationTimestamp: 2016-02-18T18:34:05Z
  name: game-config
  namespace: default
  resourceVersion: "407"
  selflink: /api/v1/namespaces/default/configmaps/game-config
  uid: 30944725-d66e-11e5-8cd0-68f728db1985


								




Creating a config map from a file




						You can create a config map from a file by using the --from-file flag. You can pass the --from-file option multiple times to the CLI.
					

						You can also specify the key to set in a config map for content imported from a file by passing a key=value expression to the --from-file option. For example:
					
$ oc create configmap game-config-3 --from-file=game-special-key=example-files/game.properties
Note

							If you create a config map from a file, you can include files containing non-UTF8 data that are placed in this field without corrupting the non-UTF8 data. OpenShift Dedicated detects binary files and transparently encodes the file as MIME. On the server, the MIME payload is decoded and stored without corrupting the data.
						

Prerequisite
	
								You must have a directory with files that contain the data you want to populate a config map with.
							

								The following procedure uses these example files: game.properties and ui.properties:
							
$ cat example-files/game.properties
Example output

									

enemies=aliens
lives=3
enemies.cheat=true
enemies.cheat.level=noGoodRotten
secret.code.passphrase=UUDDLRLRBABAS
secret.code.allowed=true
secret.code.lives=30


								
$ cat example-files/ui.properties
Example output

									

color.good=purple
color.bad=yellow
allow.textmode=true
how.nice.to.look=fairlyNice


								



Procedure
	
								Create a config map by specifying a specific file:
							
$ oc create configmap game-config-2 \
    --from-file=example-files/game.properties \
    --from-file=example-files/ui.properties

	
								Create a config map by specifying a key-value pair:
							
$ oc create configmap game-config-3 \
    --from-file=game-special-key=example-files/game.properties



Verification
	
								Enter the oc get command for the object with the -o option to see the values of the keys from the file:
							
$ oc get configmaps game-config-2 -o yaml
Example output

									

apiVersion: v1
data:
  game.properties: |-
    enemies=aliens
    lives=3
    enemies.cheat=true
    enemies.cheat.level=noGoodRotten
    secret.code.passphrase=UUDDLRLRBABAS
    secret.code.allowed=true
    secret.code.lives=30
  ui.properties: |
    color.good=purple
    color.bad=yellow
    allow.textmode=true
    how.nice.to.look=fairlyNice
kind: ConfigMap
metadata:
  creationTimestamp: 2016-02-18T18:52:05Z
  name: game-config-2
  namespace: default
  resourceVersion: "516"
  selflink: /api/v1/namespaces/default/configmaps/game-config-2
  uid: b4952dc3-d670-11e5-8cd0-68f728db1985


								

	
								Enter the oc get command for the object with the -o option to see the values of the keys from the key-value pair:
							
$ oc get configmaps game-config-3 -o yaml
Example output

									

apiVersion: v1
data:
  game-special-key: |- [image: 1]
    enemies=aliens
    lives=3
    enemies.cheat=true
    enemies.cheat.level=noGoodRotten
    secret.code.passphrase=UUDDLRLRBABAS
    secret.code.allowed=true
    secret.code.lives=30
kind: ConfigMap
metadata:
  creationTimestamp: 2016-02-18T18:54:22Z
  name: game-config-3
  namespace: default
  resourceVersion: "530"
  selflink: /api/v1/namespaces/default/configmaps/game-config-3
  uid: 05f8da22-d671-11e5-8cd0-68f728db1985


								
	[image: 1] 
	
										This is the key that you set in the preceding step.
									







Creating a config map from literal values




						You can supply literal values for a config map.
					

						The --from-literal option takes a key=value syntax, which allows literal values to be supplied directly on the command line.
					
Procedure
	
								Create a config map by specifying a literal value:
							
$ oc create configmap special-config \
    --from-literal=special.how=very \
    --from-literal=special.type=charm



Verification
	
								Enter the oc get command for the object with the -o option to see the values of the keys:
							
$ oc get configmaps special-config -o yaml
Example output

									

apiVersion: v1
data:
  special.how: very
  special.type: charm
kind: ConfigMap
metadata:
  creationTimestamp: 2016-02-18T19:14:38Z
  name: special-config
  namespace: default
  resourceVersion: "651"
  selflink: /api/v1/namespaces/default/configmaps/special-config
  uid: dadce046-d673-11e5-8cd0-68f728db1985


								





Use cases: Consuming config maps in pods




					The following sections describe some uses cases when consuming ConfigMap objects in pods.
				
Populating environment variables in containers by using config maps




						You can use config maps to populate individual environment variables in containers or to populate environment variables in containers from all keys that form valid environment variable names.
					

						As an example, consider the following config map:
					
ConfigMap with two environment variables

							

apiVersion: v1
kind: ConfigMap
metadata:
  name: special-config [image: 1]
  namespace: default [image: 2]
data:
  special.how: very [image: 3]
  special.type: charm [image: 4]


						
	[image: 1] 
	
								Name of the config map.
							

	[image: 2] 
	
								The project in which the config map resides. Config maps can only be referenced by pods in the same project.
							

	[image: 3] [image: 4] 
	
								Environment variables to inject.
							



ConfigMap with one environment variable

							

apiVersion: v1
kind: ConfigMap
metadata:
  name: env-config [image: 1]
  namespace: default
data:
  log_level: INFO [image: 2]


						
	[image: 1] 
	
								Name of the config map.
							

	[image: 2] 
	
								Environment variable to inject.
							



Procedure
	
								You can consume the keys of this ConfigMap in a pod using configMapKeyRef sections.
							
Sample Pod specification configured to inject specific environment variables

									

apiVersion: v1
kind: Pod
metadata:
  name: dapi-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env: [image: 1]
        - name: SPECIAL_LEVEL_KEY [image: 2]
          valueFrom:
            configMapKeyRef:
              name: special-config [image: 3]
              key: special.how [image: 4]
        - name: SPECIAL_TYPE_KEY
          valueFrom:
            configMapKeyRef:
              name: special-config [image: 5]
              key: special.type [image: 6]
              optional: true [image: 7]
      envFrom: [image: 8]
        - configMapRef:
            name: env-config [image: 9]
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never


								
	[image: 1] 
	
										Stanza to pull the specified environment variables from a ConfigMap.
									

	[image: 2] 
	
										Name of a pod environment variable that you are injecting a key’s value into.
									

	[image: 3] [image: 5] 
	
										Name of the ConfigMap to pull specific environment variables from.
									

	[image: 4] [image: 6] 
	
										Environment variable to pull from the ConfigMap.
									

	[image: 7] 
	
										Makes the environment variable optional. As optional, the pod will be started even if the specified ConfigMap and keys do not exist.
									

	[image: 8] 
	
										Stanza to pull all environment variables from a ConfigMap.
									

	[image: 9] 
	
										Name of the ConfigMap to pull all environment variables from.
									




								When this pod is run, the pod logs will include the following output:
							
SPECIAL_LEVEL_KEY=very
log_level=INFO



Note

							SPECIAL_TYPE_KEY=charm is not listed in the example output because optional: true is set.
						


Setting command-line arguments for container commands with config maps




						You can use a config map to set the value of the commands or arguments in a container by using the Kubernetes substitution syntax $(VAR_NAME).
					

						As an example, consider the following config map:
					
apiVersion: v1
kind: ConfigMap
metadata:
  name: special-config
  namespace: default
data:
  special.how: very
  special.type: charm
Procedure
	
								To inject values into a command in a container, you must consume the keys you want to use as environment variables. Then you can refer to them in a container’s command using the $(VAR_NAME) syntax.
							
Sample pod specification configured to inject specific environment variables

									

apiVersion: v1
kind: Pod
metadata:
  name: dapi-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "echo $(SPECIAL_LEVEL_KEY) $(SPECIAL_TYPE_KEY)" ] [image: 1]
      env:
        - name: SPECIAL_LEVEL_KEY
          valueFrom:
            configMapKeyRef:
              name: special-config
              key: special.how
        - name: SPECIAL_TYPE_KEY
          valueFrom:
            configMapKeyRef:
              name: special-config
              key: special.type
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never


								
	[image: 1] 
	
										Inject the values into a command in a container using the keys you want to use as environment variables.
									




								When this pod is run, the output from the echo command run in the test-container container is as follows:
							
very charm




Injecting content into a volume by using config maps




						You can inject content into a volume by using config maps.
					
Example ConfigMap custom resource (CR)

							

apiVersion: v1
kind: ConfigMap
metadata:
  name: special-config
  namespace: default
data:
  special.how: very
  special.type: charm


						
Procedure

							You have a couple different options for injecting content into a volume by using config maps.
						
	
								The most basic way to inject content into a volume by using a config map is to populate the volume with files where the key is the file name and the content of the file is the value of the key:
							
apiVersion: v1
kind: Pod
metadata:
  name: dapi-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "cat", "/etc/config/special.how" ]
      volumeMounts:
      - name: config-volume
        mountPath: /etc/config
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  volumes:
    - name: config-volume
      configMap:
        name: special-config [image: 1]
  restartPolicy: Never
	[image: 1] 
	
										File containing key.
									




								When this pod is run, the output of the cat command will be:
							
very

	
								You can also control the paths within the volume where config map keys are projected:
							
apiVersion: v1
kind: Pod
metadata:
  name: dapi-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "cat", "/etc/config/path/to/special-key" ]
      volumeMounts:
      - name: config-volume
        mountPath: /etc/config
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  volumes:
    - name: config-volume
      configMap:
        name: special-config
        items:
        - key: special.how
          path: path/to/special-key [image: 1]
  restartPolicy: Never
	[image: 1] 
	
										Path to config map key.
									




								When this pod is run, the output of the cat command will be:
							
very






Including pod priority in pod scheduling decisions




				You can enable pod priority and preemption in your cluster. Pod priority indicates the importance of a pod relative to other pods and queues the pods based on that priority. pod preemption allows the cluster to evict, or preempt, lower-priority pods so that higher-priority pods can be scheduled if there is no available space on a suitable node pod priority also affects the scheduling order of pods and out-of-resource eviction ordering on the node.
			

				To use priority and preemption, reference a priority class in the pod specification to apply that weight for scheduling.
			
Understanding pod priority




					When you use the Pod Priority and Preemption feature, the scheduler orders pending pods by their priority, and a pending pod is placed ahead of other pending pods with lower priority in the scheduling queue. As a result, the higher priority pod might be scheduled sooner than pods with lower priority if its scheduling requirements are met. If a pod cannot be scheduled, scheduler continues to schedule other lower priority pods.
				
Pod priority classes




						You can assign pods a priority class, which is a non-namespaced object that defines a mapping from a name to the integer value of the priority. The higher the value, the higher the priority.
					

						A priority class object can take any 32-bit integer value smaller than or equal to 1000000000 (one billion). Reserve numbers larger than or equal to one billion for critical pods that must not be preempted or evicted. By default, OpenShift Dedicated has two reserved priority classes for critical system pods to have guaranteed scheduling.
					
$ oc get priorityclasses
Example output

							

NAME                      VALUE        GLOBAL-DEFAULT   AGE
system-node-critical      2000001000   false            72m
system-cluster-critical   2000000000   false            72m
openshift-user-critical   1000000000   false            3d13h
cluster-logging           1000000      false            29s


						
	
								system-node-critical - This priority class has a value of 2000001000 and is used for all pods that should never be evicted from a node. Examples of pods that have this priority class are sdn-ovs, sdn, and so forth. A number of critical components include the system-node-critical priority class by default, for example:
							
	
										master-api
									
	
										master-controller
									
	
										master-etcd
									
	
										sdn
									
	
										sdn-ovs
									
	
										sync
									



	
								system-cluster-critical - This priority class has a value of 2000000000 (two billion) and is used with pods that are important for the cluster. Pods with this priority class can be evicted from a node in certain circumstances. For example, pods configured with the system-node-critical priority class can take priority. However, this priority class does ensure guaranteed scheduling. Examples of pods that can have this priority class are fluentd, add-on components like descheduler, and so forth. A number of critical components include the system-cluster-critical priority class by default, for example:
							
	
										fluentd
									
	
										metrics-server
									
	
										descheduler
									



	
								openshift-user-critical - You can use the priorityClassName field with important pods that cannot bind their resource consumption and do not have predictable resource consumption behavior. Prometheus pods under the openshift-monitoring and openshift-user-workload-monitoring namespaces use the openshift-user-critical priorityClassName. Monitoring workloads use system-critical as their first priorityClass, but this causes problems when monitoring uses excessive memory and the nodes cannot evict them. As a result, monitoring drops priority to give the scheduler flexibility, moving heavy workloads around to keep critical nodes operating.
							
	
								cluster-logging - This priority is used by Fluentd to make sure Fluentd pods are scheduled to nodes over other apps.
							



Pod priority names




						After you have one or more priority classes, you can create pods that specify a priority class name in a Pod spec. The priority admission controller uses the priority class name field to populate the integer value of the priority. If the named priority class is not found, the pod is rejected.
					


Understanding pod preemption




					When a developer creates a pod, the pod goes into a queue. If the developer configured the pod for pod priority or preemption, the scheduler picks a pod from the queue and tries to schedule the pod on a node. If the scheduler cannot find space on an appropriate node that satisfies all the specified requirements of the pod, preemption logic is triggered for the pending pod.
				

					When the scheduler preempts one or more pods on a node, the nominatedNodeName field of higher-priority Pod spec is set to the name of the node, along with the nodename field. The scheduler uses the nominatedNodeName field to keep track of the resources reserved for pods and also provides information to the user about preemptions in the clusters.
				

					After the scheduler preempts a lower-priority pod, the scheduler honors the graceful termination period of the pod. If another node becomes available while scheduler is waiting for the lower-priority pod to terminate, the scheduler can schedule the higher-priority pod on that node. As a result, the nominatedNodeName field and nodeName field of the Pod spec might be different.
				

					Also, if the scheduler preempts pods on a node and is waiting for termination, and a pod with a higher-priority pod than the pending pod needs to be scheduled, the scheduler can schedule the higher-priority pod instead. In such a case, the scheduler clears the nominatedNodeName of the pending pod, making the pod eligible for another node.
				

					Preemption does not necessarily remove all lower-priority pods from a node. The scheduler can schedule a pending pod by removing a portion of the lower-priority pods.
				

					The scheduler considers a node for pod preemption only if the pending pod can be scheduled on the node.
				
Non-preempting priority classes




						Pods with the preemption policy set to Never are placed in the scheduling queue ahead of lower-priority pods, but they cannot preempt other pods. A non-preempting pod waiting to be scheduled stays in the scheduling queue until sufficient resources are free and it can be scheduled. Non-preempting pods, like other pods, are subject to scheduler back-off. This means that if the scheduler tries unsuccessfully to schedule these pods, they are retried with lower frequency, allowing other pods with lower priority to be scheduled before them.
					

						Non-preempting pods can still be preempted by other, high-priority pods.
					

Pod preemption and other scheduler settings




						If you enable pod priority and preemption, consider your other scheduler settings:
					
	Pod priority and pod disruption budget
	
									A pod disruption budget specifies the minimum number or percentage of replicas that must be up at a time. If you specify pod disruption budgets, OpenShift Dedicated respects them when preempting pods at a best effort level. The scheduler attempts to preempt pods without violating the pod disruption budget. If no such pods are found, lower-priority pods might be preempted despite their pod disruption budget requirements.
								
	Pod priority and pod affinity
	
									Pod affinity requires a new pod to be scheduled on the same node as other pods with the same label.
								



						If a pending pod has inter-pod affinity with one or more of the lower-priority pods on a node, the scheduler cannot preempt the lower-priority pods without violating the affinity requirements. In this case, the scheduler looks for another node to schedule the pending pod. However, there is no guarantee that the scheduler can find an appropriate node and pending pod might not be scheduled.
					

						To prevent this situation, carefully configure pod affinity with equal-priority pods.
					

Graceful termination of preempted pods




						When preempting a pod, the scheduler waits for the pod graceful termination period to expire, allowing the pod to finish working and exit. If the pod does not exit after the period, the scheduler kills the pod. This graceful termination period creates a time gap between the point that the scheduler preempts the pod and the time when the pending pod can be scheduled on the node.
					

						To minimize this gap, configure a small graceful termination period for lower-priority pods.
					


Configuring priority and preemption




					You apply pod priority and preemption by creating a priority class object and associating pods to the priority by using the priorityClassName in your pod specs.
				
Note

						You cannot add a priority class directly to an existing scheduled pod.
					

Procedure

						To configure your cluster to use priority and preemption:
					
	
							Define a pod spec to include the name of a priority class by creating a YAML file similar to the following:
						
apiVersion: v1
kind: Pod
metadata:
  name: nginx
  labels:
    env: test
spec:
  containers:
  - name: nginx
    image: nginx
    imagePullPolicy: IfNotPresent
  priorityClassName: system-cluster-critical [image: 1]
	[image: 1] 
	
									Specify the priority class to use with this pod.
								




	
							Create the pod:
						
$ oc create -f <file-name>.yaml

							You can add the priority name directly to the pod configuration or to a pod template.
						





Placing pods on specific nodes using node selectors




				A node selector specifies a map of key-value pairs. The rules are defined using custom labels on nodes and selectors specified in pods.
			

				For the pod to be eligible to run on a node, the pod must have the indicated key-value pairs as the label on the node.
			

				If you are using node affinity and node selectors in the same pod configuration, see the important considerations below.
			
Using node selectors to control pod placement




					You can use node selectors on pods and labels on nodes to control where the pod is scheduled. With node selectors, OpenShift Dedicated schedules the pods on nodes that contain matching labels.
				

					You add labels to a node, a compute machine set, or a machine config. Adding the label to the compute machine set ensures that if the node or machine goes down, new nodes have the label. Labels added to a node or machine config do not persist if the node or machine goes down.
				

					To add node selectors to an existing pod, add a node selector to the controlling object for that pod, such as a ReplicaSet object, DaemonSet object, StatefulSet object, Deployment object, or DeploymentConfig object. Any existing pods under that controlling object are recreated on a node with a matching label. If you are creating a new pod, you can add the node selector directly to the pod spec. If the pod does not have a controlling object, you must delete the pod, edit the pod spec, and recreate the pod.
				
Note

						You cannot add a node selector directly to an existing scheduled pod.
					

Prerequisites

						To add a node selector to existing pods, determine the controlling object for that pod. For example, the router-default-66d5cf9464-m2g75 pod is controlled by the router-default-66d5cf9464 replica set:
					
$ oc describe pod router-default-66d5cf9464-7pwkc
Example output

						

kind: Pod
apiVersion: v1
metadata:
# ...
Name:               router-default-66d5cf9464-7pwkc
Namespace:          openshift-ingress
# ...
Controlled By:      ReplicaSet/router-default-66d5cf9464
# ...


					

					The web console lists the controlling object under ownerReferences in the pod YAML:
				
apiVersion: v1
kind: Pod
metadata:
  name: router-default-66d5cf9464-7pwkc
# ...
  ownerReferences:
    - apiVersion: apps/v1
      kind: ReplicaSet
      name: router-default-66d5cf9464
      uid: d81dd094-da26-11e9-a48a-128e7edf0312
      controller: true
      blockOwnerDeletion: true
# ...
Procedure
	
							Add the matching node selector to a pod:
						
	
									To add a node selector to existing and future pods, add a node selector to the controlling object for the pods:
								
Example ReplicaSet object with labels

										

kind: ReplicaSet
apiVersion: apps/v1
metadata:
  name: hello-node-6fbccf8d9
# ...
spec:
# ...
  template:
    metadata:
      creationTimestamp: null
      labels:
        ingresscontroller.operator.openshift.io/deployment-ingresscontroller: default
        pod-template-hash: 66d5cf9464
    spec:
      nodeSelector:
        kubernetes.io/os: linux
        node-role.kubernetes.io/worker: ''
        type: user-node [image: 1]
# ...


									
	[image: 1] 
	
											Add the node selector.
										




	
									To add a node selector to a specific, new pod, add the selector to the Pod object directly:
								
Example Pod object with a node selector

										

apiVersion: v1
kind: Pod
metadata:
  name: hello-node-6fbccf8d9
# ...
spec:
  nodeSelector:
    region: east
    type: user-node
# ...


									
Note

										You cannot add a node selector directly to an existing scheduled pod.
									










Chapter 3. Automatically scaling pods with the Custom Metrics Autoscaler Operator



Release notes



Custom Metrics Autoscaler Operator release notes




					The release notes for the Custom Metrics Autoscaler Operator for Red Hat OpenShift describe new features and enhancements, deprecated features, and known issues.
				

					The Custom Metrics Autoscaler Operator uses the Kubernetes-based Event Driven Autoscaler (KEDA) and is built on top of the OpenShift Dedicated horizontal pod autoscaler (HPA).
				
Note

						The Custom Metrics Autoscaler Operator for Red Hat OpenShift is provided as an installable component, with a distinct release cycle from the core OpenShift Dedicated. The Red Hat OpenShift Container Platform Life Cycle Policy outlines release compatibility.
					

Supported versions




						The following table defines the Custom Metrics Autoscaler Operator versions for each OpenShift Dedicated version.
					
	Version	OpenShift Dedicated version	General availability
	 
										2.12.1
									

									 	 
										4.15
									

									 	 
										General availability
									

									 
	 
										2.12.1
									

									 	 
										4.14
									

									 	 
										General availability
									

									 
	 
										2.12.1
									

									 	 
										4.13
									

									 	 
										General availability
									

									 
	 
										2.12.1
									

									 	 
										4.12
									

									 	 
										General availability
									

									 



Custom Metrics Autoscaler Operator 2.12.1-376 release notes




						This release of the Custom Metrics Autoscaler Operator 2.12.1-376 provides security updates and bug fixes for running the Operator in an OpenShift Dedicated cluster. The following advisory is available for the RHSA-2024:1812.
					
Important

							Before installing this version of the Custom Metrics Autoscaler Operator, remove any previously installed Technology Preview versions or the community-supported version of KEDA.
						

Bug fixes



	
									Previously, if invalid values, such as nonexistent namespaces, were specified in scaled object metadata, the underlying scaler clients would not free, or close, their client descriptors, resulting in a slow memory leak. This fix properly closes the underlying client descriptors when there are errors, preventing memory from leaking. (OCPBUGS-30145)
								
	
									Previously the ServiceMonitor custom resource (CR) for the keda-metrics-apiserver pod was not functioning, because the CR referenced an incorrect metrics port name of http. This fix corrects the ServiceMonitor CR to reference the proper port name of metrics. As a result, the Service Monitor functions properly. (OCPBUGS-25806)
								





Release notes for past releases of the Custom Metrics Autoscaler Operator




					The following release notes are for previous versions of the Custom Metrics Autoscaler Operator.
				

					For the current version, see Custom Metrics Autoscaler Operator release notes.
				
Custom Metrics Autoscaler Operator 2.11.2-322 release notes




						This release of the Custom Metrics Autoscaler Operator 2.11.2-322 provides security updates and bug fixes for running the Operator in an OpenShift Dedicated cluster. The following advisory is available for the RHSA-2023:6144.
					
Important

							Before installing this version of the Custom Metrics Autoscaler Operator, remove any previously installed Technology Preview versions or the community-supported version of KEDA.
						

Bug fixes



	
									Because the Custom Metrics Autoscaler Operator version 3.11.2-311 was released without a required volume mount in the Operator deployment, the Custom Metrics Autoscaler Operator pod would restart every 15 minutes. This fix adds the required volume mount to the Operator deployment. As a result, the Operator no longer restarts every 15 minutes. (OCPBUGS-22361)
								




Custom Metrics Autoscaler Operator 2.11.2-311 release notes




						This release of the Custom Metrics Autoscaler Operator 2.11.2-311 provides new features and bug fixes for running the Operator in an OpenShift Dedicated cluster. The components of the Custom Metrics Autoscaler Operator 2.11.2-311 were released in RHBA-2023:5981.
					
Important

							Before installing this version of the Custom Metrics Autoscaler Operator, remove any previously installed Technology Preview versions or the community-supported version of KEDA.
						

New features and enhancements



Red Hat OpenShift Service on AWS (ROSA) and OpenShift Dedicated are now supported




								The Custom Metrics Autoscaler Operator 2.11.2-311 can be installed on OpenShift ROSA and OpenShift Dedicated managed clusters. Previous versions of the Custom Metrics Autoscaler Operator could be installed only in the openshift-keda namespace. This prevented the Operator from being installed on OpenShift ROSA and OpenShift Dedicated clusters. This version of Custom Metrics Autoscaler allows installation to other namespaces such as openshift-operators or keda, enabling installation into ROSA and Dedicated clusters.
							


Bug fixes



	
									Previously, if the Custom Metrics Autoscaler Operator was installed and configured, but not in use, the OpenShift CLI reported the couldn’t get resource list for external.metrics.k8s.io/v1beta1: Got empty response for: external.metrics.k8s.io/v1beta1 error after any oc command was entered. The message, although harmless, could have caused confusion. With this fix, the Got empty response for: external.metrics…​ error no longer appears inappropriately. (OCPBUGS-15779)
								
	
									Previously, any annotation or label change to objects managed by the Custom Metrics Autoscaler were reverted by Custom Metrics Autoscaler Operator any time the Keda Controller was modified, for example after a configuration change. This caused continuous changing of labels in your objects. The Custom Metrics Autoscaler now uses its own annotation to manage labels and annotations, and annotation or label are no longer inappropriately reverted. (OCPBUGS-15590)
								




Custom Metrics Autoscaler Operator 2.10.1-267 release notes




						This release of the Custom Metrics Autoscaler Operator 2.10.1-267 provides new features and bug fixes for running the Operator in an OpenShift Dedicated cluster. The components of the Custom Metrics Autoscaler Operator 2.10.1-267 were released in RHBA-2023:4089.
					
Important

							Before installing this version of the Custom Metrics Autoscaler Operator, remove any previously installed Technology Preview versions or the community-supported version of KEDA.
						

Bug fixes



	
									Previously, the custom-metrics-autoscaler and custom-metrics-autoscaler-adapter images did not contain time zone information. Because of this, scaled objects with cron triggers failed to work because the controllers were unable to find time zone information. With this fix, the image builds now include time zone information. As a result, scaled objects containing cron triggers now function properly. (OCPBUGS-15264)
								
	
									Previously, the Custom Metrics Autoscaler Operator would attempt to take ownership of all managed objects, including objects in other namespaces and cluster-scoped objects. Because of this, the Custom Metrics Autoscaler Operator was unable to create the role binding for reading the credentials necessary to be an API server. This caused errors in the kube-system namespace. With this fix, the Custom Metrics Autoscaler Operator skips adding the ownerReference field to any object in another namespace or any cluster-scoped object. As a result, the role binding is now created without any errors. (OCPBUGS-15038)
								
	
									Previously, the Custom Metrics Autoscaler Operator added an ownerReferences field to the openshift-keda namespace. While this did not cause functionality problems, the presence of this field could have caused confusion for cluster administrators. With this fix, the Custom Metrics Autoscaler Operator does not add the ownerReference field to the openshift-keda namespace. As a result, the openshift-keda namespace no longer has a superfluous ownerReference field. (OCPBUGS-15293)
								
	
									Previously, if you used a Prometheus trigger configured with authentication method other than pod identity, and the podIdentity parameter was set to none, the trigger would fail to scale. With this fix, the Custom Metrics Autoscaler for OpenShift now properly handles the none pod identity provider type. As a result, a Prometheus trigger configured with authentication method other than pod identity, and the podIdentity parameter sset to none now properly scales. (OCPBUGS-15274)
								




Custom Metrics Autoscaler Operator 2.10.1 release notes




						This release of the Custom Metrics Autoscaler Operator 2.10.1 provides new features and bug fixes for running the Operator in an OpenShift Dedicated cluster. The components of the Custom Metrics Autoscaler Operator 2.10.1 were released in RHEA-2023:3199.
					
Important

							Before installing this version of the Custom Metrics Autoscaler Operator, remove any previously installed Technology Preview versions or the community-supported version of KEDA.
						

New features and enhancements



Custom Metrics Autoscaler Operator general availability




								The Custom Metrics Autoscaler Operator is now generally available as of Custom Metrics Autoscaler Operator version 2.10.1.
							
Important

									Scaling by using a scaled job is a Technology Preview feature only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production. These features provide early access to upcoming product features, enabling customers to test functionality and provide feedback during the development process.
								

									For more information about the support scope of Red Hat Technology Preview features, see Technology Preview Features Support Scope.
								


Performance metrics




								You can now use the Prometheus Query Language (PromQL) to query metrics on the Custom Metrics Autoscaler Operator.
							

Pausing the custom metrics autoscaling for scaled objects




								You can now pause the autoscaling of a scaled object, as needed, and resume autoscaling when ready.
							

Replica fall back for scaled objects




								You can now specify the number of replicas to fall back to if a scaled object fails to get metrics from the source.
							

Customizable HPA naming for scaled objects




								You can now specify a custom name for the horizontal pod autoscaler in scaled objects.
							

Activation and scaling thresholds




								Because the horizontal pod autoscaler (HPA) cannot scale to or from 0 replicas, the Custom Metrics Autoscaler Operator does that scaling, after which the HPA performs the scaling. You can now specify when the HPA takes over autoscaling, based on the number of replicas. This allows for more flexibility with your scaling policies.
							



Custom Metrics Autoscaler Operator 2.8.2-174 release notes




						This release of the Custom Metrics Autoscaler Operator 2.8.2-174 provides new features and bug fixes for running the Operator in an OpenShift Dedicated cluster. The components of the Custom Metrics Autoscaler Operator 2.8.2-174 were released in RHEA-2023:1683.
					
Important

							The Custom Metrics Autoscaler Operator version 2.8.2-174 is a Technology Preview feature.
						

New features and enhancements



Operator upgrade support




								You can now upgrade from a prior version of the Custom Metrics Autoscaler Operator. See "Changing the update channel for an Operator" in the "Additional resources" for information on upgrading an Operator.
							

must-gather support




								You can now collect data about the Custom Metrics Autoscaler Operator and its components by using the OpenShift Dedicated must-gather tool. Currently, the process for using the must-gather tool with the Custom Metrics Autoscaler is different than for other operators. See "Gathering debugging data in the "Additional resources" for more information.
							



Custom Metrics Autoscaler Operator 2.8.2 release notes




						This release of the Custom Metrics Autoscaler Operator 2.8.2 provides new features and bug fixes for running the Operator in an OpenShift Dedicated cluster. The components of the Custom Metrics Autoscaler Operator 2.8.2 were released in RHSA-2023:1042.
					
Important

							The Custom Metrics Autoscaler Operator version 2.8.2 is a Technology Preview feature.
						

New features and enhancements



Audit Logging




								You can now gather and view audit logs for the Custom Metrics Autoscaler Operator and its associated components. Audit logs are security-relevant chronological sets of records that document the sequence of activities that have affected the system by individual users, administrators, or other components of the system.
							

Scale applications based on Apache Kafka metrics




								You can now use the KEDA Apache kafka trigger/scaler to scale deployments based on an Apache Kafka topic.
							

Scale applications based on CPU metrics




								You can now use the KEDA CPU trigger/scaler to scale deployments based on CPU metrics.
							

Scale applications based on memory metrics




								You can now use the KEDA memory trigger/scaler to scale deployments based on memory metrics.
							





Custom Metrics Autoscaler Operator overview




				As a developer, you can use Custom Metrics Autoscaler Operator for Red Hat OpenShift to specify how OpenShift Dedicated should automatically increase or decrease the number of pods for a deployment, stateful set, custom resource, or job based on custom metrics that are not based only on CPU or memory.
			

				The Custom Metrics Autoscaler Operator is an optional operator, based on the Kubernetes Event Driven Autoscaler (KEDA), that allows workloads to be scaled using additional metrics sources other than pod metrics.
			

				The custom metrics autoscaler currently supports only the Prometheus, CPU, memory, and Apache Kafka metrics.
			

				The Custom Metrics Autoscaler Operator scales your pods up and down based on custom, external metrics from specific applications. Your other applications continue to use other scaling methods. You configure triggers, also known as scalers, which are the source of events and metrics that the custom metrics autoscaler uses to determine how to scale. The custom metrics autoscaler uses a metrics API to convert the external metrics to a form that OpenShift Dedicated can use. The custom metrics autoscaler creates a horizontal pod autoscaler (HPA) that performs the actual scaling.
			

				To use the custom metrics autoscaler, you create a ScaledObject or ScaledJob object for a workload, which is a custom resource (CR) that defines the scaling metadata. You specify the deployment or job to scale, the source of the metrics to scale on (trigger), and other parameters such as the minimum and maximum replica counts allowed.
			
Note

					You can create only one scaled object or scaled job for each workload that you want to scale. Also, you cannot use a scaled object or scaled job and the horizontal pod autoscaler (HPA) on the same workload.
				


				The custom metrics autoscaler, unlike the HPA, can scale to zero. If you set the minReplicaCount value in the custom metrics autoscaler CR to 0, the custom metrics autoscaler scales the workload down from 1 to 0 replicas to or up from 0 replicas to 1. This is known as the activation phase. After scaling up to 1 replica, the HPA takes control of the scaling. This is known as the scaling phase.
			

				Some triggers allow you to change the number of replicas that are scaled by the cluster metrics autoscaler. In all cases, the parameter to configure the activation phase always uses the same phrase, prefixed with activation. For example, if the threshold parameter configures scaling, activationThreshold would configure activation. Configuring the activation and scaling phases allows you more flexibility with your scaling policies. For example, you can configure a higher activation phase to prevent scaling up or down if the metric is particularly low.
			

				The activation value has more priority than the scaling value in case of different decisions for each. For example, if the threshold is set to 10, and the activationThreshold is 50, if the metric reports 40, the scaler is not active and the pods are scaled to zero even if the HPA requires 4 instances.
			
Figure 3.1. Custom metrics autoscaler workflow
[image: Custom metrics autoscaler workflow]


	
						You create or modify a scaled object custom resource for a workload on a cluster. The object contains the scaling configuration for that workload. Prior to accepting the new object, the OpenShift API server sends it to the custom metrics autoscaler admission webhooks process to ensure that the object is valid. If validation succeeds, the API server persists the object.
					
	
						The custom metrics autoscaler controller watches for new or modified scaled objects. When the OpenShift API server notifies the controller of a change, the controller monitors any external trigger sources, also known as data sources, that are specified in the object for changes to the metrics data. One or more scalers request scaling data from the external trigger source. For example, for a Kafka trigger type, the controller uses the Kafka scaler to communicate with a Kafka instance to obtain the data requested by the trigger.
					
	
						The controller creates a horizontal pod autoscaler object for the scaled object. As a result, the Horizontal Pod Autoscaler (HPA) Operator starts monitoring the scaling data associated with the trigger. The HPA requests scaling data from the cluster OpenShift API server endpoint.
					
	
						The OpenShift API server endpoint is served by the custom metrics autoscaler metrics adapter. When the metrics adapter receives a request for custom metrics, it uses a GRPC connection to the controller to request it for the most recent trigger data received from the scaler.
					
	
						The HPA makes scaling decisions based upon the data received from the metrics adapter and scales the workload up or down by increasing or decreasing the replicas.
					
	
						As a it operates, a workload can affect the scaling metrics. For example, if a workload is scaled up to handle work in a Kafka queue, the queue size decreases after the workload processes all the work. As a result, the workload is scaled down.
					
	
						If the metrics are in a range specified by the minReplicaCount value, the custom metrics autoscaler controller disables all scaling, and leaves the replica count at a fixed level. If the metrics exceed that range, the custom metrics autoscaler controller enables scaling and allows the HPA to scale the workload. While scaling is disabled, the HPA does not take any action.
					



Installing the custom metrics autoscaler




				You can use the OpenShift Dedicated web console to install the Custom Metrics Autoscaler Operator.
			

				The installation creates the following five CRDs:
			
	
						ClusterTriggerAuthentication
					
	
						KedaController
					
	
						ScaledJob
					
	
						ScaledObject
					
	
						TriggerAuthentication
					


Installing the custom metrics autoscaler




					You can use the following procedure to install the Custom Metrics Autoscaler Operator.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						

							If your OpenShift Dedicated cluster is in a cloud account that is owned by Red Hat (non-CCS), you must request cluster-admin privileges.
						

	
							Remove any previously-installed Technology Preview versions of the Cluster Metrics Autoscaler Operator.
						
	
							Remove any versions of the community-based KEDA.
						

							Also, remove the KEDA 1.x custom resource definitions by running the following commands:
						
$ oc delete crd scaledobjects.keda.k8s.io
$ oc delete crd triggerauthentications.keda.k8s.io

	
							Ensure that the keda namespace exists. If not, you must manaully create the keda namespace.
						


Procedure
	
							In the OpenShift Dedicated web console, click Operators → OperatorHub.
						
	
							Choose Custom Metrics Autoscaler from the list of available Operators, and click Install.
						
	
							On the Install Operator page, ensure that the A specific namespace on the cluster option is selected for Installation Mode.
						
	
							For Installed Namespace, click Select a namespace.
						
	
							Click Select Project:
						
	
									If the keda namespace exists, select keda from the list.
								
	
									If the keda namespace does not exist:
								
	
											Select Create Project to open the Create Project window.
										
	
											In the Name field, enter keda.
										
	
											In the Display Name field, enter a descriptive name, such as keda.
										
	
											Optional: In the Display Name field, add a description for the namespace.
										
	
											Click Create.
										






	
							Click Install.
						
	
							Verify the installation by listing the Custom Metrics Autoscaler Operator components:
						
	
									Navigate to Workloads → Pods.
								
	
									Select the keda project from the drop-down menu and verify that the custom-metrics-autoscaler-operator-* pod is running.
								
	
									Navigate to Workloads → Deployments to verify that the custom-metrics-autoscaler-operator deployment is running.
								



	
							Optional: Verify the installation in the OpenShift CLI using the following command:
						
$ oc get all -n keda

							The output appears similar to the following:
						
Example output

								

NAME                                                      READY   STATUS    RESTARTS   AGE
pod/custom-metrics-autoscaler-operator-5fd8d9ffd8-xt4xp   1/1     Running   0          18m

NAME                                                 READY   UP-TO-DATE   AVAILABLE   AGE
deployment.apps/custom-metrics-autoscaler-operator   1/1     1            1           18m

NAME                                                            DESIRED   CURRENT   READY   AGE
replicaset.apps/custom-metrics-autoscaler-operator-5fd8d9ffd8   1         1         1       18m


							

	
							Install the KedaController custom resource, which creates the required CRDs:
						
	
									In the OpenShift Dedicated web console, click Operators → Installed Operators.
								
	
									Click Custom Metrics Autoscaler.
								
	
									On the Operator Details page, click the KedaController tab.
								
	
									On the KedaController tab, click Create KedaController and edit the file.
								
kind: KedaController
apiVersion: keda.sh/v1alpha1
metadata:
  name: keda
  namespace: keda
spec:
  watchNamespace: '' [image: 1]
  operator:
    logLevel: info [image: 2]
    logEncoder: console [image: 3]
  metricsServer:
    logLevel: '0' [image: 4]
    auditConfig: [image: 5]
      logFormat: "json"
      logOutputVolumeClaim: "persistentVolumeClaimName"
      policy:
        rules:
        - level: Metadata
        omitStages: ["RequestReceived"]
        omitManagedFields: false
      lifetime:
        maxAge: "2"
        maxBackup: "1"
        maxSize: "50"
  serviceAccount: {}
	[image: 1] 
	
											Specifies a single namespace in which the Custom Metrics Autoscaler Operator should scale applications. Leave it blank or leave it empty to scale applications in all namespaces. This field should have a namespace or be empty. The default value is empty.
										

	[image: 2] 
	
											Specifies the level of verbosity for the Custom Metrics Autoscaler Operator log messages. The allowed values are debug, info, error. The default is info.
										

	[image: 3] 
	
											Specifies the logging format for the Custom Metrics Autoscaler Operator log messages. The allowed values are console or json. The default is console.
										

	[image: 4] 
	
											Specifies the logging level for the Custom Metrics Autoscaler Metrics Server. The allowed values are 0 for info and 4 or debug. The default is 0.
										

	[image: 5] 
	
											Activates audit logging for the Custom Metrics Autoscaler Operator and specifies the audit policy to use, as described in the "Configuring audit logging" section.
										




	
									Click Create to create the KEDA controller.
								







Understanding custom metrics autoscaler triggers




				Triggers, also known as scalers, provide the metrics that the Custom Metrics Autoscaler Operator uses to scale your pods.
			

				The custom metrics autoscaler currently supports only the Prometheus, CPU, memory, and Apache Kafka triggers.
			

				You use a ScaledObject or ScaledJob custom resource to configure triggers for specific objects, as described in the sections that follow.
			
Understanding the Prometheus trigger




					You can scale pods based on Prometheus metrics, which can use the installed OpenShift Dedicated monitoring or an external Prometheus server as the metrics source. See "Additional resources" for information on the configurations required to use the OpenShift Dedicated monitoring as a source for metrics.
				
Note

						If Prometheus is collecting metrics from the application that the custom metrics autoscaler is scaling, do not set the minimum replicas to 0 in the custom resource. If there are no application pods, the custom metrics autoscaler does not have any metrics to scale on.
					

Example scaled object with a Prometheus target

						

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: prom-scaledobject
  namespace: my-namespace
spec:
# ...
  triggers:
  - type: prometheus [image: 1]
    metadata:
      serverAddress: https://thanos-querier.openshift-monitoring.svc.cluster.local:9092 [image: 2]
      namespace: kedatest [image: 3]
      metricName: http_requests_total [image: 4]
      threshold: '5' [image: 5]
      query: sum(rate(http_requests_total{job="test-app"}[1m])) [image: 6]
      authModes: basic [image: 7]
      cortexOrgID: my-org [image: 8]
      ignoreNullValues: "false" [image: 9]
      unsafeSsl: "false" [image: 10]


					
	[image: 1] 
	
							Specifies Prometheus as the trigger type.
						

	[image: 2] 
	
							Specifies the address of the Prometheus server. This example uses OpenShift Dedicated monitoring.
						

	[image: 3] 
	
							Optional: Specifies the namespace of the object you want to scale. This parameter is mandatory if using OpenShift Dedicated monitoring as a source for the metrics.
						

	[image: 4] 
	
							Specifies the name to identify the metric in the external.metrics.k8s.io API. If you are using more than one trigger, all metric names must be unique.
						

	[image: 5] 
	
							Specifies the value that triggers scaling. Must be specified as a quoted string value.
						

	[image: 6] 
	
							Specifies the Prometheus query to use.
						

	[image: 7] 
	
							Specifies the authentication method to use. Prometheus scalers support bearer authentication (bearer), basic authentication (basic), or TLS authentication (tls). You configure the specific authentication parameters in a trigger authentication, as discussed in a following section. As needed, you can also use a secret.
						

	[image: 8] 
	
							Optional: Passes the X-Scope-OrgID header to multi-tenant Cortex or Mimir storage for Prometheus. This parameter is required only with multi-tenant Prometheus storage, to indicate which data Prometheus should return.
						

	[image: 9] 
	
							Optional: Specifies how the trigger should proceed if the Prometheus target is lost.
						
	
									If true, the trigger continues to operate if the Prometheus target is lost. This is the default behavior.
								
	
									If false, the trigger returns an error if the Prometheus target is lost.
								



	[image: 10] 
	
							Optional: Specifies whether the certificate check should be skipped. For example, you might skip the check if you use self-signed certificates at the Prometheus endpoint.
						
	
									If true, the certificate check is performed.
								
	
									If false, the certificate check is not performed. This is the default behavior.
								





Configuring the custom metrics autoscaler to use OpenShift Dedicated monitoring




						You can use the installed OpenShift Dedicated Prometheus monitoring as a source for the metrics used by the custom metrics autoscaler. However, there are some additional configurations you must perform.
					
Note

							These steps are not required for an external Prometheus source.
						


						You must perform the following tasks, as described in this section:
					
	
								Create a service account to get a token.
							
	
								Create a role.
							
	
								Add that role to the service account.
							
	
								Reference the token in the trigger authentication object used by Prometheus.
							


Prerequisites
	
								OpenShift Dedicated monitoring must be installed.
							
	
								Monitoring of user-defined workloads must be enabled in OpenShift Dedicated monitoring, as described in the Creating a user-defined workload monitoring config map section.
							
	
								The Custom Metrics Autoscaler Operator must be installed.
							


Procedure
	
								Change to the project with the object you want to scale:
							
$ oc project my-project

	
								Use the following command to create a service account, if your cluster does not have one:
							
$ oc create serviceaccount <service_account>

								where:
							
	<service_account>
	
											Specifies the name of the service account.
										



	
								Use the following command to locate the token assigned to the service account:
							
$ oc describe serviceaccount <service_account>

								where:
							
	<service_account>
	
											Specifies the name of the service account.
										


Example output

									

Name:                thanos
Namespace:           my-project
Labels:              <none>
Annotations:         <none>
Image pull secrets:  thanos-dockercfg-nnwgj
Mountable secrets:   thanos-dockercfg-nnwgj
Tokens:              thanos-token-9g4n5 [image: 1]
Events:              <none>


								
	[image: 1] 
	
										Use this token in the trigger authentication.
									




	
								Create a trigger authentication with the service account token:
							
	
										Create a YAML file similar to the following:
									
apiVersion: keda.sh/v1alpha1
kind: TriggerAuthentication
metadata:
  name: keda-trigger-auth-prometheus
spec:
  secretTargetRef: [image: 1]
  - parameter: bearerToken [image: 2]
    name: thanos-token-9g4n5 [image: 3]
    key: token [image: 4]
  - parameter: ca
    name: thanos-token-9g4n5
    key: ca.crt
	[image: 1] 
	
												Specifies that this object uses a secret for authorization.
											

	[image: 2] 
	
												Specifies the authentication parameter to supply by using the token.
											

	[image: 3] 
	
												Specifies the name of the token to use.
											

	[image: 4] 
	
												Specifies the key in the token to use with the specified parameter.
											




	
										Create the CR object:
									
$ oc create -f <file-name>.yaml




	
								Create a role for reading Thanos metrics:
							
	
										Create a YAML file with the following parameters:
									
apiVersion: rbac.authorization.k8s.io/v1
kind: Role
metadata:
  name: thanos-metrics-reader
rules:
- apiGroups:
  - ""
  resources:
  - pods
  verbs:
  - get
- apiGroups:
  - metrics.k8s.io
  resources:
  - pods
  - nodes
  verbs:
  - get
  - list
  - watch

	
										Create the CR object:
									
$ oc create -f <file-name>.yaml




	
								Create a role binding for reading Thanos metrics:
							
	
										Create a YAML file similar to the following:
									
apiVersion: rbac.authorization.k8s.io/v1
kind: RoleBinding
metadata:
  name: thanos-metrics-reader [image: 1]
  namespace: my-project [image: 2]
roleRef:
  apiGroup: rbac.authorization.k8s.io
  kind: Role
  name: thanos-metrics-reader
subjects:
- kind: ServiceAccount
  name: thanos [image: 3]
  namespace: my-project [image: 4]
	[image: 1] 
	
												Specifies the name of the role you created.
											

	[image: 2] 
	
												Specifies the namespace of the object you want to scale.
											

	[image: 3] 
	
												Specifies the name of the service account to bind to the role.
											

	[image: 4] 
	
												Specifies the namespace of the object you want to scale.
											




	
										Create the CR object:
									
$ oc create -f <file-name>.yaml







						You can now deploy a scaled object or scaled job to enable autoscaling for your application, as described in "Understanding how to add custom metrics autoscalers". To use OpenShift Dedicated monitoring as the source, in the trigger, or scaler, you must include the following parameters:
					
	
								triggers.type must be prometheus
							
	
								triggers.metadata.serverAddress must be https://thanos-querier.openshift-monitoring.svc.cluster.local:9092
							
	
								triggers.metadata.authModes must be bearer
							
	
								triggers.metadata.namespace must be set to the namespace of the object to scale
							
	
								triggers.authenticationRef must point to the trigger authentication resource specified in the previous step
							




Understanding the CPU trigger




					You can scale pods based on CPU metrics. This trigger uses cluster metrics as the source for metrics.
				

					The custom metrics autoscaler scales the pods associated with an object to maintain the CPU usage that you specify. The autoscaler increases or decreases the number of replicas between the minimum and maximum numbers to maintain the specified CPU utilization across all pods. The memory trigger considers the memory utilization of the entire pod. If the pod has multiple containers, the memory trigger considers the total memory utilization of all containers in the pod.
				
Note
	
								This trigger cannot be used with the ScaledJob custom resource.
							
	
								When using a memory trigger to scale an object, the object does not scale to 0, even if you are using multiple triggers.
							



Example scaled object with a CPU target

						

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: cpu-scaledobject
  namespace: my-namespace
spec:
# ...
  triggers:
  - type: cpu [image: 1]
    metricType: Utilization [image: 2]
    metadata:
      value: '60' [image: 3]
  minReplicaCount: 1 [image: 4]


					
	[image: 1] 
	
							Specifies CPU as the trigger type.
						

	[image: 2] 
	
							Specifies the type of metric to use, either Utilization or AverageValue.
						

	[image: 3] 
	
							Specifies the value that triggers scaling. Must be specified as a quoted string value.
						
	
									When using Utilization, the target value is the average of the resource metrics across all relevant pods, represented as a percentage of the requested value of the resource for the pods.
								
	
									When using AverageValue, the target value is the average of the metrics across all relevant pods.
								



	[image: 4] 
	
							Specifies the minimum number of replicas when scaling down. For a CPU trigger, enter a value of 1 or greater, because the HPA cannot scale to zero if you are using only CPU metrics.
						




Understanding the memory trigger




					You can scale pods based on memory metrics. This trigger uses cluster metrics as the source for metrics.
				

					The custom metrics autoscaler scales the pods associated with an object to maintain the average memory usage that you specify. The autoscaler increases and decreases the number of replicas between the minimum and maximum numbers to maintain the specified memory utilization across all pods. The memory trigger considers the memory utilization of entire pod. If the pod has multiple containers, the memory utilization is the sum of all of the containers.
				
Note
	
								This trigger cannot be used with the ScaledJob custom resource.
							
	
								When using a memory trigger to scale an object, the object does not scale to 0, even if you are using multiple triggers.
							



Example scaled object with a memory target

						

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: memory-scaledobject
  namespace: my-namespace
spec:
# ...
  triggers:
  - type: memory [image: 1]
    metricType: Utilization [image: 2]
    metadata:
      value: '60' [image: 3]
      containerName: api [image: 4]


					
	[image: 1] 
	
							Specifies memory as the trigger type.
						

	[image: 2] 
	
							Specifies the type of metric to use, either Utilization or AverageValue.
						

	[image: 3] 
	
							Specifies the value that triggers scaling. Must be specified as a quoted string value.
						
	
									When using Utilization, the target value is the average of the resource metrics across all relevant pods, represented as a percentage of the requested value of the resource for the pods.
								
	
									When using AverageValue, the target value is the average of the metrics across all relevant pods.
								



	[image: 4] 
	
							Optional: Specifies an individual container to scale, based on the memory utilization of only that container, rather than the entire pod. In this example, only the container named api is to be scaled.
						




Understanding the Kafka trigger




					You can scale pods based on an Apache Kafka topic or other services that support the Kafka protocol. The custom metrics autoscaler does not scale higher than the number of Kafka partitions, unless you set the allowIdleConsumers parameter to true in the scaled object or scaled job.
				
Note

						If the number of consumer groups exceeds the number of partitions in a topic, the extra consumer groups remain idle. To avoid this, by default the number of replicas does not exceed:
					
	
								The number of partitions on a topic, if a topic is specified
							
	
								The number of partitions of all topics in the consumer group, if no topic is specified
							
	
								The maxReplicaCount specified in scaled object or scaled job CR
							



						You can use the allowIdleConsumers parameter to disable these default behaviors.
					

Example scaled object with a Kafka target

						

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: kafka-scaledobject
  namespace: my-namespace
spec:
# ...
  triggers:
  - type: kafka [image: 1]
    metadata:
      topic: my-topic [image: 2]
      bootstrapServers: my-cluster-kafka-bootstrap.openshift-operators.svc:9092 [image: 3]
      consumerGroup: my-group [image: 4]
      lagThreshold: '10' [image: 5]
      activationLagThreshold: '5' [image: 6]
      offsetResetPolicy: latest [image: 7]
      allowIdleConsumers: true [image: 8]
      scaleToZeroOnInvalidOffset: false [image: 9]
      excludePersistentLag: false [image: 10]
      version: '1.0.0' [image: 11]
      partitionLimitation: '1,2,10-20,31' [image: 12]


					
	[image: 1] 
	
							Specifies Kafka as the trigger type.
						

	[image: 2] 
	
							Specifies the name of the Kafka topic on which Kafka is processing the offset lag.
						

	[image: 3] 
	
							Specifies a comma-separated list of Kafka brokers to connect to.
						

	[image: 4] 
	
							Specifies the name of the Kafka consumer group used for checking the offset on the topic and processing the related lag.
						

	[image: 5] 
	
							Optional: Specifies the average target value that triggers scaling. Must be specified as a quoted string value. The default is 5.
						

	[image: 6] 
	
							Optional: Specifies the target value for the activation phase. Must be specified as a quoted string value.
						

	[image: 7] 
	
							Optional: Specifies the Kafka offset reset policy for the Kafka consumer. The available values are: latest and earliest. The default is latest.
						

	[image: 8] 
	
							Optional: Specifies whether the number of Kafka replicas can exceed the number of partitions on a topic.
						
	
									If true, the number of Kafka replicas can exceed the number of partitions on a topic. This allows for idle Kafka consumers.
								
	
									If false, the number of Kafka replicas cannot exceed the number of partitions on a topic. This is the default.
								



	[image: 9] 
	
							Specifies how the trigger behaves when a Kafka partition does not have a valid offset.
						
	
									If true, the consumers are scaled to zero for that partition.
								
	
									If false, the scaler keeps a single consumer for that partition. This is the default.
								



	[image: 10] 
	
							Optional: Specifies whether the trigger includes or excludes partition lag for partitions whose current offset is the same as the current offset of the previous polling cycle.
						
	
									If true, the scaler excludes partition lag in these partitions.
								
	
									If false, the trigger includes all consumer lag in all partitions. This is the default.
								



	[image: 11] 
	
							Optional: Specifies the version of your Kafka brokers. Must be specified as a quoted string value. The default is 1.0.0.
						

	[image: 12] 
	
							Optional: Specifies a comma-separated list of partition IDs to scope the scaling on. If set, only the listed IDs are considered when calculating lag. Must be specified as a quoted string value. The default is to consider all partitions.
						





Understanding custom metrics autoscaler trigger authentications




				A trigger authentication allows you to include authentication information in a scaled object or a scaled job that can be used by the associated containers. You can use trigger authentications to pass OpenShift Dedicated secrets, platform-native pod authentication mechanisms, environment variables, and so on.
			

				You define a TriggerAuthentication object in the same namespace as the object that you want to scale. That trigger authentication can be used only by objects in that namespace.
			

				Alternatively, to share credentials between objects in multiple namespaces, you can create a ClusterTriggerAuthentication object that can be used across all namespaces.
			

				Trigger authentications and cluster trigger authentication use the same configuration. However, a cluster trigger authentication requires an additional kind parameter in the authentication reference of the scaled object.
			
Example trigger authentication with a secret

					

kind: TriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata:
  name: secret-triggerauthentication
  namespace: my-namespace [image: 1]
spec:
  secretTargetRef: [image: 2]
  - parameter: user-name [image: 3]
    name: my-secret [image: 4]
    key: USER_NAME [image: 5]
  - parameter: password
    name: my-secret
    key: USER_PASSWORD


				
	[image: 1] 
	
						Specifies the namespace of the object you want to scale.
					

	[image: 2] 
	
						Specifies that this trigger authentication uses a secret for authorization.
					

	[image: 3] 
	
						Specifies the authentication parameter to supply by using the secret.
					

	[image: 4] 
	
						Specifies the name of the secret to use.
					

	[image: 5] 
	
						Specifies the key in the secret to use with the specified parameter.
					



Example cluster trigger authentication with a secret

					

kind: ClusterTriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata: [image: 1]
  name: secret-cluster-triggerauthentication
spec:
  secretTargetRef: [image: 2]
  - parameter: user-name [image: 3]
    name: secret-name [image: 4]
    key: USER_NAME [image: 5]
  - parameter: user-password
    name: secret-name
    key: USER_PASSWORD


				
	[image: 1] 
	
						Note that no namespace is used with a cluster trigger authentication.
					

	[image: 2] 
	
						Specifies that this trigger authentication uses a secret for authorization.
					

	[image: 3] 
	
						Specifies the authentication parameter to supply by using the secret.
					

	[image: 4] 
	
						Specifies the name of the secret to use.
					

	[image: 5] 
	
						Specifies the key in the secret to use with the specified parameter.
					



Example trigger authentication with a token

					

kind: TriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata:
  name: token-triggerauthentication
  namespace: my-namespace [image: 1]
spec:
  secretTargetRef: [image: 2]
  - parameter: bearerToken [image: 3]
    name: my-token-2vzfq [image: 4]
    key: token [image: 5]
  - parameter: ca
    name: my-token-2vzfq
    key: ca.crt


				
	[image: 1] 
	
						Specifies the namespace of the object you want to scale.
					

	[image: 2] 
	
						Specifies that this trigger authentication uses a secret for authorization.
					

	[image: 3] 
	
						Specifies the authentication parameter to supply by using the token.
					

	[image: 4] 
	
						Specifies the name of the token to use.
					

	[image: 5] 
	
						Specifies the key in the token to use with the specified parameter.
					



Example trigger authentication with an environment variable

					

kind: TriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata:
  name: env-var-triggerauthentication
  namespace: my-namespace [image: 1]
spec:
  env: [image: 2]
  - parameter: access_key [image: 3]
    name: ACCESS_KEY [image: 4]
    containerName: my-container [image: 5]


				
	[image: 1] 
	
						Specifies the namespace of the object you want to scale.
					

	[image: 2] 
	
						Specifies that this trigger authentication uses environment variables for authorization.
					

	[image: 3] 
	
						Specify the parameter to set with this variable.
					

	[image: 4] 
	
						Specify the name of the environment variable.
					

	[image: 5] 
	
						Optional: Specify a container that requires authentication. The container must be in the same resource as referenced by scaleTargetRef in the scaled object.
					



Example trigger authentication with pod authentication providers

					

kind: TriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata:
  name: pod-id-triggerauthentication
  namespace: my-namespace [image: 1]
spec:
  podIdentity: [image: 2]
    provider: aws-eks [image: 3]


				
	[image: 1] 
	
						Specifies the namespace of the object you want to scale.
					

	[image: 2] 
	
						Specifies that this trigger authentication uses a platform-native pod authentication method for authorization.
					

	[image: 3] 
	
						Specifies a pod identity. Supported values are none, azure, aws-eks, or aws-kiam. The default is none.
					



Using trigger authentications




					You use trigger authentications and cluster trigger authentications by using a custom resource to create the authentication, then add a reference to a scaled object or scaled job.
				
Prerequisites
	
							The Custom Metrics Autoscaler Operator must be installed.
						
	
							If you are using a secret, the Secret object must exist, for example:
						
Example secret

								

apiVersion: v1
kind: Secret
metadata:
  name: my-secret
data:
  user-name: <base64_USER_NAME>
  password: <base64_USER_PASSWORD>


							



Procedure
	
							Create the TriggerAuthentication or ClusterTriggerAuthentication object.
						
	
									Create a YAML file that defines the object:
								
Example trigger authentication with a secret

										

kind: TriggerAuthentication
apiVersion: keda.sh/v1alpha1
metadata:
  name: prom-triggerauthentication
  namespace: my-namespace
spec:
  secretTargetRef:
  - parameter: user-name
    name: my-secret
    key: USER_NAME
  - parameter: password
    name: my-secret
    key: USER_PASSWORD


									

	
									Create the TriggerAuthentication object:
								
$ oc create -f <filename>.yaml




	
							Create or edit a ScaledObject YAML file that uses the trigger authentication:
						
	
									Create a YAML file that defines the object by running the following command:
								
Example scaled object with a trigger authentication

										

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: scaledobject
  namespace: my-namespace
spec:
  scaleTargetRef:
    name: example-deployment
  maxReplicaCount: 100
  minReplicaCount: 0
  pollingInterval: 30
  triggers:
  - type: prometheus
    metadata:
      serverAddress: https://thanos-querier.openshift-monitoring.svc.cluster.local:9092
      namespace: kedatest # replace <NAMESPACE>
      metricName: http_requests_total
      threshold: '5'
      query: sum(rate(http_requests_total{job="test-app"}[1m]))
      authModes: "basic"
    authenticationRef:
      name: prom-triggerauthentication [image: 1]
      kind: TriggerAuthentication [image: 2]


									
	[image: 1] 
	
											Specify the name of your trigger authentication object.
										

	[image: 2] 
	
											Specify TriggerAuthentication. TriggerAuthentication is the default.
										



Example scaled object with a cluster trigger authentication

										

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  name: scaledobject
  namespace: my-namespace
spec:
  scaleTargetRef:
    name: example-deployment
  maxReplicaCount: 100
  minReplicaCount: 0
  pollingInterval: 30
  triggers:
  - type: prometheus
    metadata:
      serverAddress: https://thanos-querier.openshift-monitoring.svc.cluster.local:9092
      namespace: kedatest # replace <NAMESPACE>
      metricName: http_requests_total
      threshold: '5'
      query: sum(rate(http_requests_total{job="test-app"}[1m]))
      authModes: "basic"
    authenticationRef:
      name: prom-cluster-triggerauthentication [image: 1]
      kind: ClusterTriggerAuthentication [image: 2]


									
	[image: 1] 
	
											Specify the name of your trigger authentication object.
										

	[image: 2] 
	
											Specify ClusterTriggerAuthentication.
										




	
									Create the scaled object by running the following command:
								
$ oc apply -f <filename>








Pausing the custom metrics autoscaler for a scaled object




				You can pause and restart the autoscaling of a workload, as needed.
			

				For example, you might want to pause autoscaling before performing cluster maintenance or to avoid resource starvation by removing non-mission-critical workloads.
			
Pausing a custom metrics autoscaler




					You can pause the autoscaling of a scaled object by adding the autoscaling.keda.sh/paused-replicas annotation to the custom metrics autoscaler for that scaled object. The custom metrics autoscaler scales the replicas for that workload to the specified value and pauses autoscaling until the annotation is removed.
				
apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  annotations:
    autoscaling.keda.sh/paused-replicas: "4"
# ...
Procedure
	
							Use the following command to edit the ScaledObject CR for your workload:
						
$ oc edit ScaledObject scaledobject

	
							Add the autoscaling.keda.sh/paused-replicas annotation with any value:
						
apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  annotations:
    autoscaling.keda.sh/paused-replicas: "4" [image: 1]
  creationTimestamp: "2023-02-08T14:41:01Z"
  generation: 1
  name: scaledobject
  namespace: my-project
  resourceVersion: '65729'
  uid: f5aec682-acdf-4232-a783-58b5b82f5dd0
	[image: 1] 
	
									Specifies that the Custom Metrics Autoscaler Operator is to scale the replicas to the specified value and stop autoscaling.
								







Restarting the custom metrics autoscaler for a scaled object




					You can restart a paused custom metrics autoscaler by removing the autoscaling.keda.sh/paused-replicas annotation for that ScaledObject.
				
apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  annotations:
    autoscaling.keda.sh/paused-replicas: "4"
# ...
Procedure
	
							Use the following command to edit the ScaledObject CR for your workload:
						
$ oc edit ScaledObject scaledobject

	
							Remove the autoscaling.keda.sh/paused-replicas annotation.
						
apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  annotations:
    autoscaling.keda.sh/paused-replicas: "4" [image: 1]
  creationTimestamp: "2023-02-08T14:41:01Z"
  generation: 1
  name: scaledobject
  namespace: my-project
  resourceVersion: '65729'
  uid: f5aec682-acdf-4232-a783-58b5b82f5dd0
	[image: 1] 
	
									Remove this annotation to restart a paused custom metrics autoscaler.
								








Gathering audit logs




				You can gather audit logs, which are a security-relevant chronological set of records documenting the sequence of activities that have affected the system by individual users, administrators, or other components of the system.
			

				For example, audit logs can help you understand where an autoscaling request is coming from. This is key information when backends are getting overloaded by autoscaling requests made by user applications and you need to determine which is the troublesome application.
			
Configuring audit logging




					You can configure auditing for the Custom Metrics Autoscaler Operator by editing the KedaController custom resource. The logs are sent to an audit log file on a volume that is secured by using a persistent volume claim in the KedaController CR.
				
Prerequisites
	
							The Custom Metrics Autoscaler Operator must be installed.
						


Procedure
	
							Edit the KedaController custom resource to add the auditConfig stanza:
						
kind: KedaController
apiVersion: keda.sh/v1alpha1
metadata:
  name: keda
  namespace: keda
spec:
# ...
  metricsServer:
# ...
    auditConfig:
      logFormat: "json" [image: 1]
      logOutputVolumeClaim: "pvc-audit-log" [image: 2]
      policy:
        rules: [image: 3]
        - level: Metadata
        omitStages: "RequestReceived" [image: 4]
        omitManagedFields: false [image: 5]
      lifetime: [image: 6]
        maxAge: "2"
        maxBackup: "1"
        maxSize: "50"
	[image: 1] 
	
									Specifies the output format of the audit log, either legacy or json.
								

	[image: 2] 
	
									Specifies an existing persistent volume claim for storing the log data. All requests coming to the API server are logged to this persistent volume claim. If you leave this field empty, the log data is sent to stdout.
								

	[image: 3] 
	
									Specifies which events should be recorded and what data they should include:
								
	
											None: Do not log events.
										
	
											Metadata: Log only the metadata for the request, such as user, timestamp, and so forth. Do not log the request text and the response text. This is the default.
										
	
											Request: Log only the metadata and the request text but not the response text. This option does not apply for non-resource requests.
										
	
											RequestResponse: Log event metadata, request text, and response text. This option does not apply for non-resource requests.
										



	[image: 4] 
	
									Specifies stages for which no event is created.
								

	[image: 5] 
	
									Specifies whether to omit the managed fields of the request and response bodies from being written to the API audit log, either true to omit the fields or false to include the fields.
								

	[image: 6] 
	
									Specifies the size and lifespan of the audit logs.
								
	
											maxAge: The maximum number of days to retain audit log files, based on the timestamp encoded in their filename.
										
	
											maxBackup: The maximum number of audit log files to retain. Set to 0 to retain all audit log files.
										
	
											maxSize: The maximum size in megabytes of an audit log file before it gets rotated.
										








Verification
	
							View the audit log file directly:
						
	
									Obtain the name of the keda-metrics-apiserver-* pod:
								
oc get pod -n keda
Example output

										

NAME                                                  READY   STATUS    RESTARTS   AGE
custom-metrics-autoscaler-operator-5cb44cd75d-9v4lv   1/1     Running   0          8m20s
keda-metrics-apiserver-65c7cc44fd-rrl4r               1/1     Running   0          2m55s
keda-operator-776cbb6768-zpj5b                        1/1     Running   0          2m55s


									

	
									View the log data by using a command similar to the following:
								
$ oc logs keda-metrics-apiserver-<hash>|grep -i metadata [image: 1]
	[image: 1] 
	
											Optional: You can use the grep command to specify the log level to display: Metadata, Request, RequestResponse.
										




									For example:
								
$ oc logs keda-metrics-apiserver-65c7cc44fd-rrl4r|grep -i metadata
Example output

										

 ...
{"kind":"Event","apiVersion":"audit.k8s.io/v1","level":"Metadata","auditID":"4c81d41b-3dab-4675-90ce-20b87ce24013","stage":"ResponseComplete","requestURI":"/healthz","verb":"get","user":{"username":"system:anonymous","groups":["system:unauthenticated"]},"sourceIPs":["10.131.0.1"],"userAgent":"kube-probe/1.28","responseStatus":{"metadata":{},"code":200},"requestReceivedTimestamp":"2023-02-16T13:00:03.554567Z","stageTimestamp":"2023-02-16T13:00:03.555032Z","annotations":{"authorization.k8s.io/decision":"allow","authorization.k8s.io/reason":""}}
 ...


									




	
							Alternatively, you can view a specific log:
						
	
									Use a command similar to the following to log into the keda-metrics-apiserver-* pod:
								
$ oc rsh pod/keda-metrics-apiserver-<hash> -n keda

									For example:
								
$ oc rsh pod/keda-metrics-apiserver-65c7cc44fd-rrl4r -n keda

	
									Change to the /var/audit-policy/ directory:
								
sh-4.4$ cd /var/audit-policy/

	
									List the available logs:
								
sh-4.4$ ls
Example output

										

log-2023.02.17-14:50  policy.yaml


									

	
									View the log, as needed:
								
sh-4.4$ cat <log_name>/<pvc_name>|grep -i <log_level> [image: 1]
	[image: 1] 
	
											Optional: You can use the grep command to specify the log level to display: Metadata, Request, RequestResponse.
										




									For example:
								
sh-4.4$ cat log-2023.02.17-14:50/pvc-audit-log|grep -i Request
Example output

										

 ...
{"kind":"Event","apiVersion":"audit.k8s.io/v1","level":"Request","auditID":"63e7f68c-04ec-4f4d-8749-bf1656572a41","stage":"ResponseComplete","requestURI":"/openapi/v2","verb":"get","user":{"username":"system:aggregator","groups":["system:authenticated"]},"sourceIPs":["10.128.0.1"],"responseStatus":{"metadata":{},"code":304},"requestReceivedTimestamp":"2023-02-17T13:12:55.035478Z","stageTimestamp":"2023-02-17T13:12:55.038346Z","annotations":{"authorization.k8s.io/decision":"allow","authorization.k8s.io/reason":"RBAC: allowed by ClusterRoleBinding \"system:discovery\" of ClusterRole \"system:discovery\" to Group \"system:authenticated\""}}
 ...


									








Gathering debugging data




				When opening a support case, it is helpful to provide debugging information about your cluster to Red Hat Support.
			

				To help troubleshoot your issue, provide the following information:
			
	
						Data gathered using the must-gather tool.
					
	
						The unique cluster ID.
					



				You can use the must-gather tool to collect data about the Custom Metrics Autoscaler Operator and its components, including the following items:
			
	
						The keda namespace and its child objects.
					
	
						The Custom Metric Autoscaler Operator installation objects.
					
	
						The Custom Metric Autoscaler Operator CRD objects.
					


Gathering debugging data




					The following command runs the must-gather tool for the Custom Metrics Autoscaler Operator:
				
$ oc adm must-gather --image="$(oc get packagemanifests openshift-custom-metrics-autoscaler-operator \
-n openshift-marketplace \
-o jsonpath='{.status.channels[?(@.name=="stable")].currentCSVDesc.annotations.containerImage}')"
Note

						The standard OpenShift Dedicated must-gather command, oc adm must-gather, does not collect Custom Metrics Autoscaler Operator data.
					

Prerequisites
	
							You are logged in to OpenShift Dedicated as a user with the dedicated-admin role.
						
	
							The OpenShift Dedicated CLI (oc) installed.
						


Procedure
	
							Navigate to the directory where you want to store the must-gather data.
						
	
							Perform one of the following:
						
	
									To get only the Custom Metrics Autoscaler Operator must-gather data, use the following command:
								
$ oc adm must-gather --image="$(oc get packagemanifests openshift-custom-metrics-autoscaler-operator \
-n openshift-marketplace \
-o jsonpath='{.status.channels[?(@.name=="stable")].currentCSVDesc.annotations.containerImage}')"

									The custom image for the must-gather command is pulled directly from the Operator package manifests, so that it works on any cluster where the Custom Metric Autoscaler Operator is available.
								

	
									To gather the default must-gather data in addition to the Custom Metric Autoscaler Operator information:
								
	
											Use the following command to obtain the Custom Metrics Autoscaler Operator image and set it as an environment variable:
										
$ IMAGE="$(oc get packagemanifests openshift-custom-metrics-autoscaler-operator \
  -n openshift-marketplace \
  -o jsonpath='{.status.channels[?(@.name=="stable")].currentCSVDesc.annotations.containerImage}')"

	
											Use the oc adm must-gather with the Custom Metrics Autoscaler Operator image:
										
$ oc adm must-gather --image-stream=openshift/must-gather --image=${IMAGE}






Example 3.1. Example must-gather output for the Custom Metric Autoscaler:
└── keda
    ├── apps
    │   ├── daemonsets.yaml
    │   ├── deployments.yaml
    │   ├── replicasets.yaml
    │   └── statefulsets.yaml
    ├── apps.openshift.io
    │   └── deploymentconfigs.yaml
    ├── autoscaling
    │   └── horizontalpodautoscalers.yaml
    ├── batch
    │   ├── cronjobs.yaml
    │   └── jobs.yaml
    ├── build.openshift.io
    │   ├── buildconfigs.yaml
    │   └── builds.yaml
    ├── core
    │   ├── configmaps.yaml
    │   ├── endpoints.yaml
    │   ├── events.yaml
    │   ├── persistentvolumeclaims.yaml
    │   ├── pods.yaml
    │   ├── replicationcontrollers.yaml
    │   ├── secrets.yaml
    │   └── services.yaml
    ├── discovery.k8s.io
    │   └── endpointslices.yaml
    ├── image.openshift.io
    │   └── imagestreams.yaml
    ├── k8s.ovn.org
    │   ├── egressfirewalls.yaml
    │   └── egressqoses.yaml
    ├── keda.sh
    │   ├── kedacontrollers
    │   │   └── keda.yaml
    │   ├── scaledobjects
    │   │   └── example-scaledobject.yaml
    │   └── triggerauthentications
    │       └── example-triggerauthentication.yaml
    ├── monitoring.coreos.com
    │   └── servicemonitors.yaml
    ├── networking.k8s.io
    │   └── networkpolicies.yaml
    ├── keda.yaml
    ├── pods
    │   ├── custom-metrics-autoscaler-operator-58bd9f458-ptgwx
    │   │   ├── custom-metrics-autoscaler-operator
    │   │   │   └── custom-metrics-autoscaler-operator
    │   │   │       └── logs
    │   │   │           ├── current.log
    │   │   │           ├── previous.insecure.log
    │   │   │           └── previous.log
    │   │   └── custom-metrics-autoscaler-operator-58bd9f458-ptgwx.yaml
    │   ├── custom-metrics-autoscaler-operator-58bd9f458-thbsh
    │   │   └── custom-metrics-autoscaler-operator
    │   │       └── custom-metrics-autoscaler-operator
    │   │           └── logs
    │   ├── keda-metrics-apiserver-65c7cc44fd-6wq4g
    │   │   ├── keda-metrics-apiserver
    │   │   │   └── keda-metrics-apiserver
    │   │   │       └── logs
    │   │   │           ├── current.log
    │   │   │           ├── previous.insecure.log
    │   │   │           └── previous.log
    │   │   └── keda-metrics-apiserver-65c7cc44fd-6wq4g.yaml
    │   └── keda-operator-776cbb6768-fb6m5
    │       ├── keda-operator
    │       │   └── keda-operator
    │       │       └── logs
    │       │           ├── current.log
    │       │           ├── previous.insecure.log
    │       │           └── previous.log
    │       └── keda-operator-776cbb6768-fb6m5.yaml
    ├── policy
    │   └── poddisruptionbudgets.yaml
    └── route.openshift.io
        └── routes.yaml



	
							Create a compressed file from the must-gather directory that was created in your working directory. For example, on a computer that uses a Linux operating system, run the following command:
						
$ tar cvaf must-gather.tar.gz must-gather.local.5421342344627712289/ [image: 1]
	[image: 1] 
	
									Replace must-gather-local.5421342344627712289/ with the actual directory name.
								




	
							Attach the compressed file to your support case on the Red Hat Customer Portal.
						




Viewing Operator metrics




				The Custom Metrics Autoscaler Operator exposes ready-to-use metrics that it pulls from the on-cluster monitoring component. You can query the metrics by using the Prometheus Query Language (PromQL) to analyze and diagnose issues. All metrics are reset when the controller pod restarts.
			
Accessing performance metrics




					You can access the metrics and run queries by using the OpenShift Dedicated web console.
				
Procedure
	
							Select the Administrator perspective in the OpenShift Dedicated web console.
						
	
							Select Observe → Metrics.
						
	
							To create a custom query, add your PromQL query to the Expression field.
						
	
							To add multiple queries, select Add Query.
						


Provided Operator metrics




						The Custom Metrics Autoscaler Operator exposes the following metrics, which you can view by using the OpenShift Dedicated web console.
					
Table 3.1. Custom Metric Autoscaler Operator metrics
	Metric name	Description
	 
										keda_scaler_activity
									

									 	 
										Whether the particular scaler is active or inactive. A value of 1 indicates the scaler is active; a value of 0 indicates the scaler is inactive.
									

									 
	 
										keda_scaler_metrics_value
									

									 	 
										The current value for each scaler’s metric, which is used by the Horizontal Pod Autoscaler (HPA) in computing the target average.
									

									 
	 
										keda_scaler_metrics_latency
									

									 	 
										The latency of retrieving the current metric from each scaler.
									

									 
	 
										keda_scaler_errors
									

									 	 
										The number of errors that have occurred for each scaler.
									

									 
	 
										keda_scaler_errors_total
									

									 	 
										The total number of errors encountered for all scalers.
									

									 
	 
										keda_scaled_object_errors
									

									 	 
										The number of errors that have occurred for each scaled obejct.
									

									 
	 
										keda_resource_totals
									

									 	 
										The total number of Custom Metrics Autoscaler custom resources in each namespace for each custom resource type.
									

									 
	 
										keda_trigger_totals
									

									 	 
										The total number of triggers by trigger type.
									

									 



Custom Metrics Autoscaler Admission webhook metrics

							The Custom Metrics Autoscaler Admission webhook also exposes the following Prometheus metrics.
						
	Metric name	Description
	 
										keda_scaled_object_validation_total
									

									 	 
										The number of scaled object validations.
									

									 
	 
										keda_scaled_object_validation_errors
									

									 	 
										The number of validation errors.
									

									 





Understanding how to add custom metrics autoscalers




				To add a custom metrics autoscaler, create a ScaledObject custom resource for a deployment, stateful set, or custom resource. Create a ScaledJob custom resource for a job.
			

				You can create only one scaled object for each workload that you want to scale. Also, you cannot use a scaled object and the horizontal pod autoscaler (HPA) on the same workload.
			
Adding a custom metrics autoscaler to a workload




					You can create a custom metrics autoscaler for a workload that is created by a Deployment, StatefulSet, or custom resource object.
				
Prerequisites
	
							The Custom Metrics Autoscaler Operator must be installed.
						
	
							If you use a custom metrics autoscaler for scaling based on CPU or memory:
						
	
									Your cluster administrator must have properly configured cluster metrics. You can use the oc describe PodMetrics <pod-name> command to determine if metrics are configured. If metrics are configured, the output appears similar to the following, with CPU and Memory displayed under Usage.
								
$ oc describe PodMetrics openshift-kube-scheduler-ip-10-0-135-131.ec2.internal
Example output

										

Name:         openshift-kube-scheduler-ip-10-0-135-131.ec2.internal
Namespace:    openshift-kube-scheduler
Labels:       <none>
Annotations:  <none>
API Version:  metrics.k8s.io/v1beta1
Containers:
  Name:  wait-for-host-port
  Usage:
    Memory:  0
  Name:      scheduler
  Usage:
    Cpu:     8m
    Memory:  45440Ki
Kind:        PodMetrics
Metadata:
  Creation Timestamp:  2019-05-23T18:47:56Z
  Self Link:           /apis/metrics.k8s.io/v1beta1/namespaces/openshift-kube-scheduler/pods/openshift-kube-scheduler-ip-10-0-135-131.ec2.internal
Timestamp:             2019-05-23T18:47:56Z
Window:                1m0s
Events:                <none>


									

	
									The pods associated with the object you want to scale must include specified memory and CPU limits. For example:
								
Example pod spec

										

apiVersion: v1
kind: Pod
# ...
spec:
  containers:
  - name: app
    image: images.my-company.example/app:v4
    resources:
      limits:
        memory: "128Mi"
        cpu: "500m"
# ...


									






Procedure
	
							Create a YAML file similar to the following. Only the name <2>, object name <4>, and object kind <5> are required:
						
Example scaled object

								

apiVersion: keda.sh/v1alpha1
kind: ScaledObject
metadata:
  annotations:
    autoscaling.keda.sh/paused-replicas: "0" [image: 1]
  name: scaledobject [image: 2]
  namespace: my-namespace
spec:
  scaleTargetRef:
    apiVersion: apps/v1 [image: 3]
    name: example-deployment [image: 4]
    kind: Deployment [image: 5]
    envSourceContainerName: .spec.template.spec.containers[0] [image: 6]
  cooldownPeriod:  200 [image: 7]
  maxReplicaCount: 100 [image: 8]
  minReplicaCount: 0 [image: 9]
  metricsServer: [image: 10]
    auditConfig:
      logFormat: "json"
      logOutputVolumeClaim: "persistentVolumeClaimName"
      policy:
        rules:
        - level: Metadata
        omitStages: "RequestReceived"
        omitManagedFields: false
      lifetime:
        maxAge: "2"
        maxBackup: "1"
        maxSize: "50"
  fallback: [image: 11]
    failureThreshold: 3
    replicas: 6
  pollingInterval: 30 [image: 12]
  advanced:
    restoreToOriginalReplicaCount: false [image: 13]
    horizontalPodAutoscalerConfig:
      name: keda-hpa-scale-down [image: 14]
      behavior: [image: 15]
        scaleDown:
          stabilizationWindowSeconds: 300
          policies:
          - type: Percent
            value: 100
            periodSeconds: 15
  triggers:
  - type: prometheus (16)
    metadata:
      serverAddress: https://thanos-querier.openshift-monitoring.svc.cluster.local:9092
      namespace: kedatest
      metricName: http_requests_total
      threshold: '5'
      query: sum(rate(http_requests_total{job="test-app"}[1m]))
      authModes: basic
    authenticationRef: (17)
      name: prom-triggerauthentication
      kind: TriggerAuthentication


							
	[image: 1] 
	
									Optional: Specifies that the Custom Metrics Autoscaler Operator is to scale the replicas to the specified value and stop autoscaling, as described in the "Pausing the custom metrics autoscaler for a workload" section.
								

	[image: 2] 
	
									Specifies a name for this custom metrics autoscaler.
								

	[image: 3] 
	
									Optional: Specifies the API version of the target resource. The default is apps/v1.
								

	[image: 4] 
	
									Specifies the name of the object that you want to scale.
								

	[image: 5] 
	
									Specifies the kind as Deployment, StatefulSet or CustomResource.
								

	[image: 6] 
	
									Optional: Specifies the name of the container in the target resource, from which the custom metrics autoscaler gets environment variables holding secrets and so forth. The default is .spec.template.spec.containers[0].
								

	[image: 7] 
	
									Optional. Specifies the period in seconds to wait after the last trigger is reported before scaling the deployment back to 0 if the minReplicaCount is set to 0. The default is 300.
								

	[image: 8] 
	
									Optional: Specifies the maximum number of replicas when scaling up. The default is 100.
								

	[image: 9] 
	
									Optional: Specifies the minimum number of replicas when scaling down.
								

	[image: 10] 
	
									Optional: Specifies the parameters for audit logs. as described in the "Configuring audit logging" section.
								

	[image: 11] 
	
									Optional: Specifies the number of replicas to fall back to if a scaler fails to get metrics from the source for the number of times defined by the failureThreshold parameter. For more information on fallback behavior, see the KEDA documentation.
								

	[image: 12] 
	
									Optional: Specifies the interval in seconds to check each trigger on. The default is 30.
								

	[image: 13] 
	
									Optional: Specifies whether to scale back the target resource to the original replica count after the scaled object is deleted. The default is false, which keeps the replica count as it is when the scaled object is deleted.
								

	[image: 14] 
	
									Optional: Specifies a name for the horizontal pod autoscaler. The default is keda-hpa-{scaled-object-name}.
								

	[image: 15] 
	
									Optional: Specifies a scaling policy to use to control the rate to scale pods up or down, as described in the "Scaling policies" section.
								

	(16) 
	
									Specifies the trigger to use as the basis for scaling, as described in the "Understanding the custom metrics autoscaler triggers" section. This example uses OpenShift Dedicated monitoring.
								

	(17) 
	
									Optional: Specifies a trigger authentication or a cluster trigger authentication. For more information, see Understanding the custom metrics autoscaler trigger authentication in the Additional resources section.
								
	
											Enter TriggerAuthentication to use a trigger authentication. This is the default.
										
	
											Enter ClusterTriggerAuthentication to use a cluster trigger authentication.
										






	
							Create the custom metrics autoscaler by running the following command:
						
$ oc create -f <filename>.yaml



Verification
	
							View the command output to verify that the custom metrics autoscaler was created:
						
$ oc get scaledobject <scaled_object_name>
Example output

								

NAME            SCALETARGETKIND      SCALETARGETNAME        MIN   MAX   TRIGGERS     AUTHENTICATION               READY   ACTIVE   FALLBACK   AGE
scaledobject    apps/v1.Deployment   example-deployment     0     50    prometheus   prom-triggerauthentication   True    True     True       17s


							

							Note the following fields in the output:
						
	
									TRIGGERS: Indicates the trigger, or scaler, that is being used.
								
	
									AUTHENTICATION: Indicates the name of any trigger authentication being used.
								
	
									READY: Indicates whether the scaled object is ready to start scaling:
								
	
											If True, the scaled object is ready.
										
	
											If False, the scaled object is not ready because of a problem in one or more of the objects you created.
										



	
									ACTIVE: Indicates whether scaling is taking place:
								
	
											If True, scaling is taking place.
										
	
											If False, scaling is not taking place because there are no metrics or there is a problem in one or more of the objects you created.
										



	
									FALLBACK: Indicates whether the custom metrics autoscaler is able to get metrics from the source
								
	
											If False, the custom metrics autoscaler is getting metrics.
										
	
											If True, the custom metrics autoscaler is getting metrics because there are no metrics or there is a problem in one or more of the objects you created.
										









Additional resources



	
							Understanding custom metrics autoscaler trigger authentications
						




Removing the Custom Metrics Autoscaler Operator




				You can remove the custom metrics autoscaler from your OpenShift Dedicated cluster. After removing the Custom Metrics Autoscaler Operator, remove other components associated with the Operator to avoid potential issues.
			
Note

					Delete the KedaController custom resource (CR) first. If you do not delete the KedaController CR, OpenShift Dedicated can hang when you delete the keda project. If you delete the Custom Metrics Autoscaler Operator before deleting the CR, you are not able to delete the CR.
				

Uninstalling the Custom Metrics Autoscaler Operator




					Use the following procedure to remove the custom metrics autoscaler from your OpenShift Dedicated cluster.
				
Prerequisites
	
							The Custom Metrics Autoscaler Operator must be installed.
						


Procedure
	
							In the OpenShift Dedicated web console, click Operators → Installed Operators.
						
	
							Switch to the keda project.
						
	
							Remove the KedaController custom resource.
						
	
									Find the CustomMetricsAutoscaler Operator and click the KedaController tab.
								
	
									Find the custom resource, and then click Delete KedaController.
								
	
									Click Uninstall.
								



	
							Remove the Custom Metrics Autoscaler Operator:
						
	
									Click Operators → Installed Operators.
								
	
									Find the CustomMetricsAutoscaler Operator and click the Options menu 
									[image: kebab]
									 and select Uninstall Operator.
								
	
									Click Uninstall.
								



	
							Optional: Use the OpenShift CLI to remove the custom metrics autoscaler components:
						
	
									Delete the custom metrics autoscaler CRDs:
								
	
											clustertriggerauthentications.keda.sh
										
	
											kedacontrollers.keda.sh
										
	
											scaledjobs.keda.sh
										
	
											scaledobjects.keda.sh
										
	
											triggerauthentications.keda.sh
										


$ oc delete crd clustertriggerauthentications.keda.sh kedacontrollers.keda.sh scaledjobs.keda.sh scaledobjects.keda.sh triggerauthentications.keda.sh

									Deleting the CRDs removes the associated roles, cluster roles, and role bindings. However, there might be a few cluster roles that must be manually deleted.
								

	
									List any custom metrics autoscaler cluster roles:
								
$ oc get clusterrole | grep keda.sh

	
									Delete the listed custom metrics autoscaler cluster roles. For example:
								
$ oc delete clusterrole.keda.sh-v1alpha1-admin

	
									List any custom metrics autoscaler cluster role bindings:
								
$ oc get clusterrolebinding | grep keda.sh

	
									Delete the listed custom metrics autoscaler cluster role bindings. For example:
								
$ oc delete clusterrolebinding.keda.sh-v1alpha1-admin




	
							Delete the custom metrics autoscaler project:
						
$ oc delete project keda

	
							Delete the Cluster Metric Autoscaler Operator:
						
$ oc delete operator/openshift-custom-metrics-autoscaler-operator.keda






Chapter 4. Controlling pod placement onto nodes (scheduling)



Controlling pod placement using the scheduler




				Pod scheduling is an internal process that determines placement of new pods onto nodes within the cluster.
			

				The scheduler code has a clean separation that watches new pods as they get created and identifies the most suitable node to host them. It then creates bindings (pod to node bindings) for the pods using the master API.
			
	Default pod scheduling
	
							OpenShift Dedicated comes with a default scheduler that serves the needs of most users. The default scheduler uses both inherent and customization tools to determine the best fit for a pod.
						
	Advanced pod scheduling
	
							In situations where you might want more control over where new pods are placed, the OpenShift Dedicated advanced scheduling features allow you to configure a pod so that the pod is required or has a preference to run on a particular node or alongside a specific pod.
						

							You can control pod placement by using the following scheduling features:
						
	
									Pod affinity and anti-affinity rules
								
	
									Node affinity
								
	
									Node selectors
								
	
									Taints and tolerations
								
	
									Node overcommitment
								





About the default scheduler




					The default OpenShift Dedicated pod scheduler is responsible for determining the placement of new pods onto nodes within the cluster. It reads data from the pod and finds a node that is a good fit based on configured profiles. It is completely independent and exists as a standalone solution. It does not modify the pod; it creates a binding for the pod that ties the pod to the particular node.
				
Understanding default scheduling




						The existing generic scheduler is the default platform-provided scheduler engine that selects a node to host the pod in a three-step operation:
					
	Filters the nodes
	
									The available nodes are filtered based on the constraints or requirements specified. This is done by running each node through the list of filter functions called predicates, or filters.
								
	Prioritizes the filtered list of nodes
	
									This is achieved by passing each node through a series of priority, or scoring, functions that assign it a score between 0 - 10, with 0 indicating a bad fit and 10 indicating a good fit to host the pod. The scheduler configuration can also take in a simple weight (positive numeric value) for each scoring function. The node score provided by each scoring function is multiplied by the weight (default weight for most scores is 1) and then combined by adding the scores for each node provided by all the scores. This weight attribute can be used by administrators to give higher importance to some scores.
								
	Selects the best fit node
	
									The nodes are sorted based on their scores and the node with the highest score is selected to host the pod. If multiple nodes have the same high score, then one of them is selected at random.
								




Scheduler use cases




					One of the important use cases for scheduling within OpenShift Dedicated is to support flexible affinity and anti-affinity policies.
				
Affinity




						Administrators should be able to configure the scheduler to specify affinity at any topological level, or even at multiple levels. Affinity at a particular level indicates that all pods that belong to the same service are scheduled onto nodes that belong to the same level. This handles any latency requirements of applications by allowing administrators to ensure that peer pods do not end up being too geographically separated. If no node is available within the same affinity group to host the pod, then the pod is not scheduled.
					

						If you need greater control over where the pods are scheduled, see Controlling pod placement on nodes using node affinity rules and Placing pods relative to other pods using affinity and anti-affinity rules.
					

						These advanced scheduling features allow administrators to specify which node a pod can be scheduled on and to force or reject scheduling relative to other pods.
					

Anti-affinity




						Administrators should be able to configure the scheduler to specify anti-affinity at any topological level, or even at multiple levels. Anti-affinity (or 'spread') at a particular level indicates that all pods that belong to the same service are spread across nodes that belong to that level. This ensures that the application is well spread for high availability purposes. The scheduler tries to balance the service pods across all applicable nodes as evenly as possible.
					

						If you need greater control over where the pods are scheduled, see Controlling pod placement on nodes using node affinity rules and Placing pods relative to other pods using affinity and anti-affinity rules.
					

						These advanced scheduling features allow administrators to specify which node a pod can be scheduled on and to force or reject scheduling relative to other pods.
					



Placing pods relative to other pods using affinity and anti-affinity rules




				Affinity is a property of pods that controls the nodes on which they prefer to be scheduled. Anti-affinity is a property of pods that prevents a pod from being scheduled on a node.
			

				In OpenShift Dedicated, pod affinity and pod anti-affinity allow you to constrain which nodes your pod is eligible to be scheduled on based on the key-value labels on other pods.
			
Understanding pod affinity




					Pod affinity and pod anti-affinity allow you to constrain which nodes your pod is eligible to be scheduled on based on the key/value labels on other pods.
				
	
							Pod affinity can tell the scheduler to locate a new pod on the same node as other pods if the label selector on the new pod matches the label on the current pod.
						
	
							Pod anti-affinity can prevent the scheduler from locating a new pod on the same node as pods with the same labels if the label selector on the new pod matches the label on the current pod.
						



					For example, using affinity rules, you could spread or pack pods within a service or relative to pods in other services. Anti-affinity rules allow you to prevent pods of a particular service from scheduling on the same nodes as pods of another service that are known to interfere with the performance of the pods of the first service. Or, you could spread the pods of a service across nodes, availability zones, or availability sets to reduce correlated failures.
				
Note

						A label selector might match pods with multiple pod deployments. Use unique combinations of labels when configuring anti-affinity rules to avoid matching pods.
					


					There are two types of pod affinity rules: required and preferred.
				

					Required rules must be met before a pod can be scheduled on a node. Preferred rules specify that, if the rule is met, the scheduler tries to enforce the rules, but does not guarantee enforcement.
				
Note

						Depending on your pod priority and preemption settings, the scheduler might not be able to find an appropriate node for a pod without violating affinity requirements. If so, a pod might not be scheduled.
					

						To prevent this situation, carefully configure pod affinity with equal-priority pods.
					


					You configure pod affinity/anti-affinity through the Pod spec files. You can specify a required rule, a preferred rule, or both. If you specify both, the node must first meet the required rule, then attempts to meet the preferred rule.
				

					The following example shows a Pod spec configured for pod affinity and anti-affinity.
				

					In this example, the pod affinity rule indicates that the pod can schedule onto a node only if that node has at least one already-running pod with a label that has the key security and value S1. The pod anti-affinity rule says that the pod prefers to not schedule onto a node if that node is already running a pod with label having key security and value S2.
				
Sample Pod config file with pod affinity

						

apiVersion: v1
kind: Pod
metadata:
  name: with-pod-affinity
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    podAffinity: [image: 1]
      requiredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - labelSelector:
          matchExpressions:
          - key: security [image: 3]
            operator: In [image: 4]
            values:
            - S1 [image: 5]
        topologyKey: topology.kubernetes.io/zone
  containers:
  - name: with-pod-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]


					
	[image: 1] 
	
							Stanza to configure pod affinity.
						

	[image: 2] 
	
							Defines a required rule.
						

	[image: 3] [image: 5] 
	
							The key and value (label) that must be matched to apply the rule.
						

	[image: 4] 
	
							The operator represents the relationship between the label on the existing pod and the set of values in the matchExpression parameters in the specification for the new pod. Can be In, NotIn, Exists, or DoesNotExist.
						



Sample Pod config file with pod anti-affinity

						

apiVersion: v1
kind: Pod
metadata:
  name: with-pod-antiaffinity
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    podAntiAffinity: [image: 1]
      preferredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - weight: 100  [image: 3]
        podAffinityTerm:
          labelSelector:
            matchExpressions:
            - key: security [image: 4]
              operator: In [image: 5]
              values:
              - S2
          topologyKey: kubernetes.io/hostname
  containers:
  - name: with-pod-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]


					
	[image: 1] 
	
							Stanza to configure pod anti-affinity.
						

	[image: 2] 
	
							Defines a preferred rule.
						

	[image: 3] 
	
							Specifies a weight for a preferred rule. The node with the highest weight is preferred.
						

	[image: 4] 
	
							Description of the pod label that determines when the anti-affinity rule applies. Specify a key and value for the label.
						

	[image: 5] 
	
							The operator represents the relationship between the label on the existing pod and the set of values in the matchExpression parameters in the specification for the new pod. Can be In, NotIn, Exists, or DoesNotExist.
						



Note

						If labels on a node change at runtime such that the affinity rules on a pod are no longer met, the pod continues to run on the node.
					


Configuring a pod affinity rule




					The following steps demonstrate a simple two-pod configuration that creates pod with a label and a pod that uses affinity to allow scheduling with that pod.
				
Note

						You cannot add an affinity directly to a scheduled pod.
					

Procedure
	
							Create a pod with a specific label in the pod spec:
						
	
									Create a YAML file with the following content:
								
apiVersion: v1
kind: Pod
metadata:
  name: security-s1
  labels:
    security: S1
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: security-s1
    image: docker.io/ocpqe/hello-pod
    securityContext:
      runAsNonRoot: true
      seccompProfile:
        type: RuntimeDefault

	
									Create the pod.
								
$ oc create -f <pod-spec>.yaml




	
							When creating other pods, configure the following parameters to add the affinity:
						
	
									Create a YAML file with the following content:
								
apiVersion: v1
kind: Pod
metadata:
  name: security-s1-east
# ...
spec:
  affinity: [image: 1]
    podAffinity:
      requiredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - labelSelector:
          matchExpressions:
          - key: security [image: 3]
            values:
            - S1
            operator: In [image: 4]
        topologyKey: topology.kubernetes.io/zone [image: 5]
# ...
	[image: 1] 
	
											Adds a pod affinity.
										

	[image: 2] 
	
											Configures the requiredDuringSchedulingIgnoredDuringExecution parameter or the preferredDuringSchedulingIgnoredDuringExecution parameter.
										

	[image: 3] 
	
											Specifies the key and values that must be met. If you want the new pod to be scheduled with the other pod, use the same key and values parameters as the label on the first pod.
										

	[image: 4] 
	
											Specifies an operator. The operator can be In, NotIn, Exists, or DoesNotExist. For example, use the operator In to require the label to be in the node.
										

	[image: 5] 
	
											Specify a topologyKey, which is a prepopulated Kubernetes label that the system uses to denote such a topology domain.
										




	
									Create the pod.
								
$ oc create -f <pod-spec>.yaml







Configuring a pod anti-affinity rule




					The following steps demonstrate a simple two-pod configuration that creates pod with a label and a pod that uses an anti-affinity preferred rule to attempt to prevent scheduling with that pod.
				
Note

						You cannot add an affinity directly to a scheduled pod.
					

Procedure
	
							Create a pod with a specific label in the pod spec:
						
	
									Create a YAML file with the following content:
								
apiVersion: v1
kind: Pod
metadata:
  name: security-s1
  labels:
    security: S1
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: security-s1
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]

	
									Create the pod.
								
$ oc create -f <pod-spec>.yaml




	
							When creating other pods, configure the following parameters:
						
	
									Create a YAML file with the following content:
								
apiVersion: v1
kind: Pod
metadata:
  name: security-s2-east
# ...
spec:
# ...
  affinity: [image: 1]
    podAntiAffinity:
      preferredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - weight: 100 [image: 3]
        podAffinityTerm:
          labelSelector:
            matchExpressions:
            - key: security [image: 4]
              values:
              - S1
              operator: In [image: 5]
          topologyKey: kubernetes.io/hostname [image: 6]
# ...
	[image: 1] 
	
											Adds a pod anti-affinity.
										

	[image: 2] 
	
											Configures the requiredDuringSchedulingIgnoredDuringExecution parameter or the preferredDuringSchedulingIgnoredDuringExecution parameter.
										

	[image: 3] 
	
											For a preferred rule, specifies a weight for the node, 1-100. The node that with highest weight is preferred.
										

	[image: 4] 
	
											Specifies the key and values that must be met. If you want the new pod to not be scheduled with the other pod, use the same key and values parameters as the label on the first pod.
										

	[image: 5] 
	
											Specifies an operator. The operator can be In, NotIn, Exists, or DoesNotExist. For example, use the operator In to require the label to be in the node.
										

	[image: 6] 
	
											Specifies a topologyKey, which is a prepopulated Kubernetes label that the system uses to denote such a topology domain.
										




	
									Create the pod.
								
$ oc create -f <pod-spec>.yaml







Sample pod affinity and anti-affinity rules




					The following examples demonstrate pod affinity and pod anti-affinity.
				
Pod Affinity




						The following example demonstrates pod affinity for pods with matching labels and label selectors.
					
	
								The pod team4 has the label team:4.
							
apiVersion: v1
kind: Pod
metadata:
  name: team4
  labels:
     team: "4"
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: ocp
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The pod team4a has the label selector team:4 under podAffinity.
							
apiVersion: v1
kind: Pod
metadata:
  name: team4a
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    podAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
      - labelSelector:
          matchExpressions:
          - key: team
            operator: In
            values:
            - "4"
        topologyKey: kubernetes.io/hostname
  containers:
  - name: pod-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The team4a pod is scheduled on the same node as the team4 pod.
							



Pod Anti-affinity




						The following example demonstrates pod anti-affinity for pods with matching labels and label selectors.
					
	
								The pod pod-s1 has the label security:s1.
							
apiVersion: v1
kind: Pod
metadata:
  name: pod-s1
  labels:
    security: s1
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: ocp
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The pod pod-s2 has the label selector security:s1 under podAntiAffinity.
							
apiVersion: v1
kind: Pod
metadata:
  name: pod-s2
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    podAntiAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
      - labelSelector:
          matchExpressions:
          - key: security
            operator: In
            values:
            - s1
        topologyKey: kubernetes.io/hostname
  containers:
  - name: pod-antiaffinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The pod pod-s2 cannot be scheduled on the same node as pod-s1.
							



Pod Affinity with no Matching Labels




						The following example demonstrates pod affinity for pods without matching labels and label selectors.
					
	
								The pod pod-s1 has the label security:s1.
							
apiVersion: v1
kind: Pod
metadata:
  name: pod-s1
  labels:
    security: s1
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: ocp
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The pod pod-s2 has the label selector security:s2.
							
apiVersion: v1
kind: Pod
metadata:
  name: pod-s2
# ...
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    podAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
      - labelSelector:
          matchExpressions:
          - key: security
            operator: In
            values:
            - s2
        topologyKey: kubernetes.io/hostname
  containers:
  - name: pod-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...

	
								The pod pod-s2 is not scheduled unless there is a node with a pod that has the security:s2 label. If there is no other pod with that label, the new pod remains in a pending state:
							
Example output

									

NAME      READY     STATUS    RESTARTS   AGE       IP        NODE
pod-s2    0/1       Pending   0          32s       <none>


								






Controlling pod placement on nodes using node affinity rules




				Affinity is a property of pods that controls the nodes on which they prefer to be scheduled.
			

				In OpenShift Dedicated node affinity is a set of rules used by the scheduler to determine where a pod can be placed. The rules are defined using custom labels on the nodes and label selectors specified in pods.
			
Understanding node affinity




					Node affinity allows a pod to specify an affinity towards a group of nodes it can be placed on. The node does not have control over the placement.
				

					For example, you could configure a pod to only run on a node with a specific CPU or in a specific availability zone.
				

					There are two types of node affinity rules: required and preferred.
				

					Required rules must be met before a pod can be scheduled on a node. Preferred rules specify that, if the rule is met, the scheduler tries to enforce the rules, but does not guarantee enforcement.
				
Note

						If labels on a node change at runtime that results in an node affinity rule on a pod no longer being met, the pod continues to run on the node.
					


					You configure node affinity through the Pod spec file. You can specify a required rule, a preferred rule, or both. If you specify both, the node must first meet the required rule, then attempts to meet the preferred rule.
				

					The following example is a Pod spec with a rule that requires the pod be placed on a node with a label whose key is e2e-az-NorthSouth and whose value is either e2e-az-North or e2e-az-South:
				
Example pod configuration file with a node affinity required rule

						

apiVersion: v1
kind: Pod
metadata:
  name: with-node-affinity
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    nodeAffinity: [image: 1]
      requiredDuringSchedulingIgnoredDuringExecution: [image: 2]
        nodeSelectorTerms:
        - matchExpressions:
          - key: e2e-az-NorthSouth [image: 3]
            operator: In [image: 4]
            values:
            - e2e-az-North [image: 5]
            - e2e-az-South [image: 6]
  containers:
  - name: with-node-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...


					
	[image: 1] 
	
							The stanza to configure node affinity.
						

	[image: 2] 
	
							Defines a required rule.
						

	[image: 3] [image: 5] [image: 6] 
	
							The key/value pair (label) that must be matched to apply the rule.
						

	[image: 4] 
	
							The operator represents the relationship between the label on the node and the set of values in the matchExpression parameters in the Pod spec. This value can be In, NotIn, Exists, or DoesNotExist, Lt, or Gt.
						




					The following example is a node specification with a preferred rule that a node with a label whose key is e2e-az-EastWest and whose value is either e2e-az-East or e2e-az-West is preferred for the pod:
				
Example pod configuration file with a node affinity preferred rule

						

apiVersion: v1
kind: Pod
metadata:
  name: with-node-affinity
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  affinity:
    nodeAffinity: [image: 1]
      preferredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - weight: 1 [image: 3]
        preference:
          matchExpressions:
          - key: e2e-az-EastWest [image: 4]
            operator: In [image: 5]
            values:
            - e2e-az-East [image: 6]
            - e2e-az-West [image: 7]
  containers:
  - name: with-node-affinity
    image: docker.io/ocpqe/hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
# ...


					
	[image: 1] 
	
							The stanza to configure node affinity.
						

	[image: 2] 
	
							Defines a preferred rule.
						

	[image: 3] 
	
							Specifies a weight for a preferred rule. The node with highest weight is preferred.
						

	[image: 4] [image: 6] [image: 7] 
	
							The key/value pair (label) that must be matched to apply the rule.
						

	[image: 5] 
	
							The operator represents the relationship between the label on the node and the set of values in the matchExpression parameters in the Pod spec. This value can be In, NotIn, Exists, or DoesNotExist, Lt, or Gt.
						




					There is no explicit node anti-affinity concept, but using the NotIn or DoesNotExist operator replicates that behavior.
				
Note

						If you are using node affinity and node selectors in the same pod configuration, note the following:
					
	
								If you configure both nodeSelector and nodeAffinity, both conditions must be satisfied for the pod to be scheduled onto a candidate node.
							
	
								If you specify multiple nodeSelectorTerms associated with nodeAffinity types, then the pod can be scheduled onto a node if one of the nodeSelectorTerms is satisfied.
							
	
								If you specify multiple matchExpressions associated with nodeSelectorTerms, then the pod can be scheduled onto a node only if all matchExpressions are satisfied.
							




Configuring a required node affinity rule




					Required rules must be met before a pod can be scheduled on a node.
				
Procedure

						The following steps demonstrate a simple configuration that creates a node and a pod that the scheduler is required to place on the node.
					
	
							Create a pod with a specific label in the pod spec:
						
	
									Create a YAML file with the following content:
								
Note

										You cannot add an affinity directly to a scheduled pod.
									

Example output

										

apiVersion: v1
kind: Pod
metadata:
  name: s1
spec:
  affinity: [image: 1]
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution: [image: 2]
        nodeSelectorTerms:
        - matchExpressions:
          - key: e2e-az-name [image: 3]
            values:
            - e2e-az1
            - e2e-az2
            operator: In [image: 4]
#...


									
	[image: 1] 
	
											Adds a pod affinity.
										

	[image: 2] 
	
											Configures the requiredDuringSchedulingIgnoredDuringExecution parameter.
										

	[image: 3] 
	
											Specifies the key and values that must be met. If you want the new pod to be scheduled on the node you edited, use the same key and values parameters as the label in the node.
										

	[image: 4] 
	
											Specifies an operator. The operator can be In, NotIn, Exists, or DoesNotExist. For example, use the operator In to require the label to be in the node.
										




	
									Create the pod:
								
$ oc create -f <file-name>.yaml







Configuring a preferred node affinity rule




					Preferred rules specify that, if the rule is met, the scheduler tries to enforce the rules, but does not guarantee enforcement.
				
Procedure

						The following steps demonstrate a simple configuration that creates a node and a pod that the scheduler tries to place on the node.
					
	
							Create a pod with a specific label:
						
	
									Create a YAML file with the following content:
								
Note

										You cannot add an affinity directly to a scheduled pod.
									

apiVersion: v1
kind: Pod
metadata:
  name: s1
spec:
  affinity: [image: 1]
    nodeAffinity:
      preferredDuringSchedulingIgnoredDuringExecution: [image: 2]
      - weight: [image: 3]
        preference:
          matchExpressions:
          - key: e2e-az-name [image: 4]
            values:
            - e2e-az3
            operator: In [image: 5]
#...
	[image: 1] 
	
											Adds a pod affinity.
										

	[image: 2] 
	
											Configures the preferredDuringSchedulingIgnoredDuringExecution parameter.
										

	[image: 3] 
	
											Specifies a weight for the node, as a number 1-100. The node with highest weight is preferred.
										

	[image: 4] 
	
											Specifies the key and values that must be met. If you want the new pod to be scheduled on the node you edited, use the same key and values parameters as the label in the node.
										

	[image: 5] 
	
											Specifies an operator. The operator can be In, NotIn, Exists, or DoesNotExist. For example, use the operator In to require the label to be in the node.
										




	
									Create the pod.
								
$ oc create -f <file-name>.yaml







Sample node affinity rules




					The following examples demonstrate node affinity.
				
Node affinity with matching labels




						The following example demonstrates node affinity for a node and pod with matching labels:
					
	
								The Node1 node has the label zone:us:
							
$ oc label node node1 zone=us
Tip

								You can alternatively apply the following YAML to add the label:
							
kind: Node
apiVersion: v1
metadata:
  name: <node_name>
  labels:
    zone: us
#...


	
								The pod-s1 pod has the zone and us key/value pair under a required node affinity rule:
							
$ cat pod-s1.yaml
Example output

									

apiVersion: v1
kind: Pod
metadata:
  name: pod-s1
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - image: "docker.io/ocpqe/hello-pod"
      name: hello-pod
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
            - key: "zone"
              operator: In
              values:
              - us
#...


								

	
								The pod-s1 pod can be scheduled on Node1:
							
$ oc get pod -o wide
Example output

									

NAME     READY     STATUS       RESTARTS   AGE      IP      NODE
pod-s1   1/1       Running      0          4m       IP1     node1


								




Node affinity with no matching labels




						The following example demonstrates node affinity for a node and pod without matching labels:
					
	
								The Node1 node has the label zone:emea:
							
$ oc label node node1 zone=emea
Tip

								You can alternatively apply the following YAML to add the label:
							
kind: Node
apiVersion: v1
metadata:
  name: <node_name>
  labels:
    zone: emea
#...


	
								The pod-s1 pod has the zone and us key/value pair under a required node affinity rule:
							
$ cat pod-s1.yaml
Example output

									

apiVersion: v1
kind: Pod
metadata:
  name: pod-s1
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - image: "docker.io/ocpqe/hello-pod"
      name: hello-pod
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  affinity:
    nodeAffinity:
      requiredDuringSchedulingIgnoredDuringExecution:
        nodeSelectorTerms:
          - matchExpressions:
            - key: "zone"
              operator: In
              values:
              - us
#...


								

	
								The pod-s1 pod cannot be scheduled on Node1:
							
$ oc describe pod pod-s1
Example output

									

...

Events:
 FirstSeen LastSeen Count From              SubObjectPath  Type                Reason
 --------- -------- ----- ----              -------------  --------            ------
 1m        33s      8     default-scheduler Warning        FailedScheduling    No nodes are available that match all of the following predicates:: MatchNodeSelector (1).


								






Placing pods onto overcommited nodes




				In an overcommited state, the sum of the container compute resource requests and limits exceeds the resources available on the system. Overcommitment might be desirable in development environments where a trade-off of guaranteed performance for capacity is acceptable.
			

				Requests and limits enable administrators to allow and manage the overcommitment of resources on a node. The scheduler uses requests for scheduling your container and providing a minimum service guarantee. Limits constrain the amount of compute resource that may be consumed on your node.
			
Understanding overcommitment




					Requests and limits enable administrators to allow and manage the overcommitment of resources on a node. The scheduler uses requests for scheduling your container and providing a minimum service guarantee. Limits constrain the amount of compute resource that may be consumed on your node.
				

					OpenShift Dedicated administrators can control the level of overcommit and manage container density on nodes by configuring masters to override the ratio between request and limit set on developer containers. In conjunction with a per-project LimitRange object specifying limits and defaults, this adjusts the container limit and request to achieve the desired level of overcommit.
				
Note

						That these overrides have no effect if no limits have been set on containers. Create a LimitRange object with default limits, per individual project, or in the project template, to ensure that the overrides apply.
					


					After these overrides, the container limits and requests must still be validated by any LimitRange object in the project. It is possible, for example, for developers to specify a limit close to the minimum limit, and have the request then be overridden below the minimum limit, causing the pod to be forbidden. This unfortunate user experience should be addressed with future work, but for now, configure this capability and LimitRange objects with caution.
				

Understanding nodes overcommitment




					In an overcommitted environment, it is important to properly configure your node to provide best system behavior.
				

					When the node starts, it ensures that the kernel tunable flags for memory management are set properly. The kernel should never fail memory allocations unless it runs out of physical memory.
				

					To ensure this behavior, OpenShift Dedicated configures the kernel to always overcommit memory by setting the vm.overcommit_memory parameter to 1, overriding the default operating system setting.
				

					OpenShift Dedicated also configures the kernel not to panic when it runs out of memory by setting the vm.panic_on_oom parameter to 0. A setting of 0 instructs the kernel to call oom_killer in an Out of Memory (OOM) condition, which kills processes based on priority
				

					You can view the current setting by running the following commands on your nodes:
				
$ sysctl -a |grep commit
Example output

						

#...
vm.overcommit_memory = 0
#...


					
$ sysctl -a |grep panic
Example output

						

#...
vm.panic_on_oom = 0
#...


					
Note

						The above flags should already be set on nodes, and no further action is required.
					


					You can also perform the following configurations for each node:
				
	
							Disable or enforce CPU limits using CPU CFS quotas
						
	
							Reserve resources for system processes
						
	
							Reserve memory across quality of service tiers
						




Controlling pod placement using node taints




				Taints and tolerations allow the node to control which pods should (or should not) be scheduled on them.
			
Understanding taints and tolerations




					A taint allows a node to refuse a pod to be scheduled unless that pod has a matching toleration.
				

					You apply taints to a node through the Node specification (NodeSpec) and apply tolerations to a pod through the Pod specification (PodSpec). When you apply a taint a node, the scheduler cannot place a pod on that node unless the pod can tolerate the taint.
				
Example taint in a node specification

						

apiVersion: v1
kind: Node
metadata:
  name: my-node
#...
spec:
  taints:
  - effect: NoExecute
    key: key1
    value: value1
#...


					
Example toleration in a Pod spec

						

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1"
    operator: "Equal"
    value: "value1"
    effect: "NoExecute"
    tolerationSeconds: 3600
#...


					

					Taints and tolerations consist of a key, value, and effect.
				
Table 4.1. Taint and toleration components
	Parameter	Description
	 
									key
								

								 	 
									The key is any string, up to 253 characters. The key must begin with a letter or number, and may contain letters, numbers, hyphens, dots, and underscores.
								

								 
	 
									value
								

								 	 
									The value is any string, up to 63 characters. The value must begin with a letter or number, and may contain letters, numbers, hyphens, dots, and underscores.
								

								 
	 
									effect
								

								 	 
									The effect is one of the following:
								

								 	 
													NoSchedule [1]
												

												 	 	
															New pods that do not match the taint are not scheduled onto that node.
														
	
															Existing pods on the node remain.
														



												 
	 
													PreferNoSchedule
												

												 	 	
															New pods that do not match the taint might be scheduled onto that node, but the scheduler tries not to.
														
	
															Existing pods on the node remain.
														



												 
	 
													NoExecute
												

												 	 	
															New pods that do not match the taint cannot be scheduled onto that node.
														
	
															Existing pods on the node that do not have a matching toleration are removed.
														



												 



								 
	 
									operator
								

								 	 	 
													Equal
												

												 	 
													The key/value/effect parameters must match. This is the default.
												

												 
	 
													Exists
												

												 	 
													The key/effect parameters must match. You must leave a blank value parameter, which matches any.
												

												 



								 



	
							If you add a NoSchedule taint to a control plane node, the node must have the node-role.kubernetes.io/master=:NoSchedule taint, which is added by default.
						

							For example:
						
apiVersion: v1
kind: Node
metadata:
  annotations:
    machine.openshift.io/machine: openshift-machine-api/ci-ln-62s7gtb-f76d1-v8jxv-master-0
    machineconfiguration.openshift.io/currentConfig: rendered-master-cdc1ab7da414629332cc4c3926e6e59c
  name: my-node
#...
spec:
  taints:
  - effect: NoSchedule
    key: node-role.kubernetes.io/master
#...




					A toleration matches a taint:
				
	
							If the operator parameter is set to Equal:
						
	
									the key parameters are the same;
								
	
									the value parameters are the same;
								
	
									the effect parameters are the same.
								



	
							If the operator parameter is set to Exists:
						
	
									the key parameters are the same;
								
	
									the effect parameters are the same.
								






					The following taints are built into OpenShift Dedicated:
				
	
							node.kubernetes.io/not-ready: The node is not ready. This corresponds to the node condition Ready=False.
						
	
							node.kubernetes.io/unreachable: The node is unreachable from the node controller. This corresponds to the node condition Ready=Unknown.
						
	
							node.kubernetes.io/memory-pressure: The node has memory pressure issues. This corresponds to the node condition MemoryPressure=True.
						
	
							node.kubernetes.io/disk-pressure: The node has disk pressure issues. This corresponds to the node condition DiskPressure=True.
						
	
							node.kubernetes.io/network-unavailable: The node network is unavailable.
						
	
							node.kubernetes.io/unschedulable: The node is unschedulable.
						
	
							node.cloudprovider.kubernetes.io/uninitialized: When the node controller is started with an external cloud provider, this taint is set on a node to mark it as unusable. After a controller from the cloud-controller-manager initializes this node, the kubelet removes this taint.
						
	
							node.kubernetes.io/pid-pressure: The node has pid pressure. This corresponds to the node condition PIDPressure=True.
						
Important

								OpenShift Dedicated does not set a default pid.available evictionHard.
							




Understanding how to use toleration seconds to delay pod evictions




						You can specify how long a pod can remain bound to a node before being evicted by specifying the tolerationSeconds parameter in the Pod specification or MachineSet object. If a taint with the NoExecute effect is added to a node, a pod that does tolerate the taint, which has the tolerationSeconds parameter, the pod is not evicted until that time period expires.
					
Example output

							

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1"
    operator: "Equal"
    value: "value1"
    effect: "NoExecute"
    tolerationSeconds: 3600
#...


						

						Here, if this pod is running but does not have a matching toleration, the pod stays bound to the node for 3,600 seconds and then be evicted. If the taint is removed before that time, the pod is not evicted.
					

Understanding how to use multiple taints




						You can put multiple taints on the same node and multiple tolerations on the same pod. OpenShift Dedicated processes multiple taints and tolerations as follows:
					
	
								Process the taints for which the pod has a matching toleration.
							
	
								The remaining unmatched taints have the indicated effects on the pod:
							
	
										If there is at least one unmatched taint with effect NoSchedule, OpenShift Dedicated cannot schedule a pod onto that node.
									
	
										If there is no unmatched taint with effect NoSchedule but there is at least one unmatched taint with effect PreferNoSchedule, OpenShift Dedicated tries to not schedule the pod onto the node.
									
	
										If there is at least one unmatched taint with effect NoExecute, OpenShift Dedicated evicts the pod from the node if it is already running on the node, or the pod is not scheduled onto the node if it is not yet running on the node.
									
	
												Pods that do not tolerate the taint are evicted immediately.
											
	
												Pods that tolerate the taint without specifying tolerationSeconds in their Pod specification remain bound forever.
											
	
												Pods that tolerate the taint with a specified tolerationSeconds remain bound for the specified amount of time.
											









						For example:
					
	
								Add the following taints to the node:
							
$ oc adm taint nodes node1 key1=value1:NoSchedule
$ oc adm taint nodes node1 key1=value1:NoExecute
$ oc adm taint nodes node1 key2=value2:NoSchedule

	
								The pod has the following tolerations:
							
apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1"
    operator: "Equal"
    value: "value1"
    effect: "NoSchedule"
  - key: "key1"
    operator: "Equal"
    value: "value1"
    effect: "NoExecute"
#...




						In this case, the pod cannot be scheduled onto the node, because there is no toleration matching the third taint. The pod continues running if it is already running on the node when the taint is added, because the third taint is the only one of the three that is not tolerated by the pod.
					

Understanding pod scheduling and node conditions (taint node by condition)




						The Taint Nodes By Condition feature, which is enabled by default, automatically taints nodes that report conditions such as memory pressure and disk pressure. If a node reports a condition, a taint is added until the condition clears. The taints have the NoSchedule effect, which means no pod can be scheduled on the node unless the pod has a matching toleration.
					

						The scheduler checks for these taints on nodes before scheduling pods. If the taint is present, the pod is scheduled on a different node. Because the scheduler checks for taints and not the actual node conditions, you configure the scheduler to ignore some of these node conditions by adding appropriate pod tolerations.
					

						To ensure backward compatibility, the daemon set controller automatically adds the following tolerations to all daemons:
					
	
								node.kubernetes.io/memory-pressure
							
	
								node.kubernetes.io/disk-pressure
							
	
								node.kubernetes.io/unschedulable (1.10 or later)
							
	
								node.kubernetes.io/network-unavailable (host network only)
							



						You can also add arbitrary tolerations to daemon sets.
					
Note

							The control plane also adds the node.kubernetes.io/memory-pressure toleration on pods that have a QoS class. This is because Kubernetes manages pods in the Guaranteed or Burstable QoS classes. The new BestEffort pods do not get scheduled onto the affected node.
						


Understanding evicting pods by condition (taint-based evictions)




						The Taint-Based Evictions feature, which is enabled by default, evicts pods from a node that experiences specific conditions, such as not-ready and unreachable. When a node experiences one of these conditions, OpenShift Dedicated automatically adds taints to the node, and starts evicting and rescheduling the pods on different nodes.
					

						Taint Based Evictions have a NoExecute effect, where any pod that does not tolerate the taint is evicted immediately and any pod that does tolerate the taint will never be evicted, unless the pod uses the tolerationSeconds parameter.
					

						The tolerationSeconds parameter allows you to specify how long a pod stays bound to a node that has a node condition. If the condition still exists after the tolerationSeconds period, the taint remains on the node and the pods with a matching toleration are evicted. If the condition clears before the tolerationSeconds period, pods with matching tolerations are not removed.
					

						If you use the tolerationSeconds parameter with no value, pods are never evicted because of the not ready and unreachable node conditions.
					
Note

							OpenShift Dedicated evicts pods in a rate-limited way to prevent massive pod evictions in scenarios such as the master becoming partitioned from the nodes.
						

							By default, if more than 55% of nodes in a given zone are unhealthy, the node lifecycle controller changes that zone’s state to PartialDisruption and the rate of pod evictions is reduced. For small clusters (by default, 50 nodes or less) in this state, nodes in this zone are not tainted and evictions are stopped.
						

							For more information, see Rate limits on eviction in the Kubernetes documentation.
						


						OpenShift Dedicated automatically adds a toleration for node.kubernetes.io/not-ready and node.kubernetes.io/unreachable with tolerationSeconds=300, unless the Pod configuration specifies either toleration.
					
apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: node.kubernetes.io/not-ready
    operator: Exists
    effect: NoExecute
    tolerationSeconds: 300 [image: 1]
  - key: node.kubernetes.io/unreachable
    operator: Exists
    effect: NoExecute
    tolerationSeconds: 300
#...
	[image: 1] 
	
								These tolerations ensure that the default pod behavior is to remain bound for five minutes after one of these node conditions problems is detected.
							




						You can configure these tolerations as needed. For example, if you have an application with a lot of local state, you might want to keep the pods bound to node for a longer time in the event of network partition, allowing for the partition to recover and avoiding pod eviction.
					

						Pods spawned by a daemon set are created with NoExecute tolerations for the following taints with no tolerationSeconds:
					
	
								node.kubernetes.io/unreachable
							
	
								node.kubernetes.io/not-ready
							



						As a result, daemon set pods are never evicted because of these node conditions.
					

Tolerating all taints




						You can configure a pod to tolerate all taints by adding an operator: "Exists" toleration with no key and values parameters. Pods with this toleration are not removed from a node that has taints.
					
Pod spec for tolerating all taints

							

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - operator: "Exists"
#...


						


Adding taints and tolerations




					You add tolerations to pods and taints to nodes to allow the node to control which pods should or should not be scheduled on them. For existing pods and nodes, you should add the toleration to the pod first, then add the taint to the node to avoid pods being removed from the node before you can add the toleration.
				
Procedure
	
							Add a toleration to a pod by editing the Pod spec to include a tolerations stanza:
						
Sample pod configuration file with an Equal operator

								

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1" [image: 1]
    value: "value1"
    operator: "Equal"
    effect: "NoExecute"
    tolerationSeconds: 3600 [image: 2]
#...


							
	[image: 1] 
	
									The toleration parameters, as described in the Taint and toleration components table.
								

	[image: 2] 
	
									The tolerationSeconds parameter specifies how long a pod can remain bound to a node before being evicted.
								




							For example:
						
Sample pod configuration file with an Exists operator

								

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
   tolerations:
    - key: "key1"
      operator: "Exists" [image: 1]
      effect: "NoExecute"
      tolerationSeconds: 3600
#...


							
	[image: 1] 
	
									The Exists operator does not take a value.
								




							This example places a taint on node1 that has key key1, value value1, and taint effect NoExecute.
						

	
							Add a taint to a node by using the following command with the parameters described in the Taint and toleration components table:
						
$ oc adm taint nodes <node_name> <key>=<value>:<effect>

							For example:
						
$ oc adm taint nodes node1 key1=value1:NoExecute

							This command places a taint on node1 that has key key1, value value1, and effect NoExecute.
						
Note

								If you add a NoSchedule taint to a control plane node, the node must have the node-role.kubernetes.io/master=:NoSchedule taint, which is added by default.
							

								For example:
							
apiVersion: v1
kind: Node
metadata:
  annotations:
    machine.openshift.io/machine: openshift-machine-api/ci-ln-62s7gtb-f76d1-v8jxv-master-0
    machineconfiguration.openshift.io/currentConfig: rendered-master-cdc1ab7da414629332cc4c3926e6e59c
  name: my-node
#...
spec:
  taints:
  - effect: NoSchedule
    key: node-role.kubernetes.io/master
#...


							The tolerations on the pod match the taint on the node. A pod with either toleration can be scheduled onto node1.
						



Adding taints and tolerations using a compute machine set




						You can add taints to nodes using a compute machine set. All nodes associated with the MachineSet object are updated with the taint. Tolerations respond to taints added by a compute machine set in the same manner as taints added directly to the nodes.
					
Procedure
	
								Add a toleration to a pod by editing the Pod spec to include a tolerations stanza:
							
Sample pod configuration file with Equal operator

									

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1" [image: 1]
    value: "value1"
    operator: "Equal"
    effect: "NoExecute"
    tolerationSeconds: 3600 [image: 2]
#...


								
	[image: 1] 
	
										The toleration parameters, as described in the Taint and toleration components table.
									

	[image: 2] 
	
										The tolerationSeconds parameter specifies how long a pod is bound to a node before being evicted.
									




								For example:
							
Sample pod configuration file with Exists operator

									

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key1"
    operator: "Exists"
    effect: "NoExecute"
    tolerationSeconds: 3600
#...


								

	
								Add the taint to the MachineSet object:
							
	
										Edit the MachineSet YAML for the nodes you want to taint or you can create a new MachineSet object:
									
$ oc edit machineset <machineset>

	
										Add the taint to the spec.template.spec section:
									
Example taint in a compute machine set specification

											

apiVersion: machine.openshift.io/v1beta1
kind: MachineSet
metadata:
  name: my-machineset
#...
spec:
#...
  template:
#...
    spec:
      taints:
      - effect: NoExecute
        key: key1
        value: value1
#...


										

										This example places a taint that has the key key1, value value1, and taint effect NoExecute on the nodes.
									

	
										Scale down the compute machine set to 0:
									
$ oc scale --replicas=0 machineset <machineset> -n openshift-machine-api
Tip

										You can alternatively apply the following YAML to scale the compute machine set:
									
apiVersion: machine.openshift.io/v1beta1
kind: MachineSet
metadata:
  name: <machineset>
  namespace: openshift-machine-api
spec:
  replicas: 0


										Wait for the machines to be removed.
									

	
										Scale up the compute machine set as needed:
									
$ oc scale --replicas=2 machineset <machineset> -n openshift-machine-api

										Or:
									
$ oc edit machineset <machineset> -n openshift-machine-api

										Wait for the machines to start. The taint is added to the nodes associated with the MachineSet object.
									







Binding a user to a node using taints and tolerations




						If you want to dedicate a set of nodes for exclusive use by a particular set of users, add a toleration to their pods. Then, add a corresponding taint to those nodes. The pods with the tolerations are allowed to use the tainted nodes or any other nodes in the cluster.
					

						If you want ensure the pods are scheduled to only those tainted nodes, also add a label to the same set of nodes and add a node affinity to the pods so that the pods can only be scheduled onto nodes with that label.
					
Procedure

							To configure a node so that users can use only that node:
						
	
								Add a corresponding taint to those nodes:
							

								For example:
							
$ oc adm taint nodes node1 dedicated=groupName:NoSchedule
Tip

								You can alternatively apply the following YAML to add the taint:
							
kind: Node
apiVersion: v1
metadata:
  name: my-node
#...
spec:
  taints:
    - key: dedicated
      value: groupName
      effect: NoSchedule
#...


	
								Add a toleration to the pods by writing a custom admission controller.
							



Creating a project with a node selector and toleration




						You can create a project that uses a node selector and toleration, which are set as annotations, to control the placement of pods onto specific nodes. Any subsequent resources created in the project are then scheduled on nodes that have a taint matching the toleration.
					
Prerequisites
	
								A label for node selection has been added to one or more nodes by using a compute machine set or editing the node directly.
							
	
								A taint has been added to one or more nodes by using a compute machine set or editing the node directly.
							


Procedure
	
								Create a Project resource definition, specifying a node selector and toleration in the metadata.annotations section:
							
Example project.yaml file

									

kind: Project
apiVersion: project.openshift.io/v1
metadata:
  name: <project_name> [image: 1]
  annotations:
    openshift.io/node-selector: '<label>' [image: 2]
    scheduler.alpha.kubernetes.io/defaultTolerations: >-
      [{"operator": "Exists", "effect": "NoSchedule", "key":
      "<key_name>"} [image: 3]
      ]


								
	[image: 1] 
	
										The project name.
									

	[image: 2] 
	
										The default node selector label.
									

	[image: 3] 
	
										The toleration parameters, as described in the Taint and toleration components table. This example uses the NoSchedule effect, which allows existing pods on the node to remain, and the Exists operator, which does not take a value.
									




	
								Use the oc apply command to create the project:
							
$ oc apply -f project.yaml




						Any subsequent resources created in the <project_name> namespace should now be scheduled on the specified nodes.
					
Additional resources
	
								Adding taints and tolerations manually to nodes or with compute machine sets
							



Controlling nodes with special hardware using taints and tolerations




						In a cluster where a small subset of nodes have specialized hardware, you can use taints and tolerations to keep pods that do not need the specialized hardware off of those nodes, leaving the nodes for pods that do need the specialized hardware. You can also require pods that need specialized hardware to use specific nodes.
					

						You can achieve this by adding a toleration to pods that need the special hardware and tainting the nodes that have the specialized hardware.
					
Procedure

							To ensure nodes with specialized hardware are reserved for specific pods:
						
	
								Add a toleration to pods that need the special hardware.
							

								For example:
							
apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
    - key: "disktype"
      value: "ssd"
      operator: "Equal"
      effect: "NoSchedule"
      tolerationSeconds: 3600
#...

	
								Taint the nodes that have the specialized hardware using one of the following commands:
							
$ oc adm taint nodes <node-name> disktype=ssd:NoSchedule

								Or:
							
$ oc adm taint nodes <node-name> disktype=ssd:PreferNoSchedule
Tip

								You can alternatively apply the following YAML to add the taint:
							
kind: Node
apiVersion: v1
metadata:
  name: my_node
#...
spec:
  taints:
    - key: disktype
      value: ssd
      effect: PreferNoSchedule
#...






Removing taints and tolerations




					You can remove taints from nodes and tolerations from pods as needed. You should add the toleration to the pod first, then add the taint to the node to avoid pods being removed from the node before you can add the toleration.
				
Procedure

						To remove taints and tolerations:
					
	
							To remove a taint from a node:
						
$ oc adm taint nodes <node-name> <key>-

							For example:
						
$ oc adm taint nodes ip-10-0-132-248.ec2.internal key1-
Example output

								

node/ip-10-0-132-248.ec2.internal untainted


							

	
							To remove a toleration from a pod, edit the Pod spec to remove the toleration:
						
apiVersion: v1
kind: Pod
metadata:
  name: my-pod
#...
spec:
  tolerations:
  - key: "key2"
    operator: "Exists"
    effect: "NoExecute"
    tolerationSeconds: 3600
#...





Placing pods on specific nodes using node selectors




				A node selector specifies a map of key/value pairs that are defined using custom labels on nodes and selectors specified in pods.
			

				For the pod to be eligible to run on a node, the pod must have the same key/value node selector as the label on the node.
			
About node selectors




					You can use node selectors on pods and labels on nodes to control where the pod is scheduled. With node selectors, OpenShift Dedicated schedules the pods on nodes that contain matching labels.
				

					You can use a node selector to place specific pods on specific nodes, cluster-wide node selectors to place new pods on specific nodes anywhere in the cluster, and project node selectors to place new pods in a project on specific nodes.
				

					For example, as a cluster administrator, you can create an infrastructure where application developers can deploy pods only onto the nodes closest to their geographical location by including a node selector in every pod they create. In this example, the cluster consists of five data centers spread across two regions. In the U.S., label the nodes as us-east, us-central, or us-west. In the Asia-Pacific region (APAC), label the nodes as apac-east or apac-west. The developers can add a node selector to the pods they create to ensure the pods get scheduled on those nodes.
				

					A pod is not scheduled if the Pod object contains a node selector, but no node has a matching label.
				
Important

						If you are using node selectors and node affinity in the same pod configuration, the following rules control pod placement onto nodes:
					
	
								If you configure both nodeSelector and nodeAffinity, both conditions must be satisfied for the pod to be scheduled onto a candidate node.
							
	
								If you specify multiple nodeSelectorTerms associated with nodeAffinity types, then the pod can be scheduled onto a node if one of the nodeSelectorTerms is satisfied.
							
	
								If you specify multiple matchExpressions associated with nodeSelectorTerms, then the pod can be scheduled onto a node only if all matchExpressions are satisfied.
							



	Node selectors on specific pods and nodes
	
								You can control which node a specific pod is scheduled on by using node selectors and labels.
							

								To use node selectors and labels, first label the node to avoid pods being descheduled, then add the node selector to the pod.
							
Note

									You cannot add a node selector directly to an existing scheduled pod. You must label the object that controls the pod, such as deployment config.
								


								For example, the following Node object has the region: east label:
							
Sample Node object with a label

									

kind: Node
apiVersion: v1
metadata:
  name: ip-10-0-131-14.ec2.internal
  selfLink: /api/v1/nodes/ip-10-0-131-14.ec2.internal
  uid: 7bc2580a-8b8e-11e9-8e01-021ab4174c74
  resourceVersion: '478704'
  creationTimestamp: '2019-06-10T14:46:08Z'
  labels:
    kubernetes.io/os: linux
    topology.kubernetes.io/zone: us-east-1a
    node.openshift.io/os_version: '4.5'
    node-role.kubernetes.io/worker: ''
    topology.kubernetes.io/region: us-east-1
    node.openshift.io/os_id: rhcos
    node.kubernetes.io/instance-type: m4.large
    kubernetes.io/hostname: ip-10-0-131-14
    kubernetes.io/arch: amd64
    region: east [image: 1]
    type: user-node
#...


								
	[image: 1] 
	
										Labels to match the pod node selector.
									




								A pod has the type: user-node,region: east node selector:
							
Sample Pod object with node selectors

									

apiVersion: v1
kind: Pod
metadata:
  name: s1
#...
spec:
  nodeSelector: [image: 1]
    region: east
    type: user-node
#...


								
	[image: 1] 
	
										Node selectors to match the node label. The node must have a label for each node selector.
									




								When you create the pod using the example pod spec, it can be scheduled on the example node.
							

	Default cluster-wide node selectors
	
								With default cluster-wide node selectors, when you create a pod in that cluster, OpenShift Dedicated adds the default node selectors to the pod and schedules the pod on nodes with matching labels.
							

								For example, the following Scheduler object has the default cluster-wide region=east and type=user-node node selectors:
							
Example Scheduler Operator Custom Resource

									

apiVersion: config.openshift.io/v1
kind: Scheduler
metadata:
  name: cluster
#...
spec:
  defaultNodeSelector: type=user-node,region=east
#...


								

								A node in that cluster has the type=user-node,region=east labels:
							
Example Node object

									

apiVersion: v1
kind: Node
metadata:
  name: ci-ln-qg1il3k-f76d1-hlmhl-worker-b-df2s4
#...
  labels:
    region: east
    type: user-node
#...


								
Example Pod object with a node selector

									

apiVersion: v1
kind: Pod
metadata:
  name: s1
#...
spec:
  nodeSelector:
    region: east
#...


								

								When you create the pod using the example pod spec in the example cluster, the pod is created with the cluster-wide node selector and is scheduled on the labeled node:
							
Example pod list with the pod on the labeled node

									

NAME     READY   STATUS    RESTARTS   AGE   IP           NODE                                       NOMINATED NODE   READINESS GATES
pod-s1   1/1     Running   0          20s   10.131.2.6   ci-ln-qg1il3k-f76d1-hlmhl-worker-b-df2s4   <none>           <none>


								
Note

									If the project where you create the pod has a project node selector, that selector takes preference over a cluster-wide node selector. Your pod is not created or scheduled if the pod does not have the project node selector.
								




	Project node selectors
	
								With project node selectors, when you create a pod in this project, OpenShift Dedicated adds the node selectors to the pod and schedules the pods on a node with matching labels. If there is a cluster-wide default node selector, a project node selector takes preference.
							

								For example, the following project has the region=east node selector:
							
Example Namespace object

									

apiVersion: v1
kind: Namespace
metadata:
  name: east-region
  annotations:
    openshift.io/node-selector: "region=east"
#...


								

								The following node has the type=user-node,region=east labels:
							
Example Node object

									

apiVersion: v1
kind: Node
metadata:
  name: ci-ln-qg1il3k-f76d1-hlmhl-worker-b-df2s4
#...
  labels:
    region: east
    type: user-node
#...


								

								When you create the pod using the example pod spec in this example project, the pod is created with the project node selectors and is scheduled on the labeled node:
							
Example Pod object

									

apiVersion: v1
kind: Pod
metadata:
  namespace: east-region
#...
spec:
  nodeSelector:
    region: east
    type: user-node
#...


								
Example pod list with the pod on the labeled node

									

NAME     READY   STATUS    RESTARTS   AGE   IP           NODE                                       NOMINATED NODE   READINESS GATES
pod-s1   1/1     Running   0          20s   10.131.2.6   ci-ln-qg1il3k-f76d1-hlmhl-worker-b-df2s4   <none>           <none>


								

								A pod in the project is not created or scheduled if the pod contains different node selectors. For example, if you deploy the following pod into the example project, it is not be created:
							
Example Pod object with an invalid node selector

									

apiVersion: v1
kind: Pod
metadata:
  name: west-region
#...
spec:
  nodeSelector:
    region: west
#...


								




Using node selectors to control pod placement




					You can use node selectors on pods and labels on nodes to control where the pod is scheduled. With node selectors, OpenShift Dedicated schedules the pods on nodes that contain matching labels.
				

					You add labels to a node, a compute machine set, or a machine config. Adding the label to the compute machine set ensures that if the node or machine goes down, new nodes have the label. Labels added to a node or machine config do not persist if the node or machine goes down.
				

					To add node selectors to an existing pod, add a node selector to the controlling object for that pod, such as a ReplicaSet object, DaemonSet object, StatefulSet object, Deployment object, or DeploymentConfig object. Any existing pods under that controlling object are recreated on a node with a matching label. If you are creating a new pod, you can add the node selector directly to the pod spec. If the pod does not have a controlling object, you must delete the pod, edit the pod spec, and recreate the pod.
				
Note

						You cannot add a node selector directly to an existing scheduled pod.
					

Prerequisites

						To add a node selector to existing pods, determine the controlling object for that pod. For example, the router-default-66d5cf9464-m2g75 pod is controlled by the router-default-66d5cf9464 replica set:
					
$ oc describe pod router-default-66d5cf9464-7pwkc
Example output

						

kind: Pod
apiVersion: v1
metadata:
# ...
Name:               router-default-66d5cf9464-7pwkc
Namespace:          openshift-ingress
# ...
Controlled By:      ReplicaSet/router-default-66d5cf9464
# ...


					

					The web console lists the controlling object under ownerReferences in the pod YAML:
				
apiVersion: v1
kind: Pod
metadata:
  name: router-default-66d5cf9464-7pwkc
# ...
  ownerReferences:
    - apiVersion: apps/v1
      kind: ReplicaSet
      name: router-default-66d5cf9464
      uid: d81dd094-da26-11e9-a48a-128e7edf0312
      controller: true
      blockOwnerDeletion: true
# ...
Procedure
	
							Add the matching node selector to a pod:
						
	
									To add a node selector to existing and future pods, add a node selector to the controlling object for the pods:
								
Example ReplicaSet object with labels

										

kind: ReplicaSet
apiVersion: apps/v1
metadata:
  name: hello-node-6fbccf8d9
# ...
spec:
# ...
  template:
    metadata:
      creationTimestamp: null
      labels:
        ingresscontroller.operator.openshift.io/deployment-ingresscontroller: default
        pod-template-hash: 66d5cf9464
    spec:
      nodeSelector:
        kubernetes.io/os: linux
        node-role.kubernetes.io/worker: ''
        type: user-node [image: 1]
# ...


									
	[image: 1] 
	
											Add the node selector.
										




	
									To add a node selector to a specific, new pod, add the selector to the Pod object directly:
								
Example Pod object with a node selector

										

apiVersion: v1
kind: Pod
metadata:
  name: hello-node-6fbccf8d9
# ...
spec:
  nodeSelector:
    region: east
    type: user-node
# ...


									
Note

										You cannot add a node selector directly to an existing scheduled pod.
									







Additional resources
	
							Creating a project with a node selector and toleration
						




Controlling pod placement by using pod topology spread constraints




				You can use pod topology spread constraints to control the placement of your pods across nodes, zones, regions, or other user-defined topology domains.
			
About pod topology spread constraints




					By using a pod topology spread constraint, you provide fine-grained control over the distribution of pods across failure domains to help achieve high availability and more efficient resource utilization.
				

					OpenShift Dedicated administrators can label nodes to provide topology information, such as regions, zones, nodes, or other user-defined domains. After these labels are set on nodes, users can then define pod topology spread constraints to control the placement of pods across these topology domains.
				

					You specify which pods to group together, which topology domains they are spread among, and the acceptable skew. Only pods within the same namespace are matched and grouped together when spreading due to a constraint.
				

Configuring pod topology spread constraints




					The following steps demonstrate how to configure pod topology spread constraints to distribute pods that match the specified labels based on their zone.
				

					You can specify multiple pod topology spread constraints, but you must ensure that they do not conflict with each other. All pod topology spread constraints must be satisfied for a pod to be placed.
				
Prerequisites
	
							A user with the dedicated-admin role has added the required labels to nodes.
						


Procedure
	
							Create a Pod spec and specify a pod topology spread constraint:
						
Example pod-spec.yaml file

								

apiVersion: v1
kind: Pod
metadata:
  name: my-pod
  labels:
    region: us-east
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  topologySpreadConstraints:
  - maxSkew: 1 [image: 1]
    topologyKey: topology.kubernetes.io/zone [image: 2]
    whenUnsatisfiable: DoNotSchedule [image: 3]
    labelSelector: [image: 4]
      matchLabels:
        region: us-east [image: 5]
    matchLabelKeys:
      - my-pod-label [image: 6]
  containers:
  - image: "docker.io/ocpqe/hello-pod"
    name: hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]


							
	[image: 1] 
	
									The maximum difference in number of pods between any two topology domains. The default is 1, and you cannot specify a value of 0.
								

	[image: 2] 
	
									The key of a node label. Nodes with this key and identical value are considered to be in the same topology.
								

	[image: 3] 
	
									How to handle a pod if it does not satisfy the spread constraint. The default is DoNotSchedule, which tells the scheduler not to schedule the pod. Set to ScheduleAnyway to still schedule the pod, but the scheduler prioritizes honoring the skew to not make the cluster more imbalanced.
								

	[image: 4] 
	
									Pods that match this label selector are counted and recognized as a group when spreading to satisfy the constraint. Be sure to specify a label selector, otherwise no pods can be matched.
								

	[image: 5] 
	
									Be sure that this Pod spec also sets its labels to match this label selector if you want it to be counted properly in the future.
								

	[image: 6] 
	
									A list of pod label keys to select which pods to calculate spreading over.
								




	
							Create the pod:
						
$ oc create -f pod-spec.yaml




Example pod topology spread constraints




					The following examples demonstrate pod topology spread constraint configurations.
				
Single pod topology spread constraint example




						This example Pod spec defines one pod topology spread constraint. It matches on pods labeled region: us-east, distributes among zones, specifies a skew of 1, and does not schedule the pod if it does not meet these requirements.
					
kind: Pod
apiVersion: v1
metadata:
  name: my-pod
  labels:
    region: us-east
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  topologySpreadConstraints:
  - maxSkew: 1
    topologyKey: topology.kubernetes.io/zone
    whenUnsatisfiable: DoNotSchedule
    labelSelector:
      matchLabels:
        region: us-east
  containers:
  - image: "docker.io/ocpqe/hello-pod"
    name: hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]

Multiple pod topology spread constraints example




						This example Pod spec defines two pod topology spread constraints. Both match on pods labeled region: us-east, specify a skew of 1, and do not schedule the pod if it does not meet these requirements.
					

						The first constraint distributes pods based on a user-defined label node, and the second constraint distributes pods based on a user-defined label rack. Both constraints must be met for the pod to be scheduled.
					
kind: Pod
apiVersion: v1
metadata:
  name: my-pod-2
  labels:
    region: us-east
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  topologySpreadConstraints:
  - maxSkew: 1
    topologyKey: node
    whenUnsatisfiable: DoNotSchedule
    labelSelector:
      matchLabels:
        region: us-east
  - maxSkew: 1
    topologyKey: rack
    whenUnsatisfiable: DoNotSchedule
    labelSelector:
      matchLabels:
        region: us-east
  containers:
  - image: "docker.io/ocpqe/hello-pod"
    name: hello-pod
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]




Chapter 5. Using Jobs and DaemonSets



Running background tasks on nodes automatically with daemon sets




				As an administrator, you can create and use daemon sets to run replicas of a pod on specific or all nodes in an OpenShift Dedicated cluster.
			

				A daemon set ensures that all (or some) nodes run a copy of a pod. As nodes are added to the cluster, pods are added to the cluster. As nodes are removed from the cluster, those pods are removed through garbage collection. Deleting a daemon set will clean up the pods it created.
			

				You can use daemon sets to create shared storage, run a logging pod on every node in your cluster, or deploy a monitoring agent on every node.
			

				For security reasons, the cluster administrators and the project administrators can create daemon sets.
			

				For more information on daemon sets, see the Kubernetes documentation.
			
Important

					Daemon set scheduling is incompatible with project’s default node selector. If you fail to disable it, the daemon set gets restricted by merging with the default node selector. This results in frequent pod recreates on the nodes that got unselected by the merged node selector, which in turn puts unwanted load on the cluster.
				

Scheduled by default scheduler




					A daemon set ensures that all eligible nodes run a copy of a pod. Normally, the node that a pod runs on is selected by the Kubernetes scheduler. However, daemon set pods are created and scheduled by the daemon set controller. That introduces the following issues:
				
	
							Inconsistent pod behavior: Normal pods waiting to be scheduled are created and in Pending state, but daemon set pods are not created in Pending state. This is confusing to the user.
						
	
							Pod preemption is handled by default scheduler. When preemption is enabled, the daemon set controller will make scheduling decisions without considering pod priority and preemption.
						



					The ScheduleDaemonSetPods feature, enabled by default in OpenShift Dedicated, lets you schedule daemon sets using the default scheduler instead of the daemon set controller, by adding the NodeAffinity term to the daemon set pods, instead of the spec.nodeName term. The default scheduler is then used to bind the pod to the target host. If node affinity of the daemon set pod already exists, it is replaced. The daemon set controller only performs these operations when creating or modifying daemon set pods, and no changes are made to the spec.template of the daemon set.
				
kind: Pod
apiVersion: v1
metadata:
  name: hello-node-6fbccf8d9-9tmzr
#...
spec:
  nodeAffinity:
    requiredDuringSchedulingIgnoredDuringExecution:
      nodeSelectorTerms:
      - matchFields:
        - key: metadata.name
          operator: In
          values:
          - target-host-name
#...

					In addition, a node.kubernetes.io/unschedulable:NoSchedule toleration is added automatically to daemon set pods. The default scheduler ignores unschedulable Nodes when scheduling daemon set pods.
				

Creating daemonsets




					When creating daemon sets, the nodeSelector field is used to indicate the nodes on which the daemon set should deploy replicas.
				
Prerequisites
	
							Before you start using daemon sets, disable the default project-wide node selector in your namespace, by setting the namespace annotation openshift.io/node-selector to an empty string:
						
$ oc patch namespace myproject -p \
    '{"metadata": {"annotations": {"openshift.io/node-selector": ""}}}'
Tip

							You can alternatively apply the following YAML to disable the default project-wide node selector for a namespace:
						
apiVersion: v1
kind: Namespace
metadata:
  name: <namespace>
  annotations:
    openshift.io/node-selector: ''
#...




Procedure

						To create a daemon set:
					
	
							Define the daemon set yaml file:
						
apiVersion: apps/v1
kind: DaemonSet
metadata:
  name: hello-daemonset
spec:
  selector:
      matchLabels:
        name: hello-daemonset [image: 1]
  template:
    metadata:
      labels:
        name: hello-daemonset [image: 2]
    spec:
      nodeSelector: [image: 3]
        role: worker
      containers:
      - image: openshift/hello-openshift
        imagePullPolicy: Always
        name: registry
        ports:
        - containerPort: 80
          protocol: TCP
        resources: {}
        terminationMessagePath: /dev/termination-log
      serviceAccount: default
      terminationGracePeriodSeconds: 10
#...
	[image: 1] 
	
									The label selector that determines which pods belong to the daemon set.
								

	[image: 2] 
	
									The pod template’s label selector. Must match the label selector above.
								

	[image: 3] 
	
									The node selector that determines on which nodes pod replicas should be deployed. A matching label must be present on the node.
								




	
							Create the daemon set object:
						
$ oc create -f daemonset.yaml

	
							To verify that the pods were created, and that each node has a pod replica:
						
	
									Find the daemonset pods:
								
$ oc get pods
Example output

										

hello-daemonset-cx6md   1/1       Running   0          2m
hello-daemonset-e3md9   1/1       Running   0          2m


									

	
									View the pods to verify the pod has been placed onto the node:
								
$ oc describe pod/hello-daemonset-cx6md|grep Node
Example output

										

Node:        openshift-node01.hostname.com/10.14.20.134


									
$ oc describe pod/hello-daemonset-e3md9|grep Node
Example output

										

Node:        openshift-node02.hostname.com/10.14.20.137


									






Important
	
								If you update a daemon set pod template, the existing pod replicas are not affected.
							
	
								If you delete a daemon set and then create a new daemon set with a different template but the same label selector, it recognizes any existing pod replicas as having matching labels and thus does not update them or create new replicas despite a mismatch in the pod template.
							
	
								If you change node labels, the daemon set adds pods to nodes that match the new labels and deletes pods from nodes that do not match the new labels.
							



						To update a daemon set, force new pod replicas to be created by deleting the old replicas or nodes.
					



Running tasks in pods using jobs




				A job executes a task in your OpenShift Dedicated cluster.
			

				A job tracks the overall progress of a task and updates its status with information about active, succeeded, and failed pods. Deleting a job will clean up any pod replicas it created. Jobs are part of the Kubernetes API, which can be managed with oc commands like other object types.
			
Sample Job specification

					

apiVersion: batch/v1
kind: Job
metadata:
  name: pi
spec:
  parallelism: 1    [image: 1]
  completions: 1    [image: 2]
  activeDeadlineSeconds: 1800 [image: 3]
  backoffLimit: 6   [image: 4]
  template:         [image: 5]
    metadata:
      name: pi
    spec:
      containers:
      - name: pi
        image: perl
        command: ["perl",  "-Mbignum=bpi", "-wle", "print bpi(2000)"]
      restartPolicy: OnFailure    [image: 6]
#...


				
	[image: 1] 
	
						The pod replicas a job should run in parallel.
					

	[image: 2] 
	
						Successful pod completions are needed to mark a job completed.
					

	[image: 3] 
	
						The maximum duration the job can run.
					

	[image: 4] 
	
						The number of retries for a job.
					

	[image: 5] 
	
						The template for the pod the controller creates.
					

	[image: 6] 
	
						The restart policy of the pod.
					



Additional resources
	
						Jobs in the Kubernetes documentation
					


Understanding jobs and cron jobs




					A job tracks the overall progress of a task and updates its status with information about active, succeeded, and failed pods. Deleting a job cleans up any pods it created. Jobs are part of the Kubernetes API, which can be managed with oc commands like other object types.
				

					There are two possible resource types that allow creating run-once objects in OpenShift Dedicated:
				
	Job
	
								A regular job is a run-once object that creates a task and ensures the job finishes.
							

								There are three main types of task suitable to run as a job:
							
	
										Non-parallel jobs:
									
	
												A job that starts only one pod, unless the pod fails.
											
	
												The job is complete as soon as its pod terminates successfully.
											



	
										Parallel jobs with a fixed completion count:
									
	
												a job that starts multiple pods.
											
	
												The job represents the overall task and is complete when there is one successful pod for each value in the range 1 to the completions value.
											



	
										Parallel jobs with a work queue:
									
	
												A job with multiple parallel worker processes in a given pod.
											
	
												OpenShift Dedicated coordinates pods to determine what each should work on or use an external queue service.
											
	
												Each pod is independently capable of determining whether or not all peer pods are complete and that the entire job is done.
											
	
												When any pod from the job terminates with success, no new pods are created.
											
	
												When at least one pod has terminated with success and all pods are terminated, the job is successfully completed.
											
	
												When any pod has exited with success, no other pod should be doing any work for this task or writing any output. Pods should all be in the process of exiting.
											

												For more information about how to make use of the different types of job, see Job Patterns in the Kubernetes documentation.
											







	Cron job
	
								A job can be scheduled to run multiple times, using a cron job.
							

								A cron job builds on a regular job by allowing you to specify how the job should be run. Cron jobs are part of the Kubernetes API, which can be managed with oc commands like other object types.
							

								Cron jobs are useful for creating periodic and recurring tasks, like running backups or sending emails. Cron jobs can also schedule individual tasks for a specific time, such as if you want to schedule a job for a low activity period. A cron job creates a Job object based on the timezone configured on the control plane node that runs the cronjob controller.
							
Warning

									A cron job creates a Job object approximately once per execution time of its schedule, but there are circumstances in which it fails to create a job or two jobs might be created. Therefore, jobs must be idempotent and you must configure history limits.
								




Understanding how to create jobs




						Both resource types require a job configuration that consists of the following key parts:
					
	
								A pod template, which describes the pod that OpenShift Dedicated creates.
							
	
								The parallelism parameter, which specifies how many pods running in parallel at any point in time should execute a job.
							
	
										For non-parallel jobs, leave unset. When unset, defaults to 1.
									



	
								The completions parameter, specifying how many successful pod completions are needed to finish a job.
							
	
										For non-parallel jobs, leave unset. When unset, defaults to 1.
									
	
										For parallel jobs with a fixed completion count, specify a value.
									
	
										For parallel jobs with a work queue, leave unset. When unset defaults to the parallelism value.
									






Understanding how to set a maximum duration for jobs




						When defining a job, you can define its maximum duration by setting the activeDeadlineSeconds field. It is specified in seconds and is not set by default. When not set, there is no maximum duration enforced.
					

						The maximum duration is counted from the time when a first pod gets scheduled in the system, and defines how long a job can be active. It tracks overall time of an execution. After reaching the specified timeout, the job is terminated by OpenShift Dedicated.
					

Understanding how to set a job back off policy for pod failure




						A job can be considered failed, after a set amount of retries due to a logical error in configuration or other similar reasons. Failed pods associated with the job are recreated by the controller with an exponential back off delay (10s, 20s, 40s …) capped at six minutes. The limit is reset if no new failed pods appear between controller checks.
					

						Use the spec.backoffLimit parameter to set the number of retries for a job.
					

Understanding how to configure a cron job to remove artifacts




						Cron jobs can leave behind artifact resources such as jobs or pods. As a user it is important to configure history limits so that old jobs and their pods are properly cleaned. There are two fields within cron job’s spec responsible for that:
					
	
								.spec.successfulJobsHistoryLimit. The number of successful finished jobs to retain (defaults to 3).
							
	
								.spec.failedJobsHistoryLimit. The number of failed finished jobs to retain (defaults to 1).
							



Known limitations




						The job specification restart policy only applies to the pods, and not the job controller. However, the job controller is hard-coded to keep retrying jobs to completion.
					

						As such, restartPolicy: Never or --restart=Never results in the same behavior as restartPolicy: OnFailure or --restart=OnFailure. That is, when a job fails it is restarted automatically until it succeeds (or is manually discarded). The policy only sets which subsystem performs the restart.
					

						With the Never policy, the job controller performs the restart. With each attempt, the job controller increments the number of failures in the job status and create new pods. This means that with each failed attempt, the number of pods increases.
					

						With the OnFailure policy, kubelet performs the restart. Each attempt does not increment the number of failures in the job status. In addition, kubelet will retry failed jobs starting pods on the same nodes.
					


Creating jobs




					You create a job in OpenShift Dedicated by creating a job object.
				
Procedure

						To create a job:
					
	
							Create a YAML file similar to the following:
						
apiVersion: batch/v1
kind: Job
metadata:
  name: pi
spec:
  parallelism: 1    [image: 1]
  completions: 1    [image: 2]
  activeDeadlineSeconds: 1800 [image: 3]
  backoffLimit: 6   [image: 4]
  template:         [image: 5]
    metadata:
      name: pi
    spec:
      containers:
      - name: pi
        image: perl
        command: ["perl",  "-Mbignum=bpi", "-wle", "print bpi(2000)"]
      restartPolicy: OnFailure    [image: 6]
#...
	[image: 1] 
	
									Optional: Specify how many pod replicas a job should run in parallel; defaults to 1.
								
	
											For non-parallel jobs, leave unset. When unset, defaults to 1.
										



	[image: 2] 
	
									Optional: Specify how many successful pod completions are needed to mark a job completed.
								
	
											For non-parallel jobs, leave unset. When unset, defaults to 1.
										
	
											For parallel jobs with a fixed completion count, specify the number of completions.
										
	
											For parallel jobs with a work queue, leave unset. When unset defaults to the parallelism value.
										



	[image: 3] 
	
									Optional: Specify the maximum duration the job can run.
								

	[image: 4] 
	
									Optional: Specify the number of retries for a job. This field defaults to six.
								

	[image: 5] 
	
									Specify the template for the pod the controller creates.
								

	[image: 6] 
	
									Specify the restart policy of the pod:
								
	
											Never. Do not restart the job.
										
	
											OnFailure. Restart the job only if it fails.
										
	
											Always. Always restart the job.
										

											For details on how OpenShift Dedicated uses restart policy with failed containers, see the Example States in the Kubernetes documentation.
										







	
							Create the job:
						
$ oc create -f <file-name>.yaml



Note

						You can also create and launch a job from a single command using oc create job. The following command creates and launches a job similar to the one specified in the previous example:
					
$ oc create job pi --image=perl -- perl -Mbignum=bpi -wle 'print bpi(2000)'


Creating cron jobs




					You create a cron job in OpenShift Dedicated by creating a job object.
				
Procedure

						To create a cron job:
					
	
							Create a YAML file similar to the following:
						
apiVersion: batch/v1
kind: CronJob
metadata:
  name: pi
spec:
  schedule: "*/1 * * * *"          [image: 1]
  concurrencyPolicy: "Replace"     [image: 2]
  startingDeadlineSeconds: 200     [image: 3]
  suspend: true                    [image: 4]
  successfulJobsHistoryLimit: 3    [image: 5]
  failedJobsHistoryLimit: 1        [image: 6]
  jobTemplate:                     [image: 7]
    spec:
      template:
        metadata:
          labels:                  [image: 8]
            parent: "cronjobpi"
        spec:
          containers:
          - name: pi
            image: perl
            command: ["perl",  "-Mbignum=bpi", "-wle", "print bpi(2000)"]
          restartPolicy: OnFailure [image: 9]
	[image: 1] 
	
									Schedule for the job specified in cron format. In this example, the job will run every minute.
								

	[image: 2] 
	
									An optional concurrency policy, specifying how to treat concurrent jobs within a cron job. Only one of the following concurrent policies may be specified. If not specified, this defaults to allowing concurrent executions.
								
	
											Allow allows cron jobs to run concurrently.
										
	
											Forbid forbids concurrent runs, skipping the next run if the previous has not finished yet.
										
	
											Replace cancels the currently running job and replaces it with a new one.
										



	[image: 3] 
	
									An optional deadline (in seconds) for starting the job if it misses its scheduled time for any reason. Missed jobs executions will be counted as failed ones. If not specified, there is no deadline.
								

	[image: 4] 
	
									An optional flag allowing the suspension of a cron job. If set to true, all subsequent executions will be suspended.
								

	[image: 5] 
	
									The number of successful finished jobs to retain (defaults to 3).
								

	[image: 6] 
	
									The number of failed finished jobs to retain (defaults to 1).
								

	[image: 7] 
	
									Job template. This is similar to the job example.
								

	[image: 8] 
	
									Sets a label for jobs spawned by this cron job.
								

	[image: 9] 
	
									The restart policy of the pod. This does not apply to the job controller.
								
Note

										The .spec.successfulJobsHistoryLimit and .spec.failedJobsHistoryLimit fields are optional. These fields specify how many completed and failed jobs should be kept. By default, they are set to 3 and 1 respectively. Setting a limit to 0 corresponds to keeping none of the corresponding kind of jobs after they finish.
									





	
							Create the cron job:
						
$ oc create -f <file-name>.yaml



Note

						You can also create and launch a cron job from a single command using oc create cronjob. The following command creates and launches a cron job similar to the one specified in the previous example:
					
$ oc create cronjob pi --image=perl --schedule='*/1 * * * *' -- perl -Mbignum=bpi -wle 'print bpi(2000)'

						With oc create cronjob, the --schedule option accepts schedules in cron format.
					




Chapter 6. Working with nodes



Viewing and listing the nodes in your OpenShift Dedicated cluster




				You can list all the nodes in your cluster to obtain information such as status, age, memory usage, and details about the nodes.
			

				When you perform node management operations, the CLI interacts with node objects that are representations of actual node hosts. The master uses the information from node objects to validate nodes with health checks.
			
About listing all the nodes in a cluster




					You can get detailed information on the nodes in the cluster.
				
	
							The following command lists all nodes:
						
$ oc get nodes

							The following example is a cluster with healthy nodes:
						
$ oc get nodes
Example output

								

NAME                   STATUS    ROLES     AGE       VERSION
master.example.com     Ready     master    7h        v1.28.5
node1.example.com      Ready     worker    7h        v1.28.5
node2.example.com      Ready     worker    7h        v1.28.5


							

							The following example is a cluster with one unhealthy node:
						
$ oc get nodes
Example output

								

NAME                   STATUS                      ROLES     AGE       VERSION
master.example.com     Ready                       master    7h        v1.28.5
node1.example.com      NotReady,SchedulingDisabled worker    7h        v1.28.5
node2.example.com      Ready                       worker    7h        v1.28.5


							

							The conditions that trigger a NotReady status are shown later in this section.
						

	
							The -o wide option provides additional information on nodes.
						
$ oc get nodes -o wide
Example output

								

NAME                STATUS   ROLES    AGE    VERSION   INTERNAL-IP    EXTERNAL-IP   OS-IMAGE                                                       KERNEL-VERSION                 CONTAINER-RUNTIME
master.example.com  Ready    master   171m   v1.28.5   10.0.129.108   <none>        Red Hat Enterprise Linux CoreOS 48.83.202103210901-0 (Ootpa)   4.18.0-240.15.1.el8_3.x86_64   cri-o://1.28.5-30.rhaos4.10.gitf2f339d.el8-dev
node1.example.com   Ready    worker   72m    v1.28.5   10.0.129.222   <none>        Red Hat Enterprise Linux CoreOS 48.83.202103210901-0 (Ootpa)   4.18.0-240.15.1.el8_3.x86_64   cri-o://1.28.5-30.rhaos4.10.gitf2f339d.el8-dev
node2.example.com   Ready    worker   164m   v1.28.5   10.0.142.150   <none>        Red Hat Enterprise Linux CoreOS 48.83.202103210901-0 (Ootpa)   4.18.0-240.15.1.el8_3.x86_64   cri-o://1.28.5-30.rhaos4.10.gitf2f339d.el8-dev


							

	
							The following command lists information about a single node:
						
$ oc get node <node>

							For example:
						
$ oc get node node1.example.com
Example output

								

NAME                   STATUS    ROLES     AGE       VERSION
node1.example.com      Ready     worker    7h        v1.28.5


							

	
							The following command provides more detailed information about a specific node, including the reason for the current condition:
						
$ oc describe node <node>

							For example:
						
$ oc describe node node1.example.com
Example output

								

Name:               node1.example.com [image: 1]
Roles:              worker [image: 2]
Labels:             kubernetes.io/os=linux
                    kubernetes.io/hostname=ip-10-0-131-14
                    kubernetes.io/arch=amd64 [image: 3]
                    node-role.kubernetes.io/worker=
                    node.kubernetes.io/instance-type=m4.large
                    node.openshift.io/os_id=rhcos
                    node.openshift.io/os_version=4.5
                    region=east
                    topology.kubernetes.io/region=us-east-1
                    topology.kubernetes.io/zone=us-east-1a
Annotations:        cluster.k8s.io/machine: openshift-machine-api/ahardin-worker-us-east-2a-q5dzc  [image: 4]
                    machineconfiguration.openshift.io/currentConfig: worker-309c228e8b3a92e2235edd544c62fea8
                    machineconfiguration.openshift.io/desiredConfig: worker-309c228e8b3a92e2235edd544c62fea8
                    machineconfiguration.openshift.io/state: Done
                    volumes.kubernetes.io/controller-managed-attach-detach: true
CreationTimestamp:  Wed, 13 Feb 2019 11:05:57 -0500
Taints:             <none>  [image: 5]
Unschedulable:      false
Conditions:                 [image: 6]
  Type             Status  LastHeartbeatTime                 LastTransitionTime                Reason                       Message
  ----             ------  -----------------                 ------------------                ------                       -------
  OutOfDisk        False   Wed, 13 Feb 2019 15:09:42 -0500   Wed, 13 Feb 2019 11:05:57 -0500   KubeletHasSufficientDisk     kubelet has sufficient disk space available
  MemoryPressure   False   Wed, 13 Feb 2019 15:09:42 -0500   Wed, 13 Feb 2019 11:05:57 -0500   KubeletHasSufficientMemory   kubelet has sufficient memory available
  DiskPressure     False   Wed, 13 Feb 2019 15:09:42 -0500   Wed, 13 Feb 2019 11:05:57 -0500   KubeletHasNoDiskPressure     kubelet has no disk pressure
  PIDPressure      False   Wed, 13 Feb 2019 15:09:42 -0500   Wed, 13 Feb 2019 11:05:57 -0500   KubeletHasSufficientPID      kubelet has sufficient PID available
  Ready            True    Wed, 13 Feb 2019 15:09:42 -0500   Wed, 13 Feb 2019 11:07:09 -0500   KubeletReady                 kubelet is posting ready status
Addresses:   [image: 7]
  InternalIP:   10.0.140.16
  InternalDNS:  ip-10-0-140-16.us-east-2.compute.internal
  Hostname:     ip-10-0-140-16.us-east-2.compute.internal
Capacity:    [image: 8]
 attachable-volumes-aws-ebs:  39
 cpu:                         2
 hugepages-1Gi:               0
 hugepages-2Mi:               0
 memory:                      8172516Ki
 pods:                        250
Allocatable:
 attachable-volumes-aws-ebs:  39
 cpu:                         1500m
 hugepages-1Gi:               0
 hugepages-2Mi:               0
 memory:                      7558116Ki
 pods:                        250
System Info:    [image: 9]
 Machine ID:                              63787c9534c24fde9a0cde35c13f1f66
 System UUID:                             EC22BF97-A006-4A58-6AF8-0A38DEEA122A
 Boot ID:                                 f24ad37d-2594-46b4-8830-7f7555918325
 Kernel Version:                          3.10.0-957.5.1.el7.x86_64
 OS Image:                                Red Hat Enterprise Linux CoreOS 410.8.20190520.0 (Ootpa)
 Operating System:                        linux
 Architecture:                            amd64
 Container Runtime Version:               cri-o://1.28.5-0.6.dev.rhaos4.3.git9ad059b.el8-rc2
 Kubelet Version:                         v1.28.5
 Kube-Proxy Version:                      v1.28.5
PodCIDR:                                  10.128.4.0/24
ProviderID:                               aws:///us-east-2a/i-04e87b31dc6b3e171
Non-terminated Pods:                      (12 in total)  [image: 10]
  Namespace                               Name                                   CPU Requests  CPU Limits  Memory Requests  Memory Limits
  ---------                               ----                                   ------------  ----------  ---------------  -------------
  openshift-cluster-node-tuning-operator  tuned-hdl5q                            0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-dns                           dns-default-l69zr                      0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-image-registry                node-ca-9hmcg                          0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-ingress                       router-default-76455c45c-c5ptv         0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-machine-config-operator       machine-config-daemon-cvqw9            20m (1%)      0 (0%)      50Mi (0%)        0 (0%)
  openshift-marketplace                   community-operators-f67fh              0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-monitoring                    alertmanager-main-0                    50m (3%)      50m (3%)    210Mi (2%)       10Mi (0%)
  openshift-monitoring                    node-exporter-l7q8d                    10m (0%)      20m (1%)    20Mi (0%)        40Mi (0%)
  openshift-monitoring                    prometheus-adapter-75d769c874-hvb85    0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-multus                        multus-kw8w5                           0 (0%)        0 (0%)      0 (0%)           0 (0%)
  openshift-sdn                           ovs-t4dsn                              100m (6%)     0 (0%)      300Mi (4%)       0 (0%)
  openshift-sdn                           sdn-g79hg                              100m (6%)     0 (0%)      200Mi (2%)       0 (0%)
Allocated resources:
  (Total limits may be over 100 percent, i.e., overcommitted.)
  Resource                    Requests     Limits
  --------                    --------     ------
  cpu                         380m (25%)   270m (18%)
  memory                      880Mi (11%)  250Mi (3%)
  attachable-volumes-aws-ebs  0            0
Events:     [image: 11]
  Type     Reason                   Age                From                      Message
  ----     ------                   ----               ----                      -------
  Normal   NodeHasSufficientPID     6d (x5 over 6d)    kubelet, m01.example.com  Node m01.example.com status is now: NodeHasSufficientPID
  Normal   NodeAllocatableEnforced  6d                 kubelet, m01.example.com  Updated Node Allocatable limit across pods
  Normal   NodeHasSufficientMemory  6d (x6 over 6d)    kubelet, m01.example.com  Node m01.example.com status is now: NodeHasSufficientMemory
  Normal   NodeHasNoDiskPressure    6d (x6 over 6d)    kubelet, m01.example.com  Node m01.example.com status is now: NodeHasNoDiskPressure
  Normal   NodeHasSufficientDisk    6d (x6 over 6d)    kubelet, m01.example.com  Node m01.example.com status is now: NodeHasSufficientDisk
  Normal   NodeHasSufficientPID     6d                 kubelet, m01.example.com  Node m01.example.com status is now: NodeHasSufficientPID
  Normal   Starting                 6d                 kubelet, m01.example.com  Starting kubelet.
#...


							
	[image: 1] 
	
									The name of the node.
								

	[image: 2] 
	
									The role of the node, either master or worker.
								

	[image: 3] 
	
									The labels applied to the node.
								

	[image: 4] 
	
									The annotations applied to the node.
								

	[image: 5] 
	
									The taints applied to the node.
								

	[image: 6] 
	
									The node conditions and status. The conditions stanza lists the Ready, PIDPressure, PIDPressure, MemoryPressure, DiskPressure and OutOfDisk status. These condition are described later in this section.
								

	[image: 7] 
	
									The IP address and hostname of the node.
								

	[image: 8] 
	
									The pod resources and allocatable resources.
								

	[image: 9] 
	
									Information about the node host.
								

	[image: 10] 
	
									The pods on the node.
								

	[image: 11] 
	
									The events reported by the node.
								







					Among the information shown for nodes, the following node conditions appear in the output of the commands shown in this section:
				
Table 6.1. Node Conditions
	Condition	Description
	 
									Ready
								

								 	 
									If true, the node is healthy and ready to accept pods. If false, the node is not healthy and is not accepting pods. If unknown, the node controller has not received a heartbeat from the node for the node-monitor-grace-period (the default is 40 seconds).
								

								 
	 
									DiskPressure
								

								 	 
									If true, the disk capacity is low.
								

								 
	 
									MemoryPressure
								

								 	 
									If true, the node memory is low.
								

								 
	 
									PIDPressure
								

								 	 
									If true, there are too many processes on the node.
								

								 
	 
									OutOfDisk
								

								 	 
									If true, the node has insufficient free space on the node for adding new pods.
								

								 
	 
									NetworkUnavailable
								

								 	 
									If true, the network for the node is not correctly configured.
								

								 
	 
									NotReady
								

								 	 
									If true, one of the underlying components, such as the container runtime or network, is experiencing issues or is not yet configured.
								

								 
	 
									SchedulingDisabled
								

								 	 
									Pods cannot be scheduled for placement on the node.
								

								 




Listing pods on a node in your cluster




					You can list all the pods on a specific node.
				
Procedure
	
							To list all or selected pods on one or more nodes:
						
$ oc describe node <node1> <node2>

							For example:
						
$ oc describe node ip-10-0-128-218.ec2.internal

	
							To list all or selected pods on selected nodes:
						
$ oc describe node --selector=<node_selector>
$ oc describe node --selector=kubernetes.io/os

							Or:
						
$ oc describe node -l=<pod_selector>
$ oc describe node -l node-role.kubernetes.io/worker

	
							To list all pods on a specific node, including terminated pods:
						
$ oc get pod --all-namespaces --field-selector=spec.nodeName=<nodename>




Viewing memory and CPU usage statistics on your nodes




					You can display usage statistics about nodes, which provide the runtime environments for containers. These usage statistics include CPU, memory, and storage consumption.
				
Prerequisites
	
							You must have cluster-reader permission to view the usage statistics.
						
	
							Metrics must be installed to view the usage statistics.
						


Procedure
	
							To view the usage statistics:
						
$ oc adm top nodes
Example output

								

NAME                                   CPU(cores)   CPU%      MEMORY(bytes)   MEMORY%
ip-10-0-12-143.ec2.compute.internal    1503m        100%      4533Mi          61%
ip-10-0-132-16.ec2.compute.internal    76m          5%        1391Mi          18%
ip-10-0-140-137.ec2.compute.internal   398m         26%       2473Mi          33%
ip-10-0-142-44.ec2.compute.internal    656m         43%       6119Mi          82%
ip-10-0-146-165.ec2.compute.internal   188m         12%       3367Mi          45%
ip-10-0-19-62.ec2.compute.internal     896m         59%       5754Mi          77%
ip-10-0-44-193.ec2.compute.internal    632m         42%       5349Mi          72%


							

	
							To view the usage statistics for nodes with labels:
						
$ oc adm top node --selector=''

							You must choose the selector (label query) to filter on. Supports =, ==, and !=.
						





Using the Node Tuning Operator




				Learn about the Node Tuning Operator and how you can use it to manage node-level tuning by orchestrating the tuned daemon.
			
Purpose

				The Node Tuning Operator helps you manage node-level tuning by orchestrating the TuneD daemon and achieves low latency performance by using the Performance Profile controller. The majority of high-performance applications require some level of kernel tuning. The Node Tuning Operator provides a unified management interface to users of node-level sysctls and more flexibility to add custom tuning specified by user needs.
			

				The Operator manages the containerized TuneD daemon for OpenShift Dedicated as a Kubernetes daemon set. It ensures the custom tuning specification is passed to all containerized TuneD daemons running in the cluster in the format that the daemons understand. The daemons run on all nodes in the cluster, one per node.
			

				Node-level settings applied by the containerized TuneD daemon are rolled back on an event that triggers a profile change or when the containerized TuneD daemon is terminated gracefully by receiving and handling a termination signal.
			

				The Node Tuning Operator uses the Performance Profile controller to implement automatic tuning to achieve low latency performance for OpenShift Dedicated applications.
			

				The cluster administrator configures a performance profile to define node-level settings such as the following:
			
	
						Updating the kernel to kernel-rt.
					
	
						Choosing CPUs for housekeeping.
					
	
						Choosing CPUs for running workloads.
					


Note

					Currently, disabling CPU load balancing is not supported by cgroup v2. As a result, you might not get the desired behavior from performance profiles if you have cgroup v2 enabled. Enabling cgroup v2 is not recommended if you are using performance profiles.
				


				The Node Tuning Operator is part of a standard OpenShift Dedicated installation in version 4.1 and later.
			
Note

					In earlier versions of OpenShift Dedicated, the Performance Addon Operator was used to implement automatic tuning to achieve low latency performance for OpenShift applications. In OpenShift Dedicated 4.11 and later, this functionality is part of the Node Tuning Operator.
				

Accessing an example Node Tuning Operator specification




					Use this process to access an example Node Tuning Operator specification.
				
Procedure
	
							Run the following command to access an example Node Tuning Operator specification:
						
oc get tuned.tuned.openshift.io/default -o yaml -n openshift-cluster-node-tuning-operator




					The default CR is meant for delivering standard node-level tuning for the OpenShift Dedicated platform and it can only be modified to set the Operator Management state. Any other custom changes to the default CR will be overwritten by the Operator. For custom tuning, create your own Tuned CRs. Newly created CRs will be combined with the default CR and custom tuning applied to OpenShift Dedicated nodes based on node or pod labels and profile priorities.
				
Warning

						While in certain situations the support for pod labels can be a convenient way of automatically delivering required tuning, this practice is discouraged and strongly advised against, especially in large-scale clusters. The default Tuned CR ships without pod label matching. If a custom profile is created with pod label matching, then the functionality will be enabled at that time. The pod label functionality will be deprecated in future versions of the Node Tuning Operator.
					


Custom tuning specification




					The custom resource (CR) for the Operator has two major sections. The first section, profile:, is a list of TuneD profiles and their names. The second, recommend:, defines the profile selection logic.
				

					Multiple custom tuning specifications can co-exist as multiple CRs in the Operator’s namespace. The existence of new CRs or the deletion of old CRs is detected by the Operator. All existing custom tuning specifications are merged and appropriate objects for the containerized TuneD daemons are updated.
				

					Management state
				

					The Operator Management state is set by adjusting the default Tuned CR. By default, the Operator is in the Managed state and the spec.managementState field is not present in the default Tuned CR. Valid values for the Operator Management state are as follows:
				
	
							Managed: the Operator will update its operands as configuration resources are updated
						
	
							Unmanaged: the Operator will ignore changes to the configuration resources
						
	
							Removed: the Operator will remove its operands and resources the Operator provisioned
						



					Profile data
				

					The profile: section lists TuneD profiles and their names.
				
profile:
- name: tuned_profile_1
  data: |
    # TuneD profile specification
    [main]
    summary=Description of tuned_profile_1 profile

    [sysctl]
    net.ipv4.ip_forward=1
    # ... other sysctl's or other TuneD daemon plugins supported by the containerized TuneD

# ...

- name: tuned_profile_n
  data: |
    # TuneD profile specification
    [main]
    summary=Description of tuned_profile_n profile

    # tuned_profile_n profile settings

					Recommended profiles
				

					The profile: selection logic is defined by the recommend: section of the CR. The recommend: section is a list of items to recommend the profiles based on a selection criteria.
				
recommend:
<recommend-item-1>
# ...
<recommend-item-n>

					The individual items of the list:
				
- machineConfigLabels: [image: 1]
    <mcLabels> [image: 2]
  match: [image: 3]
    <match> [image: 4]
  priority: <priority> [image: 5]
  profile: <tuned_profile_name> [image: 6]
  operand: [image: 7]
    debug: <bool> [image: 8]
    tunedConfig:
      reapply_sysctl: <bool> [image: 9]
	[image: 1] 
	
							Optional.
						

	[image: 2] 
	
							A dictionary of key/value MachineConfig labels. The keys must be unique.
						

	[image: 3] 
	
							If omitted, profile match is assumed unless a profile with a higher priority matches first or machineConfigLabels is set.
						

	[image: 4] 
	
							An optional list.
						

	[image: 5] 
	
							Profile ordering priority. Lower numbers mean higher priority (0 is the highest priority).
						

	[image: 6] 
	
							A TuneD profile to apply on a match. For example tuned_profile_1.
						

	[image: 7] 
	
							Optional operand configuration.
						

	[image: 8] 
	
							Turn debugging on or off for the TuneD daemon. Options are true for on or false for off. The default is false.
						

	[image: 9] 
	
							Turn reapply_sysctl functionality on or off for the TuneD daemon. Options are true for on and false for off.
						




					<match> is an optional list recursively defined as follows:
				
- label: <label_name> [image: 1]
  value: <label_value> [image: 2]
  type: <label_type> [image: 3]
    <match> [image: 4]
	[image: 1] 
	
							Node or pod label name.
						

	[image: 2] 
	
							Optional node or pod label value. If omitted, the presence of <label_name> is enough to match.
						

	[image: 3] 
	
							Optional object type (node or pod). If omitted, node is assumed.
						

	[image: 4] 
	
							An optional <match> list.
						




					If <match> is not omitted, all nested <match> sections must also evaluate to true. Otherwise, false is assumed and the profile with the respective <match> section will not be applied or recommended. Therefore, the nesting (child <match> sections) works as logical AND operator. Conversely, if any item of the <match> list matches, the entire <match> list evaluates to true. Therefore, the list acts as logical OR operator.
				

					If machineConfigLabels is defined, machine config pool based matching is turned on for the given recommend: list item. <mcLabels> specifies the labels for a machine config. The machine config is created automatically to apply host settings, such as kernel boot parameters, for the profile <tuned_profile_name>. This involves finding all machine config pools with machine config selector matching <mcLabels> and setting the profile <tuned_profile_name> on all nodes that are assigned the found machine config pools. To target nodes that have both master and worker roles, you must use the master role.
				

					The list items match and machineConfigLabels are connected by the logical OR operator. The match item is evaluated first in a short-circuit manner. Therefore, if it evaluates to true, the machineConfigLabels item is not considered.
				
Important

						When using machine config pool based matching, it is advised to group nodes with the same hardware configuration into the same machine config pool. Not following this practice might result in TuneD operands calculating conflicting kernel parameters for two or more nodes sharing the same machine config pool.
					

Example: Node or pod label based matching

						

- match:
  - label: tuned.openshift.io/elasticsearch
    match:
    - label: node-role.kubernetes.io/master
    - label: node-role.kubernetes.io/infra
    type: pod
  priority: 10
  profile: openshift-control-plane-es
- match:
  - label: node-role.kubernetes.io/master
  - label: node-role.kubernetes.io/infra
  priority: 20
  profile: openshift-control-plane
- priority: 30
  profile: openshift-node


					

					The CR above is translated for the containerized TuneD daemon into its recommend.conf file based on the profile priorities. The profile with the highest priority (10) is openshift-control-plane-es and, therefore, it is considered first. The containerized TuneD daemon running on a given node looks to see if there is a pod running on the same node with the tuned.openshift.io/elasticsearch label set. If not, the entire <match> section evaluates as false. If there is such a pod with the label, in order for the <match> section to evaluate to true, the node label also needs to be node-role.kubernetes.io/master or node-role.kubernetes.io/infra.
				

					If the labels for the profile with priority 10 matched, openshift-control-plane-es profile is applied and no other profile is considered. If the node/pod label combination did not match, the second highest priority profile (openshift-control-plane) is considered. This profile is applied if the containerized TuneD pod runs on a node with labels node-role.kubernetes.io/master or node-role.kubernetes.io/infra.
				

					Finally, the profile openshift-node has the lowest priority of 30. It lacks the <match> section and, therefore, will always match. It acts as a profile catch-all to set openshift-node profile, if no other profile with higher priority matches on a given node.
				
[image: Decision workflow]

Example: Machine config pool based matching

						

apiVersion: tuned.openshift.io/v1
kind: Tuned
metadata:
  name: openshift-node-custom
  namespace: openshift-cluster-node-tuning-operator
spec:
  profile:
  - data: |
      [main]
      summary=Custom OpenShift node profile with an additional kernel parameter
      include=openshift-node
      [bootloader]
      cmdline_openshift_node_custom=+skew_tick=1
    name: openshift-node-custom

  recommend:
  - machineConfigLabels:
      machineconfiguration.openshift.io/role: "worker-custom"
    priority: 20
    profile: openshift-node-custom


					

					To minimize node reboots, label the target nodes with a label the machine config pool’s node selector will match, then create the Tuned CR above and finally create the custom machine config pool itself.
				

					Cloud provider-specific TuneD profiles
				

					With this functionality, all Cloud provider-specific nodes can conveniently be assigned a TuneD profile specifically tailored to a given Cloud provider on a OpenShift Dedicated cluster. This can be accomplished without adding additional node labels or grouping nodes into machine config pools.
				

					This functionality takes advantage of spec.providerID node object values in the form of <cloud-provider>://<cloud-provider-specific-id> and writes the file /var/lib/tuned/provider with the value <cloud-provider> in NTO operand containers. The content of this file is then used by TuneD to load provider-<cloud-provider> profile if such profile exists.
				

					The openshift profile that both openshift-control-plane and openshift-node profiles inherit settings from is now updated to use this functionality through the use of conditional profile loading. Neither NTO nor TuneD currently include any Cloud provider-specific profiles. However, it is possible to create a custom profile provider-<cloud-provider> that will be applied to all Cloud provider-specific cluster nodes.
				
Example GCE Cloud provider profile

						

apiVersion: tuned.openshift.io/v1
kind: Tuned
metadata:
  name: provider-gce
  namespace: openshift-cluster-node-tuning-operator
spec:
  profile:
  - data: |
      [main]
      summary=GCE Cloud provider-specific profile
      # Your tuning for GCE Cloud provider goes here.
    name: provider-gce


					
Note

						Due to profile inheritance, any setting specified in the provider-<cloud-provider> profile will be overwritten by the openshift profile and its child profiles.
					


Default profiles set on a cluster




					The following are the default profiles set on a cluster.
				
apiVersion: tuned.openshift.io/v1
kind: Tuned
metadata:
  name: default
  namespace: openshift-cluster-node-tuning-operator
spec:
  profile:
  - data: |
      [main]
      summary=Optimize systems running OpenShift (provider specific parent profile)
      include=-provider-${f:exec:cat:/var/lib/tuned/provider},openshift
    name: openshift
  recommend:
  - profile: openshift-control-plane
    priority: 30
    match:
    - label: node-role.kubernetes.io/master
    - label: node-role.kubernetes.io/infra
  - profile: openshift-node
    priority: 40

					Starting with OpenShift Dedicated 4.9, all OpenShift TuneD profiles are shipped with the TuneD package. You can use the oc exec command to view the contents of these profiles:
				
$ oc exec $tuned_pod -n openshift-cluster-node-tuning-operator -- find /usr/lib/tuned/openshift{,-control-plane,-node} -name tuned.conf -exec grep -H ^ {} \;

Supported TuneD daemon plugins




					Excluding the [main] section, the following TuneD plugins are supported when using custom profiles defined in the profile: section of the Tuned CR:
				
	
							audio
						
	
							cpu
						
	
							disk
						
	
							eeepc_she
						
	
							modules
						
	
							mounts
						
	
							net
						
	
							scheduler
						
	
							scsi_host
						
	
							selinux
						
	
							sysctl
						
	
							sysfs
						
	
							usb
						
	
							video
						
	
							vm
						
	
							bootloader
						



					There is some dynamic tuning functionality provided by some of these plugins that is not supported. The following TuneD plugins are currently not supported:
				
	
							script
						
	
							systemd
						


Note

						The TuneD bootloader plugin only supports Red Hat Enterprise Linux CoreOS (RHCOS) worker nodes.
					

Additional resources
	
							Available TuneD Plugins
						
	
							Getting Started with TuneD
						




Remediating, fencing, and maintaining nodes




				When node-level failures occur, such as the kernel hangs or network interface controllers (NICs) fail, the work required from the cluster does not decrease, and workloads from affected nodes need to be restarted somewhere. Failures affecting these workloads risk data loss, corruption, or both. It is important to isolate the node, known as fencing, before initiating recovery of the workload, known as remediation, and recovery of the node.
			

				For more information on remediation, fencing, and maintaining nodes, see the Workload Availability for Red Hat OpenShift documentation.
			

Machine Config Daemon metrics




				The Machine Config Daemon is a part of the Machine Config Operator. It runs on every node in the cluster. The Machine Config Daemon manages configuration changes and updates on each of the nodes.
			
Machine Config Daemon metrics




					Beginning with OpenShift Dedicated 4.3, the Machine Config Daemon provides a set of metrics. These metrics can be accessed using the Prometheus Cluster Monitoring stack.
				

					The following table describes this set of metrics. Some entries contain commands for getting specific logs. Hpwever, the most comprehensive set of logs is available using the oc adm must-gather command.
				
Note

						Metrics marked with * in the Name and Description columns represent serious errors that might cause performance problems. Such problems might prevent updates and upgrades from proceeding.
					

Table 6.2. MCO metrics
	Name	Format	Description	Notes
	 
									mcd_host_os_and_version
								

								 	 
									[]string{"os", "version"}
								

								 	 
									Shows the OS that MCD is running on, such as RHCOS or RHEL. In case of RHCOS, the version is provided.
								

								 	 
	 
									mcd_drain_err*
								

								 	 	 
									Logs errors received during failed drain. *
								

								 	 
									While drains might need multiple tries to succeed, terminal failed drains prevent updates from proceeding. The drain_time metric, which shows how much time the drain took, might help with troubleshooting.
								

								 
									For further investigation, see the logs by running:
								

								 
									$ oc logs -f -n openshift-machine-config-operator machine-config-daemon-<hash> -c machine-config-daemon
								

								 
	 
									mcd_pivot_err*
								

								 	 
									[]string{"err", "node", "pivot_target"}
								

								 	 
									Logs errors encountered during pivot. *
								

								 	 
									Pivot errors might prevent OS upgrades from proceeding.
								

								 
									For further investigation, run this command to see the logs from the machine-config-daemon container:
								

								 
									$ oc logs -f -n openshift-machine-config-operator machine-config-daemon-<hash> -c machine-config-daemon
								

								 
	 
									mcd_state
								

								 	 
									[]string{"state", "reason"}
								

								 	 
									State of Machine Config Daemon for the indicated node. Possible states are "Done", "Working", and "Degraded". In case of "Degraded", the reason is included.
								

								 	 
									For further investigation, see the logs by running:
								

								 
									$ oc logs -f -n openshift-machine-config-operator machine-config-daemon-<hash> -c machine-config-daemon
								

								 
	 
									mcd_kubelet_state*
								

								 	 	 
									Logs kubelet health failures. *
								

								 	 
									This is expected to be empty, with failure count of 0. If failure count exceeds 2, the error indicating threshold is exceeded. This indicates a possible issue with the health of the kubelet.
								

								 
									For further investigation, run this command to access the node and see all its logs:
								

								 
									$ oc debug node/<node> — chroot /host journalctl -u kubelet
								

								 
	 
									mcd_reboot_err*
								

								 	 
									[]string{"message", "err", "node"}
								

								 	 
									Logs the failed reboots and the corresponding errors. *
								

								 	 
									This is expected to be empty, which indicates a successful reboot.
								

								 
									For further investigation, see the logs by running:
								

								 
									$ oc logs -f -n openshift-machine-config-operator machine-config-daemon-<hash> -c machine-config-daemon
								

								 
	 
									mcd_update_state
								

								 	 
									[]string{"config", "err"}
								

								 	 
									Logs success or failure of configuration updates and the corresponding errors.
								

								 	 
									The expected value is rendered-master/rendered-worker-XXXX. If the update fails, an error is present.
								

								 
									For further investigation, see the logs by running:
								

								 
									$ oc logs -f -n openshift-machine-config-operator machine-config-daemon-<hash> -c machine-config-daemon
								

								 



Additional resources
	
							Understanding the monitoring stack
						





Chapter 7. Working with containers



Understanding Containers




				The basic units of OpenShift Dedicated applications are called containers. Linux container technologies are lightweight mechanisms for isolating running processes so that they are limited to interacting with only their designated resources.
			

				Many application instances can be running in containers on a single host without visibility into each others' processes, files, network, and so on. Typically, each container provides a single service (often called a "micro-service"), such as a web server or a database, though containers can be used for arbitrary workloads.
			

				The Linux kernel has been incorporating capabilities for container technologies for years. OpenShift Dedicated and Kubernetes add the ability to orchestrate containers across multi-host installations.
			
About containers and RHEL kernel memory




					Due to Red Hat Enterprise Linux (RHEL) behavior, a container on a node with high CPU usage might seem to consume more memory than expected. The higher memory consumption could be caused by the kmem_cache in the RHEL kernel. The RHEL kernel creates a kmem_cache for each cgroup. For added performance, the kmem_cache contains a cpu_cache, and a node cache for any NUMA nodes. These caches all consume kernel memory.
				

					The amount of memory stored in those caches is proportional to the number of CPUs that the system uses. As a result, a higher number of CPUs results in a greater amount of kernel memory being held in these caches. Higher amounts of kernel memory in these caches can cause OpenShift Dedicated containers to exceed the configured memory limits, resulting in the container being killed.
				

					To avoid losing containers due to kernel memory issues, ensure that the containers request sufficient memory. You can use the following formula to estimate the amount of memory consumed by the kmem_cache, where nproc is the number of processing units available that are reported by the nproc command. The lower limit of container requests should be this value plus the container memory requirements:
				
$(nproc) X 1/2 MiB

About the container engine and container runtime




					A container engine is a piece of software that processes user requests, including command line options and image pulls. The container engine uses a container runtime, also called a lower-level container runtime, to run and manage the components required to deploy and operate containers. You likely will not need to interact with the container engine or container runtime.
				
Note

						The OpenShift Dedicated documentation uses the term container runtime to refer to the lower-level container runtime. Other documentation can refer to the container engine as the container runtime.
					


					OpenShift Dedicated uses CRI-O as the container engine and runC or crun as the container runtime. The default container runtime is runC.
				


Using Init Containers to perform tasks before a pod is deployed




				OpenShift Dedicated provides init containers, which are specialized containers that run before application containers and can contain utilities or setup scripts not present in an app image.
			
Understanding Init Containers




					You can use an Init Container resource to perform tasks before the rest of a pod is deployed.
				

					A pod can have Init Containers in addition to application containers. Init containers allow you to reorganize setup scripts and binding code.
				

					An Init Container can:
				
	
							Contain and run utilities that are not desirable to include in the app Container image for security reasons.
						
	
							Contain utilities or custom code for setup that is not present in an app image. For example, there is no requirement to make an image FROM another image just to use a tool like sed, awk, python, or dig during setup.
						
	
							Use Linux namespaces so that they have different filesystem views from app containers, such as access to secrets that application containers are not able to access.
						



					Each Init Container must complete successfully before the next one is started. So, Init Containers provide an easy way to block or delay the startup of app containers until some set of preconditions are met.
				

					For example, the following are some ways you can use Init Containers:
				
	
							Wait for a service to be created with a shell command like:
						
for i in {1..100}; do sleep 1; if dig myservice; then exit 0; fi; done; exit 1

	
							Register this pod with a remote server from the downward API with a command like:
						
$ curl -X POST http://$MANAGEMENT_SERVICE_HOST:$MANAGEMENT_SERVICE_PORT/register -d ‘instance=$()&ip=$()’

	
							Wait for some time before starting the app Container with a command like sleep 60.
						
	
							Clone a git repository into a volume.
						
	
							Place values into a configuration file and run a template tool to dynamically generate a configuration file for the main app Container. For example, place the POD_IP value in a configuration and generate the main app configuration file using Jinja.
						



					See the Kubernetes documentation for more information.
				

Creating Init Containers




					The following example outlines a simple pod which has two Init Containers. The first waits for myservice and the second waits for mydb. After both containers complete, the pod begins.
				
Procedure
	
							Create the pod for the Init Container:
						
	
									Create a YAML file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: myapp-pod
  labels:
    app: myapp
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: myapp-container
    image: registry.access.redhat.com/ubi9/ubi:latest
    command: ['sh', '-c', 'echo The app is running! && sleep 3600']
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  initContainers:
  - name: init-myservice
    image: registry.access.redhat.com/ubi9/ubi:latest
    command: ['sh', '-c', 'until getent hosts myservice; do echo waiting for myservice; sleep 2; done;']
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  - name: init-mydb
    image: registry.access.redhat.com/ubi9/ubi:latest
    command: ['sh', '-c', 'until getent hosts mydb; do echo waiting for mydb; sleep 2; done;']
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]

	
									Create the pod:
								
$ oc create -f myapp.yaml

	
									View the status of the pod:
								
$ oc get pods
Example output

										

NAME                          READY     STATUS              RESTARTS   AGE
myapp-pod                     0/1       Init:0/2            0          5s


									

									The pod status, Init:0/2, indicates it is waiting for the two services.
								




	
							Create the myservice service.
						
	
									Create a YAML file similar to the following:
								
kind: Service
apiVersion: v1
metadata:
  name: myservice
spec:
  ports:
  - protocol: TCP
    port: 80
    targetPort: 9376

	
									Create the pod:
								
$ oc create -f myservice.yaml

	
									View the status of the pod:
								
$ oc get pods
Example output

										

NAME                          READY     STATUS              RESTARTS   AGE
myapp-pod                     0/1       Init:1/2            0          5s


									

									The pod status, Init:1/2, indicates it is waiting for one service, in this case the mydb service.
								




	
							Create the mydb service:
						
	
									Create a YAML file similar to the following:
								
kind: Service
apiVersion: v1
metadata:
  name: mydb
spec:
  ports:
  - protocol: TCP
    port: 80
    targetPort: 9377

	
									Create the pod:
								
$ oc create -f mydb.yaml

	
									View the status of the pod:
								
$ oc get pods
Example output

										

NAME                          READY     STATUS              RESTARTS   AGE
myapp-pod                     1/1       Running             0          2m


									

									The pod status indicated that it is no longer waiting for the services and is running.
								








Using volumes to persist container data




				Files in a container are ephemeral. As such, when a container crashes or stops, the data is lost. You can use volumes to persist the data used by the containers in a pod. A volume is directory, accessible to the Containers in a pod, where data is stored for the life of the pod.
			
Understanding volumes




					Volumes are mounted file systems available to pods and their containers which may be backed by a number of host-local or network attached storage endpoints. Containers are not persistent by default; on restart, their contents are cleared.
				

					To ensure that the file system on the volume contains no errors and, if errors are present, to repair them when possible, OpenShift Dedicated invokes the fsck utility prior to the mount utility. This occurs when either adding a volume or updating an existing volume.
				

					The simplest volume type is emptyDir, which is a temporary directory on a single machine. Administrators may also allow you to request a persistent volume that is automatically attached to your pods.
				
Note

						emptyDir volume storage may be restricted by a quota based on the pod’s FSGroup, if the FSGroup parameter is enabled by your cluster administrator.
					


Working with volumes using the OpenShift Dedicated CLI




					You can use the CLI command oc set volume to add and remove volumes and volume mounts for any object that has a pod template like replication controllers or deployment configs. You can also list volumes in pods or any object that has a pod template.
				

					The oc set volume command uses the following general syntax:
				
$ oc set volume <object_selection> <operation> <mandatory_parameters> <options>
	Object selection
	
								Specify one of the following for the object_selection parameter in the oc set volume command:
							


Table 7.1. Object Selection
	Syntax	Description	Example
	 
									<object_type> <name>
								

								 	 
									Selects <name> of type <object_type>.
								

								 	 
									deploymentConfig registry
								

								 
	 
									<object_type>/<name>
								

								 	 
									Selects <name> of type <object_type>.
								

								 	 
									deploymentConfig/registry
								

								 
	 
									<object_type>--selector=<object_label_selector>
								

								 	 
									Selects resources of type <object_type> that matched the given label selector.
								

								 	 
									deploymentConfig--selector="name=registry"
								

								 
	 
									<object_type> --all
								

								 	 
									Selects all resources of type <object_type>.
								

								 	 
									deploymentConfig --all
								

								 
	 
									-f or --filename=<file_name>
								

								 	 
									File name, directory, or URL to file to use to edit the resource.
								

								 	 
									-f registry-deployment-config.json
								

								 



	Operation
	
								Specify --add or --remove for the operation parameter in the oc set volume command.
							
	Mandatory parameters
	
								Any mandatory parameters are specific to the selected operation and are discussed in later sections.
							
	Options
	
								Any options are specific to the selected operation and are discussed in later sections.
							



Listing volumes and volume mounts in a pod




					You can list volumes and volume mounts in pods or pod templates:
				
Procedure

						To list volumes:
					
$ oc set volume <object_type>/<name> [options]

					List volume supported options:
				
	Option	Description	Default
	 
									--name
								

								 	 
									Name of the volume.
								

								 	 
	 
									-c, --containers
								

								 	 
									Select containers by name. It can also take wildcard '*' that matches any character.
								

								 	 
									'*'
								

								 



					For example:
				
	
							To list all volumes for pod p1:
						
$ oc set volume pod/p1

	
							To list volume v1 defined on all deployment configs:
						
$ oc set volume dc --all --name=v1




Adding volumes to a pod




					You can add volumes and volume mounts to a pod.
				
Procedure

						To add a volume, a volume mount, or both to pod templates:
					
$ oc set volume <object_type>/<name> --add [options]
Table 7.2. Supported Options for Adding Volumes
	Option	Description	Default
	 
									--name
								

								 	 
									Name of the volume.
								

								 	 
									Automatically generated, if not specified.
								

								 
	 
									-t, --type
								

								 	 
									Name of the volume source. Supported values: emptyDir, hostPath, secret, configmap, persistentVolumeClaim or projected.
								

								 	 
									emptyDir
								

								 
	 
									-c, --containers
								

								 	 
									Select containers by name. It can also take wildcard '*' that matches any character.
								

								 	 
									'*'
								

								 
	 
									-m, --mount-path
								

								 	 
									Mount path inside the selected containers. Do not mount to the container root, /, or any path that is the same in the host and the container. This can corrupt your host system if the container is sufficiently privileged, such as the host /dev/pts files. It is safe to mount the host by using /host.
								

								 	 
	 
									--path
								

								 	 
									Host path. Mandatory parameter for --type=hostPath. Do not mount to the container root, /, or any path that is the same in the host and the container. This can corrupt your host system if the container is sufficiently privileged, such as the host /dev/pts files. It is safe to mount the host by using /host.
								

								 	 
	 
									--secret-name
								

								 	 
									Name of the secret. Mandatory parameter for --type=secret.
								

								 	 
	 
									--configmap-name
								

								 	 
									Name of the configmap. Mandatory parameter for --type=configmap.
								

								 	 
	 
									--claim-name
								

								 	 
									Name of the persistent volume claim. Mandatory parameter for --type=persistentVolumeClaim.
								

								 	 
	 
									--source
								

								 	 
									Details of volume source as a JSON string. Recommended if the desired volume source is not supported by --type.
								

								 	 
	 
									-o, --output
								

								 	 
									Display the modified objects instead of updating them on the server. Supported values: json, yaml.
								

								 	 
	 
									--output-version
								

								 	 
									Output the modified objects with the given version.
								

								 	 
									api-version
								

								 




					For example:
				
	
							To add a new volume source emptyDir to the registry DeploymentConfig object:
						
$ oc set volume dc/registry --add
Tip

							You can alternatively apply the following YAML to add the volume:
						
Example 7.1. Sample deployment config with an added volume
kind: DeploymentConfig
apiVersion: apps.openshift.io/v1
metadata:
  name: registry
  namespace: registry
spec:
  replicas: 3
  selector:
    app: httpd
  template:
    metadata:
      labels:
        app: httpd
    spec:
      volumes: [image: 1]
        - name: volume-pppsw
          emptyDir: {}
      containers:
        - name: httpd
          image: >-
            image-registry.openshift-image-registry.svc:5000/openshift/httpd:latest
          ports:
            - containerPort: 8080
              protocol: TCP
	[image: 1] 
	
										Add the volume source emptyDir.
									







	
							To add volume v1 with secret secret1 for replication controller r1 and mount inside the containers at /data:
						
$ oc set volume rc/r1 --add --name=v1 --type=secret --secret-name='secret1' --mount-path=/data
Tip

							You can alternatively apply the following YAML to add the volume:
						
Example 7.2. Sample replication controller with added volume and secret
kind: ReplicationController
apiVersion: v1
metadata:
  name: example-1
  namespace: example
spec:
  replicas: 0
  selector:
    app: httpd
    deployment: example-1
    deploymentconfig: example
  template:
    metadata:
      creationTimestamp: null
      labels:
        app: httpd
        deployment: example-1
        deploymentconfig: example
    spec:
      volumes: [image: 1]
        - name: v1
          secret:
            secretName: secret1
            defaultMode: 420
      containers:
        - name: httpd
          image: >-
            image-registry.openshift-image-registry.svc:5000/openshift/httpd:latest
          volumeMounts: [image: 2]
            - name: v1
              mountPath: /data
	[image: 1] 
	
										Add the volume and secret.
									

	[image: 2] 
	
										Add the container mount path.
									







	
							To add existing persistent volume v1 with claim name pvc1 to deployment configuration dc.json on disk, mount the volume on container c1 at /data, and update the DeploymentConfig object on the server:
						
$ oc set volume -f dc.json --add --name=v1 --type=persistentVolumeClaim \
  --claim-name=pvc1 --mount-path=/data --containers=c1
Tip

							You can alternatively apply the following YAML to add the volume:
						
Example 7.3. Sample deployment config with persistent volume added
kind: DeploymentConfig
apiVersion: apps.openshift.io/v1
metadata:
  name: example
  namespace: example
spec:
  replicas: 3
  selector:
    app: httpd
  template:
    metadata:
      labels:
        app: httpd
    spec:
      volumes:
        - name: volume-pppsw
          emptyDir: {}
        - name: v1 [image: 1]
          persistentVolumeClaim:
            claimName: pvc1
      containers:
        - name: httpd
          image: >-
            image-registry.openshift-image-registry.svc:5000/openshift/httpd:latest
          ports:
            - containerPort: 8080
              protocol: TCP
          volumeMounts: [image: 2]
            - name: v1
              mountPath: /data
	[image: 1] 
	
										Add the persistent volume claim named `pvc1.
									

	[image: 2] 
	
										Add the container mount path.
									







	
							To add a volume v1 based on Git repository https://github.com/namespace1/project1 with revision 5125c45f9f563 for all replication controllers:
						
$ oc set volume rc --all --add --name=v1 \
  --source='{"gitRepo": {
                "repository": "https://github.com/namespace1/project1",
                "revision": "5125c45f9f563"
            }}'




Updating volumes and volume mounts in a pod




					You can modify the volumes and volume mounts in a pod.
				
Procedure

						Updating existing volumes using the --overwrite option:
					
$ oc set volume <object_type>/<name> --add --overwrite [options]

					For example:
				
	
							To replace existing volume v1 for replication controller r1 with existing persistent volume claim pvc1:
						
$ oc set volume rc/r1 --add --overwrite --name=v1 --type=persistentVolumeClaim --claim-name=pvc1
Tip

							You can alternatively apply the following YAML to replace the volume:
						
Example 7.4. Sample replication controller with persistent volume claim named pvc1
kind: ReplicationController
apiVersion: v1
metadata:
  name: example-1
  namespace: example
spec:
  replicas: 0
  selector:
    app: httpd
    deployment: example-1
    deploymentconfig: example
  template:
    metadata:
      labels:
        app: httpd
        deployment: example-1
        deploymentconfig: example
    spec:
      volumes:
        - name: v1 [image: 1]
          persistentVolumeClaim:
            claimName: pvc1
      containers:
        - name: httpd
          image: >-
            image-registry.openshift-image-registry.svc:5000/openshift/httpd:latest
          ports:
            - containerPort: 8080
              protocol: TCP
          volumeMounts:
            - name: v1
              mountPath: /data
	[image: 1] 
	
										Set persistent volume claim to pvc1.
									







	
							To change the DeploymentConfig object d1 mount point to /opt for volume v1:
						
$ oc set volume dc/d1 --add --overwrite --name=v1 --mount-path=/opt
Tip

							You can alternatively apply the following YAML to change the mount point:
						
Example 7.5. Sample deployment config with mount point set to opt.
kind: DeploymentConfig
apiVersion: apps.openshift.io/v1
metadata:
  name: example
  namespace: example
spec:
  replicas: 3
  selector:
    app: httpd
  template:
    metadata:
      labels:
        app: httpd
    spec:
      volumes:
        - name: volume-pppsw
          emptyDir: {}
        - name: v2
          persistentVolumeClaim:
            claimName: pvc1
        - name: v1
          persistentVolumeClaim:
            claimName: pvc1
      containers:
        - name: httpd
          image: >-
            image-registry.openshift-image-registry.svc:5000/openshift/httpd:latest
          ports:
            - containerPort: 8080
              protocol: TCP
          volumeMounts: [image: 1]
            - name: v1
              mountPath: /opt
	[image: 1] 
	
										Set the mount point to /opt.
									










Removing volumes and volume mounts from a pod




					You can remove a volume or volume mount from a pod.
				
Procedure

						To remove a volume from pod templates:
					
$ oc set volume <object_type>/<name> --remove [options]
Table 7.3. Supported options for removing volumes
	Option	Description	Default
	 
									--name
								

								 	 
									Name of the volume.
								

								 	 
	 
									-c, --containers
								

								 	 
									Select containers by name. It can also take wildcard '*' that matches any character.
								

								 	 
									'*'
								

								 
	 
									--confirm
								

								 	 
									Indicate that you want to remove multiple volumes at once.
								

								 	 
	 
									-o, --output
								

								 	 
									Display the modified objects instead of updating them on the server. Supported values: json, yaml.
								

								 	 
	 
									--output-version
								

								 	 
									Output the modified objects with the given version.
								

								 	 
									api-version
								

								 




					For example:
				
	
							To remove a volume v1 from the DeploymentConfig object d1:
						
$ oc set volume dc/d1 --remove --name=v1

	
							To unmount volume v1 from container c1 for the DeploymentConfig object d1 and remove the volume v1 if it is not referenced by any containers on d1:
						
$ oc set volume dc/d1 --remove --name=v1 --containers=c1

	
							To remove all volumes for replication controller r1:
						
$ oc set volume rc/r1 --remove --confirm




Configuring volumes for multiple uses in a pod




					You can configure a volume to allows you to share one volume for multiple uses in a single pod using the volumeMounts.subPath property to specify a subPath value inside a volume instead of the volume’s root.
				
Note

						You cannot add a subPath parameter to an existing scheduled pod.
					

Procedure
	
							To view the list of files in the volume, run the oc rsh command:
						
$ oc rsh <pod>
Example output

								

sh-4.2$ ls /path/to/volume/subpath/mount
example_file1 example_file2 example_file3


							

	
							Specify the subPath:
						
Example Pod spec with subPath parameter

								

apiVersion: v1
kind: Pod
metadata:
  name: my-site
spec:
    securityContext:
      runAsNonRoot: true
      seccompProfile:
        type: RuntimeDefault
    containers:
    - name: mysql
      image: mysql
      volumeMounts:
      - mountPath: /var/lib/mysql
        name: site-data
        subPath: mysql [image: 1]
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
    - name: php
      image: php
      volumeMounts:
      - mountPath: /var/www/html
        name: site-data
        subPath: html [image: 2]
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
    volumes:
    - name: site-data
      persistentVolumeClaim:
        claimName: my-site-data


							
	[image: 1] 
	
									Databases are stored in the mysql folder.
								

	[image: 2] 
	
									HTML content is stored in the html folder.
								








Mapping volumes using projected volumes




				A projected volume maps several existing volume sources into the same directory.
			

				The following types of volume sources can be projected:
			
	
						Secrets
					
	
						Config Maps
					
	
						Downward API
					


Note

					All sources are required to be in the same namespace as the pod.
				

Understanding projected volumes




					Projected volumes can map any combination of these volume sources into a single directory, allowing the user to:
				
	
							automatically populate a single volume with the keys from multiple secrets, config maps, and with downward API information, so that I can synthesize a single directory with various sources of information;
						
	
							populate a single volume with the keys from multiple secrets, config maps, and with downward API information, explicitly specifying paths for each item, so that I can have full control over the contents of that volume.
						


Important

						When the RunAsUser permission is set in the security context of a Linux-based pod, the projected files have the correct permissions set, including container user ownership. However, when the Windows equivalent RunAsUsername permission is set in a Windows pod, the kubelet is unable to correctly set ownership on the files in the projected volume.
					

						Therefore, the RunAsUsername permission set in the security context of a Windows pod is not honored for Windows projected volumes running in OpenShift Dedicated.
					


					The following general scenarios show how you can use projected volumes.
				
	Config map, secrets, Downward API.
	
								Projected volumes allow you to deploy containers with configuration data that includes passwords. An application using these resources could be deploying Red Hat OpenStack Platform (RHOSP) on Kubernetes. The configuration data might have to be assembled differently depending on if the services are going to be used for production or for testing. If a pod is labeled with production or testing, the downward API selector metadata.labels can be used to produce the correct RHOSP configs.
							
	Config map + secrets.
	
								Projected volumes allow you to deploy containers involving configuration data and passwords. For example, you might execute a config map with some sensitive encrypted tasks that are decrypted using a vault password file.
							
	ConfigMap + Downward API.
	
								Projected volumes allow you to generate a config including the pod name (available via the metadata.name selector). This application can then pass the pod name along with requests to easily determine the source without using IP tracking.
							
	Secrets + Downward API.
	
								Projected volumes allow you to use a secret as a public key to encrypt the namespace of the pod (available via the metadata.namespace selector). This example allows the Operator to use the application to deliver the namespace information securely without using an encrypted transport.
							


Example Pod specs




						The following are examples of Pod specs for creating projected volumes.
					
Pod with a secret, a Downward API, and a config map

							

apiVersion: v1
kind: Pod
metadata:
  name: volume-test
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: container-test
    image: busybox
    volumeMounts: [image: 1]
    - name: all-in-one
      mountPath: "/projected-volume"[image: 2]
      readOnly: true [image: 3]
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  volumes: [image: 4]
  - name: all-in-one [image: 5]
    projected:
      defaultMode: 0400 [image: 6]
      sources:
      - secret:
          name: mysecret [image: 7]
          items:
            - key: username
              path: my-group/my-username [image: 8]
      - downwardAPI: [image: 9]
          items:
            - path: "labels"
              fieldRef:
                fieldPath: metadata.labels
            - path: "cpu_limit"
              resourceFieldRef:
                containerName: container-test
                resource: limits.cpu
      - configMap: [image: 10]
          name: myconfigmap
          items:
            - key: config
              path: my-group/my-config
              mode: 0777 [image: 11]


						
	[image: 1] 
	
								Add a volumeMounts section for each container that needs the secret.
							

	[image: 2] 
	
								Specify a path to an unused directory where the secret will appear.
							

	[image: 3] 
	
								Set readOnly to true.
							

	[image: 4] 
	
								Add a volumes block to list each projected volume source.
							

	[image: 5] 
	
								Specify any name for the volume.
							

	[image: 6] 
	
								Set the execute permission on the files.
							

	[image: 7] 
	
								Add a secret. Enter the name of the secret object. Each secret you want to use must be listed.
							

	[image: 8] 
	
								Specify the path to the secrets file under the mountPath. Here, the secrets file is in /projected-volume/my-group/my-username.
							

	[image: 9] 
	
								Add a Downward API source.
							

	[image: 10] 
	
								Add a ConfigMap source.
							

	[image: 11] 
	
								Set the mode for the specific projection
							



Note

							If there are multiple containers in the pod, each container needs a volumeMounts section, but only one volumes section is needed.
						

Pod with multiple secrets with a non-default permission mode set

							

apiVersion: v1
kind: Pod
metadata:
  name: volume-test
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: container-test
    image: busybox
    volumeMounts:
    - name: all-in-one
      mountPath: "/projected-volume"
      readOnly: true
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  volumes:
  - name: all-in-one
    projected:
      defaultMode: 0755
      sources:
      - secret:
          name: mysecret
          items:
            - key: username
              path: my-group/my-username
      - secret:
          name: mysecret2
          items:
            - key: password
              path: my-group/my-password
              mode: 511


						
Note

							The defaultMode can only be specified at the projected level and not for each volume source. However, as illustrated above, you can explicitly set the mode for each individual projection.
						


Pathing Considerations



	Collisions Between Keys when Configured Paths are Identical
	
									If you configure any keys with the same path, the pod spec will not be accepted as valid. In the following example, the specified path for mysecret and myconfigmap are the same:
								
apiVersion: v1
kind: Pod
metadata:
  name: volume-test
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: container-test
    image: busybox
    volumeMounts:
    - name: all-in-one
      mountPath: "/projected-volume"
      readOnly: true
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  volumes:
  - name: all-in-one
    projected:
      sources:
      - secret:
          name: mysecret
          items:
            - key: username
              path: my-group/data
      - configMap:
          name: myconfigmap
          items:
            - key: config
              path: my-group/data




						Consider the following situations related to the volume file paths.
					
	Collisions Between Keys without Configured Paths
	
									The only run-time validation that can occur is when all the paths are known at pod creation, similar to the above scenario. Otherwise, when a conflict occurs the most recent specified resource will overwrite anything preceding it (this is true for resources that are updated after pod creation as well).
								
	Collisions when One Path is Explicit and the Other is Automatically Projected
	
									In the event that there is a collision due to a user specified path matching data that is automatically projected, the latter resource will overwrite anything preceding it as before
								




Configuring a Projected Volume for a Pod




					When creating projected volumes, consider the volume file path situations described in Understanding projected volumes.
				

					The following example shows how to use a projected volume to mount an existing secret volume source. The steps can be used to create a user name and password secrets from local files. You then create a pod that runs one container, using a projected volume to mount the secrets into the same shared directory.
				

					The user name and password values can be any valid string that is base64 encoded.
				

					The following example shows admin in base64:
				
$ echo -n "admin" | base64
Example output

						

YWRtaW4=


					

					The following example shows the password 1f2d1e2e67df in base64:
				
$ echo -n "1f2d1e2e67df" | base64
Example output

						

MWYyZDFlMmU2N2Rm


					
Procedure

						To use a projected volume to mount an existing secret volume source.
					
	
							Create the secret:
						
	
									Create a YAML file similar to the following, replacing the password and user information as appropriate:
								
apiVersion: v1
kind: Secret
metadata:
  name: mysecret
type: Opaque
data:
  pass: MWYyZDFlMmU2N2Rm
  user: YWRtaW4=

	
									Use the following command to create the secret:
								
$ oc create -f <secrets-filename>

									For example:
								
$ oc create -f secret.yaml
Example output

										

secret "mysecret" created


									

	
									You can check that the secret was created using the following commands:
								
$ oc get secret <secret-name>

									For example:
								
$ oc get secret mysecret
Example output

										

NAME       TYPE      DATA      AGE
mysecret   Opaque    2         17h


									
$ oc get secret <secret-name> -o yaml

									For example:
								
$ oc get secret mysecret -o yaml
apiVersion: v1
data:
  pass: MWYyZDFlMmU2N2Rm
  user: YWRtaW4=
kind: Secret
metadata:
  creationTimestamp: 2017-05-30T20:21:38Z
  name: mysecret
  namespace: default
  resourceVersion: "2107"
  selfLink: /api/v1/namespaces/default/secrets/mysecret
  uid: 959e0424-4575-11e7-9f97-fa163e4bd54c
type: Opaque




	
							Create a pod with a projected volume.
						
	
									Create a YAML file similar to the following, including a volumes section:
								
kind: Pod
metadata:
  name: test-projected-volume
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: test-projected-volume
    image: busybox
    args:
    - sleep
    - "86400"
    volumeMounts:
    - name: all-in-one
      mountPath: "/projected-volume"
      readOnly: true
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
  volumes:
  - name: all-in-one
    projected:
      sources:
      - secret:
          name: mysecret [image: 1]
	[image: 1] 
	
											The name of the secret you created.
										




	
									Create the pod from the configuration file:
								
$ oc create -f <your_yaml_file>.yaml

									For example:
								
$ oc create -f secret-pod.yaml
Example output

										

pod "test-projected-volume" created


									




	
							Verify that the pod container is running, and then watch for changes to the pod:
						
$ oc get pod <name>

							For example:
						
$ oc get pod test-projected-volume

							The output should appear similar to the following:
						
Example output

								

NAME                    READY     STATUS    RESTARTS   AGE
test-projected-volume   1/1       Running   0          14s


							

	
							In another terminal, use the oc exec command to open a shell to the running container:
						
$ oc exec -it <pod> <command>

							For example:
						
$ oc exec -it test-projected-volume -- /bin/sh

	
							In your shell, verify that the projected-volumes directory contains your projected sources:
						
/ # ls
Example output

								

bin               home              root              tmp
dev               proc              run               usr
etc               projected-volume  sys               var


							





Allowing containers to consume API objects




				The Downward API is a mechanism that allows containers to consume information about API objects without coupling to OpenShift Dedicated. Such information includes the pod’s name, namespace, and resource values. Containers can consume information from the downward API using environment variables or a volume plugin.
			
Expose pod information to Containers using the Downward API




					The Downward API contains such information as the pod’s name, project, and resource values. Containers can consume information from the downward API using environment variables or a volume plugin.
				

					Fields within the pod are selected using the FieldRef API type. FieldRef has two fields:
				
	Field	Description
	 
									fieldPath
								

								 	 
									The path of the field to select, relative to the pod.
								

								 
	 
									apiVersion
								

								 	 
									The API version to interpret the fieldPath selector within.
								

								 



					Currently, the valid selectors in the v1 API include:
				
	Selector	Description
	 
									metadata.name
								

								 	 
									The pod’s name. This is supported in both environment variables and volumes.
								

								 
	 
									metadata.namespace
								

								 	 
									The pod’s namespace.This is supported in both environment variables and volumes.
								

								 
	 
									metadata.labels
								

								 	 
									The pod’s labels. This is only supported in volumes and not in environment variables.
								

								 
	 
									metadata.annotations
								

								 	 
									The pod’s annotations. This is only supported in volumes and not in environment variables.
								

								 
	 
									status.podIP
								

								 	 
									The pod’s IP. This is only supported in environment variables and not volumes.
								

								 



					The apiVersion field, if not specified, defaults to the API version of the enclosing pod template.
				

Understanding how to consume container values using the downward API




					You containers can consume API values using environment variables or a volume plugin. Depending on the method you choose, containers can consume:
				
	
							Pod name
						
	
							Pod project/namespace
						
	
							Pod annotations
						
	
							Pod labels
						



					Annotations and labels are available using only a volume plugin.
				
Consuming container values using environment variables




						When using a container’s environment variables, use the EnvVar type’s valueFrom field (of type EnvVarSource) to specify that the variable’s value should come from a FieldRef source instead of the literal value specified by the value field.
					

						Only constant attributes of the pod can be consumed this way, as environment variables cannot be updated once a process is started in a way that allows the process to be notified that the value of a variable has changed. The fields supported using environment variables are:
					
	
								Pod name
							
	
								Pod project/namespace
							


Procedure
	
								Create a new pod spec that contains the environment variables you want the container to consume:
							
	
										Create a pod.yaml file similar to the following:
									
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: env-test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env:
        - name: MY_POD_NAME
          valueFrom:
            fieldRef:
              fieldPath: metadata.name
        - name: MY_POD_NAMESPACE
          valueFrom:
            fieldRef:
              fieldPath: metadata.namespace
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never
# ...

	
										Create the pod from the pod.yaml file:
									
$ oc create -f pod.yaml






Verification
	
								Check the container’s logs for the MY_POD_NAME and MY_POD_NAMESPACE values:
							
$ oc logs -p dapi-env-test-pod




Consuming container values using a volume plugin




						You containers can consume API values using a volume plugin.
					

						Containers can consume:
					
	
								Pod name
							
	
								Pod project/namespace
							
	
								Pod annotations
							
	
								Pod labels
							


Procedure

							To use the volume plugin:
						
	
								Create a new pod spec that contains the environment variables you want the container to consume:
							
	
										Create a volume-pod.yaml file similar to the following:
									
kind: Pod
apiVersion: v1
metadata:
  labels:
    zone: us-east-coast
    cluster: downward-api-test-cluster1
    rack: rack-123
  name: dapi-volume-test-pod
  annotations:
    annotation1: "345"
    annotation2: "456"
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: volume-test-container
      image: gcr.io/google_containers/busybox
      command: ["sh", "-c", "cat /tmp/etc/pod_labels /tmp/etc/pod_annotations"]
      volumeMounts:
        - name: podinfo
          mountPath: /tmp/etc
          readOnly: false
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  volumes:
  - name: podinfo
    downwardAPI:
      defaultMode: 420
      items:
      - fieldRef:
          fieldPath: metadata.name
        path: pod_name
      - fieldRef:
          fieldPath: metadata.namespace
        path: pod_namespace
      - fieldRef:
          fieldPath: metadata.labels
        path: pod_labels
      - fieldRef:
          fieldPath: metadata.annotations
        path: pod_annotations
  restartPolicy: Never
# ...

	
										Create the pod from the volume-pod.yaml file:
									
$ oc create -f volume-pod.yaml






Verification
	
								Check the container’s logs and verify the presence of the configured fields:
							
$ oc logs -p dapi-volume-test-pod
Example output

									

cluster=downward-api-test-cluster1
rack=rack-123
zone=us-east-coast
annotation1=345
annotation2=456
kubernetes.io/config.source=api


								





Understanding how to consume container resources using the Downward API




					When creating pods, you can use the Downward API to inject information about computing resource requests and limits so that image and application authors can correctly create an image for specific environments.
				

					You can do this using environment variable or a volume plugin.
				
Consuming container resources using environment variables




						When creating pods, you can use the Downward API to inject information about computing resource requests and limits using environment variables.
					

						When creating the pod configuration, specify environment variables that correspond to the contents of the resources field in the spec.container field.
					
Note

							If the resource limits are not included in the container configuration, the downward API defaults to the node’s CPU and memory allocatable values.
						

Procedure
	
								Create a new pod spec that contains the resources you want to inject:
							
	
										Create a pod.yaml file similar to the following:
									
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  containers:
    - name: test-container
      image: gcr.io/google_containers/busybox:1.24
      command: [ "/bin/sh", "-c", "env" ]
      resources:
        requests:
          memory: "32Mi"
          cpu: "125m"
        limits:
          memory: "64Mi"
          cpu: "250m"
      env:
        - name: MY_CPU_REQUEST
          valueFrom:
            resourceFieldRef:
              resource: requests.cpu
        - name: MY_CPU_LIMIT
          valueFrom:
            resourceFieldRef:
              resource: limits.cpu
        - name: MY_MEM_REQUEST
          valueFrom:
            resourceFieldRef:
              resource: requests.memory
        - name: MY_MEM_LIMIT
          valueFrom:
            resourceFieldRef:
              resource: limits.memory
# ...

	
										Create the pod from the pod.yaml file:
									
$ oc create -f pod.yaml







Consuming container resources using a volume plugin




						When creating pods, you can use the Downward API to inject information about computing resource requests and limits using a volume plugin.
					

						When creating the pod configuration, use the spec.volumes.downwardAPI.items field to describe the desired resources that correspond to the spec.resources field.
					
Note

							If the resource limits are not included in the container configuration, the Downward API defaults to the node’s CPU and memory allocatable values.
						

Procedure
	
								Create a new pod spec that contains the resources you want to inject:
							
	
										Create a pod.yaml file similar to the following:
									
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  containers:
    - name: client-container
      image: gcr.io/google_containers/busybox:1.24
      command: ["sh", "-c", "while true; do echo; if [[ -e /etc/cpu_limit ]]; then cat /etc/cpu_limit; fi; if [[ -e /etc/cpu_request ]]; then cat /etc/cpu_request; fi; if [[ -e /etc/mem_limit ]]; then cat /etc/mem_limit; fi; if [[ -e /etc/mem_request ]]; then cat /etc/mem_request; fi; sleep 5; done"]
      resources:
        requests:
          memory: "32Mi"
          cpu: "125m"
        limits:
          memory: "64Mi"
          cpu: "250m"
      volumeMounts:
        - name: podinfo
          mountPath: /etc
          readOnly: false
  volumes:
    - name: podinfo
      downwardAPI:
        items:
          - path: "cpu_limit"
            resourceFieldRef:
              containerName: client-container
              resource: limits.cpu
          - path: "cpu_request"
            resourceFieldRef:
              containerName: client-container
              resource: requests.cpu
          - path: "mem_limit"
            resourceFieldRef:
              containerName: client-container
              resource: limits.memory
          - path: "mem_request"
            resourceFieldRef:
              containerName: client-container
              resource: requests.memory
# ...

	
										Create the pod from the volume-pod.yaml file:
									
$ oc create -f volume-pod.yaml








Consuming secrets using the Downward API




					When creating pods, you can use the downward API to inject secrets so image and application authors can create an image for specific environments.
				
Procedure
	
							Create a secret to inject:
						
	
									Create a secret.yaml file similar to the following:
								
apiVersion: v1
kind: Secret
metadata:
  name: mysecret
data:
  password: <password>
  username: <username>
type: kubernetes.io/basic-auth

	
									Create the secret object from the secret.yaml file:
								
$ oc create -f secret.yaml




	
							Create a pod that references the username field from the above Secret object:
						
	
									Create a pod.yaml file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: env-test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env:
        - name: MY_SECRET_USERNAME
          valueFrom:
            secretKeyRef:
              name: mysecret
              key: username
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never
# ...

	
									Create the pod from the pod.yaml file:
								
$ oc create -f pod.yaml






Verification
	
							Check the container’s logs for the MY_SECRET_USERNAME value:
						
$ oc logs -p dapi-env-test-pod




Consuming configuration maps using the Downward API




					When creating pods, you can use the Downward API to inject configuration map values so image and application authors can create an image for specific environments.
				
Procedure
	
							Create a config map with the values to inject:
						
	
									Create a configmap.yaml file similar to the following:
								
apiVersion: v1
kind: ConfigMap
metadata:
  name: myconfigmap
data:
  mykey: myvalue

	
									Create the config map from the configmap.yaml file:
								
$ oc create -f configmap.yaml




	
							Create a pod that references the above config map:
						
	
									Create a pod.yaml file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: env-test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env:
        - name: MY_CONFIGMAP_VALUE
          valueFrom:
            configMapKeyRef:
              name: myconfigmap
              key: mykey
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Always
# ...

	
									Create the pod from the pod.yaml file:
								
$ oc create -f pod.yaml






Verification
	
							Check the container’s logs for the MY_CONFIGMAP_VALUE value:
						
$ oc logs -p dapi-env-test-pod




Referencing environment variables




					When creating pods, you can reference the value of a previously defined environment variable by using the $() syntax. If the environment variable reference can not be resolved, the value will be left as the provided string.
				
Procedure
	
							Create a pod that references an existing environment variable:
						
	
									Create a pod.yaml file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: env-test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env:
        - name: MY_EXISTING_ENV
          value: my_value
        - name: MY_ENV_VAR_REF_ENV
          value: $(MY_EXISTING_ENV)
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never
# ...

	
									Create the pod from the pod.yaml file:
								
$ oc create -f pod.yaml






Verification
	
							Check the container’s logs for the MY_ENV_VAR_REF_ENV value:
						
$ oc logs -p dapi-env-test-pod




Escaping environment variable references




					When creating a pod, you can escape an environment variable reference by using a double dollar sign. The value will then be set to a single dollar sign version of the provided value.
				
Procedure
	
							Create a pod that references an existing environment variable:
						
	
									Create a pod.yaml file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: dapi-env-test-pod
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
    - name: env-test-container
      image: gcr.io/google_containers/busybox
      command: [ "/bin/sh", "-c", "env" ]
      env:
        - name: MY_NEW_ENV
          value: $$(SOME_OTHER_ENV)
      securityContext:
        allowPrivilegeEscalation: false
        capabilities:
          drop: [ALL]
  restartPolicy: Never
# ...

	
									Create the pod from the pod.yaml file:
								
$ oc create -f pod.yaml






Verification
	
							Check the container’s logs for the MY_NEW_ENV value:
						
$ oc logs -p dapi-env-test-pod





Copying files to or from an OpenShift Dedicated container




				You can use the CLI to copy local files to or from a remote directory in a container using the rsync command.
			
Understanding how to copy files




					The oc rsync command, or remote sync, is a useful tool for copying database archives to and from your pods for backup and restore purposes. You can also use oc rsync to copy source code changes into a running pod for development debugging, when the running pod supports hot reload of source files.
				
$ oc rsync <source> <destination> [-c <container>]
Requirements



	Specifying the Copy Source
	
									The source argument of the oc rsync command must point to either a local directory or a pod directory. Individual files are not supported.
								

									When specifying a pod directory the directory name must be prefixed with the pod name:
								
<pod name>:<dir>

									If the directory name ends in a path separator (/), only the contents of the directory are copied to the destination. Otherwise, the directory and its contents are copied to the destination.
								

	Specifying the Copy Destination
	
									The destination argument of the oc rsync command must point to a directory. If the directory does not exist, but rsync is used for copy, the directory is created for you.
								
	Deleting Files at the Destination
	
									The --delete flag may be used to delete any files in the remote directory that are not in the local directory.
								
	Continuous Syncing on File Change
	
									Using the --watch option causes the command to monitor the source path for any file system changes, and synchronizes changes when they occur. With this argument, the command runs forever.
								

									Synchronization occurs after short quiet periods to ensure a rapidly changing file system does not result in continuous synchronization calls.
								

									When using the --watch option, the behavior is effectively the same as manually invoking oc rsync repeatedly, including any arguments normally passed to oc rsync. Therefore, you can control the behavior via the same flags used with manual invocations of oc rsync, such as --delete.
								





Copying files to and from containers




					Support for copying local files to or from a container is built into the CLI.
				
Prerequisites

						When working with oc rsync, note the following:
					
	
							rsync must be installed. The oc rsync command uses the local rsync tool, if present on the client machine and the remote container.
						

							If rsync is not found locally or in the remote container, a tar archive is created locally and sent to the container where the tar utility is used to extract the files. If tar is not available in the remote container, the copy will fail.
						

							The tar copy method does not provide the same functionality as oc rsync. For example, oc rsync creates the destination directory if it does not exist and only sends files that are different between the source and the destination.
						
Note

								In Windows, the cwRsync client should be installed and added to the PATH for use with the oc rsync command.
							




Procedure
	
							To copy a local directory to a pod directory:
						
$ oc rsync <local-dir> <pod-name>:/<remote-dir> -c <container-name>

							For example:
						
$ oc rsync /home/user/source devpod1234:/src -c user-container

	
							To copy a pod directory to a local directory:
						
$ oc rsync devpod1234:/src /home/user/source
Example output

								

$ oc rsync devpod1234:/src/status.txt /home/user/


							




Using advanced Rsync features




					The oc rsync command exposes fewer command line options than standard rsync. In the case that you want to use a standard rsync command line option that is not available in oc rsync, for example the --exclude-from=FILE option, it might be possible to use standard rsync 's --rsh (-e) option or RSYNC_RSH environment variable as a workaround, as follows:
				
$ rsync --rsh='oc rsh' --exclude-from=<file_name> <local-dir> <pod-name>:/<remote-dir>

					or:
				

					Export the RSYNC_RSH variable:
				
$ export RSYNC_RSH='oc rsh'

					Then, run the rsync command:
				
$ rsync --exclude-from=<file_name> <local-dir> <pod-name>:/<remote-dir>

					Both of the above examples configure standard rsync to use oc rsh as its remote shell program to enable it to connect to the remote pod, and are an alternative to running oc rsync.
				


Executing remote commands in an OpenShift Dedicated container




				You can use the CLI to execute remote commands in an OpenShift Dedicated container.
			
Executing remote commands in containers




					Support for remote container command execution is built into the CLI.
				
Procedure

						To run a command in a container:
					
$ oc exec <pod> [-c <container>] -- <command> [<arg_1> ... <arg_n>]

					For example:
				
$ oc exec mypod date
Example output

						

Thu Apr  9 02:21:53 UTC 2015


					
Important

						For security purposes, the oc exec command does not work when accessing privileged containers except when the command is executed by a cluster-admin user.
					


Protocol for initiating a remote command from a client




					Clients initiate the execution of a remote command in a container by issuing a request to the Kubernetes API server:
				
/proxy/nodes/<node_name>/exec/<namespace>/<pod>/<container>?command=<command>

					In the above URL:
				
	
							<node_name> is the FQDN of the node.
						
	
							<namespace> is the project of the target pod.
						
	
							<pod> is the name of the target pod.
						
	
							<container> is the name of the target container.
						
	
							<command> is the desired command to be executed.
						



					For example:
				
/proxy/nodes/node123.openshift.com/exec/myns/mypod/mycontainer?command=date

					Additionally, the client can add parameters to the request to indicate if:
				
	
							the client should send input to the remote container’s command (stdin).
						
	
							the client’s terminal is a TTY.
						
	
							the remote container’s command should send output from stdout to the client.
						
	
							the remote container’s command should send output from stderr to the client.
						



					After sending an exec request to the API server, the client upgrades the connection to one that supports multiplexed streams; the current implementation uses HTTP/2.
				

					The client creates one stream each for stdin, stdout, and stderr. To distinguish among the streams, the client sets the streamType header on the stream to one of stdin, stdout, or stderr.
				

					The client closes all streams, the upgraded connection, and the underlying connection when it is finished with the remote command execution request.
				


Using port forwarding to access applications in a container




				OpenShift Dedicated supports port forwarding to pods.
			
Understanding port forwarding




					You can use the CLI to forward one or more local ports to a pod. This allows you to listen on a given or random port locally, and have data forwarded to and from given ports in the pod.
				

					Support for port forwarding is built into the CLI:
				
$ oc port-forward <pod> [<local_port>:]<remote_port> [...[<local_port_n>:]<remote_port_n>]

					The CLI listens on each local port specified by the user, forwarding using the protocol described below.
				

					Ports may be specified using the following formats:
				
	 
									5000
								

								 	 
									The client listens on port 5000 locally and forwards to 5000 in the pod.
								

								 
	 
									6000:5000
								

								 	 
									The client listens on port 6000 locally and forwards to 5000 in the pod.
								

								 
	 
									:5000 or 0:5000
								

								 	 
									The client selects a free local port and forwards to 5000 in the pod.
								

								 



					OpenShift Dedicated handles port-forward requests from clients. Upon receiving a request, OpenShift Dedicated upgrades the response and waits for the client to create port-forwarding streams. When OpenShift Dedicated receives a new stream, it copies data between the stream and the pod’s port.
				

					Architecturally, there are options for forwarding to a pod’s port. The supported OpenShift Dedicated implementation invokes nsenter directly on the node host to enter the pod’s network namespace, then invokes socat to copy data between the stream and the pod’s port. However, a custom implementation could include running a helper pod that then runs nsenter and socat, so that those binaries are not required to be installed on the host.
				

Using port forwarding




					You can use the CLI to port-forward one or more local ports to a pod.
				
Procedure

						Use the following command to listen on the specified port in a pod:
					
$ oc port-forward <pod> [<local_port>:]<remote_port> [...[<local_port_n>:]<remote_port_n>]

					For example:
				
	
							Use the following command to listen on ports 5000 and 6000 locally and forward data to and from ports 5000 and 6000 in the pod:
						
$ oc port-forward <pod> 5000 6000
Example output

								

Forwarding from 127.0.0.1:5000 -> 5000
Forwarding from [::1]:5000 -> 5000
Forwarding from 127.0.0.1:6000 -> 6000
Forwarding from [::1]:6000 -> 6000


							

	
							Use the following command to listen on port 8888 locally and forward to 5000 in the pod:
						
$ oc port-forward <pod> 8888:5000
Example output

								

Forwarding from 127.0.0.1:8888 -> 5000
Forwarding from [::1]:8888 -> 5000


							

	
							Use the following command to listen on a free port locally and forward to 5000 in the pod:
						
$ oc port-forward <pod> :5000
Example output

								

Forwarding from 127.0.0.1:42390 -> 5000
Forwarding from [::1]:42390 -> 5000


							

							Or:
						
$ oc port-forward <pod> 0:5000




Protocol for initiating port forwarding from a client




					Clients initiate port forwarding to a pod by issuing a request to the Kubernetes API server:
				
/proxy/nodes/<node_name>/portForward/<namespace>/<pod>

					In the above URL:
				
	
							<node_name> is the FQDN of the node.
						
	
							<namespace> is the namespace of the target pod.
						
	
							<pod> is the name of the target pod.
						



					For example:
				
/proxy/nodes/node123.openshift.com/portForward/myns/mypod

					After sending a port forward request to the API server, the client upgrades the connection to one that supports multiplexed streams; the current implementation uses Hyptertext Transfer Protocol Version 2 (HTTP/2).
				

					The client creates a stream with the port header containing the target port in the pod. All data written to the stream is delivered via the kubelet to the target pod and port. Similarly, all data sent from the pod for that forwarded connection is delivered back to the same stream in the client.
				

					The client closes all streams, the upgraded connection, and the underlying connection when it is finished with the port forwarding request.
				



Chapter 8. Working with clusters



Viewing system event information in an OpenShift Dedicated cluster




				Events in OpenShift Dedicated are modeled based on events that happen to API objects in an OpenShift Dedicated cluster.
			
Understanding events




					Events allow OpenShift Dedicated to record information about real-world events in a resource-agnostic manner. They also allow developers and administrators to consume information about system components in a unified way.
				

Viewing events using the CLI




					You can get a list of events in a given project using the CLI.
				
Procedure
	
							To view events in a project use the following command:
						
$ oc get events [-n <project>] [image: 1]
	[image: 1] 
	
									The name of the project.
								




							For example:
						
$ oc get events -n openshift-config
Example output

								

LAST SEEN   TYPE      REASON                   OBJECT                      MESSAGE
97m         Normal    Scheduled                pod/dapi-env-test-pod       Successfully assigned openshift-config/dapi-env-test-pod to ip-10-0-171-202.ec2.internal
97m         Normal    Pulling                  pod/dapi-env-test-pod       pulling image "gcr.io/google_containers/busybox"
97m         Normal    Pulled                   pod/dapi-env-test-pod       Successfully pulled image "gcr.io/google_containers/busybox"
97m         Normal    Created                  pod/dapi-env-test-pod       Created container
9m5s        Warning   FailedCreatePodSandBox   pod/dapi-volume-test-pod    Failed create pod sandbox: rpc error: code = Unknown desc = failed to create pod network sandbox k8s_dapi-volume-test-pod_openshift-config_6bc60c1f-452e-11e9-9140-0eec59c23068_0(748c7a40db3d08c07fb4f9eba774bd5effe5f0d5090a242432a73eee66ba9e22): Multus: Err adding pod to network "openshift-sdn": cannot set "openshift-sdn" ifname to "eth0": no netns: failed to Statfs "/proc/33366/ns/net": no such file or directory
8m31s       Normal    Scheduled                pod/dapi-volume-test-pod    Successfully assigned openshift-config/dapi-volume-test-pod to ip-10-0-171-202.ec2.internal


							

	
							To view events in your project from the OpenShift Dedicated console.
						
	
									Launch the OpenShift Dedicated console.
								
	
									Click Home → Events and select your project.
								
	
									Move to resource that you want to see events. For example: Home → Projects → <project-name> → <resource-name>.
								

									Many objects, such as pods and deployments, have their own Events tab as well, which shows events related to that object.
								







List of events




					This section describes the events of OpenShift Dedicated.
				
Table 8.1. Configuration events
	Name	Description
	 
									FailedValidation
								

								 	 
									Failed pod configuration validation.
								

								 



Table 8.2. Container events
	Name	Description
	 
									BackOff
								

								 	 
									Back-off restarting failed the container.
								

								 
	 
									Created
								

								 	 
									Container created.
								

								 
	 
									Failed
								

								 	 
									Pull/Create/Start failed.
								

								 
	 
									Killing
								

								 	 
									Killing the container.
								

								 
	 
									Started
								

								 	 
									Container started.
								

								 
	 
									Preempting
								

								 	 
									Preempting other pods.
								

								 
	 
									ExceededGracePeriod
								

								 	 
									Container runtime did not stop the pod within specified grace period.
								

								 



Table 8.3. Health events
	Name	Description
	 
									Unhealthy
								

								 	 
									Container is unhealthy.
								

								 



Table 8.4. Image events
	Name	Description
	 
									BackOff
								

								 	 
									Back off Ctr Start, image pull.
								

								 
	 
									ErrImageNeverPull
								

								 	 
									The image’s NeverPull Policy is violated.
								

								 
	 
									Failed
								

								 	 
									Failed to pull the image.
								

								 
	 
									InspectFailed
								

								 	 
									Failed to inspect the image.
								

								 
	 
									Pulled
								

								 	 
									Successfully pulled the image or the container image is already present on the machine.
								

								 
	 
									Pulling
								

								 	 
									Pulling the image.
								

								 



Table 8.5. Image Manager events
	Name	Description
	 
									FreeDiskSpaceFailed
								

								 	 
									Free disk space failed.
								

								 
	 
									InvalidDiskCapacity
								

								 	 
									Invalid disk capacity.
								

								 



Table 8.6. Node events
	Name	Description
	 
									FailedMount
								

								 	 
									Volume mount failed.
								

								 
	 
									HostNetworkNotSupported
								

								 	 
									Host network not supported.
								

								 
	 
									HostPortConflict
								

								 	 
									Host/port conflict.
								

								 
	 
									KubeletSetupFailed
								

								 	 
									Kubelet setup failed.
								

								 
	 
									NilShaper
								

								 	 
									Undefined shaper.
								

								 
	 
									NodeNotReady
								

								 	 
									Node is not ready.
								

								 
	 
									NodeNotSchedulable
								

								 	 
									Node is not schedulable.
								

								 
	 
									NodeReady
								

								 	 
									Node is ready.
								

								 
	 
									NodeSchedulable
								

								 	 
									Node is schedulable.
								

								 
	 
									NodeSelectorMismatching
								

								 	 
									Node selector mismatch.
								

								 
	 
									OutOfDisk
								

								 	 
									Out of disk.
								

								 
	 
									Rebooted
								

								 	 
									Node rebooted.
								

								 
	 
									Starting
								

								 	 
									Starting kubelet.
								

								 
	 
									FailedAttachVolume
								

								 	 
									Failed to attach volume.
								

								 
	 
									FailedDetachVolume
								

								 	 
									Failed to detach volume.
								

								 
	 
									VolumeResizeFailed
								

								 	 
									Failed to expand/reduce volume.
								

								 
	 
									VolumeResizeSuccessful
								

								 	 
									Successfully expanded/reduced volume.
								

								 
	 
									FileSystemResizeFailed
								

								 	 
									Failed to expand/reduce file system.
								

								 
	 
									FileSystemResizeSuccessful
								

								 	 
									Successfully expanded/reduced file system.
								

								 
	 
									FailedUnMount
								

								 	 
									Failed to unmount volume.
								

								 
	 
									FailedMapVolume
								

								 	 
									Failed to map a volume.
								

								 
	 
									FailedUnmapDevice
								

								 	 
									Failed unmaped device.
								

								 
	 
									AlreadyMountedVolume
								

								 	 
									Volume is already mounted.
								

								 
	 
									SuccessfulDetachVolume
								

								 	 
									Volume is successfully detached.
								

								 
	 
									SuccessfulMountVolume
								

								 	 
									Volume is successfully mounted.
								

								 
	 
									SuccessfulUnMountVolume
								

								 	 
									Volume is successfully unmounted.
								

								 
	 
									ContainerGCFailed
								

								 	 
									Container garbage collection failed.
								

								 
	 
									ImageGCFailed
								

								 	 
									Image garbage collection failed.
								

								 
	 
									FailedNodeAllocatableEnforcement
								

								 	 
									Failed to enforce System Reserved Cgroup limit.
								

								 
	 
									NodeAllocatableEnforced
								

								 	 
									Enforced System Reserved Cgroup limit.
								

								 
	 
									UnsupportedMountOption
								

								 	 
									Unsupported mount option.
								

								 
	 
									SandboxChanged
								

								 	 
									Pod sandbox changed.
								

								 
	 
									FailedCreatePodSandBox
								

								 	 
									Failed to create pod sandbox.
								

								 
	 
									FailedPodSandBoxStatus
								

								 	 
									Failed pod sandbox status.
								

								 



Table 8.7. Pod worker events
	Name	Description
	 
									FailedSync
								

								 	 
									Pod sync failed.
								

								 



Table 8.8. System Events
	Name	Description
	 
									SystemOOM
								

								 	 
									There is an OOM (out of memory) situation on the cluster.
								

								 



Table 8.9. Pod events
	Name	Description
	 
									FailedKillPod
								

								 	 
									Failed to stop a pod.
								

								 
	 
									FailedCreatePodContainer
								

								 	 
									Failed to create a pod container.
								

								 
	 
									Failed
								

								 	 
									Failed to make pod data directories.
								

								 
	 
									NetworkNotReady
								

								 	 
									Network is not ready.
								

								 
	 
									FailedCreate
								

								 	 
									Error creating: <error-msg>.
								

								 
	 
									SuccessfulCreate
								

								 	 
									Created pod: <pod-name>.
								

								 
	 
									FailedDelete
								

								 	 
									Error deleting: <error-msg>.
								

								 
	 
									SuccessfulDelete
								

								 	 
									Deleted pod: <pod-id>.
								

								 



Table 8.10. Horizontal Pod AutoScaler events
	Name	Description
	 
									SelectorRequired
								

								 	 
									Selector is required.
								

								 
	 
									InvalidSelector
								

								 	 
									Could not convert selector into a corresponding internal selector object.
								

								 
	 
									FailedGetObjectMetric
								

								 	 
									HPA was unable to compute the replica count.
								

								 
	 
									InvalidMetricSourceType
								

								 	 
									Unknown metric source type.
								

								 
	 
									ValidMetricFound
								

								 	 
									HPA was able to successfully calculate a replica count.
								

								 
	 
									FailedConvertHPA
								

								 	 
									Failed to convert the given HPA.
								

								 
	 
									FailedGetScale
								

								 	 
									HPA controller was unable to get the target’s current scale.
								

								 
	 
									SucceededGetScale
								

								 	 
									HPA controller was able to get the target’s current scale.
								

								 
	 
									FailedComputeMetricsReplicas
								

								 	 
									Failed to compute desired number of replicas based on listed metrics.
								

								 
	 
									FailedRescale
								

								 	 
									New size: <size>; reason: <msg>; error: <error-msg>.
								

								 
	 
									SuccessfulRescale
								

								 	 
									New size: <size>; reason: <msg>.
								

								 
	 
									FailedUpdateStatus
								

								 	 
									Failed to update status.
								

								 



Table 8.11. Network events (openshift-sdn)
	Name	Description
	 
									Starting
								

								 	 
									Starting OpenShift SDN.
								

								 
	 
									NetworkFailed
								

								 	 
									The pod’s network interface has been lost and the pod will be stopped.
								

								 



Table 8.12. Network events (kube-proxy)
	Name	Description
	 
									NeedPods
								

								 	 
									The service-port <serviceName>:<port> needs pods.
								

								 



Table 8.13. Volume events
	Name	Description
	 
									FailedBinding
								

								 	 
									There are no persistent volumes available and no storage class is set.
								

								 
	 
									VolumeMismatch
								

								 	 
									Volume size or class is different from what is requested in claim.
								

								 
	 
									VolumeFailedRecycle
								

								 	 
									Error creating recycler pod.
								

								 
	 
									VolumeRecycled
								

								 	 
									Occurs when volume is recycled.
								

								 
	 
									RecyclerPod
								

								 	 
									Occurs when pod is recycled.
								

								 
	 
									VolumeDelete
								

								 	 
									Occurs when volume is deleted.
								

								 
	 
									VolumeFailedDelete
								

								 	 
									Error when deleting the volume.
								

								 
	 
									ExternalProvisioning
								

								 	 
									Occurs when volume for the claim is provisioned either manually or via external software.
								

								 
	 
									ProvisioningFailed
								

								 	 
									Failed to provision volume.
								

								 
	 
									ProvisioningCleanupFailed
								

								 	 
									Error cleaning provisioned volume.
								

								 
	 
									ProvisioningSucceeded
								

								 	 
									Occurs when the volume is provisioned successfully.
								

								 
	 
									WaitForFirstConsumer
								

								 	 
									Delay binding until pod scheduling.
								

								 



Table 8.14. Lifecycle hooks
	Name	Description
	 
									FailedPostStartHook
								

								 	 
									Handler failed for pod start.
								

								 
	 
									FailedPreStopHook
								

								 	 
									Handler failed for pre-stop.
								

								 
	 
									UnfinishedPreStopHook
								

								 	 
									Pre-stop hook unfinished.
								

								 



Table 8.15. Deployments
	Name	Description
	 
									DeploymentCancellationFailed
								

								 	 
									Failed to cancel deployment.
								

								 
	 
									DeploymentCancelled
								

								 	 
									Canceled deployment.
								

								 
	 
									DeploymentCreated
								

								 	 
									Created new replication controller.
								

								 
	 
									IngressIPRangeFull
								

								 	 
									No available Ingress IP to allocate to service.
								

								 



Table 8.16. Scheduler events
	Name	Description
	 
									FailedScheduling
								

								 	 
									Failed to schedule pod: <pod-namespace>/<pod-name>. This event is raised for multiple reasons, for example: AssumePodVolumes failed, Binding rejected etc.
								

								 
	 
									Preempted
								

								 	 
									By <preemptor-namespace>/<preemptor-name> on node <node-name>.
								

								 
	 
									Scheduled
								

								 	 
									Successfully assigned <pod-name> to <node-name>.
								

								 



Table 8.17. Daemon set events
	Name	Description
	 
									SelectingAll
								

								 	 
									This daemon set is selecting all pods. A non-empty selector is required.
								

								 
	 
									FailedPlacement
								

								 	 
									Failed to place pod on <node-name>.
								

								 
	 
									FailedDaemonPod
								

								 	 
									Found failed daemon pod <pod-name> on node <node-name>, will try to kill it.
								

								 



Table 8.18. LoadBalancer service events
	Name	Description
	 
									CreatingLoadBalancerFailed
								

								 	 
									Error creating load balancer.
								

								 
	 
									DeletingLoadBalancer
								

								 	 
									Deleting load balancer.
								

								 
	 
									EnsuringLoadBalancer
								

								 	 
									Ensuring load balancer.
								

								 
	 
									EnsuredLoadBalancer
								

								 	 
									Ensured load balancer.
								

								 
	 
									UnAvailableLoadBalancer
								

								 	 
									There are no available nodes for LoadBalancer service.
								

								 
	 
									LoadBalancerSourceRanges
								

								 	 
									Lists the new LoadBalancerSourceRanges. For example, <old-source-range> → <new-source-range>.
								

								 
	 
									LoadbalancerIP
								

								 	 
									Lists the new IP address. For example, <old-ip> → <new-ip>.
								

								 
	 
									ExternalIP
								

								 	 
									Lists external IP address. For example, Added: <external-ip>.
								

								 
	 
									UID
								

								 	 
									Lists the new UID. For example, <old-service-uid> → <new-service-uid>.
								

								 
	 
									ExternalTrafficPolicy
								

								 	 
									Lists the new ExternalTrafficPolicy. For example, <old-policy> → <new-policy>.
								

								 
	 
									HealthCheckNodePort
								

								 	 
									Lists the new HealthCheckNodePort. For example, <old-node-port> → new-node-port>.
								

								 
	 
									UpdatedLoadBalancer
								

								 	 
									Updated load balancer with new hosts.
								

								 
	 
									LoadBalancerUpdateFailed
								

								 	 
									Error updating load balancer with new hosts.
								

								 
	 
									DeletingLoadBalancer
								

								 	 
									Deleting load balancer.
								

								 
	 
									DeletingLoadBalancerFailed
								

								 	 
									Error deleting load balancer.
								

								 
	 
									DeletedLoadBalancer
								

								 	 
									Deleted load balancer.
								

								 





Estimating the number of pods your OpenShift Dedicated nodes can hold




				As a cluster administrator, you can use the OpenShift Cluster Capacity Tool to view the number of pods that can be scheduled to increase the current resources before they become exhausted, and to ensure any future pods can be scheduled. This capacity comes from an individual node host in a cluster, and includes CPU, memory, disk space, and others.
			
Understanding the OpenShift Cluster Capacity Tool




					The OpenShift Cluster Capacity Tool simulates a sequence of scheduling decisions to determine how many instances of an input pod can be scheduled on the cluster before it is exhausted of resources to provide a more accurate estimation.
				
Note

						The remaining allocatable capacity is a rough estimation, because it does not count all of the resources being distributed among nodes. It analyzes only the remaining resources and estimates the available capacity that is still consumable in terms of a number of instances of a pod with given requirements that can be scheduled in a cluster.
					

						Also, pods might only have scheduling support on particular sets of nodes based on its selection and affinity criteria. As a result, the estimation of which remaining pods a cluster can schedule can be difficult.
					


					You can run the OpenShift Cluster Capacity Tool as a stand-alone utility from the command line, or as a job in a pod inside an OpenShift Dedicated cluster. Running the tool as job inside of a pod enables you to run it multiple times without intervention.
				

Running the OpenShift Cluster Capacity Tool on the command line




					You can run the OpenShift Cluster Capacity Tool from the command line to estimate the number of pods that can be scheduled onto your cluster.
				

					You create a sample pod spec file, which the tool uses for estimating resource usage. The pod spec specifies its resource requirements as limits or requests. The cluster capacity tool takes the pod’s resource requirements into account for its estimation analysis.
				
Prerequisites
	
							Run the OpenShift Cluster Capacity Tool, which is available as a container image from the Red Hat Ecosystem Catalog.
						
	
							Create a sample pod spec file:
						
	
									Create a YAML file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: small-pod
  labels:
    app: guestbook
    tier: frontend
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: php-redis
    image: gcr.io/google-samples/gb-frontend:v4
    imagePullPolicy: Always
    resources:
      limits:
        cpu: 150m
        memory: 100Mi
      requests:
        cpu: 150m
        memory: 100Mi
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]

	
									Create the cluster role:
								
$ oc create -f <file_name>.yaml

									For example:
								
$ oc create -f pod-spec.yaml






Procedure

						To use the cluster capacity tool on the command line:
					
	
							From the terminal, log in to the Red Hat Registry:
						
$ podman login registry.redhat.io

	
							Pull the cluster capacity tool image:
						
$ podman pull registry.redhat.io/openshift4/ose-cluster-capacity

	
							Run the cluster capacity tool:
						
$ podman run -v $HOME/.kube:/kube:Z -v $(pwd):/cc:Z  ose-cluster-capacity \
/bin/cluster-capacity --kubeconfig /kube/config --<pod_spec>.yaml /cc/<pod_spec>.yaml \
--verbose

							where:
						
	<pod_spec>.yaml
	
										Specifies the pod spec to use.
									
	verbose
	
										Outputs a detailed description of how many pods can be scheduled on each node in the cluster.
									


Example output

								

small-pod pod requirements:
	- CPU: 150m
	- Memory: 100Mi

The cluster can schedule 88 instance(s) of the pod small-pod.

Termination reason: Unschedulable: 0/5 nodes are available: 2 Insufficient cpu,
3 node(s) had taint {node-role.kubernetes.io/master: }, that the pod didn't
tolerate.

Pod distribution among nodes:
small-pod
	- 192.168.124.214: 45 instance(s)
	- 192.168.124.120: 43 instance(s)


							

							In the above example, the number of estimated pods that can be scheduled onto the cluster is 88.
						




Running the OpenShift Cluster Capacity Tool as a job inside a pod




					Running the OpenShift Cluster Capacity Tool as a job inside of a pod allows you to run the tool multiple times without needing user intervention. You run the OpenShift Cluster Capacity Tool as a job by using a ConfigMap object.
				
Prerequisites

						Download and install OpenShift Cluster Capacity Tool.
					
Procedure

						To run the cluster capacity tool:
					
	
							Create the cluster role:
						
	
									Create a YAML file similar to the following:
								
kind: ClusterRole
apiVersion: rbac.authorization.k8s.io/v1
metadata:
  name: cluster-capacity-role
rules:
- apiGroups: [""]
  resources: ["pods", "nodes", "persistentvolumeclaims", "persistentvolumes", "services", "replicationcontrollers"]
  verbs: ["get", "watch", "list"]
- apiGroups: ["apps"]
  resources: ["replicasets", "statefulsets"]
  verbs: ["get", "watch", "list"]
- apiGroups: ["policy"]
  resources: ["poddisruptionbudgets"]
  verbs: ["get", "watch", "list"]
- apiGroups: ["storage.k8s.io"]
  resources: ["storageclasses"]
  verbs: ["get", "watch", "list"]

	
									Create the cluster role by running the following command:
								
$ oc create -f <file_name>.yaml

									For example:
								
$ oc create sa cluster-capacity-sa




	
							Create the service account:
						
$ oc create sa cluster-capacity-sa -n default

	
							Add the role to the service account:
						
$ oc adm policy add-cluster-role-to-user cluster-capacity-role \
    system:serviceaccount:<namespace>:cluster-capacity-sa

							where:
						
	<namespace>
	
										Specifies the namespace where the pod is located.
									



	
							Define and create the pod spec:
						
	
									Create a YAML file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: small-pod
  labels:
    app: guestbook
    tier: frontend
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: php-redis
    image: gcr.io/google-samples/gb-frontend:v4
    imagePullPolicy: Always
    resources:
      limits:
        cpu: 150m
        memory: 100Mi
      requests:
        cpu: 150m
        memory: 100Mi
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]

	
									Create the pod by running the following command:
								
$ oc create -f <file_name>.yaml

									For example:
								
$ oc create -f pod.yaml




	
							Created a config map object by running the following command:
						
$ oc create configmap cluster-capacity-configmap \
    --from-file=pod.yaml=pod.yaml

							The cluster capacity analysis is mounted in a volume using a config map object named cluster-capacity-configmap to mount the input pod spec file pod.yaml into a volume test-volume at the path /test-pod.
						

	
							Create the job using the below example of a job specification file:
						
	
									Create a YAML file similar to the following:
								
apiVersion: batch/v1
kind: Job
metadata:
  name: cluster-capacity-job
spec:
  parallelism: 1
  completions: 1
  template:
    metadata:
      name: cluster-capacity-pod
    spec:
        containers:
        - name: cluster-capacity
          image: openshift/origin-cluster-capacity
          imagePullPolicy: "Always"
          volumeMounts:
          - mountPath: /test-pod
            name: test-volume
          env:
          - name: CC_INCLUSTER [image: 1]
            value: "true"
          command:
          - "/bin/sh"
          - "-ec"
          - |
            /bin/cluster-capacity --podspec=/test-pod/pod.yaml --verbose
        restartPolicy: "Never"
        serviceAccountName: cluster-capacity-sa
        volumes:
        - name: test-volume
          configMap:
            name: cluster-capacity-configmap
	[image: 1] 
	
											A required environment variable letting the cluster capacity tool know that it is running inside a cluster as a pod. 
 The pod.yaml key of the ConfigMap object is the same as the Pod spec file name, though it is not required. By doing this, the input pod spec file can be accessed inside the pod as /test-pod/pod.yaml.
										




	
									Run the cluster capacity image as a job in a pod by running the following command:
								
$ oc create -f cluster-capacity-job.yaml






Verification
	
							Check the job logs to find the number of pods that can be scheduled in the cluster:
						
$ oc logs jobs/cluster-capacity-job
Example output

								

small-pod pod requirements:
        - CPU: 150m
        - Memory: 100Mi

The cluster can schedule 52 instance(s) of the pod small-pod.

Termination reason: Unschedulable: No nodes are available that match all of the
following predicates:: Insufficient cpu (2).

Pod distribution among nodes:
small-pod
        - 192.168.124.214: 26 instance(s)
        - 192.168.124.120: 26 instance(s)


							





Restrict resource consumption with limit ranges




				By default, containers run with unbounded compute resources on an OpenShift Dedicated cluster. With limit ranges, you can restrict resource consumption for specific objects in a project:
			
	
						pods and containers: You can set minimum and maximum requirements for CPU and memory for pods and their containers.
					
	
						Image streams: You can set limits on the number of images and tags in an ImageStream object.
					
	
						Images: You can limit the size of images that can be pushed to an internal registry.
					
	
						Persistent volume claims (PVC): You can restrict the size of the PVCs that can be requested.
					



				If a pod does not meet the constraints imposed by the limit range, the pod cannot be created in the namespace.
			
About limit ranges




					A limit range, defined by a LimitRange object, restricts resource consumption in a project. In the project you can set specific resource limits for a pod, container, image, image stream, or persistent volume claim (PVC).
				

					All requests to create and modify resources are evaluated against each LimitRange object in the project. If the resource violates any of the enumerated constraints, the resource is rejected.
				

					The following shows a limit range object for all components: pod, container, image, image stream, or PVC. You can configure limits for any or all of these components in the same object. You create a different limit range object for each project where you want to control resources.
				
Sample limit range object for a container

						

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits"
spec:
  limits:
    - type: "Container"
      max:
        cpu: "2"
        memory: "1Gi"
      min:
        cpu: "100m"
        memory: "4Mi"
      default:
        cpu: "300m"
        memory: "200Mi"
      defaultRequest:
        cpu: "200m"
        memory: "100Mi"
      maxLimitRequestRatio:
        cpu: "10"


					
About component limits




						The following examples show limit range parameters for each component. The examples are broken out for clarity. You can create a single LimitRange object for any or all components as necessary.
					
Container limits




							A limit range allows you to specify the minimum and maximum CPU and memory that each container in a pod can request for a specific project. If a container is created in the project, the container CPU and memory requests in the Pod spec must comply with the values set in the LimitRange object. If not, the pod does not get created.
						
	
									The container CPU or memory request and limit must be greater than or equal to the min resource constraint for containers that are specified in the LimitRange object.
								
	
									The container CPU or memory request and limit must be less than or equal to the max resource constraint for containers that are specified in the LimitRange object.
								

									If the LimitRange object defines a max CPU, you do not need to define a CPU request value in the Pod spec. But you must specify a CPU limit value that satisfies the maximum CPU constraint specified in the limit range.
								

	
									The ratio of the container limits to requests must be less than or equal to the maxLimitRequestRatio value for containers that is specified in the LimitRange object.
								

									If the LimitRange object defines a maxLimitRequestRatio constraint, any new containers must have both a request and a limit value. OpenShift Dedicated calculates the limit-to-request ratio by dividing the limit by the request. This value should be a non-negative integer greater than 1.
								

									For example, if a container has cpu: 500 in the limit value, and cpu: 100 in the request value, the limit-to-request ratio for cpu is 5. This ratio must be less than or equal to the maxLimitRequestRatio.
								




							If the Pod spec does not specify a container resource memory or limit, the default or defaultRequest CPU and memory values for containers specified in the limit range object are assigned to the container.
						
Container LimitRange object definition

								

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: "Container"
      max:
        cpu: "2" [image: 2]
        memory: "1Gi" [image: 3]
      min:
        cpu: "100m" [image: 4]
        memory: "4Mi" [image: 5]
      default:
        cpu: "300m" [image: 6]
        memory: "200Mi" [image: 7]
      defaultRequest:
        cpu: "200m" [image: 8]
        memory: "100Mi" [image: 9]
      maxLimitRequestRatio:
        cpu: "10" [image: 10]


							
	[image: 1] 
	
									The name of the LimitRange object.
								

	[image: 2] 
	
									The maximum amount of CPU that a single container in a pod can request.
								

	[image: 3] 
	
									The maximum amount of memory that a single container in a pod can request.
								

	[image: 4] 
	
									The minimum amount of CPU that a single container in a pod can request.
								

	[image: 5] 
	
									The minimum amount of memory that a single container in a pod can request.
								

	[image: 6] 
	
									The default amount of CPU that a container can use if not specified in the Pod spec.
								

	[image: 7] 
	
									The default amount of memory that a container can use if not specified in the Pod spec.
								

	[image: 8] 
	
									The default amount of CPU that a container can request if not specified in the Pod spec.
								

	[image: 9] 
	
									The default amount of memory that a container can request if not specified in the Pod spec.
								

	[image: 10] 
	
									The maximum limit-to-request ratio for a container.
								




Pod limits




							A limit range allows you to specify the minimum and maximum CPU and memory limits for all containers across a pod in a given project. To create a container in the project, the container CPU and memory requests in the Pod spec must comply with the values set in the LimitRange object. If not, the pod does not get created.
						

							If the Pod spec does not specify a container resource memory or limit, the default or defaultRequest CPU and memory values for containers specified in the limit range object are assigned to the container.
						

							Across all containers in a pod, the following must hold true:
						
	
									The container CPU or memory request and limit must be greater than or equal to the min resource constraints for pods that are specified in the LimitRange object.
								
	
									The container CPU or memory request and limit must be less than or equal to the max resource constraints for pods that are specified in the LimitRange object.
								
	
									The ratio of the container limits to requests must be less than or equal to the maxLimitRequestRatio constraint specified in the LimitRange object.
								


Pod LimitRange object definition

								

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: "Pod"
      max:
        cpu: "2" [image: 2]
        memory: "1Gi" [image: 3]
      min:
        cpu: "200m" [image: 4]
        memory: "6Mi" [image: 5]
      maxLimitRequestRatio:
        cpu: "10" [image: 6]


							
	[image: 1] 
	
									The name of the limit range object.
								

	[image: 2] 
	
									The maximum amount of CPU that a pod can request across all containers.
								

	[image: 3] 
	
									The maximum amount of memory that a pod can request across all containers.
								

	[image: 4] 
	
									The minimum amount of CPU that a pod can request across all containers.
								

	[image: 5] 
	
									The minimum amount of memory that a pod can request across all containers.
								

	[image: 6] 
	
									The maximum limit-to-request ratio for a container.
								




Image limits




							A LimitRange object allows you to specify the maximum size of an image that can be pushed to an OpenShift image registry.
						

							When pushing images to an OpenShift image registry, the following must hold true:
						
	
									The size of the image must be less than or equal to the max size for images that is specified in the LimitRange object.
								


Image LimitRange object definition

								

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: openshift.io/Image
      max:
        storage: 1Gi [image: 2]


							
	[image: 1] 
	
									The name of the LimitRange object.
								

	[image: 2] 
	
									The maximum size of an image that can be pushed to an OpenShift image registry.
								



Warning

								The image size is not always available in the manifest of an uploaded image. This is especially the case for images built with Docker 1.10 or higher and pushed to a v2 registry. If such an image is pulled with an older Docker daemon, the image manifest is converted by the registry to schema v1 lacking all the size information. No storage limit set on images prevent it from being uploaded.
							

								The issue is being addressed.
							


Image stream limits




							A LimitRange object allows you to specify limits for image streams.
						

							For each image stream, the following must hold true:
						
	
									The number of image tags in an ImageStream specification must be less than or equal to the openshift.io/image-tags constraint in the LimitRange object.
								
	
									The number of unique references to images in an ImageStream specification must be less than or equal to the openshift.io/images constraint in the limit range object.
								


Imagestream LimitRange object definition

								

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: openshift.io/ImageStream
      max:
        openshift.io/image-tags: 20 [image: 2]
        openshift.io/images: 30 [image: 3]


							
	[image: 1] 
	
									The name of the LimitRange object.
								

	[image: 2] 
	
									The maximum number of unique image tags in the imagestream.spec.tags parameter in imagestream spec.
								

	[image: 3] 
	
									The maximum number of unique image references in the imagestream.status.tags parameter in the imagestream spec.
								




							The openshift.io/image-tags resource represents unique image references. Possible references are an ImageStreamTag, an ImageStreamImage and a DockerImage. Tags can be created using the oc tag and oc import-image commands. No distinction is made between internal and external references. However, each unique reference tagged in an ImageStream specification is counted just once. It does not restrict pushes to an internal container image registry in any way, but is useful for tag restriction.
						

							The openshift.io/images resource represents unique image names recorded in image stream status. It allows for restriction of a number of images that can be pushed to the OpenShift image registry. Internal and external references are not distinguished.
						

Persistent volume claim limits




							A LimitRange object allows you to restrict the storage requested in a persistent volume claim (PVC).
						

							Across all persistent volume claims in a project, the following must hold true:
						
	
									The resource request in a persistent volume claim (PVC) must be greater than or equal the min constraint for PVCs that is specified in the LimitRange object.
								
	
									The resource request in a persistent volume claim (PVC) must be less than or equal the max constraint for PVCs that is specified in the LimitRange object.
								


PVC LimitRange object definition

								

apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: "PersistentVolumeClaim"
      min:
        storage: "2Gi" [image: 2]
      max:
        storage: "50Gi" [image: 3]


							
	[image: 1] 
	
									The name of the LimitRange object.
								

	[image: 2] 
	
									The minimum amount of storage that can be requested in a persistent volume claim.
								

	[image: 3] 
	
									The maximum amount of storage that can be requested in a persistent volume claim.
								






Creating a Limit Range




					To apply a limit range to a project:
				
	
							Create a LimitRange object with your required specifications:
						
apiVersion: "v1"
kind: "LimitRange"
metadata:
  name: "resource-limits" [image: 1]
spec:
  limits:
    - type: "Pod" [image: 2]
      max:
        cpu: "2"
        memory: "1Gi"
      min:
        cpu: "200m"
        memory: "6Mi"
    - type: "Container" [image: 3]
      max:
        cpu: "2"
        memory: "1Gi"
      min:
        cpu: "100m"
        memory: "4Mi"
      default: [image: 4]
        cpu: "300m"
        memory: "200Mi"
      defaultRequest: [image: 5]
        cpu: "200m"
        memory: "100Mi"
      maxLimitRequestRatio: [image: 6]
        cpu: "10"
    - type: openshift.io/Image [image: 7]
      max:
        storage: 1Gi
    - type: openshift.io/ImageStream [image: 8]
      max:
        openshift.io/image-tags: 20
        openshift.io/images: 30
    - type: "PersistentVolumeClaim" [image: 9]
      min:
        storage: "2Gi"
      max:
        storage: "50Gi"
	[image: 1] 
	
									Specify a name for the LimitRange object.
								

	[image: 2] 
	
									To set limits for a pod, specify the minimum and maximum CPU and memory requests as needed.
								

	[image: 3] 
	
									To set limits for a container, specify the minimum and maximum CPU and memory requests as needed.
								

	[image: 4] 
	
									Optional. For a container, specify the default amount of CPU or memory that a container can use, if not specified in the Pod spec.
								

	[image: 5] 
	
									Optional. For a container, specify the default amount of CPU or memory that a container can request, if not specified in the Pod spec.
								

	[image: 6] 
	
									Optional. For a container, specify the maximum limit-to-request ratio that can be specified in the Pod spec.
								

	[image: 7] 
	
									To set limits for an Image object, set the maximum size of an image that can be pushed to an OpenShift image registry.
								

	[image: 8] 
	
									To set limits for an image stream, set the maximum number of image tags and references that can be in the ImageStream object file, as needed.
								

	[image: 9] 
	
									To set limits for a persistent volume claim, set the minimum and maximum amount of storage that can be requested.
								




	
							Create the object:
						
$ oc create -f <limit_range_file> -n <project> [image: 1]
	[image: 1] 
	
									Specify the name of the YAML file you created and the project where you want the limits to apply.
								







Viewing a limit




					You can view any limits defined in a project by navigating in the web console to the project’s Quota page.
				

					You can also use the CLI to view limit range details:
				
	
							Get the list of LimitRange object defined in the project. For example, for a project called demoproject:
						
$ oc get limits -n demoproject
NAME              CREATED AT
resource-limits   2020-07-15T17:14:23Z

	
							Describe the LimitRange object you are interested in, for example the resource-limits limit range:
						
$ oc describe limits resource-limits -n demoproject
Name:                           resource-limits
Namespace:                      demoproject
Type                            Resource                Min     Max     Default Request Default Limit   Max Limit/Request Ratio
----                            --------                ---     ---     --------------- -------------   -----------------------
Pod                             cpu                     200m    2       -               -               -
Pod                             memory                  6Mi     1Gi     -               -               -
Container                       cpu                     100m    2       200m            300m            10
Container                       memory                  4Mi     1Gi     100Mi           200Mi           -
openshift.io/Image              storage                 -       1Gi     -               -               -
openshift.io/ImageStream        openshift.io/image      -       12      -               -               -
openshift.io/ImageStream        openshift.io/image-tags -       10      -               -               -
PersistentVolumeClaim           storage                 -       50Gi    -               -               -




Deleting a Limit Range




					To remove any active LimitRange object to no longer enforce the limits in a project:
				
	
							Run the following command:
						
$ oc delete limits <limit_name>





Configuring cluster memory to meet container memory and risk requirements




				As a cluster administrator, you can help your clusters operate efficiently through managing application memory by:
			
	
						Determining the memory and risk requirements of a containerized application component and configuring the container memory parameters to suit those requirements.
					
	
						Configuring containerized application runtimes (for example, OpenJDK) to adhere optimally to the configured container memory parameters.
					
	
						Diagnosing and resolving memory-related error conditions associated with running in a container.
					


Understanding managing application memory




					It is recommended to fully read the overview of how OpenShift Dedicated manages Compute Resources before proceeding.
				

					For each kind of resource (memory, CPU, storage), OpenShift Dedicated allows optional request and limit values to be placed on each container in a pod.
				

					Note the following about memory requests and memory limits:
				
	
							Memory request
						
	
									The memory request value, if specified, influences the OpenShift Dedicated scheduler. The scheduler considers the memory request when scheduling a container to a node, then fences off the requested memory on the chosen node for the use of the container.
								
	
									If a node’s memory is exhausted, OpenShift Dedicated prioritizes evicting its containers whose memory usage most exceeds their memory request. In serious cases of memory exhaustion, the node OOM killer may select and kill a process in a container based on a similar metric.
								
	
									The cluster administrator can assign quota or assign default values for the memory request value.
								
	
									The cluster administrator can override the memory request values that a developer specifies, to manage cluster overcommit.
								



	
							Memory limit
						
	
									The memory limit value, if specified, provides a hard limit on the memory that can be allocated across all the processes in a container.
								
	
									If the memory allocated by all of the processes in a container exceeds the memory limit, the node Out of Memory (OOM) killer will immediately select and kill a process in the container.
								
	
									If both memory request and limit are specified, the memory limit value must be greater than or equal to the memory request.
								
	
									The cluster administrator can assign quota or assign default values for the memory limit value.
								
	
									The minimum memory limit is 12 MB. If a container fails to start due to a Cannot allocate memory pod event, the memory limit is too low. Either increase or remove the memory limit. Removing the limit allows pods to consume unbounded node resources.
								





Managing application memory strategy




						The steps for sizing application memory on OpenShift Dedicated are as follows:
					
	
								Determine expected container memory usage
							

								Determine expected mean and peak container memory usage, empirically if necessary (for example, by separate load testing). Remember to consider all the processes that may potentially run in parallel in the container: for example, does the main application spawn any ancillary scripts?
							

	
								Determine risk appetite
							

								Determine risk appetite for eviction. If the risk appetite is low, the container should request memory according to the expected peak usage plus a percentage safety margin. If the risk appetite is higher, it may be more appropriate to request memory according to the expected mean usage.
							

	
								Set container memory request
							

								Set container memory request based on the above. The more accurately the request represents the application memory usage, the better. If the request is too high, cluster and quota usage will be inefficient. If the request is too low, the chances of application eviction increase.
							

	
								Set container memory limit, if required
							

								Set container memory limit, if required. Setting a limit has the effect of immediately killing a container process if the combined memory usage of all processes in the container exceeds the limit, and is therefore a mixed blessing. On the one hand, it may make unanticipated excess memory usage obvious early ("fail fast"); on the other hand it also terminates processes abruptly.
							

								Note that some OpenShift Dedicated clusters may require a limit value to be set; some may override the request based on the limit; and some application images rely on a limit value being set as this is easier to detect than a request value.
							

								If the memory limit is set, it should not be set to less than the expected peak container memory usage plus a percentage safety margin.
							

	
								Ensure application is tuned
							

								Ensure application is tuned with respect to configured request and limit values, if appropriate. This step is particularly relevant to applications which pool memory, such as the JVM. The rest of this page discusses this.
							





Understanding OpenJDK settings for OpenShift Dedicated




					The default OpenJDK settings do not work well with containerized environments. As a result, some additional Java memory settings must always be provided whenever running the OpenJDK in a container.
				

					The JVM memory layout is complex, version dependent, and describing it in detail is beyond the scope of this documentation. However, as a starting point for running OpenJDK in a container, at least the following three memory-related tasks are key:
				
	
							Overriding the JVM maximum heap size.
						
	
							Encouraging the JVM to release unused memory to the operating system, if appropriate.
						
	
							Ensuring all JVM processes within a container are appropriately configured.
						



					Optimally tuning JVM workloads for running in a container is beyond the scope of this documentation, and may involve setting multiple additional JVM options.
				
Understanding how to override the JVM maximum heap size




						For many Java workloads, the JVM heap is the largest single consumer of memory. Currently, the OpenJDK defaults to allowing up to 1/4 (1/-XX:MaxRAMFraction) of the compute node’s memory to be used for the heap, regardless of whether the OpenJDK is running in a container or not. It is therefore essential to override this behavior, especially if a container memory limit is also set.
					

						There are at least two ways the above can be achieved:
					
	
								If the container memory limit is set and the experimental options are supported by the JVM, set -XX:+UnlockExperimentalVMOptions -XX:+UseCGroupMemoryLimitForHeap.
							
Note

									The UseCGroupMemoryLimitForHeap option has been removed in JDK 11. Use -XX:+UseContainerSupport instead.
								


								This sets -XX:MaxRAM to the container memory limit, and the maximum heap size (-XX:MaxHeapSize / -Xmx) to 1/-XX:MaxRAMFraction (1/4 by default).
							

	
								Directly override one of -XX:MaxRAM, -XX:MaxHeapSize or -Xmx.
							

								This option involves hard-coding a value, but has the advantage of allowing a safety margin to be calculated.
							




Understanding how to encourage the JVM to release unused memory to the operating system




						By default, the OpenJDK does not aggressively return unused memory to the operating system. This may be appropriate for many containerized Java workloads, but notable exceptions include workloads where additional active processes co-exist with a JVM within a container, whether those additional processes are native, additional JVMs, or a combination of the two.
					

						Java-based agents can use the following JVM arguments to encourage the JVM to release unused memory to the operating system:
					
-XX:+UseParallelGC
-XX:MinHeapFreeRatio=5 -XX:MaxHeapFreeRatio=10 -XX:GCTimeRatio=4
-XX:AdaptiveSizePolicyWeight=90.

						These arguments are intended to return heap memory to the operating system whenever allocated memory exceeds 110% of in-use memory (-XX:MaxHeapFreeRatio), spending up to 20% of CPU time in the garbage collector (-XX:GCTimeRatio). At no time will the application heap allocation be less than the initial heap allocation (overridden by -XX:InitialHeapSize / -Xms). Detailed additional information is available Tuning Java’s footprint in OpenShift (Part 1), Tuning Java’s footprint in OpenShift (Part 2), and at OpenJDK and Containers.
					

Understanding how to ensure all JVM processes within a container are appropriately configured




						In the case that multiple JVMs run in the same container, it is essential to ensure that they are all configured appropriately. For many workloads it will be necessary to grant each JVM a percentage memory budget, leaving a perhaps substantial additional safety margin.
					

						Many Java tools use different environment variables (JAVA_OPTS, GRADLE_OPTS, and so on) to configure their JVMs and it can be challenging to ensure that the right settings are being passed to the right JVM.
					

						The JAVA_TOOL_OPTIONS environment variable is always respected by the OpenJDK, and values specified in JAVA_TOOL_OPTIONS will be overridden by other options specified on the JVM command line. By default, to ensure that these options are used by default for all JVM workloads run in the Java-based agent image, the OpenShift Dedicated Jenkins Maven agent image sets:
					
JAVA_TOOL_OPTIONS="-XX:+UnlockExperimentalVMOptions
-XX:+UseCGroupMemoryLimitForHeap -Dsun.zip.disableMemoryMapping=true"
Note

							The UseCGroupMemoryLimitForHeap option has been removed in JDK 11. Use -XX:+UseContainerSupport instead.
						


						This does not guarantee that additional options are not required, but is intended to be a helpful starting point.
					


Finding the memory request and limit from within a pod




					An application wishing to dynamically discover its memory request and limit from within a pod should use the Downward API.
				
Procedure
	
							Configure the pod to add the MEMORY_REQUEST and MEMORY_LIMIT stanzas:
						
	
									Create a YAML file similar to the following:
								
apiVersion: v1
kind: Pod
metadata:
  name: test
spec:
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
  containers:
  - name: test
    image: fedora:latest
    command:
    - sleep
    - "3600"
    env:
    - name: MEMORY_REQUEST [image: 1]
      valueFrom:
        resourceFieldRef:
          containerName: test
          resource: requests.memory
    - name: MEMORY_LIMIT [image: 2]
      valueFrom:
        resourceFieldRef:
          containerName: test
          resource: limits.memory
    resources:
      requests:
        memory: 384Mi
      limits:
        memory: 512Mi
    securityContext:
      allowPrivilegeEscalation: false
      capabilities:
        drop: [ALL]
	[image: 1] 
	
											Add this stanza to discover the application memory request value.
										

	[image: 2] 
	
											Add this stanza to discover the application memory limit value.
										




	
									Create the pod by running the following command:
								
$ oc create -f <file-name>.yaml






Verification
	
							Access the pod using a remote shell:
						
$ oc rsh test

	
							Check that the requested values were applied:
						
$ env | grep MEMORY | sort
Example output

								

MEMORY_LIMIT=536870912
MEMORY_REQUEST=402653184


							



Note

						The memory limit value can also be read from inside the container by the /sys/fs/cgroup/memory/memory.limit_in_bytes file.
					


Understanding OOM kill policy




					OpenShift Dedicated can kill a process in a container if the total memory usage of all the processes in the container exceeds the memory limit, or in serious cases of node memory exhaustion.
				

					When a process is Out of Memory (OOM) killed, this might result in the container exiting immediately. If the container PID 1 process receives the SIGKILL, the container will exit immediately. Otherwise, the container behavior is dependent on the behavior of the other processes.
				

					For example, a container process exited with code 137, indicating it received a SIGKILL signal.
				

					If the container does not exit immediately, an OOM kill is detectable as follows:
				
	
							Access the pod using a remote shell:
						
# oc rsh test

	
							Run the following command to see the current OOM kill count in /sys/fs/cgroup/memory/memory.oom_control:
						
$ grep '^oom_kill ' /sys/fs/cgroup/memory/memory.oom_control
Example output

								

oom_kill 0


							

	
							Run the following command to provoke an OOM kill:
						
$ sed -e '' </dev/zero
Example output

								

Killed


							

	
							Run the following command to view the exit status of the sed command:
						
$ echo $?
Example output

								

137


							

							The 137 code indicates the container process exited with code 137, indicating it received a SIGKILL signal.
						

	
							Run the following command to see that the OOM kill counter in /sys/fs/cgroup/memory/memory.oom_control incremented:
						
$ grep '^oom_kill ' /sys/fs/cgroup/memory/memory.oom_control
Example output

								

oom_kill 1


							

							If one or more processes in a pod are OOM killed, when the pod subsequently exits, whether immediately or not, it will have phase Failed and reason OOMKilled. An OOM-killed pod might be restarted depending on the value of restartPolicy. If not restarted, controllers such as the replication controller will notice the pod’s failed status and create a new pod to replace the old one.
						

							Use the follwing command to get the pod status:
						
$ oc get pod test
Example output

								

NAME      READY     STATUS      RESTARTS   AGE
test      0/1       OOMKilled   0          1m


							
	
									If the pod has not restarted, run the following command to view the pod:
								
$ oc get pod test -o yaml
Example output

										

...
status:
  containerStatuses:
  - name: test
    ready: false
    restartCount: 0
    state:
      terminated:
        exitCode: 137
        reason: OOMKilled
  phase: Failed


									

	
									If restarted, run the following command to view the pod:
								
$ oc get pod test -o yaml
Example output

										

...
status:
  containerStatuses:
  - name: test
    ready: true
    restartCount: 1
    lastState:
      terminated:
        exitCode: 137
        reason: OOMKilled
    state:
      running:
  phase: Running


									







Understanding pod eviction




					OpenShift Dedicated may evict a pod from its node when the node’s memory is exhausted. Depending on the extent of memory exhaustion, the eviction may or may not be graceful. Graceful eviction implies the main process (PID 1) of each container receiving a SIGTERM signal, then some time later a SIGKILL signal if the process has not exited already. Non-graceful eviction implies the main process of each container immediately receiving a SIGKILL signal.
				

					An evicted pod has phase Failed and reason Evicted. It will not be restarted, regardless of the value of restartPolicy. However, controllers such as the replication controller will notice the pod’s failed status and create a new pod to replace the old one.
				
$ oc get pod test
Example output

						

NAME      READY     STATUS    RESTARTS   AGE
test      0/1       Evicted   0          1m


					
$ oc get pod test -o yaml
Example output

						

...
status:
  message: 'Pod The node was low on resource: [MemoryPressure].'
  phase: Failed
  reason: Evicted


					


Configuring your cluster to place pods on overcommitted nodes




				In an overcommitted state, the sum of the container compute resource requests and limits exceeds the resources available on the system. For example, you might want to use overcommitment in development environments where a trade-off of guaranteed performance for capacity is acceptable.
			

				Containers can specify compute resource requests and limits. Requests are used for scheduling your container and provide a minimum service guarantee. Limits constrain the amount of compute resource that can be consumed on your node.
			

				The scheduler attempts to optimize the compute resource use across all nodes in your cluster. It places pods onto specific nodes, taking the pods' compute resource requests and nodes' available capacity into consideration.
			

				OpenShift Dedicated administrators can control the level of overcommit and manage container density on nodes. You can configure cluster-level overcommit using the ClusterResourceOverride Operator to override the ratio between requests and limits set on developer containers. In conjunction with node overcommit, you can adjust the resource limit and request to achieve the desired level of overcommit.
			
Note

					In OpenShift Dedicated, you must enable cluster-level overcommit. Node overcommitment is enabled by default. See Disabling overcommitment for a node.
				

Resource requests and overcommitment




					For each compute resource, a container may specify a resource request and limit. Scheduling decisions are made based on the request to ensure that a node has enough capacity available to meet the requested value. If a container specifies limits, but omits requests, the requests are defaulted to the limits. A container is not able to exceed the specified limit on the node.
				

					The enforcement of limits is dependent upon the compute resource type. If a container makes no request or limit, the container is scheduled to a node with no resource guarantees. In practice, the container is able to consume as much of the specified resource as is available with the lowest local priority. In low resource situations, containers that specify no resource requests are given the lowest quality of service.
				

					Scheduling is based on resources requested, while quota and hard limits refer to resource limits, which can be set higher than requested resources. The difference between request and limit determines the level of overcommit; for instance, if a container is given a memory request of 1Gi and a memory limit of 2Gi, it is scheduled based on the 1Gi request being available on the node, but could use up to 2Gi; so it is 200% overcommitted.
				

Cluster-level overcommit using the Cluster Resource Override Operator




					The Cluster Resource Override Operator is an admission webhook that allows you to control the level of overcommit and manage container density across all the nodes in your cluster. The Operator controls how nodes in specific projects can exceed defined memory and CPU limits.
				

					You must install the Cluster Resource Override Operator using the OpenShift Dedicated console or CLI as shown in the following sections. During the installation, you create a ClusterResourceOverride custom resource (CR), where you set the level of overcommit, as shown in the following example:
				
apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
    name: cluster [image: 1]
spec:
  podResourceOverride:
    spec:
      memoryRequestToLimitPercent: 50 [image: 2]
      cpuRequestToLimitPercent: 25 [image: 3]
      limitCPUToMemoryPercent: 200 [image: 4]
# ...
	[image: 1] 
	
							The name must be cluster.
						

	[image: 2] 
	
							Optional. If a container memory limit has been specified or defaulted, the memory request is overridden to this percentage of the limit, between 1-100. The default is 50.
						

	[image: 3] 
	
							Optional. If a container CPU limit has been specified or defaulted, the CPU request is overridden to this percentage of the limit, between 1-100. The default is 25.
						

	[image: 4] 
	
							Optional. If a container memory limit has been specified or defaulted, the CPU limit is overridden to a percentage of the memory limit, if specified. Scaling 1Gi of RAM at 100 percent is equal to 1 CPU core. This is processed prior to overriding the CPU request (if configured). The default is 200.
						



Note

						The Cluster Resource Override Operator overrides have no effect if limits have not been set on containers. Create a LimitRange object with default limits per individual project or configure limits in Pod specs for the overrides to apply.
					


					When configured, overrides can be enabled per-project by applying the following label to the Namespace object for each project:
				
apiVersion: v1
kind: Namespace
metadata:

# ...

  labels:
    clusterresourceoverrides.admission.autoscaling.openshift.io/enabled: "true"

# ...

					The Operator watches for the ClusterResourceOverride CR and ensures that the ClusterResourceOverride admission webhook is installed into the same namespace as the operator.
				
Installing the Cluster Resource Override Operator using the web console




						You can use the OpenShift Dedicated web console to install the Cluster Resource Override Operator to help control overcommit in your cluster.
					
Prerequisites
	
								The Cluster Resource Override Operator has no effect if limits have not been set on containers. You must specify default limits for a project using a LimitRange object or configure limits in Pod specs for the overrides to apply.
							


Procedure

							To install the Cluster Resource Override Operator using the OpenShift Dedicated web console:
						
	
								In the OpenShift Dedicated web console, navigate to Home → Projects
							
	
										Click Create Project.
									
	
										Specify clusterresourceoverride-operator as the name of the project.
									
	
										Click Create.
									



	
								Navigate to Operators → OperatorHub.
							
	
										Choose ClusterResourceOverride Operator from the list of available Operators and click Install.
									
	
										On the Install Operator page, make sure A specific Namespace on the cluster is selected for Installation Mode.
									
	
										Make sure clusterresourceoverride-operator is selected for Installed Namespace.
									
	
										Select an Update Channel and Approval Strategy.
									
	
										Click Install.
									



	
								On the Installed Operators page, click ClusterResourceOverride.
							
	
										On the ClusterResourceOverride Operator details page, click Create ClusterResourceOverride.
									
	
										On the Create ClusterResourceOverride page, click YAML view and edit the YAML template to set the overcommit values as needed:
									
apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
  name: cluster [image: 1]
spec:
  podResourceOverride:
    spec:
      memoryRequestToLimitPercent: 50 [image: 2]
      cpuRequestToLimitPercent: 25 [image: 3]
      limitCPUToMemoryPercent: 200 [image: 4]
# ...
	[image: 1] 
	
												The name must be cluster.
											

	[image: 2] 
	
												Optional. Specify the percentage to override the container memory limit, if used, between 1-100. The default is 50.
											

	[image: 3] 
	
												Optional. Specify the percentage to override the container CPU limit, if used, between 1-100. The default is 25.
											

	[image: 4] 
	
												Optional. Specify the percentage to override the container memory limit, if used. Scaling 1Gi of RAM at 100 percent is equal to 1 CPU core. This is processed prior to overriding the CPU request, if configured. The default is 200.
											




	
										Click Create.
									



	
								Check the current state of the admission webhook by checking the status of the cluster custom resource:
							
	
										On the ClusterResourceOverride Operator page, click cluster.
									
	
										On the ClusterResourceOverride Details page, click YAML. The mutatingWebhookConfigurationRef section appears when the webhook is called.
									
apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
  annotations:
    kubectl.kubernetes.io/last-applied-configuration: |
      {"apiVersion":"operator.autoscaling.openshift.io/v1","kind":"ClusterResourceOverride","metadata":{"annotations":{},"name":"cluster"},"spec":{"podResourceOverride":{"spec":{"cpuRequestToLimitPercent":25,"limitCPUToMemoryPercent":200,"memoryRequestToLimitPercent":50}}}}
  creationTimestamp: "2019-12-18T22:35:02Z"
  generation: 1
  name: cluster
  resourceVersion: "127622"
  selfLink: /apis/operator.autoscaling.openshift.io/v1/clusterresourceoverrides/cluster
  uid: 978fc959-1717-4bd1-97d0-ae00ee111e8d
spec:
  podResourceOverride:
    spec:
      cpuRequestToLimitPercent: 25
      limitCPUToMemoryPercent: 200
      memoryRequestToLimitPercent: 50
status:

# ...

    mutatingWebhookConfigurationRef: [image: 1]
      apiVersion: admissionregistration.k8s.io/v1
      kind: MutatingWebhookConfiguration
      name: clusterresourceoverrides.admission.autoscaling.openshift.io
      resourceVersion: "127621"
      uid: 98b3b8ae-d5ce-462b-8ab5-a729ea8f38f3

# ...
	[image: 1] 
	
												Reference to the ClusterResourceOverride admission webhook.
											










Installing the Cluster Resource Override Operator using the CLI




						You can use the OpenShift Dedicated CLI to install the Cluster Resource Override Operator to help control overcommit in your cluster.
					
Prerequisites
	
								The Cluster Resource Override Operator has no effect if limits have not been set on containers. You must specify default limits for a project using a LimitRange object or configure limits in Pod specs for the overrides to apply.
							


Procedure

							To install the Cluster Resource Override Operator using the CLI:
						
	
								Create a namespace for the Cluster Resource Override Operator:
							
	
										Create a Namespace object YAML file (for example, cro-namespace.yaml) for the Cluster Resource Override Operator:
									
apiVersion: v1
kind: Namespace
metadata:
  name: clusterresourceoverride-operator

	
										Create the namespace:
									
$ oc create -f <file-name>.yaml

										For example:
									
$ oc create -f cro-namespace.yaml




	
								Create an Operator group:
							
	
										Create an OperatorGroup object YAML file (for example, cro-og.yaml) for the Cluster Resource Override Operator:
									
apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  name: clusterresourceoverride-operator
  namespace: clusterresourceoverride-operator
spec:
  targetNamespaces:
    - clusterresourceoverride-operator

	
										Create the Operator Group:
									
$ oc create -f <file-name>.yaml

										For example:
									
$ oc create -f cro-og.yaml




	
								Create a subscription:
							
	
										Create a Subscription object YAML file (for example, cro-sub.yaml) for the Cluster Resource Override Operator:
									
apiVersion: operators.coreos.com/v1alpha1
kind: Subscription
metadata:
  name: clusterresourceoverride
  namespace: clusterresourceoverride-operator
spec:
  channel: "4"
  name: clusterresourceoverride
  source: redhat-operators
  sourceNamespace: openshift-marketplace

	
										Create the subscription:
									
$ oc create -f <file-name>.yaml

										For example:
									
$ oc create -f cro-sub.yaml




	
								Create a ClusterResourceOverride custom resource (CR) object in the clusterresourceoverride-operator namespace:
							
	
										Change to the clusterresourceoverride-operator namespace.
									
$ oc project clusterresourceoverride-operator

	
										Create a ClusterResourceOverride object YAML file (for example, cro-cr.yaml) for the Cluster Resource Override Operator:
									
apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
    name: cluster [image: 1]
spec:
  podResourceOverride:
    spec:
      memoryRequestToLimitPercent: 50 [image: 2]
      cpuRequestToLimitPercent: 25 [image: 3]
      limitCPUToMemoryPercent: 200 [image: 4]
	[image: 1] 
	
												The name must be cluster.
											

	[image: 2] 
	
												Optional. Specify the percentage to override the container memory limit, if used, between 1-100. The default is 50.
											

	[image: 3] 
	
												Optional. Specify the percentage to override the container CPU limit, if used, between 1-100. The default is 25.
											

	[image: 4] 
	
												Optional. Specify the percentage to override the container memory limit, if used. Scaling 1Gi of RAM at 100 percent is equal to 1 CPU core. This is processed prior to overriding the CPU request, if configured. The default is 200.
											




	
										Create the ClusterResourceOverride object:
									
$ oc create -f <file-name>.yaml

										For example:
									
$ oc create -f cro-cr.yaml




	
								Verify the current state of the admission webhook by checking the status of the cluster custom resource.
							
$ oc get clusterresourceoverride cluster -n clusterresourceoverride-operator -o yaml

								The mutatingWebhookConfigurationRef section appears when the webhook is called.
							
Example output

									

apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
  annotations:
    kubectl.kubernetes.io/last-applied-configuration: |
      {"apiVersion":"operator.autoscaling.openshift.io/v1","kind":"ClusterResourceOverride","metadata":{"annotations":{},"name":"cluster"},"spec":{"podResourceOverride":{"spec":{"cpuRequestToLimitPercent":25,"limitCPUToMemoryPercent":200,"memoryRequestToLimitPercent":50}}}}
  creationTimestamp: "2019-12-18T22:35:02Z"
  generation: 1
  name: cluster
  resourceVersion: "127622"
  selfLink: /apis/operator.autoscaling.openshift.io/v1/clusterresourceoverrides/cluster
  uid: 978fc959-1717-4bd1-97d0-ae00ee111e8d
spec:
  podResourceOverride:
    spec:
      cpuRequestToLimitPercent: 25
      limitCPUToMemoryPercent: 200
      memoryRequestToLimitPercent: 50
status:

# ...

    mutatingWebhookConfigurationRef: [image: 1]
      apiVersion: admissionregistration.k8s.io/v1
      kind: MutatingWebhookConfiguration
      name: clusterresourceoverrides.admission.autoscaling.openshift.io
      resourceVersion: "127621"
      uid: 98b3b8ae-d5ce-462b-8ab5-a729ea8f38f3

# ...


								
	[image: 1] 
	
										Reference to the ClusterResourceOverride admission webhook.
									







Configuring cluster-level overcommit




						The Cluster Resource Override Operator requires a ClusterResourceOverride custom resource (CR) and a label for each project where you want the Operator to control overcommit.
					
Prerequisites
	
								The Cluster Resource Override Operator has no effect if limits have not been set on containers. You must specify default limits for a project using a LimitRange object or configure limits in Pod specs for the overrides to apply.
							


Procedure

							To modify cluster-level overcommit:
						
	
								Edit the ClusterResourceOverride CR:
							
apiVersion: operator.autoscaling.openshift.io/v1
kind: ClusterResourceOverride
metadata:
    name: cluster
spec:
  podResourceOverride:
    spec:
      memoryRequestToLimitPercent: 50 [image: 1]
      cpuRequestToLimitPercent: 25 [image: 2]
      limitCPUToMemoryPercent: 200 [image: 3]
# ...
	[image: 1] 
	
										Optional. Specify the percentage to override the container memory limit, if used, between 1-100. The default is 50.
									

	[image: 2] 
	
										Optional. Specify the percentage to override the container CPU limit, if used, between 1-100. The default is 25.
									

	[image: 3] 
	
										Optional. Specify the percentage to override the container memory limit, if used. Scaling 1Gi of RAM at 100 percent is equal to 1 CPU core. This is processed prior to overriding the CPU request, if configured. The default is 200.
									




	
								Ensure the following label has been added to the Namespace object for each project where you want the Cluster Resource Override Operator to control overcommit:
							
apiVersion: v1
kind: Namespace
metadata:

# ...

  labels:
    clusterresourceoverrides.admission.autoscaling.openshift.io/enabled: "true" [image: 1]

# ...
	[image: 1] 
	
										Add this label to each project.
									








Node-level overcommit




					You can use various ways to control overcommit on specific nodes, such as quality of service (QOS) guarantees, CPU limits, or reserve resources. You can also disable overcommit for specific nodes and specific projects.
				
Understanding compute resources and containers




						The node-enforced behavior for compute resources is specific to the resource type.
					
Understanding container CPU requests




							A container is guaranteed the amount of CPU it requests and is additionally able to consume excess CPU available on the node, up to any limit specified by the container. If multiple containers are attempting to use excess CPU, CPU time is distributed based on the amount of CPU requested by each container.
						

							For example, if one container requested 500m of CPU time and another container requested 250m of CPU time, then any extra CPU time available on the node is distributed among the containers in a 2:1 ratio. If a container specified a limit, it will be throttled not to use more CPU than the specified limit. CPU requests are enforced using the CFS shares support in the Linux kernel. By default, CPU limits are enforced using the CFS quota support in the Linux kernel over a 100ms measuring interval, though this can be disabled.
						

Understanding container memory requests




							A container is guaranteed the amount of memory it requests. A container can use more memory than requested, but once it exceeds its requested amount, it could be terminated in a low memory situation on the node. If a container uses less memory than requested, it will not be terminated unless system tasks or daemons need more memory than was accounted for in the node’s resource reservation. If a container specifies a limit on memory, it is immediately terminated if it exceeds the limit amount.
						


Understanding overcomitment and quality of service classes




						A node is overcommitted when it has a pod scheduled that makes no request, or when the sum of limits across all pods on that node exceeds available machine capacity.
					

						In an overcommitted environment, it is possible that the pods on the node will attempt to use more compute resource than is available at any given point in time. When this occurs, the node must give priority to one pod over another. The facility used to make this decision is referred to as a Quality of Service (QoS) Class.
					

						A pod is designated as one of three QoS classes with decreasing order of priority:
					
Table 8.19. Quality of Service Classes
	Priority	Class Name	Description
	 
										1 (highest)
									

									 	 
										Guaranteed
									

									 	 
										If limits and optionally requests are set (not equal to 0) for all resources and they are equal, then the pod is classified as Guaranteed.
									

									 
	 
										2
									

									 	 
										Burstable
									

									 	 
										If requests and optionally limits are set (not equal to 0) for all resources, and they are not equal, then the pod is classified as Burstable.
									

									 
	 
										3 (lowest)
									

									 	 
										BestEffort
									

									 	 
										If requests and limits are not set for any of the resources, then the pod is classified as BestEffort.
									

									 




						Memory is an incompressible resource, so in low memory situations, containers that have the lowest priority are terminated first:
					
	
								Guaranteed containers are considered top priority, and are guaranteed to only be terminated if they exceed their limits, or if the system is under memory pressure and there are no lower priority containers that can be evicted.
							
	
								Burstable containers under system memory pressure are more likely to be terminated once they exceed their requests and no other BestEffort containers exist.
							
	
								BestEffort containers are treated with the lowest priority. Processes in these containers are first to be terminated if the system runs out of memory.
							


Understanding how to reserve memory across quality of service tiers




							You can use the qos-reserved parameter to specify a percentage of memory to be reserved by a pod in a particular QoS level. This feature attempts to reserve requested resources to exclude pods from lower OoS classes from using resources requested by pods in higher QoS classes.
						

							OpenShift Dedicated uses the qos-reserved parameter as follows:
						
	
									A value of qos-reserved=memory=100% will prevent the Burstable and BestEffort QoS classes from consuming memory that was requested by a higher QoS class. This increases the risk of inducing OOM on BestEffort and Burstable workloads in favor of increasing memory resource guarantees for Guaranteed and Burstable workloads.
								
	
									A value of qos-reserved=memory=50% will allow the Burstable and BestEffort QoS classes to consume half of the memory requested by a higher QoS class.
								
	
									A value of qos-reserved=memory=0% will allow a Burstable and BestEffort QoS classes to consume up to the full node allocatable amount if available, but increases the risk that a Guaranteed workload will not have access to requested memory. This condition effectively disables this feature.
								




Understanding swap memory and QOS




						You can disable swap by default on your nodes to preserve quality of service (QOS) guarantees. Otherwise, physical resources on a node can oversubscribe, affecting the resource guarantees the Kubernetes scheduler makes during pod placement.
					

						For example, if two guaranteed pods have reached their memory limit, each container could start using swap memory. Eventually, if there is not enough swap space, processes in the pods can be terminated due to the system being oversubscribed.
					

						Failing to disable swap results in nodes not recognizing that they are experiencing MemoryPressure, resulting in pods not receiving the memory they made in their scheduling request. As a result, additional pods are placed on the node to further increase memory pressure, ultimately increasing your risk of experiencing a system out of memory (OOM) event.
					
Important

							If swap is enabled, any out-of-resource handling eviction thresholds for available memory will not work as expected. Take advantage of out-of-resource handling to allow pods to be evicted from a node when it is under memory pressure, and rescheduled on an alternative node that has no such pressure.
						


Understanding nodes overcommitment




						In an overcommitted environment, it is important to properly configure your node to provide best system behavior.
					

						When the node starts, it ensures that the kernel tunable flags for memory management are set properly. The kernel should never fail memory allocations unless it runs out of physical memory.
					

						To ensure this behavior, OpenShift Dedicated configures the kernel to always overcommit memory by setting the vm.overcommit_memory parameter to 1, overriding the default operating system setting.
					

						OpenShift Dedicated also configures the kernel not to panic when it runs out of memory by setting the vm.panic_on_oom parameter to 0. A setting of 0 instructs the kernel to call oom_killer in an Out of Memory (OOM) condition, which kills processes based on priority
					

						You can view the current setting by running the following commands on your nodes:
					
$ sysctl -a |grep commit
Example output

							

#...
vm.overcommit_memory = 0
#...


						
$ sysctl -a |grep panic
Example output

							

#...
vm.panic_on_oom = 0
#...


						
Note

							The above flags should already be set on nodes, and no further action is required.
						


						You can also perform the following configurations for each node:
					
	
								Disable or enforce CPU limits using CPU CFS quotas
							
	
								Reserve resources for system processes
							
	
								Reserve memory across quality of service tiers
							



Disabling or enforcing CPU limits using CPU CFS quotas




						Nodes by default enforce specified CPU limits using the Completely Fair Scheduler (CFS) quota support in the Linux kernel.
					

						If you disable CPU limit enforcement, it is important to understand the impact on your node:
					
	
								If a container has a CPU request, the request continues to be enforced by CFS shares in the Linux kernel.
							
	
								If a container does not have a CPU request, but does have a CPU limit, the CPU request defaults to the specified CPU limit, and is enforced by CFS shares in the Linux kernel.
							
	
								If a container has both a CPU request and limit, the CPU request is enforced by CFS shares in the Linux kernel, and the CPU limit has no impact on the node.
							


Prerequisites
	
								Obtain the label associated with the static MachineConfigPool CRD for the type of node you want to configure by entering the following command:
							
$ oc edit machineconfigpool <name>

								For example:
							
$ oc edit machineconfigpool worker
Example output

									

apiVersion: machineconfiguration.openshift.io/v1
kind: MachineConfigPool
metadata:
  creationTimestamp: "2022-11-16T15:34:25Z"
  generation: 4
  labels:
    pools.operator.machineconfiguration.openshift.io/worker: "" [image: 1]
  name: worker


								
	[image: 1] 
	
										The label appears under Labels.
									



Tip

								If the label is not present, add a key/value pair such as:
							
$ oc label machineconfigpool worker custom-kubelet=small-pods




Procedure
	
								Create a custom resource (CR) for your configuration change.
							
Sample configuration for a disabling CPU limits

									

apiVersion: machineconfiguration.openshift.io/v1
kind: KubeletConfig
metadata:
  name: disable-cpu-units [image: 1]
spec:
  machineConfigPoolSelector:
    matchLabels:
      pools.operator.machineconfiguration.openshift.io/worker: "" [image: 2]
  kubeletConfig:
    cpuCfsQuota: false [image: 3]


								
	[image: 1] 
	
										Assign a name to CR.
									

	[image: 2] 
	
										Specify the label from the machine config pool.
									

	[image: 3] 
	
										Set the cpuCfsQuota parameter to false.
									




	
								Run the following command to create the CR:
							
$ oc create -f <file_name>.yaml




Reserving resources for system processes




						To provide more reliable scheduling and minimize node resource overcommitment, each node can reserve a portion of its resources for use by system daemons that are required to run on your node for your cluster to function. In particular, it is recommended that you reserve resources for incompressible resources such as memory.
					
Procedure

							To explicitly reserve resources for non-pod processes, allocate node resources by specifying resources available for scheduling. For more details, see Allocating Resources for Nodes.
						

Disabling overcommitment for a node




						When enabled, overcommitment can be disabled on each node.
					
Procedure

							To disable overcommitment in a node run the following command on that node:
						
$ sysctl -w vm.overcommit_memory=0


Project-level limits




					To help control overcommit, you can set per-project resource limit ranges, specifying memory and CPU limits and defaults for a project that overcommit cannot exceed.
				

					For information on project-level resource limits, see Additional resources.
				

					Alternatively, you can disable overcommitment for specific projects.
				
Disabling overcommitment for a project




						When enabled, overcommitment can be disabled per-project. For example, you can allow infrastructure components to be configured independently of overcommitment.
					
Procedure

							To disable overcommitment in a project:
						
	
								Edit the namespace object file.
							
	
								Add the following annotation:
							
apiVersion: v1
kind: Namespace
metadata:
  annotations:
    quota.openshift.io/cluster-resource-override-enabled: "false" [image: 1]
# ...
	[image: 1] 
	
										Setting this annotation to false disables overcommit for this namespace.
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# Highlight.js

Highlight.js — это подсветчик синтаксиса, написанный на JavaScript. Он работает
и в браузере, и на сервере. Он работает с практически любой HTML разметкой, не
зависит от каких-либо фреймворков и умеет автоматически определять язык.


## Начало работы

Минимум, что нужно сделать для использования highlight.js на веб-странице — это
подключить библиотеку, CSS-стили и вызывать [`initHighlightingOnLoad`][1]:

```html
<link rel="stylesheet" href="/path/to/styles/default.css">
<script src="/path/to/highlight.pack.js"></script>
<script>hljs.initHighlightingOnLoad();</script>
```

Библиотека найдёт и раскрасит код внутри тегов `<pre><code>`, попытавшись
автоматически определить язык. Когда автоопределение не срабатывает, можно явно
указать язык в атрибуте class:

```html
<pre><code class="html">...</code></pre>
```

Список поддерживаемых классов языков доступен в [справочнике по классам][8].
Класс также можно предваоить префиксами `language-` или `lang-`.

Чтобы отключить подсветку для какого-то блока, используйте класс `nohighlight`:

```html
<pre><code class="nohighlight">...</code></pre>
```

## Инициализация вручную

Чтобы иметь чуть больше контроля за инициализацией подсветки, вы можете
использовать функции [`highlightBlock`][2] и [`configure`][3]. Таким образом
можно управлять тем, *что* подсвечивать и *когда*.

Вот пример инициализация, эквивалентной вызову [`initHighlightingOnLoad`][1], но
с использованием jQuery:

```javascript
$(document).ready(function() {
  $('pre code').each(function(i, block) {
    hljs.highlightBlock(block);
  });
});
```

Вы можете использовать любые теги разметки вместо `<pre><code>`. Если
используете контейнер, не сохраняющий переводы строк, вам нужно сказать
highlight.js использовать для них тег `<br>`:

```javascript
hljs.configure({useBR: true});

$('div.code').each(function(i, block) {
  hljs.highlightBlock(block);
});
```

Другие опции можно найти в документации функции [`configure`][3].


## Установка библиотеки

Highlight.js можно использовать в браузере прямо с CDN хостинга или скачать
индивидуальную сборку, а также установив модуль на сервере. На
[страница загрузки][4] подробно описаны все варианты.

Обратите внимание, что библиотека не предназначена для использования в виде
исходного кода на GitHub, а требует отдельной сборки. Если вам не подходит ни
один из готовых вариантов, читайте [документацию по сборке][5].


## Лицензия

Highlight.js распространяется под лицензией BSD. Подробнее читайте файл
[LICENSE][10].


## Ссылки

Официальный сайт билиотеки расположен по адресу <https://highlightjs.org/>.

Более подробная документация по API и другим темам расположена на
<http://highlightjs.readthedocs.org/>.

Авторы и контрибьютора перечислена в файле [AUTHORS.ru.txt][9] file.

[1]: http://highlightjs.readthedocs.org/en/latest/api.html#inithighlightingonload
[2]: http://highlightjs.readthedocs.org/en/latest/api.html#highlightblock-block
[3]: http://highlightjs.readthedocs.org/en/latest/api.html#configure-options
[4]: https://highlightjs.org/download/
[5]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[8]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[9]: https://github.com/isagalaev/highlight.js/blob/master/AUTHORS.ru.txt
[10]: https://github.com/isagalaev/highlight.js/blob/master/LICENSE
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(function(a,b){function cy(a){return f.isWindow(a)?a:a.nodeType===9?a.defaultView||a.parentWindow:!1}function cv(a){if(!ck[a]){var b=c.body,d=f("<"+a+">").appendTo(b),e=d.css("display");d.remove();if(e==="none"||e===""){cl||(cl=c.createElement("iframe"),cl.frameBorder=cl.width=cl.height=0),b.appendChild(cl);if(!cm||!cl.createElement)cm=(cl.contentWindow||cl.contentDocument).document,cm.write((c.compatMode==="CSS1Compat"?"<!doctype html>":"")+"<html><body>"),cm.close();d=cm.createElement(a),cm.body.appendChild(d),e=f.css(d,"display"),b.removeChild(cl)}ck[a]=e}return ck[a]}function cu(a,b){var c={};f.each(cq.concat.apply([],cq.slice(0,b)),function(){c[this]=a});return c}function ct(){cr=b}function cs(){setTimeout(ct,0);return cr=f.now()}function cj(){try{return new a.ActiveXObject("Microsoft.XMLHTTP")}catch(b){}}function ci(){try{return new a.XMLHttpRequest}catch(b){}}function cc(a,c){a.dataFilter&&(c=a.dataFilter(c,a.dataType));var d=a.dataTypes,e={},g,h,i=d.length,j,k=d[0],l,m,n,o,p;for(g=1;g<i;g++){if(g===1)for(h in a.converters)typeof h=="string"&&(e[h.toLowerCase()]=a.converters[h]);l=k,k=d[g];if(k==="*")k=l;else if(l!=="*"&&l!==k){m=l+" "+k,n=e[m]||e["* "+k];if(!n){p=b;for(o in e){j=o.split(" ");if(j[0]===l||j[0]==="*"){p=e[j[1]+" "+k];if(p){o=e[o],o===!0?n=p:p===!0&&(n=o);break}}}}!n&&!p&&f.error("No conversion from "+m.replace(" "," to ")),n!==!0&&(c=n?n(c):p(o(c)))}}return c}function cb(a,c,d){var e=a.contents,f=a.dataTypes,g=a.responseFields,h,i,j,k;for(i in g)i in d&&(c[g[i]]=d[i]);while(f[0]==="*")f.shift(),h===b&&(h=a.mimeType||c.getResponseHeader("content-type"));if(h)for(i in e)if(e[i]&&e[i].test(h)){f.unshift(i);break}if(f[0]in d)j=f[0];else{for(i in d){if(!f[0]||a.converters[i+" "+f[0]]){j=i;break}k||(k=i)}j=j||k}if(j){j!==f[0]&&f.unshift(j);return d[j]}}function ca(a,b,c,d){if(f.isArray(b))f.each(b,function(b,e){c||bE.test(a)?d(a,e):ca(a+"["+(typeof e=="object"||f.isArray(e)?b:"")+"]",e,c,d)});else if(!c&&b!=null&&typeof b=="object")for(var e in b)ca(a+"["+e+"]",b[e],c,d);else d(a,b)}function b_(a,c){var d,e,g=f.ajaxSettings.flatOptions||{};for(d in c)c[d]!==b&&((g[d]?a:e||(e={}))[d]=c[d]);e&&f.extend(!0,a,e)}function b$(a,c,d,e,f,g){f=f||c.dataTypes[0],g=g||{},g[f]=!0;var h=a[f],i=0,j=h?h.length:0,k=a===bT,l;for(;i<j&&(k||!l);i++)l=h[i](c,d,e),typeof l=="string"&&(!k||g[l]?l=b:(c.dataTypes.unshift(l),l=b$(a,c,d,e,l,g)));(k||!l)&&!g["*"]&&(l=b$(a,c,d,e,"*",g));return l}function bZ(a){return function(b,c){typeof b!="string"&&(c=b,b="*");if(f.isFunction(c)){var d=b.toLowerCase().split(bP),e=0,g=d.length,h,i,j;for(;e<g;e++)h=d[e],j=/^\+/.test(h),j&&(h=h.substr(1)||"*"),i=a[h]=a[h]||[],i[j?"unshift":"push"](c)}}}function bC(a,b,c){var d=b==="width"?a.offsetWidth:a.offsetHeight,e=b==="width"?bx:by,g=0,h=e.length;if(d>0){if(c!=="border")for(;g<h;g++)c||(d-=parseFloat(f.css(a,"padding"+e[g]))||0),c==="margin"?d+=parseFloat(f.css(a,c+e[g]))||0:d-=parseFloat(f.css(a,"border"+e[g]+"Width"))||0;return d+"px"}d=bz(a,b,b);if(d<0||d==null)d=a.style[b]||0;d=parseFloat(d)||0;if(c)for(;g<h;g++)d+=parseFloat(f.css(a,"padding"+e[g]))||0,c!=="padding"&&(d+=parseFloat(f.css(a,"border"+e[g]+"Width"))||0),c==="margin"&&(d+=parseFloat(f.css(a,c+e[g]))||0);return d+"px"}function bp(a,b){b.src?f.ajax({url:b.src,async:!1,dataType:"script"}):f.globalEval((b.text||b.textContent||b.innerHTML||"").replace(bf,"/*$0*/")),b.parentNode&&b.parentNode.removeChild(b)}function bo(a){var b=c.createElement("div");bh.appendChild(b),b.innerHTML=a.outerHTML;return b.firstChild}function bn(a){var b=(a.nodeName||"").toLowerCase();b==="input"?bm(a):b!=="script"&&typeof a.getElementsByTagName!="undefined"&&f.grep(a.getElementsByTagName("input"),bm)}function bm(a){if(a.type==="checkbox"||a.type==="radio")a.defaultChecked=a.checked}function bl(a){return typeof a.getElementsByTagName!="undefined"?a.getElementsByTagName("*"):typeof a.querySelectorAll!="undefined"?a.querySelectorAll("*"):[]}function bk(a,b){var c;if(b.nodeType===1){b.clearAttributes&&b.clearAttributes(),b.mergeAttributes&&b.mergeAttributes(a),c=b.nodeName.toLowerCase();if(c==="object")b.outerHTML=a.outerHTML;else if(c!=="input"||a.type!=="checkbox"&&a.type!=="radio"){if(c==="option")b.selected=a.defaultSelected;else if(c==="input"||c==="textarea")b.defaultValue=a.defaultValue}else a.checked&&(b.defaultChecked=b.checked=a.checked),b.value!==a.value&&(b.value=a.value);b.removeAttribute(f.expando)}}function bj(a,b){if(b.nodeType===1&&!!f.hasData(a)){var c,d,e,g=f._data(a),h=f._data(b,g),i=g.events;if(i){delete h.handle,h.events={};for(c in i)for(d=0,e=i[c].length;d<e;d++)f.event.add(b,c+(i[c][d].namespace?".":"")+i[c][d].namespace,i[c][d],i[c][d].data)}h.data&&(h.data=f.extend({},h.data))}}function bi(a,b){return f.nodeName(a,"table")?a.getElementsByTagName("tbody")[0]||a.appendChild(a.ownerDocument.createElement("tbody")):a}function U(a){var b=V.split("|"),c=a.createDocumentFragment();if(c.createElement)while(b.length)c.createElement(b.pop());return c}function T(a,b,c){b=b||0;if(f.isFunction(b))return f.grep(a,function(a,d){var e=!!b.call(a,d,a);return e===c});if(b.nodeType)return f.grep(a,function(a,d){return a===b===c});if(typeof b=="string"){var d=f.grep(a,function(a){return a.nodeType===1});if(O.test(b))return f.filter(b,d,!c);b=f.filter(b,d)}return f.grep(a,function(a,d){return f.inArray(a,b)>=0===c})}function S(a){return!a||!a.parentNode||a.parentNode.nodeType===11}function K(){return!0}function J(){return!1}function n(a,b,c){var d=b+"defer",e=b+"queue",g=b+"mark",h=f._data(a,d);h&&(c==="queue"||!f._data(a,e))&&(c==="mark"||!f._data(a,g))&&setTimeout(function(){!f._data(a,e)&&!f._data(a,g)&&(f.removeData(a,d,!0),h.fire())},0)}function m(a){for(var b in a){if(b==="data"&&f.isEmptyObject(a[b]))continue;if(b!=="toJSON")return!1}return!0}function l(a,c,d){if(d===b&&a.nodeType===1){var e="data-"+c.replace(k,"-$1").toLowerCase();d=a.getAttribute(e);if(typeof d=="string"){try{d=d==="true"?!0:d==="false"?!1:d==="null"?null:f.isNumeric(d)?parseFloat(d):j.test(d)?f.parseJSON(d):d}catch(g){}f.data(a,c,d)}else d=b}return d}function h(a){var b=g[a]={},c,d;a=a.split(/\s+/);for(c=0,d=a.length;c<d;c++)b[a[c]]=!0;return b}var c=a.document,d=a.navigator,e=a.location,f=function(){function J(){if(!e.isReady){try{c.documentElement.doScroll("left")}catch(a){setTimeout(J,1);return}e.ready()}}var e=function(a,b){return new e.fn.init(a,b,h)},f=a.jQuery,g=a.$,h,i=/^(?:[^#<]*(<[\w\W]+>)[^>]*$|#([\w\-]*)$)/,j=/\S/,k=/^\s+/,l=/\s+$/,m=/^<(\w+)\s*\/?>(?:<\/\1>)?$/,n=/^[\],:{}\s]*$/,o=/\\(?:["\\\/bfnrt]|u[0-9a-fA-F]{4})/g,p=/"[^"\\\n\r]*"|true|false|null|-?\d+(?:\.\d*)?(?:[eE][+\-]?\d+)?/g,q=/(?:^|:|,)(?:\s*\[)+/g,r=/(webkit)[ \/]([\w.]+)/,s=/(opera)(?:.*version)?[ \/]([\w.]+)/,t=/(msie) ([\w.]+)/,u=/(mozilla)(?:.*? rv:([\w.]+))?/,v=/-([a-z]|[0-9])/ig,w=/^-ms-/,x=function(a,b){return(b+"").toUpperCase()},y=d.userAgent,z,A,B,C=Object.prototype.toString,D=Object.prototype.hasOwnProperty,E=Array.prototype.push,F=Array.prototype.slice,G=String.prototype.trim,H=Array.prototype.indexOf,I={};e.fn=e.prototype={constructor:e,init:function(a,d,f){var g,h,j,k;if(!a)return this;if(a.nodeType){this.context=this[0]=a,this.length=1;return this}if(a==="body"&&!d&&c.body){this.context=c,this[0]=c.body,this.selector=a,this.length=1;return this}if(typeof a=="string"){a.charAt(0)!=="<"||a.charAt(a.length-1)!==">"||a.length<3?g=i.exec(a):g=[null,a,null];if(g&&(g[1]||!d)){if(g[1]){d=d instanceof e?d[0]:d,k=d?d.ownerDocument||d:c,j=m.exec(a),j?e.isPlainObject(d)?(a=[c.createElement(j[1])],e.fn.attr.call(a,d,!0)):a=[k.createElement(j[1])]:(j=e.buildFragment([g[1]],[k]),a=(j.cacheable?e.clone(j.fragment):j.fragment).childNodes);return e.merge(this,a)}h=c.getElementById(g[2]);if(h&&h.parentNode){if(h.id!==g[2])return f.find(a);this.length=1,this[0]=h}this.context=c,this.selector=a;return this}return!d||d.jquery?(d||f).find(a):this.constructor(d).find(a)}if(e.isFunction(a))return f.ready(a);a.selector!==b&&(this.selector=a.selector,this.context=a.context);return e.makeArray(a,this)},selector:"",jquery:"1.7.1",length:0,size:function(){return this.length},toArray:function(){return F.call(this,0)},get:function(a){return a==null?this.toArray():a<0?this[this.length+a]:this[a]},pushStack:function(a,b,c){var d=this.constructor();e.isArray(a)?E.apply(d,a):e.merge(d,a),d.prevObject=this,d.context=this.context,b==="find"?d.selector=this.selector+(this.selector?" ":"")+c:b&&(d.selector=this.selector+"."+b+"("+c+")");return d},each:function(a,b){return e.each(this,a,b)},ready:function(a){e.bindReady(),A.add(a);return this},eq:function(a){a=+a;return a===-1?this.slice(a):this.slice(a,a+1)},first:function(){return this.eq(0)},last:function(){return this.eq(-1)},slice:function(){return this.pushStack(F.apply(this,arguments),"slice",F.call(arguments).join(","))},map:function(a){return this.pushStack(e.map(this,function(b,c){return a.call(b,c,b)}))},end:function(){return this.prevObject||this.constructor(null)},push:E,sort:[].sort,splice:[].splice},e.fn.init.prototype=e.fn,e.extend=e.fn.extend=function(){var a,c,d,f,g,h,i=arguments[0]||{},j=1,k=arguments.length,l=!1;typeof i=="boolean"&&(l=i,i=arguments[1]||{},j=2),typeof i!="object"&&!e.isFunction(i)&&(i={}),k===j&&(i=this,--j);for(;j<k;j++)if((a=arguments[j])!=null)for(c in a){d=i[c],f=a[c];if(i===f)continue;l&&f&&(e.isPlainObject(f)||(g=e.isArray(f)))?(g?(g=!1,h=d&&e.isArray(d)?d:[]):h=d&&e.isPlainObject(d)?d:{},i[c]=e.extend(l,h,f)):f!==b&&(i[c]=f)}return i},e.extend({noConflict:function(b){a.$===e&&(a.$=g),b&&a.jQuery===e&&(a.jQuery=f);return e},isReady:!1,readyWait:1,holdReady:function(a){a?e.readyWait++:e.ready(!0)},ready:function(a){if(a===!0&&!--e.readyWait||a!==!0&&!e.isReady){if(!c.body)return setTimeout(e.ready,1);e.isReady=!0;if(a!==!0&&--e.readyWait>0)return;A.fireWith(c,[e]),e.fn.trigger&&e(c).trigger("ready").off("ready")}},bindReady:function(){if(!A){A=e.Callbacks("once memory");if(c.readyState==="complete")return setTimeout(e.ready,1);if(c.addEventListener)c.addEventListener("DOMContentLoaded",B,!1),a.addEventListener("load",e.ready,!1);else if(c.attachEvent){c.attachEvent("onreadystatechange",B),a.attachEvent("onload",e.ready);var b=!1;try{b=a.frameElement==null}catch(d){}c.documentElement.doScroll&&b&&J()}}},isFunction:function(a){return e.type(a)==="function"},isArray:Array.isArray||function(a){return e.type(a)==="array"},isWindow:function(a){return a&&typeof a=="object"&&"setInterval"in a},isNumeric:function(a){return!isNaN(parseFloat(a))&&isFinite(a)},type:function(a){return a==null?String(a):I[C.call(a)]||"object"},isPlainObject:function(a){if(!a||e.type(a)!=="object"||a.nodeType||e.isWindow(a))return!1;try{if(a.constructor&&!D.call(a,"constructor")&&!D.call(a.constructor.prototype,"isPrototypeOf"))return!1}catch(c){return!1}var d;for(d in a);return d===b||D.call(a,d)},isEmptyObject:function(a){for(var b in a)return!1;return!0},error:function(a){throw new Error(a)},parseJSON:function(b){if(typeof b!="string"||!b)return null;b=e.trim(b);if(a.JSON&&a.JSON.parse)return a.JSON.parse(b);if(n.test(b.replace(o,"@").replace(p,"]").replace(q,"")))return(new Function("return "+b))();e.error("Invalid JSON: "+b)},parseXML:function(c){var d,f;try{a.DOMParser?(f=new DOMParser,d=f.parseFromString(c,"text/xml")):(d=new ActiveXObject("Microsoft.XMLDOM"),d.async="false",d.loadXML(c))}catch(g){d=b}(!d||!d.documentElement||d.getElementsByTagName("parsererror").length)&&e.error("Invalid XML: "+c);return d},noop:function(){},globalEval:function(b){b&&j.test(b)&&(a.execScript||function(b){a.eval.call(a,b)})(b)},camelCase:function(a){return a.replace(w,"ms-").replace(v,x)},nodeName:function(a,b){return a.nodeName&&a.nodeName.toUpperCase()===b.toUpperCase()},each:function(a,c,d){var f,g=0,h=a.length,i=h===b||e.isFunction(a);if(d){if(i){for(f in a)if(c.apply(a[f],d)===!1)break}else for(;g<h;)if(c.apply(a[g++],d)===!1)break}else if(i){for(f in a)if(c.call(a[f],f,a[f])===!1)break}else for(;g<h;)if(c.call(a[g],g,a[g++])===!1)break;return a},trim:G?function(a){return a==null?"":G.call(a)}:function(a){return a==null?"":(a+"").replace(k,"").replace(l,"")},makeArray:function(a,b){var c=b||[];if(a!=null){var d=e.type(a);a.length==null||d==="string"||d==="function"||d==="regexp"||e.isWindow(a)?E.call(c,a):e.merge(c,a)}return c},inArray:function(a,b,c){var d;if(b){if(H)return H.call(b,a,c);d=b.length,c=c?c<0?Math.max(0,d+c):c:0;for(;c<d;c++)if(c in b&&b[c]===a)return c}return-1},merge:function(a,c){var d=a.length,e=0;if(typeof c.length=="number")for(var f=c.length;e<f;e++)a[d++]=c[e];else while(c[e]!==b)a[d++]=c[e++];a.length=d;return a},grep:function(a,b,c){var d=[],e;c=!!c;for(var f=0,g=a.length;f<g;f++)e=!!b(a[f],f),c!==e&&d.push(a[f]);return d},map:function(a,c,d){var f,g,h=[],i=0,j=a.length,k=a instanceof e||j!==b&&typeof j=="number"&&(j>0&&a[0]&&a[j-1]||j===0||e.isArray(a));if(k)for(;i<j;i++)f=c(a[i],i,d),f!=null&&(h[h.length]=f);else for(g in a)f=c(a[g],g,d),f!=null&&(h[h.length]=f);return h.concat.apply([],h)},guid:1,proxy:function(a,c){if(typeof c=="string"){var d=a[c];c=a,a=d}if(!e.isFunction(a))return b;var f=F.call(arguments,2),g=function(){return a.apply(c,f.concat(F.call(arguments)))};g.guid=a.guid=a.guid||g.guid||e.guid++;return g},access:function(a,c,d,f,g,h){var i=a.length;if(typeof c=="object"){for(var j in c)e.access(a,j,c[j],f,g,d);return a}if(d!==b){f=!h&&f&&e.isFunction(d);for(var k=0;k<i;k++)g(a[k],c,f?d.call(a[k],k,g(a[k],c)):d,h);return a}return i?g(a[0],c):b},now:function(){return(new Date).getTime()},uaMatch:function(a){a=a.toLowerCase();var b=r.exec(a)||s.exec(a)||t.exec(a)||a.indexOf("compatible")<0&&u.exec(a)||[];return{browser:b[1]||"",version:b[2]||"0"}},sub:function(){function a(b,c){return new a.fn.init(b,c)}e.extend(!0,a,this),a.superclass=this,a.fn=a.prototype=this(),a.fn.constructor=a,a.sub=this.sub,a.fn.init=function(d,f){f&&f instanceof e&&!(f instanceof a)&&(f=a(f));return e.fn.init.call(this,d,f,b)},a.fn.init.prototype=a.fn;var b=a(c);return a},browser:{}}),e.each("Boolean Number String Function Array Date RegExp Object".split(" "),function(a,b){I["[object "+b+"]"]=b.toLowerCase()}),z=e.uaMatch(y),z.browser&&(e.browser[z.browser]=!0,e.browser.version=z.version),e.browser.webkit&&(e.browser.safari=!0),j.test(" ")&&(k=/^[\s\xA0]+/,l=/[\s\xA0]+$/),h=e(c),c.addEventListener?B=function(){c.removeEventListener("DOMContentLoaded",B,!1),e.ready()}:c.attachEvent&&(B=function(){c.readyState==="complete"&&(c.detachEvent("onreadystatechange",B),e.ready())});return e}(),g={};f.Callbacks=function(a){a=a?g[a]||h(a):{};var c=[],d=[],e,i,j,k,l,m=function(b){var d,e,g,h,i;for(d=0,e=b.length;d<e;d++)g=b[d],h=f.type(g),h==="array"?m(g):h==="function"&&(!a.unique||!o.has(g))&&c.push(g)},n=function(b,f){f=f||[],e=!a.memory||[b,f],i=!0,l=j||0,j=0,k=c.length;for(;c&&l<k;l++)if(c[l].apply(b,f)===!1&&a.stopOnFalse){e=!0;break}i=!1,c&&(a.once?e===!0?o.disable():c=[]:d&&d.length&&(e=d.shift(),o.fireWith(e[0],e[1])))},o={add:function(){if(c){var a=c.length;m(arguments),i?k=c.length:e&&e!==!0&&(j=a,n(e[0],e[1]))}return this},remove:function(){if(c){var b=arguments,d=0,e=b.length;for(;d<e;d++)for(var f=0;f<c.length;f++)if(b[d]===c[f]){i&&f<=k&&(k--,f<=l&&l--),c.splice(f--,1);if(a.unique)break}}return this},has:function(a){if(c){var b=0,d=c.length;for(;b<d;b++)if(a===c[b])return!0}return!1},empty:function(){c=[];return this},disable:function(){c=d=e=b;return this},disabled:function(){return!c},lock:function(){d=b,(!e||e===!0)&&o.disable();return this},locked:function(){return!d},fireWith:function(b,c){d&&(i?a.once||d.push([b,c]):(!a.once||!e)&&n(b,c));return this},fire:function(){o.fireWith(this,arguments);return this},fired:function(){return!!e}};return o};var i=[].slice;f.extend({Deferred:function(a){var b=f.Callbacks("once memory"),c=f.Callbacks("once memory"),d=f.Callbacks("memory"),e="pending",g={resolve:b,reject:c,notify:d},h={done:b.add,fail:c.add,progress:d.add,state:function(){return e},isResolved:b.fired,isRejected:c.fired,then:function(a,b,c){i.done(a).fail(b).progress(c);return this},always:function(){i.done.apply(i,arguments).fail.apply(i,arguments);return this},pipe:function(a,b,c){return f.Deferred(function(d){f.each({done:[a,"resolve"],fail:[b,"reject"],progress:[c,"notify"]},function(a,b){var c=b[0],e=b[1],g;f.isFunction(c)?i[a](function(){g=c.apply(this,arguments),g&&f.isFunction(g.promise)?g.promise().then(d.resolve,d.reject,d.notify):d[e+"With"](this===i?d:this,[g])}):i[a](d[e])})}).promise()},promise:function(a){if(a==null)a=h;else for(var b in h)a[b]=h[b];return a}},i=h.promise({}),j;for(j in g)i[j]=g[j].fire,i[j+"With"]=g[j].fireWith;i.done(function(){e="resolved"},c.disable,d.lock).fail(function(){e="rejected"},b.disable,d.lock),a&&a.call(i,i);return i},when:function(a){function m(a){return function(b){e[a]=arguments.length>1?i.call(arguments,0):b,j.notifyWith(k,e)}}function l(a){return function(c){b[a]=arguments.length>1?i.call(arguments,0):c,--g||j.resolveWith(j,b)}}var b=i.call(arguments,0),c=0,d=b.length,e=Array(d),g=d,h=d,j=d<=1&&a&&f.isFunction(a.promise)?a:f.Deferred(),k=j.promise();if(d>1){for(;c<d;c++)b[c]&&b[c].promise&&f.isFunction(b[c].promise)?b[c].promise().then(l(c),j.reject,m(c)):--g;g||j.resolveWith(j,b)}else j!==a&&j.resolveWith(j,d?[a]:[]);return k}}),f.support=function(){var b,d,e,g,h,i,j,k,l,m,n,o,p,q=c.createElement("div"),r=c.documentElement;q.setAttribute("className","t"),q.innerHTML="   <link/><table></table><a href='/a' style='top:1px;float:left;opacity:.55;'>a</a><input type='checkbox'/>",d=q.getElementsByTagName("*"),e=q.getElementsByTagName("a")[0];if(!d||!d.length||!e)return{};g=c.createElement("select"),h=g.appendChild(c.createElement("option")),i=q.getElementsByTagName("input")[0],b={leadingWhitespace:q.firstChild.nodeType===3,tbody:!q.getElementsByTagName("tbody").length,htmlSerialize:!!q.getElementsByTagName("link").length,style:/top/.test(e.getAttribute("style")),hrefNormalized:e.getAttribute("href")==="/a",opacity:/^0.55/.test(e.style.opacity),cssFloat:!!e.style.cssFloat,checkOn:i.value==="on",optSelected:h.selected,getSetAttribute:q.className!=="t",enctype:!!c.createElement("form").enctype,html5Clone:c.createElement("nav").cloneNode(!0).outerHTML!=="<:nav></:nav>",submitBubbles:!0,changeBubbles:!0,focusinBubbles:!1,deleteExpando:!0,noCloneEvent:!0,inlineBlockNeedsLayout:!1,shrinkWrapBlocks:!1,reliableMarginRight:!0},i.checked=!0,b.noCloneChecked=i.cloneNode(!0).checked,g.disabled=!0,b.optDisabled=!h.disabled;try{delete q.test}catch(s){b.deleteExpando=!1}!q.addEventListener&&q.attachEvent&&q.fireEvent&&(q.attachEvent("onclick",function(){b.noCloneEvent=!1}),q.cloneNode(!0).fireEvent("onclick")),i=c.createElement("input"),i.value="t",i.setAttribute("type","radio"),b.radioValue=i.value==="t",i.setAttribute("checked","checked"),q.appendChild(i),k=c.createDocumentFragment(),k.appendChild(q.lastChild),b.checkClone=k.cloneNode(!0).cloneNode(!0).lastChild.checked,b.appendChecked=i.checked,k.removeChild(i),k.appendChild(q),q.innerHTML="",a.getComputedStyle&&(j=c.createElement("div"),j.style.width="0",j.style.marginRight="0",q.style.width="2px",q.appendChild(j),b.reliableMarginRight=(parseInt((a.getComputedStyle(j,null)||{marginRight:0}).marginRight,10)||0)===0);if(q.attachEvent)for(o in{submit:1,change:1,focusin:1})n="on"+o,p=n in q,p||(q.setAttribute(n,"return;"),p=typeof q[n]=="function"),b[o+"Bubbles"]=p;k.removeChild(q),k=g=h=j=q=i=null,f(function(){var a,d,e,g,h,i,j,k,m,n,o,r=c.getElementsByTagName("body")[0];!r||(j=1,k="position:absolute;top:0;left:0;width:1px;height:1px;margin:0;",m="visibility:hidden;border:0;",n="style='"+k+"border:5px solid #000;padding:0;'",o="<div "+n+"><div></div></div>"+"<table "+n+" cellpadding='0' cellspacing='0'>"+"<tr><td></td></tr></table>",a=c.createElement("div"),a.style.cssText=m+"width:0;height:0;position:static;top:0;margin-top:"+j+"px",r.insertBefore(a,r.firstChild),q=c.createElement("div"),a.appendChild(q),q.innerHTML="<table><tr><td style='padding:0;border:0;display:none'></td><td>t</td></tr></table>",l=q.getElementsByTagName("td"),p=l[0].offsetHeight===0,l[0].style.display="",l[1].style.display="none",b.reliableHiddenOffsets=p&&l[0].offsetHeight===0,q.innerHTML="",q.style.width=q.style.paddingLeft="1px",f.boxModel=b.boxModel=q.offsetWidth===2,typeof q.style.zoom!="undefined"&&(q.style.display="inline",q.style.zoom=1,b.inlineBlockNeedsLayout=q.offsetWidth===2,q.style.display="",q.innerHTML="<div style='width:4px;'></div>",b.shrinkWrapBlocks=q.offsetWidth!==2),q.style.cssText=k+m,q.innerHTML=o,d=q.firstChild,e=d.firstChild,h=d.nextSibling.firstChild.firstChild,i={doesNotAddBorder:e.offsetTop!==5,doesAddBorderForTableAndCells:h.offsetTop===5},e.style.position="fixed",e.style.top="20px",i.fixedPosition=e.offsetTop===20||e.offsetTop===15,e.style.position=e.style.top="",d.style.overflow="hidden",d.style.position="relative",i.subtractsBorderForOverflowNotVisible=e.offsetTop===-5,i.doesNotIncludeMarginInBodyOffset=r.offsetTop!==j,r.removeChild(a),q=a=null,f.extend(b,i))});return b}();var j=/^(?:\{.*\}|\[.*\])$/,k=/([A-Z])/g;f.extend({cache:{},uuid:0,expando:"jQuery"+(f.fn.jquery+Math.random()).replace(/\D/g,""),noData:{embed:!0,object:"clsid:D27CDB6E-AE6D-11cf-96B8-444553540000",applet:!0},hasData:function(a){a=a.nodeType?f.cache[a[f.expando]]:a[f.expando];return!!a&&!m(a)},data:function(a,c,d,e){if(!!f.acceptData(a)){var g,h,i,j=f.expando,k=typeof c=="string",l=a.nodeType,m=l?f.cache:a,n=l?a[j]:a[j]&&j,o=c==="events";if((!n||!m[n]||!o&&!e&&!m[n].data)&&k&&d===b)return;n||(l?a[j]=n=++f.uuid:n=j),m[n]||(m[n]={},l||(m[n].toJSON=f.noop));if(typeof c=="object"||typeof c=="function")e?m[n]=f.extend(m[n],c):m[n].data=f.extend(m[n].data,c);g=h=m[n],e||(h.data||(h.data={}),h=h.data),d!==b&&(h[f.camelCase(c)]=d);if(o&&!h[c])return g.events;k?(i=h[c],i==null&&(i=h[f.camelCase(c)])):i=h;return i}},removeData:function(a,b,c){if(!!f.acceptData(a)){var d,e,g,h=f.expando,i=a.nodeType,j=i?f.cache:a,k=i?a[h]:h;if(!j[k])return;if(b){d=c?j[k]:j[k].data;if(d){f.isArray(b)||(b in d?b=[b]:(b=f.camelCase(b),b in d?b=[b]:b=b.split(" ")));for(e=0,g=b.length;e<g;e++)delete d[b[e]];if(!(c?m:f.isEmptyObject)(d))return}}if(!c){delete j[k].data;if(!m(j[k]))return}f.support.deleteExpando||!j.setInterval?delete j[k]:j[k]=null,i&&(f.support.deleteExpando?delete a[h]:a.removeAttribute?a.removeAttribute(h):a[h]=null)}},_data:function(a,b,c){return f.data(a,b,c,!0)},acceptData:function(a){if(a.nodeName){var b=f.noData[a.nodeName.toLowerCase()];if(b)return b!==!0&&a.getAttribute("classid")===b}return!0}}),f.fn.extend({data:function(a,c){var d,e,g,h=null;if(typeof a=="undefined"){if(this.length){h=f.data(this[0]);if(this[0].nodeType===1&&!f._data(this[0],"parsedAttrs")){e=this[0].attributes;for(var i=0,j=e.length;i<j;i++)g=e[i].name,g.indexOf("data-")===0&&(g=f.camelCase(g.substring(5)),l(this[0],g,h[g]));f._data(this[0],"parsedAttrs",!0)}}return h}if(typeof a=="object")return this.each(function(){f.data(this,a)});d=a.split("."),d[1]=d[1]?"."+d[1]:"";if(c===b){h=this.triggerHandler("getData"+d[1]+"!",[d[0]]),h===b&&this.length&&(h=f.data(this[0],a),h=l(this[0],a,h));return h===b&&d[1]?this.data(d[0]):h}return this.each(function(){var b=f(this),e=[d[0],c];b.triggerHandler("setData"+d[1]+"!",e),f.data(this,a,c),b.triggerHandler("changeData"+d[1]+"!",e)})},removeData:function(a){return this.each(function(){f.removeData(this,a)})}}),f.extend({_mark:function(a,b){a&&(b=(b||"fx")+"mark",f._data(a,b,(f._data(a,b)||0)+1))},_unmark:function(a,b,c){a!==!0&&(c=b,b=a,a=!1);if(b){c=c||"fx";var d=c+"mark",e=a?0:(f._data(b,d)||1)-1;e?f._data(b,d,e):(f.removeData(b,d,!0),n(b,c,"mark"))}},queue:function(a,b,c){var d;if(a){b=(b||"fx")+"queue",d=f._data(a,b),c&&(!d||f.isArray(c)?d=f._data(a,b,f.makeArray(c)):d.push(c));return d||[]}},dequeue:function(a,b){b=b||"fx";var c=f.queue(a,b),d=c.shift(),e={};d==="inprogress"&&(d=c.shift()),d&&(b==="fx"&&c.unshift("inprogress"),f._data(a,b+".run",e),d.call(a,function(){f.dequeue(a,b)},e)),c.length||(f.removeData(a,b+"queue "+b+".run",!0),n(a,b,"queue"))}}),f.fn.extend({queue:function(a,c){typeof a!="string"&&(c=a,a="fx");if(c===b)return f.queue(this[0],a);return this.each(function(){var b=f.queue(this,a,c);a==="fx"&&b[0]!=="inprogress"&&f.dequeue(this,a)})},dequeue:function(a){return this.each(function(){f.dequeue(this,a)})},delay:function(a,b){a=f.fx?f.fx.speeds[a]||a:a,b=b||"fx";return this.queue(b,function(b,c){var d=setTimeout(b,a);c.stop=function(){clearTimeout(d)}})},clearQueue:function(a){return this.queue(a||"fx",[])},promise:function(a,c){function m(){--h||d.resolveWith(e,[e])}typeof a!="string"&&(c=a,a=b),a=a||"fx";var d=f.Deferred(),e=this,g=e.length,h=1,i=a+"defer",j=a+"queue",k=a+"mark",l;while(g--)if(l=f.data(e[g],i,b,!0)||(f.data(e[g],j,b,!0)||f.data(e[g],k,b,!0))&&f.data(e[g],i,f.Callbacks("once memory"),!0))h++,l.add(m);m();return d.promise()}});var o=/[\n\t\r]/g,p=/\s+/,q=/\r/g,r=/^(?:button|input)$/i,s=/^(?:button|input|object|select|textarea)$/i,t=/^a(?:rea)?$/i,u=/^(?:autofocus|autoplay|async|checked|controls|defer|disabled|hidden|loop|multiple|open|readonly|required|scoped|selected)$/i,v=f.support.getSetAttribute,w,x,y;f.fn.extend({attr:function(a,b){return f.access(this,a,b,!0,f.attr)},removeAttr:function(a){return this.each(function(){f.removeAttr(this,a)})},prop:function(a,b){return f.access(this,a,b,!0,f.prop)},removeProp:function(a){a=f.propFix[a]||a;return this.each(function(){try{this[a]=b,delete this[a]}catch(c){}})},addClass:function(a){var b,c,d,e,g,h,i;if(f.isFunction(a))return this.each(function(b){f(this).addClass(a.call(this,b,this.className))});if(a&&typeof a=="string"){b=a.split(p);for(c=0,d=this.length;c<d;c++){e=this[c];if(e.nodeType===1)if(!e.className&&b.length===1)e.className=a;else{g=" "+e.className+" ";for(h=0,i=b.length;h<i;h++)~g.indexOf(" "+b[h]+" ")||(g+=b[h]+" ");e.className=f.trim(g)}}}return this},removeClass:function(a){var c,d,e,g,h,i,j;if(f.isFunction(a))return this.each(function(b){f(this).removeClass(a.call(this,b,this.className))});if(a&&typeof a=="string"||a===b){c=(a||"").split(p);for(d=0,e=this.length;d<e;d++){g=this[d];if(g.nodeType===1&&g.className)if(a){h=(" "+g.className+" ").replace(o," ");for(i=0,j=c.length;i<j;i++)h=h.replace(" "+c[i]+" "," ");g.className=f.trim(h)}else g.className=""}}return this},toggleClass:function(a,b){var c=typeof a,d=typeof b=="boolean";if(f.isFunction(a))return this.each(function(c){f(this).toggleClass(a.call(this,c,this.className,b),b)});return this.each(function(){if(c==="string"){var e,g=0,h=f(this),i=b,j=a.split(p);while(e=j[g++])i=d?i:!h.hasClass(e),h[i?"addClass":"removeClass"](e)}else if(c==="undefined"||c==="boolean")this.className&&f._data(this,"__className__",this.className),this.className=this.className||a===!1?"":f._data(this,"__className__")||""})},hasClass:function(a){var b=" "+a+" ",c=0,d=this.length;for(;c<d;c++)if(this[c].nodeType===1&&(" "+this[c].className+" ").replace(o," ").indexOf(b)>-1)return!0;return!1},val:function(a){var c,d,e,g=this[0];{if(!!arguments.length){e=f.isFunction(a);return this.each(function(d){var g=f(this),h;if(this.nodeType===1){e?h=a.call(this,d,g.val()):h=a,h==null?h="":typeof h=="number"?h+="":f.isArray(h)&&(h=f.map(h,function(a){return a==null?"":a+""})),c=f.valHooks[this.nodeName.toLowerCase()]||f.valHooks[this.type];if(!c||!("set"in c)||c.set(this,h,"value")===b)this.value=h}})}if(g){c=f.valHooks[g.nodeName.toLowerCase()]||f.valHooks[g.type];if(c&&"get"in c&&(d=c.get(g,"value"))!==b)return d;d=g.value;return typeof d=="string"?d.replace(q,""):d==null?"":d}}}}),f.extend({valHooks:{option:{get:function(a){var b=a.attributes.value;return!b||b.specified?a.value:a.text}},select:{get:function(a){var b,c,d,e,g=a.selectedIndex,h=[],i=a.options,j=a.type==="select-one";if(g<0)return null;c=j?g:0,d=j?g+1:i.length;for(;c<d;c++){e=i[c];if(e.selected&&(f.support.optDisabled?!e.disabled:e.getAttribute("disabled")===null)&&(!e.parentNode.disabled||!f.nodeName(e.parentNode,"optgroup"))){b=f(e).val();if(j)return b;h.push(b)}}if(j&&!h.length&&i.length)return f(i[g]).val();return h},set:function(a,b){var c=f.makeArray(b);f(a).find("option").each(function(){this.selected=f.inArray(f(this).val(),c)>=0}),c.length||(a.selectedIndex=-1);return c}}},attrFn:{val:!0,css:!0,html:!0,text:!0,data:!0,width:!0,height:!0,offset:!0},attr:function(a,c,d,e){var g,h,i,j=a.nodeType;if(!!a&&j!==3&&j!==8&&j!==2){if(e&&c in f.attrFn)return f(a)[c](d);if(typeof a.getAttribute=="undefined")return f.prop(a,c,d);i=j!==1||!f.isXMLDoc(a),i&&(c=c.toLowerCase(),h=f.attrHooks[c]||(u.test(c)?x:w));if(d!==b){if(d===null){f.removeAttr(a,c);return}if(h&&"set"in h&&i&&(g=h.set(a,d,c))!==b)return g;a.setAttribute(c,""+d);return d}if(h&&"get"in h&&i&&(g=h.get(a,c))!==null)return g;g=a.getAttribute(c);return g===null?b:g}},removeAttr:function(a,b){var c,d,e,g,h=0;if(b&&a.nodeType===1){d=b.toLowerCase().split(p),g=d.length;for(;h<g;h++)e=d[h],e&&(c=f.propFix[e]||e,f.attr(a,e,""),a.removeAttribute(v?e:c),u.test(e)&&c in a&&(a[c]=!1))}},attrHooks:{type:{set:function(a,b){if(r.test(a.nodeName)&&a.parentNode)f.error("type property can't be changed");else if(!f.support.radioValue&&b==="radio"&&f.nodeName(a,"input")){var c=a.value;a.setAttribute("type",b),c&&(a.value=c);return b}}},value:{get:function(a,b){if(w&&f.nodeName(a,"button"))return w.get(a,b);return b in a?a.value:null},set:function(a,b,c){if(w&&f.nodeName(a,"button"))return w.set(a,b,c);a.value=b}}},propFix:{tabindex:"tabIndex",readonly:"readOnly","for":"htmlFor","class":"className",maxlength:"maxLength",cellspacing:"cellSpacing",cellpadding:"cellPadding",rowspan:"rowSpan",colspan:"colSpan",usemap:"useMap",frameborder:"frameBorder",contenteditable:"contentEditable"},prop:function(a,c,d){var e,g,h,i=a.nodeType;if(!!a&&i!==3&&i!==8&&i!==2){h=i!==1||!f.isXMLDoc(a),h&&(c=f.propFix[c]||c,g=f.propHooks[c]);return d!==b?g&&"set"in g&&(e=g.set(a,d,c))!==b?e:a[c]=d:g&&"get"in g&&(e=g.get(a,c))!==null?e:a[c]}},propHooks:{tabIndex:{get:function(a){var c=a.getAttributeNode("tabindex");return c&&c.specified?parseInt(c.value,10):s.test(a.nodeName)||t.test(a.nodeName)&&a.href?0:b}}}}),f.attrHooks.tabindex=f.propHooks.tabIndex,x={get:function(a,c){var d,e=f.prop(a,c);return e===!0||typeof e!="boolean"&&(d=a.getAttributeNode(c))&&d.nodeValue!==!1?c.toLowerCase():b},set:function(a,b,c){var d;b===!1?f.removeAttr(a,c):(d=f.propFix[c]||c,d in a&&(a[d]=!0),a.setAttribute(c,c.toLowerCase()));return c}},v||(y={name:!0,id:!0},w=f.valHooks.button={get:function(a,c){var d;d=a.getAttributeNode(c);return d&&(y[c]?d.nodeValue!=="":d.specified)?d.nodeValue:b},set:function(a,b,d){var e=a.getAttributeNode(d);e||(e=c.createAttribute(d),a.setAttributeNode(e));return e.nodeValue=b+""}},f.attrHooks.tabindex.set=w.set,f.each(["width","height"],function(a,b){f.attrHooks[b]=f.extend(f.attrHooks[b],{set:function(a,c){if(c===""){a.setAttribute(b,"auto");return c}}})}),f.attrHooks.contenteditable={get:w.get,set:function(a,b,c){b===""&&(b="false"),w.set(a,b,c)}}),f.support.hrefNormalized||f.each(["href","src","width","height"],function(a,c){f.attrHooks[c]=f.extend(f.attrHooks[c],{get:function(a){var d=a.getAttribute(c,2);return d===null?b:d}})}),f.support.style||(f.attrHooks.style={get:function(a){return a.style.cssText.toLowerCase()||b},set:function(a,b){return a.style.cssText=""+b}}),f.support.optSelected||(f.propHooks.selected=f.extend(f.propHooks.selected,{get:function(a){var b=a.parentNode;b&&(b.selectedIndex,b.parentNode&&b.parentNode.selectedIndex);return null}})),f.support.enctype||(f.propFix.enctype="encoding"),f.support.checkOn||f.each(["radio","checkbox"],function(){f.valHooks[this]={get:function(a){return a.getAttribute("value")===null?"on":a.value}}}),f.each(["radio","checkbox"],function(){f.valHooks[this]=f.extend(f.valHooks[this],{set:function(a,b){if(f.isArray(b))return a.checked=f.inArray(f(a).val(),b)>=0}})});var z=/^(?:textarea|input|select)$/i,A=/^([^\.]*)?(?:\.(.+))?$/,B=/\bhover(\.\S+)?\b/,C=/^key/,D=/^(?:mouse|contextmenu)|click/,E=/^(?:focusinfocus|focusoutblur)$/,F=/^(\w*)(?:#([\w\-]+))?(?:\.([\w\-]+))?$/,G=function(a){var b=F.exec(a);b&&(b[1]=(b[1]||"").toLowerCase(),b[3]=b[3]&&new RegExp("(?:^|\\s)"+b[3]+"(?:\\s|$)"));return b},H=function(a,b){var c=a.attributes||{};return(!b[1]||a.nodeName.toLowerCase()===b[1])&&(!b[2]||(c.id||{}).value===b[2])&&(!b[3]||b[3].test((c["class"]||{}).value))},I=function(a){return f.event.special.hover?a:a.replace(B,"mouseenter$1 mouseleave$1")};
f.event={add:function(a,c,d,e,g){var h,i,j,k,l,m,n,o,p,q,r,s;if(!(a.nodeType===3||a.nodeType===8||!c||!d||!(h=f._data(a)))){d.handler&&(p=d,d=p.handler),d.guid||(d.guid=f.guid++),j=h.events,j||(h.events=j={}),i=h.handle,i||(h.handle=i=function(a){return typeof f!="undefined"&&(!a||f.event.triggered!==a.type)?f.event.dispatch.apply(i.elem,arguments):b},i.elem=a),c=f.trim(I(c)).split(" ");for(k=0;k<c.length;k++){l=A.exec(c[k])||[],m=l[1],n=(l[2]||"").split(".").sort(),s=f.event.special[m]||{},m=(g?s.delegateType:s.bindType)||m,s=f.event.special[m]||{},o=f.extend({type:m,origType:l[1],data:e,handler:d,guid:d.guid,selector:g,quick:G(g),namespace:n.join(".")},p),r=j[m];if(!r){r=j[m]=[],r.delegateCount=0;if(!s.setup||s.setup.call(a,e,n,i)===!1)a.addEventListener?a.addEventListener(m,i,!1):a.attachEvent&&a.attachEvent("on"+m,i)}s.add&&(s.add.call(a,o),o.handler.guid||(o.handler.guid=d.guid)),g?r.splice(r.delegateCount++,0,o):r.push(o),f.event.global[m]=!0}a=null}},global:{},remove:function(a,b,c,d,e){var g=f.hasData(a)&&f._data(a),h,i,j,k,l,m,n,o,p,q,r,s;if(!!g&&!!(o=g.events)){b=f.trim(I(b||"")).split(" ");for(h=0;h<b.length;h++){i=A.exec(b[h])||[],j=k=i[1],l=i[2];if(!j){for(j in o)f.event.remove(a,j+b[h],c,d,!0);continue}p=f.event.special[j]||{},j=(d?p.delegateType:p.bindType)||j,r=o[j]||[],m=r.length,l=l?new RegExp("(^|\\.)"+l.split(".").sort().join("\\.(?:.*\\.)?")+"(\\.|$)"):null;for(n=0;n<r.length;n++)s=r[n],(e||k===s.origType)&&(!c||c.guid===s.guid)&&(!l||l.test(s.namespace))&&(!d||d===s.selector||d==="**"&&s.selector)&&(r.splice(n--,1),s.selector&&r.delegateCount--,p.remove&&p.remove.call(a,s));r.length===0&&m!==r.length&&((!p.teardown||p.teardown.call(a,l)===!1)&&f.removeEvent(a,j,g.handle),delete o[j])}f.isEmptyObject(o)&&(q=g.handle,q&&(q.elem=null),f.removeData(a,["events","handle"],!0))}},customEvent:{getData:!0,setData:!0,changeData:!0},trigger:function(c,d,e,g){if(!e||e.nodeType!==3&&e.nodeType!==8){var h=c.type||c,i=[],j,k,l,m,n,o,p,q,r,s;if(E.test(h+f.event.triggered))return;h.indexOf("!")>=0&&(h=h.slice(0,-1),k=!0),h.indexOf(".")>=0&&(i=h.split("."),h=i.shift(),i.sort());if((!e||f.event.customEvent[h])&&!f.event.global[h])return;c=typeof c=="object"?c[f.expando]?c:new f.Event(h,c):new f.Event(h),c.type=h,c.isTrigger=!0,c.exclusive=k,c.namespace=i.join("."),c.namespace_re=c.namespace?new RegExp("(^|\\.)"+i.join("\\.(?:.*\\.)?")+"(\\.|$)"):null,o=h.indexOf(":")<0?"on"+h:"";if(!e){j=f.cache;for(l in j)j[l].events&&j[l].events[h]&&f.event.trigger(c,d,j[l].handle.elem,!0);return}c.result=b,c.target||(c.target=e),d=d!=null?f.makeArray(d):[],d.unshift(c),p=f.event.special[h]||{};if(p.trigger&&p.trigger.apply(e,d)===!1)return;r=[[e,p.bindType||h]];if(!g&&!p.noBubble&&!f.isWindow(e)){s=p.delegateType||h,m=E.test(s+h)?e:e.parentNode,n=null;for(;m;m=m.parentNode)r.push([m,s]),n=m;n&&n===e.ownerDocument&&r.push([n.defaultView||n.parentWindow||a,s])}for(l=0;l<r.length&&!c.isPropagationStopped();l++)m=r[l][0],c.type=r[l][1],q=(f._data(m,"events")||{})[c.type]&&f._data(m,"handle"),q&&q.apply(m,d),q=o&&m[o],q&&f.acceptData(m)&&q.apply(m,d)===!1&&c.preventDefault();c.type=h,!g&&!c.isDefaultPrevented()&&(!p._default||p._default.apply(e.ownerDocument,d)===!1)&&(h!=="click"||!f.nodeName(e,"a"))&&f.acceptData(e)&&o&&e[h]&&(h!=="focus"&&h!=="blur"||c.target.offsetWidth!==0)&&!f.isWindow(e)&&(n=e[o],n&&(e[o]=null),f.event.triggered=h,e[h](),f.event.triggered=b,n&&(e[o]=n));return c.result}},dispatch:function(c){c=f.event.fix(c||a.event);var d=(f._data(this,"events")||{})[c.type]||[],e=d.delegateCount,g=[].slice.call(arguments,0),h=!c.exclusive&&!c.namespace,i=[],j,k,l,m,n,o,p,q,r,s,t;g[0]=c,c.delegateTarget=this;if(e&&!c.target.disabled&&(!c.button||c.type!=="click")){m=f(this),m.context=this.ownerDocument||this;for(l=c.target;l!=this;l=l.parentNode||this){o={},q=[],m[0]=l;for(j=0;j<e;j++)r=d[j],s=r.selector,o[s]===b&&(o[s]=r.quick?H(l,r.quick):m.is(s)),o[s]&&q.push(r);q.length&&i.push({elem:l,matches:q})}}d.length>e&&i.push({elem:this,matches:d.slice(e)});for(j=0;j<i.length&&!c.isPropagationStopped();j++){p=i[j],c.currentTarget=p.elem;for(k=0;k<p.matches.length&&!c.isImmediatePropagationStopped();k++){r=p.matches[k];if(h||!c.namespace&&!r.namespace||c.namespace_re&&c.namespace_re.test(r.namespace))c.data=r.data,c.handleObj=r,n=((f.event.special[r.origType]||{}).handle||r.handler).apply(p.elem,g),n!==b&&(c.result=n,n===!1&&(c.preventDefault(),c.stopPropagation()))}}return c.result},props:"attrChange attrName relatedNode srcElement altKey bubbles cancelable ctrlKey currentTarget eventPhase metaKey relatedTarget shiftKey target timeStamp view which".split(" "),fixHooks:{},keyHooks:{props:"char charCode key keyCode".split(" "),filter:function(a,b){a.which==null&&(a.which=b.charCode!=null?b.charCode:b.keyCode);return a}},mouseHooks:{props:"button buttons clientX clientY fromElement offsetX offsetY pageX pageY screenX screenY toElement".split(" "),filter:function(a,d){var e,f,g,h=d.button,i=d.fromElement;a.pageX==null&&d.clientX!=null&&(e=a.target.ownerDocument||c,f=e.documentElement,g=e.body,a.pageX=d.clientX+(f&&f.scrollLeft||g&&g.scrollLeft||0)-(f&&f.clientLeft||g&&g.clientLeft||0),a.pageY=d.clientY+(f&&f.scrollTop||g&&g.scrollTop||0)-(f&&f.clientTop||g&&g.clientTop||0)),!a.relatedTarget&&i&&(a.relatedTarget=i===a.target?d.toElement:i),!a.which&&h!==b&&(a.which=h&1?1:h&2?3:h&4?2:0);return a}},fix:function(a){if(a[f.expando])return a;var d,e,g=a,h=f.event.fixHooks[a.type]||{},i=h.props?this.props.concat(h.props):this.props;a=f.Event(g);for(d=i.length;d;)e=i[--d],a[e]=g[e];a.target||(a.target=g.srcElement||c),a.target.nodeType===3&&(a.target=a.target.parentNode),a.metaKey===b&&(a.metaKey=a.ctrlKey);return h.filter?h.filter(a,g):a},special:{ready:{setup:f.bindReady},load:{noBubble:!0},focus:{delegateType:"focusin"},blur:{delegateType:"focusout"},beforeunload:{setup:function(a,b,c){f.isWindow(this)&&(this.onbeforeunload=c)},teardown:function(a,b){this.onbeforeunload===b&&(this.onbeforeunload=null)}}},simulate:function(a,b,c,d){var e=f.extend(new f.Event,c,{type:a,isSimulated:!0,originalEvent:{}});d?f.event.trigger(e,null,b):f.event.dispatch.call(b,e),e.isDefaultPrevented()&&c.preventDefault()}},f.event.handle=f.event.dispatch,f.removeEvent=c.removeEventListener?function(a,b,c){a.removeEventListener&&a.removeEventListener(b,c,!1)}:function(a,b,c){a.detachEvent&&a.detachEvent("on"+b,c)},f.Event=function(a,b){if(!(this instanceof f.Event))return new f.Event(a,b);a&&a.type?(this.originalEvent=a,this.type=a.type,this.isDefaultPrevented=a.defaultPrevented||a.returnValue===!1||a.getPreventDefault&&a.getPreventDefault()?K:J):this.type=a,b&&f.extend(this,b),this.timeStamp=a&&a.timeStamp||f.now(),this[f.expando]=!0},f.Event.prototype={preventDefault:function(){this.isDefaultPrevented=K;var a=this.originalEvent;!a||(a.preventDefault?a.preventDefault():a.returnValue=!1)},stopPropagation:function(){this.isPropagationStopped=K;var a=this.originalEvent;!a||(a.stopPropagation&&a.stopPropagation(),a.cancelBubble=!0)},stopImmediatePropagation:function(){this.isImmediatePropagationStopped=K,this.stopPropagation()},isDefaultPrevented:J,isPropagationStopped:J,isImmediatePropagationStopped:J},f.each({mouseenter:"mouseover",mouseleave:"mouseout"},function(a,b){f.event.special[a]={delegateType:b,bindType:b,handle:function(a){var c=this,d=a.relatedTarget,e=a.handleObj,g=e.selector,h;if(!d||d!==c&&!f.contains(c,d))a.type=e.origType,h=e.handler.apply(this,arguments),a.type=b;return h}}}),f.support.submitBubbles||(f.event.special.submit={setup:function(){if(f.nodeName(this,"form"))return!1;f.event.add(this,"click._submit keypress._submit",function(a){var c=a.target,d=f.nodeName(c,"input")||f.nodeName(c,"button")?c.form:b;d&&!d._submit_attached&&(f.event.add(d,"submit._submit",function(a){this.parentNode&&!a.isTrigger&&f.event.simulate("submit",this.parentNode,a,!0)}),d._submit_attached=!0)})},teardown:function(){if(f.nodeName(this,"form"))return!1;f.event.remove(this,"._submit")}}),f.support.changeBubbles||(f.event.special.change={setup:function(){if(z.test(this.nodeName)){if(this.type==="checkbox"||this.type==="radio")f.event.add(this,"propertychange._change",function(a){a.originalEvent.propertyName==="checked"&&(this._just_changed=!0)}),f.event.add(this,"click._change",function(a){this._just_changed&&!a.isTrigger&&(this._just_changed=!1,f.event.simulate("change",this,a,!0))});return!1}f.event.add(this,"beforeactivate._change",function(a){var b=a.target;z.test(b.nodeName)&&!b._change_attached&&(f.event.add(b,"change._change",function(a){this.parentNode&&!a.isSimulated&&!a.isTrigger&&f.event.simulate("change",this.parentNode,a,!0)}),b._change_attached=!0)})},handle:function(a){var b=a.target;if(this!==b||a.isSimulated||a.isTrigger||b.type!=="radio"&&b.type!=="checkbox")return a.handleObj.handler.apply(this,arguments)},teardown:function(){f.event.remove(this,"._change");return z.test(this.nodeName)}}),f.support.focusinBubbles||f.each({focus:"focusin",blur:"focusout"},function(a,b){var d=0,e=function(a){f.event.simulate(b,a.target,f.event.fix(a),!0)};f.event.special[b]={setup:function(){d++===0&&c.addEventListener(a,e,!0)},teardown:function(){--d===0&&c.removeEventListener(a,e,!0)}}}),f.fn.extend({on:function(a,c,d,e,g){var h,i;if(typeof a=="object"){typeof c!="string"&&(d=c,c=b);for(i in a)this.on(i,c,d,a[i],g);return this}d==null&&e==null?(e=c,d=c=b):e==null&&(typeof c=="string"?(e=d,d=b):(e=d,d=c,c=b));if(e===!1)e=J;else if(!e)return this;g===1&&(h=e,e=function(a){f().off(a);return h.apply(this,arguments)},e.guid=h.guid||(h.guid=f.guid++));return this.each(function(){f.event.add(this,a,e,d,c)})},one:function(a,b,c,d){return this.on.call(this,a,b,c,d,1)},off:function(a,c,d){if(a&&a.preventDefault&&a.handleObj){var e=a.handleObj;f(a.delegateTarget).off(e.namespace?e.type+"."+e.namespace:e.type,e.selector,e.handler);return this}if(typeof a=="object"){for(var g in a)this.off(g,c,a[g]);return this}if(c===!1||typeof c=="function")d=c,c=b;d===!1&&(d=J);return this.each(function(){f.event.remove(this,a,d,c)})},bind:function(a,b,c){return this.on(a,null,b,c)},unbind:function(a,b){return this.off(a,null,b)},live:function(a,b,c){f(this.context).on(a,this.selector,b,c);return this},die:function(a,b){f(this.context).off(a,this.selector||"**",b);return this},delegate:function(a,b,c,d){return this.on(b,a,c,d)},undelegate:function(a,b,c){return arguments.length==1?this.off(a,"**"):this.off(b,a,c)},trigger:function(a,b){return this.each(function(){f.event.trigger(a,b,this)})},triggerHandler:function(a,b){if(this[0])return f.event.trigger(a,b,this[0],!0)},toggle:function(a){var b=arguments,c=a.guid||f.guid++,d=0,e=function(c){var e=(f._data(this,"lastToggle"+a.guid)||0)%d;f._data(this,"lastToggle"+a.guid,e+1),c.preventDefault();return b[e].apply(this,arguments)||!1};e.guid=c;while(d<b.length)b[d++].guid=c;return this.click(e)},hover:function(a,b){return this.mouseenter(a).mouseleave(b||a)}}),f.each("blur focus focusin focusout load resize scroll unload click dblclick mousedown mouseup mousemove mouseover mouseout mouseenter mouseleave change select submit keydown keypress keyup error contextmenu".split(" "),function(a,b){f.fn[b]=function(a,c){c==null&&(c=a,a=null);return arguments.length>0?this.on(b,null,a,c):this.trigger(b)},f.attrFn&&(f.attrFn[b]=!0),C.test(b)&&(f.event.fixHooks[b]=f.event.keyHooks),D.test(b)&&(f.event.fixHooks[b]=f.event.mouseHooks)}),function(){function x(a,b,c,e,f,g){for(var h=0,i=e.length;h<i;h++){var j=e[h];if(j){var k=!1;j=j[a];while(j){if(j[d]===c){k=e[j.sizset];break}if(j.nodeType===1){g||(j[d]=c,j.sizset=h);if(typeof b!="string"){if(j===b){k=!0;break}}else if(m.filter(b,[j]).length>0){k=j;break}}j=j[a]}e[h]=k}}}function w(a,b,c,e,f,g){for(var h=0,i=e.length;h<i;h++){var j=e[h];if(j){var k=!1;j=j[a];while(j){if(j[d]===c){k=e[j.sizset];break}j.nodeType===1&&!g&&(j[d]=c,j.sizset=h);if(j.nodeName.toLowerCase()===b){k=j;break}j=j[a]}e[h]=k}}}var a=/((?:\((?:\([^()]+\)|[^()]+)+\)|\[(?:\[[^\[\]]*\]|['"][^'"]*['"]|[^\[\]'"]+)+\]|\\.|[^ >+~,(\[\\]+)+|[>+~])(\s*,\s*)?((?:.|\r|\n)*)/g,d="sizcache"+(Math.random()+"").replace(".",""),e=0,g=Object.prototype.toString,h=!1,i=!0,j=/\\/g,k=/\r\n/g,l=/\W/;[0,0].sort(function(){i=!1;return 0});var m=function(b,d,e,f){e=e||[],d=d||c;var h=d;if(d.nodeType!==1&&d.nodeType!==9)return[];if(!b||typeof b!="string")return e;var i,j,k,l,n,q,r,t,u=!0,v=m.isXML(d),w=[],x=b;do{a.exec(""),i=a.exec(x);if(i){x=i[3],w.push(i[1]);if(i[2]){l=i[3];break}}}while(i);if(w.length>1&&p.exec(b))if(w.length===2&&o.relative[w[0]])j=y(w[0]+w[1],d,f);else{j=o.relative[w[0]]?[d]:m(w.shift(),d);while(w.length)b=w.shift(),o.relative[b]&&(b+=w.shift()),j=y(b,j,f)}else{!f&&w.length>1&&d.nodeType===9&&!v&&o.match.ID.test(w[0])&&!o.match.ID.test(w[w.length-1])&&(n=m.find(w.shift(),d,v),d=n.expr?m.filter(n.expr,n.set)[0]:n.set[0]);if(d){n=f?{expr:w.pop(),set:s(f)}:m.find(w.pop(),w.length===1&&(w[0]==="~"||w[0]==="+")&&d.parentNode?d.parentNode:d,v),j=n.expr?m.filter(n.expr,n.set):n.set,w.length>0?k=s(j):u=!1;while(w.length)q=w.pop(),r=q,o.relative[q]?r=w.pop():q="",r==null&&(r=d),o.relative[q](k,r,v)}else k=w=[]}k||(k=j),k||m.error(q||b);if(g.call(k)==="[object Array]")if(!u)e.push.apply(e,k);else if(d&&d.nodeType===1)for(t=0;k[t]!=null;t++)k[t]&&(k[t]===!0||k[t].nodeType===1&&m.contains(d,k[t]))&&e.push(j[t]);else for(t=0;k[t]!=null;t++)k[t]&&k[t].nodeType===1&&e.push(j[t]);else s(k,e);l&&(m(l,h,e,f),m.uniqueSort(e));return e};m.uniqueSort=function(a){if(u){h=i,a.sort(u);if(h)for(var b=1;b<a.length;b++)a[b]===a[b-1]&&a.splice(b--,1)}return a},m.matches=function(a,b){return m(a,null,null,b)},m.matchesSelector=function(a,b){return m(b,null,null,[a]).length>0},m.find=function(a,b,c){var d,e,f,g,h,i;if(!a)return[];for(e=0,f=o.order.length;e<f;e++){h=o.order[e];if(g=o.leftMatch[h].exec(a)){i=g[1],g.splice(1,1);if(i.substr(i.length-1)!=="\\"){g[1]=(g[1]||"").replace(j,""),d=o.find[h](g,b,c);if(d!=null){a=a.replace(o.match[h],"");break}}}}d||(d=typeof b.getElementsByTagName!="undefined"?b.getElementsByTagName("*"):[]);return{set:d,expr:a}},m.filter=function(a,c,d,e){var f,g,h,i,j,k,l,n,p,q=a,r=[],s=c,t=c&&c[0]&&m.isXML(c[0]);while(a&&c.length){for(h in o.filter)if((f=o.leftMatch[h].exec(a))!=null&&f[2]){k=o.filter[h],l=f[1],g=!1,f.splice(1,1);if(l.substr(l.length-1)==="\\")continue;s===r&&(r=[]);if(o.preFilter[h]){f=o.preFilter[h](f,s,d,r,e,t);if(!f)g=i=!0;else if(f===!0)continue}if(f)for(n=0;(j=s[n])!=null;n++)j&&(i=k(j,f,n,s),p=e^i,d&&i!=null?p?g=!0:s[n]=!1:p&&(r.push(j),g=!0));if(i!==b){d||(s=r),a=a.replace(o.match[h],"");if(!g)return[];break}}if(a===q)if(g==null)m.error(a);else break;q=a}return s},m.error=function(a){throw new Error("Syntax error, unrecognized expression: "+a)};var n=m.getText=function(a){var b,c,d=a.nodeType,e="";if(d){if(d===1||d===9){if(typeof a.textContent=="string")return a.textContent;if(typeof a.innerText=="string")return a.innerText.replace(k,"");for(a=a.firstChild;a;a=a.nextSibling)e+=n(a)}else if(d===3||d===4)return a.nodeValue}else for(b=0;c=a[b];b++)c.nodeType!==8&&(e+=n(c));return e},o=m.selectors={order:["ID","NAME","TAG"],match:{ID:/#((?:[\w\u00c0-\uFFFF\-]|\\.)+)/,CLASS:/\.((?:[\w\u00c0-\uFFFF\-]|\\.)+)/,NAME:/\[name=['"]*((?:[\w\u00c0-\uFFFF\-]|\\.)+)['"]*\]/,ATTR:/\[\s*((?:[\w\u00c0-\uFFFF\-]|\\.)+)\s*(?:(\S?=)\s*(?:(['"])(.*?)\3|(#?(?:[\w\u00c0-\uFFFF\-]|\\.)*)|)|)\s*\]/,TAG:/^((?:[\w\u00c0-\uFFFF\*\-]|\\.)+)/,CHILD:/:(only|nth|last|first)-child(?:\(\s*(even|odd|(?:[+\-]?\d+|(?:[+\-]?\d*)?n\s*(?:[+\-]\s*\d+)?))\s*\))?/,POS:/:(nth|eq|gt|lt|first|last|even|odd)(?:\((\d*)\))?(?=[^\-]|$)/,PSEUDO:/:((?:[\w\u00c0-\uFFFF\-]|\\.)+)(?:\((['"]?)((?:\([^\)]+\)|[^\(\)]*)+)\2\))?/},leftMatch:{},attrMap:{"class":"className","for":"htmlFor"},attrHandle:{href:function(a){return a.getAttribute("href")},type:function(a){return a.getAttribute("type")}},relative:{"+":function(a,b){var c=typeof b=="string",d=c&&!l.test(b),e=c&&!d;d&&(b=b.toLowerCase());for(var f=0,g=a.length,h;f<g;f++)if(h=a[f]){while((h=h.previousSibling)&&h.nodeType!==1);a[f]=e||h&&h.nodeName.toLowerCase()===b?h||!1:h===b}e&&m.filter(b,a,!0)},">":function(a,b){var c,d=typeof b=="string",e=0,f=a.length;if(d&&!l.test(b)){b=b.toLowerCase();for(;e<f;e++){c=a[e];if(c){var g=c.parentNode;a[e]=g.nodeName.toLowerCase()===b?g:!1}}}else{for(;e<f;e++)c=a[e],c&&(a[e]=d?c.parentNode:c.parentNode===b);d&&m.filter(b,a,!0)}},"":function(a,b,c){var d,f=e++,g=x;typeof b=="string"&&!l.test(b)&&(b=b.toLowerCase(),d=b,g=w),g("parentNode",b,f,a,d,c)},"~":function(a,b,c){var d,f=e++,g=x;typeof b=="string"&&!l.test(b)&&(b=b.toLowerCase(),d=b,g=w),g("previousSibling",b,f,a,d,c)}},find:{ID:function(a,b,c){if(typeof b.getElementById!="undefined"&&!c){var d=b.getElementById(a[1]);return d&&d.parentNode?[d]:[]}},NAME:function(a,b){if(typeof b.getElementsByName!="undefined"){var c=[],d=b.getElementsByName(a[1]);for(var e=0,f=d.length;e<f;e++)d[e].getAttribute("name")===a[1]&&c.push(d[e]);return c.length===0?null:c}},TAG:function(a,b){if(typeof b.getElementsByTagName!="undefined")return b.getElementsByTagName(a[1])}},preFilter:{CLASS:function(a,b,c,d,e,f){a=" "+a[1].replace(j,"")+" ";if(f)return a;for(var g=0,h;(h=b[g])!=null;g++)h&&(e^(h.className&&(" "+h.className+" ").replace(/[\t\n\r]/g," ").indexOf(a)>=0)?c||d.push(h):c&&(b[g]=!1));return!1},ID:function(a){return a[1].replace(j,"")},TAG:function(a,b){return a[1].replace(j,"").toLowerCase()},CHILD:function(a){if(a[1]==="nth"){a[2]||m.error(a[0]),a[2]=a[2].replace(/^\+|\s*/g,"");var b=/(-?)(\d*)(?:n([+\-]?\d*))?/.exec(a[2]==="even"&&"2n"||a[2]==="odd"&&"2n+1"||!/\D/.test(a[2])&&"0n+"+a[2]||a[2]);a[2]=b[1]+(b[2]||1)-0,a[3]=b[3]-0}else a[2]&&m.error(a[0]);a[0]=e++;return a},ATTR:function(a,b,c,d,e,f){var g=a[1]=a[1].replace(j,"");!f&&o.attrMap[g]&&(a[1]=o.attrMap[g]),a[4]=(a[4]||a[5]||"").replace(j,""),a[2]==="~="&&(a[4]=" "+a[4]+" ");return a},PSEUDO:function(b,c,d,e,f){if(b[1]==="not")if((a.exec(b[3])||"").length>1||/^\w/.test(b[3]))b[3]=m(b[3],null,null,c);else{var g=m.filter(b[3],c,d,!0^f);d||e.push.apply(e,g);return!1}else if(o.match.POS.test(b[0])||o.match.CHILD.test(b[0]))return!0;return b},POS:function(a){a.unshift(!0);return a}},filters:{enabled:function(a){return a.disabled===!1&&a.type!=="hidden"},disabled:function(a){return a.disabled===!0},checked:function(a){return a.checked===!0},selected:function(a){a.parentNode&&a.parentNode.selectedIndex;return a.selected===!0},parent:function(a){return!!a.firstChild},empty:function(a){return!a.firstChild},has:function(a,b,c){return!!m(c[3],a).length},header:function(a){return/h\d/i.test(a.nodeName)},text:function(a){var b=a.getAttribute("type"),c=a.type;return a.nodeName.toLowerCase()==="input"&&"text"===c&&(b===c||b===null)},radio:function(a){return a.nodeName.toLowerCase()==="input"&&"radio"===a.type},checkbox:function(a){return a.nodeName.toLowerCase()==="input"&&"checkbox"===a.type},file:function(a){return a.nodeName.toLowerCase()==="input"&&"file"===a.type},password:function(a){return a.nodeName.toLowerCase()==="input"&&"password"===a.type},submit:function(a){var b=a.nodeName.toLowerCase();return(b==="input"||b==="button")&&"submit"===a.type},image:function(a){return a.nodeName.toLowerCase()==="input"&&"image"===a.type},reset:function(a){var b=a.nodeName.toLowerCase();return(b==="input"||b==="button")&&"reset"===a.type},button:function(a){var b=a.nodeName.toLowerCase();return b==="input"&&"button"===a.type||b==="button"},input:function(a){return/input|select|textarea|button/i.test(a.nodeName)},focus:function(a){return a===a.ownerDocument.activeElement}},setFilters:{first:function(a,b){return b===0},last:function(a,b,c,d){return b===d.length-1},even:function(a,b){return b%2===0},odd:function(a,b){return b%2===1},lt:function(a,b,c){return b<c[3]-0},gt:function(a,b,c){return b>c[3]-0},nth:function(a,b,c){return c[3]-0===b},eq:function(a,b,c){return c[3]-0===b}},filter:{PSEUDO:function(a,b,c,d){var e=b[1],f=o.filters[e];if(f)return f(a,c,b,d);if(e==="contains")return(a.textContent||a.innerText||n([a])||"").indexOf(b[3])>=0;if(e==="not"){var g=b[3];for(var h=0,i=g.length;h<i;h++)if(g[h]===a)return!1;return!0}m.error(e)},CHILD:function(a,b){var c,e,f,g,h,i,j,k=b[1],l=a;switch(k){case"only":case"first":while(l=l.previousSibling)if(l.nodeType===1)return!1;if(k==="first")return!0;l=a;case"last":while(l=l.nextSibling)if(l.nodeType===1)return!1;return!0;case"nth":c=b[2],e=b[3];if(c===1&&e===0)return!0;f=b[0],g=a.parentNode;if(g&&(g[d]!==f||!a.nodeIndex)){i=0;for(l=g.firstChild;l;l=l.nextSibling)l.nodeType===1&&(l.nodeIndex=++i);g[d]=f}j=a.nodeIndex-e;return c===0?j===0:j%c===0&&j/c>=0}},ID:function(a,b){return a.nodeType===1&&a.getAttribute("id")===b},TAG:function(a,b){return b==="*"&&a.nodeType===1||!!a.nodeName&&a.nodeName.toLowerCase()===b},CLASS:function(a,b){return(" "+(a.className||a.getAttribute("class"))+" ").indexOf(b)>-1},ATTR:function(a,b){var c=b[1],d=m.attr?m.attr(a,c):o.attrHandle[c]?o.attrHandle[c](a):a[c]!=null?a[c]:a.getAttribute(c),e=d+"",f=b[2],g=b[4];return d==null?f==="!=":!f&&m.attr?d!=null:f==="="?e===g:f==="*="?e.indexOf(g)>=0:f==="~="?(" "+e+" ").indexOf(g)>=0:g?f==="!="?e!==g:f==="^="?e.indexOf(g)===0:f==="$="?e.substr(e.length-g.length)===g:f==="|="?e===g||e.substr(0,g.length+1)===g+"-":!1:e&&d!==!1},POS:function(a,b,c,d){var e=b[2],f=o.setFilters[e];if(f)return f(a,c,b,d)}}},p=o.match.POS,q=function(a,b){return"\\"+(b-0+1)};for(var r in o.match)o.match[r]=new RegExp(o.match[r].source+/(?![^\[]*\])(?![^\(]*\))/.source),o.leftMatch[r]=new RegExp(/(^(?:.|\r|\n)*?)/.source+o.match[r].source.replace(/\\(\d+)/g,q));var s=function(a,b){a=Array.prototype.slice.call(a,0);if(b){b.push.apply(b,a);return b}return a};try{Array.prototype.slice.call(c.documentElement.childNodes,0)[0].nodeType}catch(t){s=function(a,b){var c=0,d=b||[];if(g.call(a)==="[object Array]")Array.prototype.push.apply(d,a);else if(typeof a.length=="number")for(var e=a.length;c<e;c++)d.push(a[c]);else for(;a[c];c++)d.push(a[c]);return d}}var u,v;c.documentElement.compareDocumentPosition?u=function(a,b){if(a===b){h=!0;return 0}if(!a.compareDocumentPosition||!b.compareDocumentPosition)return a.compareDocumentPosition?-1:1;return a.compareDocumentPosition(b)&4?-1:1}:(u=function(a,b){if(a===b){h=!0;return 0}if(a.sourceIndex&&b.sourceIndex)return a.sourceIndex-b.sourceIndex;var c,d,e=[],f=[],g=a.parentNode,i=b.parentNode,j=g;if(g===i)return v(a,b);if(!g)return-1;if(!i)return 1;while(j)e.unshift(j),j=j.parentNode;j=i;while(j)f.unshift(j),j=j.parentNode;c=e.length,d=f.length;for(var k=0;k<c&&k<d;k++)if(e[k]!==f[k])return v(e[k],f[k]);return k===c?v(a,f[k],-1):v(e[k],b,1)},v=function(a,b,c){if(a===b)return c;var d=a.nextSibling;while(d){if(d===b)return-1;d=d.nextSibling}return 1}),function(){var a=c.createElement("div"),d="script"+(new Date).getTime(),e=c.documentElement;a.innerHTML="<a name='"+d+"'/>",e.insertBefore(a,e.firstChild),c.getElementById(d)&&(o.find.ID=function(a,c,d){if(typeof c.getElementById!="undefined"&&!d){var e=c.getElementById(a[1]);return e?e.id===a[1]||typeof e.getAttributeNode!="undefined"&&e.getAttributeNode("id").nodeValue===a[1]?[e]:b:[]}},o.filter.ID=function(a,b){var c=typeof a.getAttributeNode!="undefined"&&a.getAttributeNode("id");return a.nodeType===1&&c&&c.nodeValue===b}),e.removeChild(a),e=a=null}(),function(){var a=c.createElement("div");a.appendChild(c.createComment("")),a.getElementsByTagName("*").length>0&&(o.find.TAG=function(a,b){var c=b.getElementsByTagName(a[1]);if(a[1]==="*"){var d=[];for(var e=0;c[e];e++)c[e].nodeType===1&&d.push(c[e]);c=d}return c}),a.innerHTML="<a href='#'></a>",a.firstChild&&typeof a.firstChild.getAttribute!="undefined"&&a.firstChild.getAttribute("href")!=="#"&&(o.attrHandle.href=function(a){return a.getAttribute("href",2)}),a=null}(),c.querySelectorAll&&function(){var a=m,b=c.createElement("div"),d="__sizzle__";b.innerHTML="<p class='TEST'></p>";if(!b.querySelectorAll||b.querySelectorAll(".TEST").length!==0){m=function(b,e,f,g){e=e||c;if(!g&&!m.isXML(e)){var h=/^(\w+$)|^\.([\w\-]+$)|^#([\w\-]+$)/.exec(b);if(h&&(e.nodeType===1||e.nodeType===9)){if(h[1])return s(e.getElementsByTagName(b),f);if(h[2]&&o.find.CLASS&&e.getElementsByClassName)return s(e.getElementsByClassName(h[2]),f)}if(e.nodeType===9){if(b==="body"&&e.body)return s([e.body],f);if(h&&h[3]){var i=e.getElementById(h[3]);if(!i||!i.parentNode)return s([],f);if(i.id===h[3])return s([i],f)}try{return s(e.querySelectorAll(b),f)}catch(j){}}else if(e.nodeType===1&&e.nodeName.toLowerCase()!=="object"){var k=e,l=e.getAttribute("id"),n=l||d,p=e.parentNode,q=/^\s*[+~]/.test(b);l?n=n.replace(/'/g,"\\$&"):e.setAttribute("id",n),q&&p&&(e=e.parentNode);try{if(!q||p)return s(e.querySelectorAll("[id='"+n+"'] "+b),f)}catch(r){}finally{l||k.removeAttribute("id")}}}return a(b,e,f,g)};for(var e in a)m[e]=a[e];b=null}}(),function(){var a=c.documentElement,b=a.matchesSelector||a.mozMatchesSelector||a.webkitMatchesSelector||a.msMatchesSelector;if(b){var d=!b.call(c.createElement("div"),"div"),e=!1;try{b.call(c.documentElement,"[test!='']:sizzle")}catch(f){e=!0}m.matchesSelector=function(a,c){c=c.replace(/\=\s*([^'"\]]*)\s*\]/g,"='$1']");if(!m.isXML(a))try{if(e||!o.match.PSEUDO.test(c)&&!/!=/.test(c)){var f=b.call(a,c);if(f||!d||a.document&&a.document.nodeType!==11)return f}}catch(g){}return m(c,null,null,[a]).length>0}}}(),function(){var a=c.createElement("div");a.innerHTML="<div class='test e'></div><div class='test'></div>";if(!!a.getElementsByClassName&&a.getElementsByClassName("e").length!==0){a.lastChild.className="e";if(a.getElementsByClassName("e").length===1)return;o.order.splice(1,0,"CLASS"),o.find.CLASS=function(a,b,c){if(typeof b.getElementsByClassName!="undefined"&&!c)return b.getElementsByClassName(a[1])},a=null}}(),c.documentElement.contains?m.contains=function(a,b){return a!==b&&(a.contains?a.contains(b):!0)}:c.documentElement.compareDocumentPosition?m.contains=function(a,b){return!!(a.compareDocumentPosition(b)&16)}:m.contains=function(){return!1},m.isXML=function(a){var b=(a?a.ownerDocument||a:0).documentElement;return b?b.nodeName!=="HTML":!1};var y=function(a,b,c){var d,e=[],f="",g=b.nodeType?[b]:b;while(d=o.match.PSEUDO.exec(a))f+=d[0],a=a.replace(o.match.PSEUDO,"");a=o.relative[a]?a+"*":a;for(var h=0,i=g.length;h<i;h++)m(a,g[h],e,c);return m.filter(f,e)};m.attr=f.attr,m.selectors.attrMap={},f.find=m,f.expr=m.selectors,f.expr[":"]=f.expr.filters,f.unique=m.uniqueSort,f.text=m.getText,f.isXMLDoc=m.isXML,f.contains=m.contains}();var L=/Until$/,M=/^(?:parents|prevUntil|prevAll)/,N=/,/,O=/^.[^:#\[\.,]*$/,P=Array.prototype.slice,Q=f.expr.match.POS,R={children:!0,contents:!0,next:!0,prev:!0};f.fn.extend({find:function(a){var b=this,c,d;if(typeof a!="string")return f(a).filter(function(){for(c=0,d=b.length;c<d;c++)if(f.contains(b[c],this))return!0});var e=this.pushStack("","find",a),g,h,i;for(c=0,d=this.length;c<d;c++){g=e.length,f.find(a,this[c],e);if(c>0)for(h=g;h<e.length;h++)for(i=0;i<g;i++)if(e[i]===e[h]){e.splice(h--,1);break}}return e},has:function(a){var b=f(a);return this.filter(function(){for(var a=0,c=b.length;a<c;a++)if(f.contains(this,b[a]))return!0})},not:function(a){return this.pushStack(T(this,a,!1),"not",a)},filter:function(a){return this.pushStack(T(this,a,!0),"filter",a)},is:function(a){return!!a&&(typeof a=="string"?Q.test(a)?f(a,this.context).index(this[0])>=0:f.filter(a,this).length>0:this.filter(a).length>0)},closest:function(a,b){var c=[],d,e,g=this[0];if(f.isArray(a)){var h=1;while(g&&g.ownerDocument&&g!==b){for(d=0;d<a.length;d++)f(g).is(a[d])&&c.push({selector:a[d],elem:g,level:h});g=g.parentNode,h++}return c}var i=Q.test(a)||typeof a!="string"?f(a,b||this.context):0;for(d=0,e=this.length;d<e;d++){g=this[d];while(g){if(i?i.index(g)>-1:f.find.matchesSelector(g,a)){c.push(g);break}g=g.parentNode;if(!g||!g.ownerDocument||g===b||g.nodeType===11)break}}c=c.length>1?f.unique(c):c;return this.pushStack(c,"closest",a)},index:function(a){if(!a)return this[0]&&this[0].parentNode?this.prevAll().length:-1;if(typeof a=="string")return f.inArray(this[0],f(a));return f.inArray(a.jquery?a[0]:a,this)},add:function(a,b){var c=typeof a=="string"?f(a,b):f.makeArray(a&&a.nodeType?[a]:a),d=f.merge(this.get(),c);return this.pushStack(S(c[0])||S(d[0])?d:f.unique(d))},andSelf:function(){return this.add(this.prevObject)}}),f.each({parent:function(a){var b=a.parentNode;return b&&b.nodeType!==11?b:null},parents:function(a){return f.dir(a,"parentNode")},parentsUntil:function(a,b,c){return f.dir(a,"parentNode",c)},next:function(a){return f.nth(a,2,"nextSibling")},prev:function(a){return f.nth(a,2,"previousSibling")},nextAll:function(a){return f.dir(a,"nextSibling")},prevAll:function(a){return f.dir(a,"previousSibling")},nextUntil:function(a,b,c){return f.dir(a,"nextSibling",c)},prevUntil:function(a,b,c){return f.dir(a,"previousSibling",c)},siblings:function(a){return f.sibling(a.parentNode.firstChild,a)},children:function(a){return f.sibling(a.firstChild)},contents:function(a){return f.nodeName(a,"iframe")?a.contentDocument||a.contentWindow.document:f.makeArray(a.childNodes)}},function(a,b){f.fn[a]=function(c,d){var e=f.map(this,b,c);L.test(a)||(d=c),d&&typeof d=="string"&&(e=f.filter(d,e)),e=this.length>1&&!R[a]?f.unique(e):e,(this.length>1||N.test(d))&&M.test(a)&&(e=e.reverse());return this.pushStack(e,a,P.call(arguments).join(","))}}),f.extend({filter:function(a,b,c){c&&(a=":not("+a+")");return b.length===1?f.find.matchesSelector(b[0],a)?[b[0]]:[]:f.find.matches(a,b)},dir:function(a,c,d){var e=[],g=a[c];while(g&&g.nodeType!==9&&(d===b||g.nodeType!==1||!f(g).is(d)))g.nodeType===1&&e.push(g),g=g[c];return e},nth:function(a,b,c,d){b=b||1;var e=0;for(;a;a=a[c])if(a.nodeType===1&&++e===b)break;return a},sibling:function(a,b){var c=[];for(;a;a=a.nextSibling)a.nodeType===1&&a!==b&&c.push(a);return c}});var V="abbr|article|aside|audio|canvas|datalist|details|figcaption|figure|footer|header|hgroup|mark|meter|nav|output|progress|section|summary|time|video",W=/ jQuery\d+="(?:\d+|null)"/g,X=/^\s+/,Y=/<(?!area|br|col|embed|hr|img|input|link|meta|param)(([\w:]+)[^>]*)\/>/ig,Z=/<([\w:]+)/,$=/<tbody/i,_=/<|&#?\w+;/,ba=/<(?:script|style)/i,bb=/<(?:script|object|embed|option|style)/i,bc=new RegExp("<(?:"+V+")","i"),bd=/checked\s*(?:[^=]|=\s*.checked.)/i,be=/\/(java|ecma)script/i,bf=/^\s*<!(?:\[CDATA\[|\-\-)/,bg={option:[1,"<select multiple='multiple'>","</select>"],legend:[1,"<fieldset>","</fieldset>"],thead:[1,"<table>","</table>"],tr:[2,"<table><tbody>","</tbody></table>"],td:[3,"<table><tbody><tr>","</tr></tbody></table>"],col:[2,"<table><tbody></tbody><colgroup>","</colgroup></table>"],area:[1,"<map>","</map>"],_default:[0,"",""]},bh=U(c);bg.optgroup=bg.option,bg.tbody=bg.tfoot=bg.colgroup=bg.caption=bg.thead,bg.th=bg.td,f.support.htmlSerialize||(bg._default=[1,"div<div>","</div>"]),f.fn.extend({text:function(a){if(f.isFunction(a))return this.each(function(b){var c=f(this);c.text(a.call(this,b,c.text()))});if(typeof a!="object"&&a!==b)return this.empty().append((this[0]&&this[0].ownerDocument||c).createTextNode(a));return f.text(this)},wrapAll:function(a){if(f.isFunction(a))return this.each(function(b){f(this).wrapAll(a.call(this,b))});if(this[0]){var b=f(a,this[0].ownerDocument).eq(0).clone(!0);this[0].parentNode&&b.insertBefore(this[0]),b.map(function(){var a=this;while(a.firstChild&&a.firstChild.nodeType===1)a=a.firstChild;return a}).append(this)}return this},wrapInner:function(a){if(f.isFunction(a))return this.each(function(b){f(this).wrapInner(a.call(this,b))});return this.each(function(){var b=f(this),c=b.contents();c.length?c.wrapAll(a):b.append(a)})},wrap:function(a){var b=f.isFunction(a);return this.each(function(c){f(this).wrapAll(b?a.call(this,c):a)})},unwrap:function(){return this.parent().each(function(){f.nodeName(this,"body")||f(this).replaceWith(this.childNodes)}).end()},append:function(){return this.domManip(arguments,!0,function(a){this.nodeType===1&&this.appendChild(a)})},prepend:function(){return this.domManip(arguments,!0,function(a){this.nodeType===1&&this.insertBefore(a,this.firstChild)})},before:function(){if(this[0]&&this[0].parentNode)return this.domManip(arguments,!1,function(a){this.parentNode.insertBefore(a,this)});if(arguments.length){var a=f.clean(arguments);a.push.apply(a,this.toArray());return this.pushStack(a,"before",arguments)}},after:function(){if(this[0]&&this[0].parentNode)return this.domManip(arguments,!1,function(a){this.parentNode.insertBefore(a,this.nextSibling)});if(arguments.length){var a=this.pushStack(this,"after",arguments);a.push.apply(a,f.clean(arguments));return a}},remove:function(a,b){for(var c=0,d;(d=this[c])!=null;c++)if(!a||f.filter(a,[d]).length)!b&&d.nodeType===1&&(f.cleanData(d.getElementsByTagName("*")),f.cleanData([d])),d.parentNode&&d.parentNode.removeChild(d);return this},empty:function()
{for(var a=0,b;(b=this[a])!=null;a++){b.nodeType===1&&f.cleanData(b.getElementsByTagName("*"));while(b.firstChild)b.removeChild(b.firstChild)}return this},clone:function(a,b){a=a==null?!1:a,b=b==null?a:b;return this.map(function(){return f.clone(this,a,b)})},html:function(a){if(a===b)return this[0]&&this[0].nodeType===1?this[0].innerHTML.replace(W,""):null;if(typeof a=="string"&&!ba.test(a)&&(f.support.leadingWhitespace||!X.test(a))&&!bg[(Z.exec(a)||["",""])[1].toLowerCase()]){a=a.replace(Y,"<$1></$2>");try{for(var c=0,d=this.length;c<d;c++)this[c].nodeType===1&&(f.cleanData(this[c].getElementsByTagName("*")),this[c].innerHTML=a)}catch(e){this.empty().append(a)}}else f.isFunction(a)?this.each(function(b){var c=f(this);c.html(a.call(this,b,c.html()))}):this.empty().append(a);return this},replaceWith:function(a){if(this[0]&&this[0].parentNode){if(f.isFunction(a))return this.each(function(b){var c=f(this),d=c.html();c.replaceWith(a.call(this,b,d))});typeof a!="string"&&(a=f(a).detach());return this.each(function(){var b=this.nextSibling,c=this.parentNode;f(this).remove(),b?f(b).before(a):f(c).append(a)})}return this.length?this.pushStack(f(f.isFunction(a)?a():a),"replaceWith",a):this},detach:function(a){return this.remove(a,!0)},domManip:function(a,c,d){var e,g,h,i,j=a[0],k=[];if(!f.support.checkClone&&arguments.length===3&&typeof j=="string"&&bd.test(j))return this.each(function(){f(this).domManip(a,c,d,!0)});if(f.isFunction(j))return this.each(function(e){var g=f(this);a[0]=j.call(this,e,c?g.html():b),g.domManip(a,c,d)});if(this[0]){i=j&&j.parentNode,f.support.parentNode&&i&&i.nodeType===11&&i.childNodes.length===this.length?e={fragment:i}:e=f.buildFragment(a,this,k),h=e.fragment,h.childNodes.length===1?g=h=h.firstChild:g=h.firstChild;if(g){c=c&&f.nodeName(g,"tr");for(var l=0,m=this.length,n=m-1;l<m;l++)d.call(c?bi(this[l],g):this[l],e.cacheable||m>1&&l<n?f.clone(h,!0,!0):h)}k.length&&f.each(k,bp)}return this}}),f.buildFragment=function(a,b,d){var e,g,h,i,j=a[0];b&&b[0]&&(i=b[0].ownerDocument||b[0]),i.createDocumentFragment||(i=c),a.length===1&&typeof j=="string"&&j.length<512&&i===c&&j.charAt(0)==="<"&&!bb.test(j)&&(f.support.checkClone||!bd.test(j))&&(f.support.html5Clone||!bc.test(j))&&(g=!0,h=f.fragments[j],h&&h!==1&&(e=h)),e||(e=i.createDocumentFragment(),f.clean(a,i,e,d)),g&&(f.fragments[j]=h?e:1);return{fragment:e,cacheable:g}},f.fragments={},f.each({appendTo:"append",prependTo:"prepend",insertBefore:"before",insertAfter:"after",replaceAll:"replaceWith"},function(a,b){f.fn[a]=function(c){var d=[],e=f(c),g=this.length===1&&this[0].parentNode;if(g&&g.nodeType===11&&g.childNodes.length===1&&e.length===1){e[b](this[0]);return this}for(var h=0,i=e.length;h<i;h++){var j=(h>0?this.clone(!0):this).get();f(e[h])[b](j),d=d.concat(j)}return this.pushStack(d,a,e.selector)}}),f.extend({clone:function(a,b,c){var d,e,g,h=f.support.html5Clone||!bc.test("<"+a.nodeName)?a.cloneNode(!0):bo(a);if((!f.support.noCloneEvent||!f.support.noCloneChecked)&&(a.nodeType===1||a.nodeType===11)&&!f.isXMLDoc(a)){bk(a,h),d=bl(a),e=bl(h);for(g=0;d[g];++g)e[g]&&bk(d[g],e[g])}if(b){bj(a,h);if(c){d=bl(a),e=bl(h);for(g=0;d[g];++g)bj(d[g],e[g])}}d=e=null;return h},clean:function(a,b,d,e){var g;b=b||c,typeof b.createElement=="undefined"&&(b=b.ownerDocument||b[0]&&b[0].ownerDocument||c);var h=[],i;for(var j=0,k;(k=a[j])!=null;j++){typeof k=="number"&&(k+="");if(!k)continue;if(typeof k=="string")if(!_.test(k))k=b.createTextNode(k);else{k=k.replace(Y,"<$1></$2>");var l=(Z.exec(k)||["",""])[1].toLowerCase(),m=bg[l]||bg._default,n=m[0],o=b.createElement("div");b===c?bh.appendChild(o):U(b).appendChild(o),o.innerHTML=m[1]+k+m[2];while(n--)o=o.lastChild;if(!f.support.tbody){var p=$.test(k),q=l==="table"&&!p?o.firstChild&&o.firstChild.childNodes:m[1]==="<table>"&&!p?o.childNodes:[];for(i=q.length-1;i>=0;--i)f.nodeName(q[i],"tbody")&&!q[i].childNodes.length&&q[i].parentNode.removeChild(q[i])}!f.support.leadingWhitespace&&X.test(k)&&o.insertBefore(b.createTextNode(X.exec(k)[0]),o.firstChild),k=o.childNodes}var r;if(!f.support.appendChecked)if(k[0]&&typeof (r=k.length)=="number")for(i=0;i<r;i++)bn(k[i]);else bn(k);k.nodeType?h.push(k):h=f.merge(h,k)}if(d){g=function(a){return!a.type||be.test(a.type)};for(j=0;h[j];j++)if(e&&f.nodeName(h[j],"script")&&(!h[j].type||h[j].type.toLowerCase()==="text/javascript"))e.push(h[j].parentNode?h[j].parentNode.removeChild(h[j]):h[j]);else{if(h[j].nodeType===1){var s=f.grep(h[j].getElementsByTagName("script"),g);h.splice.apply(h,[j+1,0].concat(s))}d.appendChild(h[j])}}return h},cleanData:function(a){var b,c,d=f.cache,e=f.event.special,g=f.support.deleteExpando;for(var h=0,i;(i=a[h])!=null;h++){if(i.nodeName&&f.noData[i.nodeName.toLowerCase()])continue;c=i[f.expando];if(c){b=d[c];if(b&&b.events){for(var j in b.events)e[j]?f.event.remove(i,j):f.removeEvent(i,j,b.handle);b.handle&&(b.handle.elem=null)}g?delete i[f.expando]:i.removeAttribute&&i.removeAttribute(f.expando),delete d[c]}}}});var bq=/alpha\([^)]*\)/i,br=/opacity=([^)]*)/,bs=/([A-Z]|^ms)/g,bt=/^-?\d+(?:px)?$/i,bu=/^-?\d/,bv=/^([\-+])=([\-+.\de]+)/,bw={position:"absolute",visibility:"hidden",display:"block"},bx=["Left","Right"],by=["Top","Bottom"],bz,bA,bB;f.fn.css=function(a,c){if(arguments.length===2&&c===b)return this;return f.access(this,a,c,!0,function(a,c,d){return d!==b?f.style(a,c,d):f.css(a,c)})},f.extend({cssHooks:{opacity:{get:function(a,b){if(b){var c=bz(a,"opacity","opacity");return c===""?"1":c}return a.style.opacity}}},cssNumber:{fillOpacity:!0,fontWeight:!0,lineHeight:!0,opacity:!0,orphans:!0,widows:!0,zIndex:!0,zoom:!0},cssProps:{"float":f.support.cssFloat?"cssFloat":"styleFloat"},style:function(a,c,d,e){if(!!a&&a.nodeType!==3&&a.nodeType!==8&&!!a.style){var g,h,i=f.camelCase(c),j=a.style,k=f.cssHooks[i];c=f.cssProps[i]||i;if(d===b){if(k&&"get"in k&&(g=k.get(a,!1,e))!==b)return g;return j[c]}h=typeof d,h==="string"&&(g=bv.exec(d))&&(d=+(g[1]+1)*+g[2]+parseFloat(f.css(a,c)),h="number");if(d==null||h==="number"&&isNaN(d))return;h==="number"&&!f.cssNumber[i]&&(d+="px");if(!k||!("set"in k)||(d=k.set(a,d))!==b)try{j[c]=d}catch(l){}}},css:function(a,c,d){var e,g;c=f.camelCase(c),g=f.cssHooks[c],c=f.cssProps[c]||c,c==="cssFloat"&&(c="float");if(g&&"get"in g&&(e=g.get(a,!0,d))!==b)return e;if(bz)return bz(a,c)},swap:function(a,b,c){var d={};for(var e in b)d[e]=a.style[e],a.style[e]=b[e];c.call(a);for(e in b)a.style[e]=d[e]}}),f.curCSS=f.css,f.each(["height","width"],function(a,b){f.cssHooks[b]={get:function(a,c,d){var e;if(c){if(a.offsetWidth!==0)return bC(a,b,d);f.swap(a,bw,function(){e=bC(a,b,d)});return e}},set:function(a,b){if(!bt.test(b))return b;b=parseFloat(b);if(b>=0)return b+"px"}}}),f.support.opacity||(f.cssHooks.opacity={get:function(a,b){return br.test((b&&a.currentStyle?a.currentStyle.filter:a.style.filter)||"")?parseFloat(RegExp.$1)/100+"":b?"1":""},set:function(a,b){var c=a.style,d=a.currentStyle,e=f.isNumeric(b)?"alpha(opacity="+b*100+")":"",g=d&&d.filter||c.filter||"";c.zoom=1;if(b>=1&&f.trim(g.replace(bq,""))===""){c.removeAttribute("filter");if(d&&!d.filter)return}c.filter=bq.test(g)?g.replace(bq,e):g+" "+e}}),f(function(){f.support.reliableMarginRight||(f.cssHooks.marginRight={get:function(a,b){var c;f.swap(a,{display:"inline-block"},function(){b?c=bz(a,"margin-right","marginRight"):c=a.style.marginRight});return c}})}),c.defaultView&&c.defaultView.getComputedStyle&&(bA=function(a,b){var c,d,e;b=b.replace(bs,"-$1").toLowerCase(),(d=a.ownerDocument.defaultView)&&(e=d.getComputedStyle(a,null))&&(c=e.getPropertyValue(b),c===""&&!f.contains(a.ownerDocument.documentElement,a)&&(c=f.style(a,b)));return c}),c.documentElement.currentStyle&&(bB=function(a,b){var c,d,e,f=a.currentStyle&&a.currentStyle[b],g=a.style;f===null&&g&&(e=g[b])&&(f=e),!bt.test(f)&&bu.test(f)&&(c=g.left,d=a.runtimeStyle&&a.runtimeStyle.left,d&&(a.runtimeStyle.left=a.currentStyle.left),g.left=b==="fontSize"?"1em":f||0,f=g.pixelLeft+"px",g.left=c,d&&(a.runtimeStyle.left=d));return f===""?"auto":f}),bz=bA||bB,f.expr&&f.expr.filters&&(f.expr.filters.hidden=function(a){var b=a.offsetWidth,c=a.offsetHeight;return b===0&&c===0||!f.support.reliableHiddenOffsets&&(a.style&&a.style.display||f.css(a,"display"))==="none"},f.expr.filters.visible=function(a){return!f.expr.filters.hidden(a)});var bD=/%20/g,bE=/\[\]$/,bF=/\r?\n/g,bG=/#.*$/,bH=/^(.*?):[ \t]*([^\r\n]*)\r?$/mg,bI=/^(?:color|date|datetime|datetime-local|email|hidden|month|number|password|range|search|tel|text|time|url|week)$/i,bJ=/^(?:about|app|app\-storage|.+\-extension|file|res|widget):$/,bK=/^(?:GET|HEAD)$/,bL=/^\/\//,bM=/\?/,bN=/<script\b[^<]*(?:(?!<\/script>)<[^<]*)*<\/script>/gi,bO=/^(?:select|textarea)/i,bP=/\s+/,bQ=/([?&])_=[^&]*/,bR=/^([\w\+\.\-]+:)(?:\/\/([^\/?#:]*)(?::(\d+))?)?/,bS=f.fn.load,bT={},bU={},bV,bW,bX=["*/"]+["*"];try{bV=e.href}catch(bY){bV=c.createElement("a"),bV.href="",bV=bV.href}bW=bR.exec(bV.toLowerCase())||[],f.fn.extend({load:function(a,c,d){if(typeof a!="string"&&bS)return bS.apply(this,arguments);if(!this.length)return this;var e=a.indexOf(" ");if(e>=0){var g=a.slice(e,a.length);a=a.slice(0,e)}var h="GET";c&&(f.isFunction(c)?(d=c,c=b):typeof c=="object"&&(c=f.param(c,f.ajaxSettings.traditional),h="POST"));var i=this;f.ajax({url:a,type:h,dataType:"html",data:c,complete:function(a,b,c){c=a.responseText,a.isResolved()&&(a.done(function(a){c=a}),i.html(g?f("<div>").append(c.replace(bN,"")).find(g):c)),d&&i.each(d,[c,b,a])}});return this},serialize:function(){return f.param(this.serializeArray())},serializeArray:function(){return this.map(function(){return this.elements?f.makeArray(this.elements):this}).filter(function(){return this.name&&!this.disabled&&(this.checked||bO.test(this.nodeName)||bI.test(this.type))}).map(function(a,b){var c=f(this).val();return c==null?null:f.isArray(c)?f.map(c,function(a,c){return{name:b.name,value:a.replace(bF,"\r\n")}}):{name:b.name,value:c.replace(bF,"\r\n")}}).get()}}),f.each("ajaxStart ajaxStop ajaxComplete ajaxError ajaxSuccess ajaxSend".split(" "),function(a,b){f.fn[b]=function(a){return this.on(b,a)}}),f.each(["get","post"],function(a,c){f[c]=function(a,d,e,g){f.isFunction(d)&&(g=g||e,e=d,d=b);return f.ajax({type:c,url:a,data:d,success:e,dataType:g})}}),f.extend({getScript:function(a,c){return f.get(a,b,c,"script")},getJSON:function(a,b,c){return f.get(a,b,c,"json")},ajaxSetup:function(a,b){b?b_(a,f.ajaxSettings):(b=a,a=f.ajaxSettings),b_(a,b);return a},ajaxSettings:{url:bV,isLocal:bJ.test(bW[1]),global:!0,type:"GET",contentType:"application/x-www-form-urlencoded",processData:!0,async:!0,accepts:{xml:"application/xml, text/xml",html:"text/html",text:"text/plain",json:"application/json, text/javascript","*":bX},contents:{xml:/xml/,html:/html/,json:/json/},responseFields:{xml:"responseXML",text:"responseText"},converters:{"* text":a.String,"text html":!0,"text json":f.parseJSON,"text xml":f.parseXML},flatOptions:{context:!0,url:!0}},ajaxPrefilter:bZ(bT),ajaxTransport:bZ(bU),ajax:function(a,c){function w(a,c,l,m){if(s!==2){s=2,q&&clearTimeout(q),p=b,n=m||"",v.readyState=a>0?4:0;var o,r,u,w=c,x=l?cb(d,v,l):b,y,z;if(a>=200&&a<300||a===304){if(d.ifModified){if(y=v.getResponseHeader("Last-Modified"))f.lastModified[k]=y;if(z=v.getResponseHeader("Etag"))f.etag[k]=z}if(a===304)w="notmodified",o=!0;else try{r=cc(d,x),w="success",o=!0}catch(A){w="parsererror",u=A}}else{u=w;if(!w||a)w="error",a<0&&(a=0)}v.status=a,v.statusText=""+(c||w),o?h.resolveWith(e,[r,w,v]):h.rejectWith(e,[v,w,u]),v.statusCode(j),j=b,t&&g.trigger("ajax"+(o?"Success":"Error"),[v,d,o?r:u]),i.fireWith(e,[v,w]),t&&(g.trigger("ajaxComplete",[v,d]),--f.active||f.event.trigger("ajaxStop"))}}typeof a=="object"&&(c=a,a=b),c=c||{};var d=f.ajaxSetup({},c),e=d.context||d,g=e!==d&&(e.nodeType||e instanceof f)?f(e):f.event,h=f.Deferred(),i=f.Callbacks("once memory"),j=d.statusCode||{},k,l={},m={},n,o,p,q,r,s=0,t,u,v={readyState:0,setRequestHeader:function(a,b){if(!s){var c=a.toLowerCase();a=m[c]=m[c]||a,l[a]=b}return this},getAllResponseHeaders:function(){return s===2?n:null},getResponseHeader:function(a){var c;if(s===2){if(!o){o={};while(c=bH.exec(n))o[c[1].toLowerCase()]=c[2]}c=o[a.toLowerCase()]}return c===b?null:c},overrideMimeType:function(a){s||(d.mimeType=a);return this},abort:function(a){a=a||"abort",p&&p.abort(a),w(0,a);return this}};h.promise(v),v.success=v.done,v.error=v.fail,v.complete=i.add,v.statusCode=function(a){if(a){var b;if(s<2)for(b in a)j[b]=[j[b],a[b]];else b=a[v.status],v.then(b,b)}return this},d.url=((a||d.url)+"").replace(bG,"").replace(bL,bW[1]+"//"),d.dataTypes=f.trim(d.dataType||"*").toLowerCase().split(bP),d.crossDomain==null&&(r=bR.exec(d.url.toLowerCase()),d.crossDomain=!(!r||r[1]==bW[1]&&r[2]==bW[2]&&(r[3]||(r[1]==="http:"?80:443))==(bW[3]||(bW[1]==="http:"?80:443)))),d.data&&d.processData&&typeof d.data!="string"&&(d.data=f.param(d.data,d.traditional)),b$(bT,d,c,v);if(s===2)return!1;t=d.global,d.type=d.type.toUpperCase(),d.hasContent=!bK.test(d.type),t&&f.active++===0&&f.event.trigger("ajaxStart");if(!d.hasContent){d.data&&(d.url+=(bM.test(d.url)?"&":"?")+d.data,delete d.data),k=d.url;if(d.cache===!1){var x=f.now(),y=d.url.replace(bQ,"$1_="+x);d.url=y+(y===d.url?(bM.test(d.url)?"&":"?")+"_="+x:"")}}(d.data&&d.hasContent&&d.contentType!==!1||c.contentType)&&v.setRequestHeader("Content-Type",d.contentType),d.ifModified&&(k=k||d.url,f.lastModified[k]&&v.setRequestHeader("If-Modified-Since",f.lastModified[k]),f.etag[k]&&v.setRequestHeader("If-None-Match",f.etag[k])),v.setRequestHeader("Accept",d.dataTypes[0]&&d.accepts[d.dataTypes[0]]?d.accepts[d.dataTypes[0]]+(d.dataTypes[0]!=="*"?", "+bX+"; q=0.01":""):d.accepts["*"]);for(u in d.headers)v.setRequestHeader(u,d.headers[u]);if(d.beforeSend&&(d.beforeSend.call(e,v,d)===!1||s===2)){v.abort();return!1}for(u in{success:1,error:1,complete:1})v[u](d[u]);p=b$(bU,d,c,v);if(!p)w(-1,"No Transport");else{v.readyState=1,t&&g.trigger("ajaxSend",[v,d]),d.async&&d.timeout>0&&(q=setTimeout(function(){v.abort("timeout")},d.timeout));try{s=1,p.send(l,w)}catch(z){if(s<2)w(-1,z);else throw z}}return v},param:function(a,c){var d=[],e=function(a,b){b=f.isFunction(b)?b():b,d[d.length]=encodeURIComponent(a)+"="+encodeURIComponent(b)};c===b&&(c=f.ajaxSettings.traditional);if(f.isArray(a)||a.jquery&&!f.isPlainObject(a))f.each(a,function(){e(this.name,this.value)});else for(var g in a)ca(g,a[g],c,e);return d.join("&").replace(bD,"+")}}),f.extend({active:0,lastModified:{},etag:{}});var cd=f.now(),ce=/(\=)\?(&|$)|\?\?/i;f.ajaxSetup({jsonp:"callback",jsonpCallback:function(){return f.expando+"_"+cd++}}),f.ajaxPrefilter("json jsonp",function(b,c,d){var e=b.contentType==="application/x-www-form-urlencoded"&&typeof b.data=="string";if(b.dataTypes[0]==="jsonp"||b.jsonp!==!1&&(ce.test(b.url)||e&&ce.test(b.data))){var g,h=b.jsonpCallback=f.isFunction(b.jsonpCallback)?b.jsonpCallback():b.jsonpCallback,i=a[h],j=b.url,k=b.data,l="$1"+h+"$2";b.jsonp!==!1&&(j=j.replace(ce,l),b.url===j&&(e&&(k=k.replace(ce,l)),b.data===k&&(j+=(/\?/.test(j)?"&":"?")+b.jsonp+"="+h))),b.url=j,b.data=k,a[h]=function(a){g=[a]},d.always(function(){a[h]=i,g&&f.isFunction(i)&&a[h](g[0])}),b.converters["script json"]=function(){g||f.error(h+" was not called");return g[0]},b.dataTypes[0]="json";return"script"}}),f.ajaxSetup({accepts:{script:"text/javascript, application/javascript, application/ecmascript, application/x-ecmascript"},contents:{script:/javascript|ecmascript/},converters:{"text script":function(a){f.globalEval(a);return a}}}),f.ajaxPrefilter("script",function(a){a.cache===b&&(a.cache=!1),a.crossDomain&&(a.type="GET",a.global=!1)}),f.ajaxTransport("script",function(a){if(a.crossDomain){var d,e=c.head||c.getElementsByTagName("head")[0]||c.documentElement;return{send:function(f,g){d=c.createElement("script"),d.async="async",a.scriptCharset&&(d.charset=a.scriptCharset),d.src=a.url,d.onload=d.onreadystatechange=function(a,c){if(c||!d.readyState||/loaded|complete/.test(d.readyState))d.onload=d.onreadystatechange=null,e&&d.parentNode&&e.removeChild(d),d=b,c||g(200,"success")},e.insertBefore(d,e.firstChild)},abort:function(){d&&d.onload(0,1)}}}});var cf=a.ActiveXObject?function(){for(var a in ch)ch[a](0,1)}:!1,cg=0,ch;f.ajaxSettings.xhr=a.ActiveXObject?function(){return!this.isLocal&&ci()||cj()}:ci,function(a){f.extend(f.support,{ajax:!!a,cors:!!a&&"withCredentials"in a})}(f.ajaxSettings.xhr()),f.support.ajax&&f.ajaxTransport(function(c){if(!c.crossDomain||f.support.cors){var d;return{send:function(e,g){var h=c.xhr(),i,j;c.username?h.open(c.type,c.url,c.async,c.username,c.password):h.open(c.type,c.url,c.async);if(c.xhrFields)for(j in c.xhrFields)h[j]=c.xhrFields[j];c.mimeType&&h.overrideMimeType&&h.overrideMimeType(c.mimeType),!c.crossDomain&&!e["X-Requested-With"]&&(e["X-Requested-With"]="XMLHttpRequest");try{for(j in e)h.setRequestHeader(j,e[j])}catch(k){}h.send(c.hasContent&&c.data||null),d=function(a,e){var j,k,l,m,n;try{if(d&&(e||h.readyState===4)){d=b,i&&(h.onreadystatechange=f.noop,cf&&delete ch[i]);if(e)h.readyState!==4&&h.abort();else{j=h.status,l=h.getAllResponseHeaders(),m={},n=h.responseXML,n&&n.documentElement&&(m.xml=n),m.text=h.responseText;try{k=h.statusText}catch(o){k=""}!j&&c.isLocal&&!c.crossDomain?j=m.text?200:404:j===1223&&(j=204)}}}catch(p){e||g(-1,p)}m&&g(j,k,m,l)},!c.async||h.readyState===4?d():(i=++cg,cf&&(ch||(ch={},f(a).unload(cf)),ch[i]=d),h.onreadystatechange=d)},abort:function(){d&&d(0,1)}}}});var ck={},cl,cm,cn=/^(?:toggle|show|hide)$/,co=/^([+\-]=)?([\d+.\-]+)([a-z%]*)$/i,cp,cq=[["height","marginTop","marginBottom","paddingTop","paddingBottom"],["width","marginLeft","marginRight","paddingLeft","paddingRight"],["opacity"]],cr;f.fn.extend({show:function(a,b,c){var d,e;if(a||a===0)return this.animate(cu("show",3),a,b,c);for(var g=0,h=this.length;g<h;g++)d=this[g],d.style&&(e=d.style.display,!f._data(d,"olddisplay")&&e==="none"&&(e=d.style.display=""),e===""&&f.css(d,"display")==="none"&&f._data(d,"olddisplay",cv(d.nodeName)));for(g=0;g<h;g++){d=this[g];if(d.style){e=d.style.display;if(e===""||e==="none")d.style.display=f._data(d,"olddisplay")||""}}return this},hide:function(a,b,c){if(a||a===0)return this.animate(cu("hide",3),a,b,c);var d,e,g=0,h=this.length;for(;g<h;g++)d=this[g],d.style&&(e=f.css(d,"display"),e!=="none"&&!f._data(d,"olddisplay")&&f._data(d,"olddisplay",e));for(g=0;g<h;g++)this[g].style&&(this[g].style.display="none");return this},_toggle:f.fn.toggle,toggle:function(a,b,c){var d=typeof a=="boolean";f.isFunction(a)&&f.isFunction(b)?this._toggle.apply(this,arguments):a==null||d?this.each(function(){var b=d?a:f(this).is(":hidden");f(this)[b?"show":"hide"]()}):this.animate(cu("toggle",3),a,b,c);return this},fadeTo:function(a,b,c,d){return this.filter(":hidden").css("opacity",0).show().end().animate({opacity:b},a,c,d)},animate:function(a,b,c,d){function g(){e.queue===!1&&f._mark(this);var b=f.extend({},e),c=this.nodeType===1,d=c&&f(this).is(":hidden"),g,h,i,j,k,l,m,n,o;b.animatedProperties={};for(i in a){g=f.camelCase(i),i!==g&&(a[g]=a[i],delete a[i]),h=a[g],f.isArray(h)?(b.animatedProperties[g]=h[1],h=a[g]=h[0]):b.animatedProperties[g]=b.specialEasing&&b.specialEasing[g]||b.easing||"swing";if(h==="hide"&&d||h==="show"&&!d)return b.complete.call(this);c&&(g==="height"||g==="width")&&(b.overflow=[this.style.overflow,this.style.overflowX,this.style.overflowY],f.css(this,"display")==="inline"&&f.css(this,"float")==="none"&&(!f.support.inlineBlockNeedsLayout||cv(this.nodeName)==="inline"?this.style.display="inline-block":this.style.zoom=1))}b.overflow!=null&&(this.style.overflow="hidden");for(i in a)j=new f.fx(this,b,i),h=a[i],cn.test(h)?(o=f._data(this,"toggle"+i)||(h==="toggle"?d?"show":"hide":0),o?(f._data(this,"toggle"+i,o==="show"?"hide":"show"),j[o]()):j[h]()):(k=co.exec(h),l=j.cur(),k?(m=parseFloat(k[2]),n=k[3]||(f.cssNumber[i]?"":"px"),n!=="px"&&(f.style(this,i,(m||1)+n),l=(m||1)/j.cur()*l,f.style(this,i,l+n)),k[1]&&(m=(k[1]==="-="?-1:1)*m+l),j.custom(l,m,n)):j.custom(l,h,""));return!0}var e=f.speed(b,c,d);if(f.isEmptyObject(a))return this.each(e.complete,[!1]);a=f.extend({},a);return e.queue===!1?this.each(g):this.queue(e.queue,g)},stop:function(a,c,d){typeof a!="string"&&(d=c,c=a,a=b),c&&a!==!1&&this.queue(a||"fx",[]);return this.each(function(){function h(a,b,c){var e=b[c];f.removeData(a,c,!0),e.stop(d)}var b,c=!1,e=f.timers,g=f._data(this);d||f._unmark(!0,this);if(a==null)for(b in g)g[b]&&g[b].stop&&b.indexOf(".run")===b.length-4&&h(this,g,b);else g[b=a+".run"]&&g[b].stop&&h(this,g,b);for(b=e.length;b--;)e[b].elem===this&&(a==null||e[b].queue===a)&&(d?e[b](!0):e[b].saveState(),c=!0,e.splice(b,1));(!d||!c)&&f.dequeue(this,a)})}}),f.each({slideDown:cu("show",1),slideUp:cu("hide",1),slideToggle:cu("toggle",1),fadeIn:{opacity:"show"},fadeOut:{opacity:"hide"},fadeToggle:{opacity:"toggle"}},function(a,b){f.fn[a]=function(a,c,d){return this.animate(b,a,c,d)}}),f.extend({speed:function(a,b,c){var d=a&&typeof a=="object"?f.extend({},a):{complete:c||!c&&b||f.isFunction(a)&&a,duration:a,easing:c&&b||b&&!f.isFunction(b)&&b};d.duration=f.fx.off?0:typeof d.duration=="number"?d.duration:d.duration in f.fx.speeds?f.fx.speeds[d.duration]:f.fx.speeds._default;if(d.queue==null||d.queue===!0)d.queue="fx";d.old=d.complete,d.complete=function(a){f.isFunction(d.old)&&d.old.call(this),d.queue?f.dequeue(this,d.queue):a!==!1&&f._unmark(this)};return d},easing:{linear:function(a,b,c,d){return c+d*a},swing:function(a,b,c,d){return(-Math.cos(a*Math.PI)/2+.5)*d+c}},timers:[],fx:function(a,b,c){this.options=b,this.elem=a,this.prop=c,b.orig=b.orig||{}}}),f.fx.prototype={update:function(){this.options.step&&this.options.step.call(this.elem,this.now,this),(f.fx.step[this.prop]||f.fx.step._default)(this)},cur:function(){if(this.elem[this.prop]!=null&&(!this.elem.style||this.elem.style[this.prop]==null))return this.elem[this.prop];var a,b=f.css(this.elem,this.prop);return isNaN(a=parseFloat(b))?!b||b==="auto"?0:b:a},custom:function(a,c,d){function h(a){return e.step(a)}var e=this,g=f.fx;this.startTime=cr||cs(),this.end=c,this.now=this.start=a,this.pos=this.state=0,this.unit=d||this.unit||(f.cssNumber[this.prop]?"":"px"),h.queue=this.options.queue,h.elem=this.elem,h.saveState=function(){e.options.hide&&f._data(e.elem,"fxshow"+e.prop)===b&&f._data(e.elem,"fxshow"+e.prop,e.start)},h()&&f.timers.push(h)&&!cp&&(cp=setInterval(g.tick,g.interval))},show:function(){var a=f._data(this.elem,"fxshow"+this.prop);this.options.orig[this.prop]=a||f.style(this.elem,this.prop),this.options.show=!0,a!==b?this.custom(this.cur(),a):this.custom(this.prop==="width"||this.prop==="height"?1:0,this.cur()),f(this.elem).show()},hide:function(){this.options.orig[this.prop]=f._data(this.elem,"fxshow"+this.prop)||f.style(this.elem,this.prop),this.options.hide=!0,this.custom(this.cur(),0)},step:function(a){var b,c,d,e=cr||cs(),g=!0,h=this.elem,i=this.options;if(a||e>=i.duration+this.startTime){this.now=this.end,this.pos=this.state=1,this.update(),i.animatedProperties[this.prop]=!0;for(b in i.animatedProperties)i.animatedProperties[b]!==!0&&(g=!1);if(g){i.overflow!=null&&!f.support.shrinkWrapBlocks&&f.each(["","X","Y"],function(a,b){h.style["overflow"+b]=i.overflow[a]}),i.hide&&f(h).hide();if(i.hide||i.show)for(b in i.animatedProperties)f.style(h,b,i.orig[b]),f.removeData(h,"fxshow"+b,!0),f.removeData(h,"toggle"+b,!0);d=i.complete,d&&(i.complete=!1,d.call(h))}return!1}i.duration==Infinity?this.now=e:(c=e-this.startTime,this.state=c/i.duration,this.pos=f.easing[i.animatedProperties[this.prop]](this.state,c,0,1,i.duration),this.now=this.start+(this.end-this.start)*this.pos),this.update();return!0}},f.extend(f.fx,{tick:function(){var a,b=f.timers,c=0;for(;c<b.length;c++)a=b[c],!a()&&b[c]===a&&b.splice(c--,1);b.length||f.fx.stop()},interval:13,stop:function(){clearInterval(cp),cp=null},speeds:{slow:600,fast:200,_default:400},step:{opacity:function(a){f.style(a.elem,"opacity",a.now)},_default:function(a){a.elem.style&&a.elem.style[a.prop]!=null?a.elem.style[a.prop]=a.now+a.unit:a.elem[a.prop]=a.now}}}),f.each(["width","height"],function(a,b){f.fx.step[b]=function(a){f.style(a.elem,b,Math.max(0,a.now)+a.unit)}}),f.expr&&f.expr.filters&&(f.expr.filters.animated=function(a){return f.grep(f.timers,function(b){return a===b.elem}).length});var cw=/^t(?:able|d|h)$/i,cx=/^(?:body|html)$/i;"getBoundingClientRect"in c.documentElement?f.fn.offset=function(a){var b=this[0],c;if(a)return this.each(function(b){f.offset.setOffset(this,a,b)});if(!b||!b.ownerDocument)return null;if(b===b.ownerDocument.body)return f.offset.bodyOffset(b);try{c=b.getBoundingClientRect()}catch(d){}var e=b.ownerDocument,g=e.documentElement;if(!c||!f.contains(g,b))return c?{top:c.top,left:c.left}:{top:0,left:0};var h=e.body,i=cy(e),j=g.clientTop||h.clientTop||0,k=g.clientLeft||h.clientLeft||0,l=i.pageYOffset||f.support.boxModel&&g.scrollTop||h.scrollTop,m=i.pageXOffset||f.support.boxModel&&g.scrollLeft||h.scrollLeft,n=c.top+l-j,o=c.left+m-k;return{top:n,left:o}}:f.fn.offset=function(a){var b=this[0];if(a)return this.each(function(b){f.offset.setOffset(this,a,b)});if(!b||!b.ownerDocument)return null;if(b===b.ownerDocument.body)return f.offset.bodyOffset(b);var c,d=b.offsetParent,e=b,g=b.ownerDocument,h=g.documentElement,i=g.body,j=g.defaultView,k=j?j.getComputedStyle(b,null):b.currentStyle,l=b.offsetTop,m=b.offsetLeft;while((b=b.parentNode)&&b!==i&&b!==h){if(f.support.fixedPosition&&k.position==="fixed")break;c=j?j.getComputedStyle(b,null):b.currentStyle,l-=b.scrollTop,m-=b.scrollLeft,b===d&&(l+=b.offsetTop,m+=b.offsetLeft,f.support.doesNotAddBorder&&(!f.support.doesAddBorderForTableAndCells||!cw.test(b.nodeName))&&(l+=parseFloat(c.borderTopWidth)||0,m+=parseFloat(c.borderLeftWidth)||0),e=d,d=b.offsetParent),f.support.subtractsBorderForOverflowNotVisible&&c.overflow!=="visible"&&(l+=parseFloat(c.borderTopWidth)||0,m+=parseFloat(c.borderLeftWidth)||0),k=c}if(k.position==="relative"||k.position==="static")l+=i.offsetTop,m+=i.offsetLeft;f.support.fixedPosition&&k.position==="fixed"&&(l+=Math.max(h.scrollTop,i.scrollTop),m+=Math.max(h.scrollLeft,i.scrollLeft));return{top:l,left:m}},f.offset={bodyOffset:function(a){var b=a.offsetTop,c=a.offsetLeft;f.support.doesNotIncludeMarginInBodyOffset&&(b+=parseFloat(f.css(a,"marginTop"))||0,c+=parseFloat(f.css(a,"marginLeft"))||0);return{top:b,left:c}},setOffset:function(a,b,c){var d=f.css(a,"position");d==="static"&&(a.style.position="relative");var e=f(a),g=e.offset(),h=f.css(a,"top"),i=f.css(a,"left"),j=(d==="absolute"||d==="fixed")&&f.inArray("auto",[h,i])>-1,k={},l={},m,n;j?(l=e.position(),m=l.top,n=l.left):(m=parseFloat(h)||0,n=parseFloat(i)||0),f.isFunction(b)&&(b=b.call(a,c,g)),b.top!=null&&(k.top=b.top-g.top+m),b.left!=null&&(k.left=b.left-g.left+n),"using"in b?b.using.call(a,k):e.css(k)}},f.fn.extend({position:function(){if(!this[0])return null;var a=this[0],b=this.offsetParent(),c=this.offset(),d=cx.test(b[0].nodeName)?{top:0,left:0}:b.offset();c.top-=parseFloat(f.css(a,"marginTop"))||0,c.left-=parseFloat(f.css(a,"marginLeft"))||0,d.top+=parseFloat(f.css(b[0],"borderTopWidth"))||0,d.left+=parseFloat(f.css(b[0],"borderLeftWidth"))||0;return{top:c.top-d.top,left:c.left-d.left}},offsetParent:function(){return this.map(function(){var a=this.offsetParent||c.body;while(a&&!cx.test(a.nodeName)&&f.css(a,"position")==="static")a=a.offsetParent;return a})}}),f.each(["Left","Top"],function(a,c){var d="scroll"+c;f.fn[d]=function(c){var e,g;if(c===b){e=this[0];if(!e)return null;g=cy(e);return g?"pageXOffset"in g?g[a?"pageYOffset":"pageXOffset"]:f.support.boxModel&&g.document.documentElement[d]||g.document.body[d]:e[d]}return this.each(function(){g=cy(this),g?g.scrollTo(a?f(g).scrollLeft():c,a?c:f(g).scrollTop()):this[d]=c})}}),f.each(["Height","Width"],function(a,c){var d=c.toLowerCase();f.fn["inner"+c]=function(){var a=this[0];return a?a.style?parseFloat(f.css(a,d,"padding")):this[d]():null},f.fn["outer"+c]=function(a){var b=this[0];return b?b.style?parseFloat(f.css(b,d,a?"margin":"border")):this[d]():null},f.fn[d]=function(a){var e=this[0];if(!e)return a==null?null:this;if(f.isFunction(a))return this.each(function(b){var c=f(this);c[d](a.call(this,b,c[d]()))});if(f.isWindow(e)){var g=e.document.documentElement["client"+c],h=e.document.body;return e.document.compatMode==="CSS1Compat"&&g||h&&h["client"+c]||g}if(e.nodeType===9)return Math.max(e.documentElement["client"+c],e.body["scroll"+c],e.documentElement["scroll"+c],e.body["offset"+c],e.documentElement["offset"+c]);if(a===b){var i=f.css(e,d),j=parseFloat(i);return f.isNumeric(j)?j:i}return this.css(d,typeof a=="string"?a:a+"px")}}),a.jQuery=a.$=f,typeof define=="function"&&define.amd&&define.amd.jQuery&&define("jquery",[],function(){return f})})(window);
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## Version 8.4

We've got the new [demo page][]! The obvious new feature is the new look, but
apart from that it's got smarter: by presenting languages in groups it avoids
running 10000 highlighting attempts after first load which was slowing it down
and giving bad overall impression. It is now also being generated from test
code snippets so the authors of new languages don't have to update both tests
and the demo page with the same thing.

Other notable changes:

- The `template_comment` class is gone in favor of the more general `comment`.
- Number parsing unified and improved across languages.
- C++, Java and C# now use unified grammar to highlight titles in
  function/method definitions.
- The browser build is now usable as an AMD module, there's no separate build
  target for that anymore.
- OCaml has got a [comprehensive overhaul][ocaml] by [Mickaël Delahaye][].
- Clojure's data structures and literals are now highlighted outside of lists
  and we can now highlight Clojure's REPL sessions.

New languages:

- *AspectJ* by [Hakan Özler][]
- *STEP Part 21* by [Adam Joseph Cook][]
- *SML* derived by [Edwin Dalorzo][] from OCaml definition
- *Mercury* by [mucaho][]
- *Smali* by [Dennis Titze][]
- *Verilog* by [Jon Evans][]
- *Stata* by [Brian Quistorff][]

[Hakan Özler]: https://github.com/ozlerhakan
[Adam Joseph Cook]: https://github.com/adamjcook
[demo page]: https://highlightjs.org/static/demo/
[Ivan Sagalaev]: https://github.com/isagalaev
[Edwin Dalorzo]: https://github.com/edalorzo
[mucaho]: https://github.com/mucaho
[Dennis Titze]: https://github.com/titze
[Jon Evans]: https://github.com/craftyjon
[Brian Quistorff]: https://github.com/bquistorff
[ocaml]: https://github.com/isagalaev/highlight.js/pull/608#issue-46190207
[Mickaël Delahaye]: https://github.com/polazarus


## Version 8.3

We streamlined our tool chain, it is now based entirely on node.js instead of
being a mix of node.js, Python and Java. The build script options and arguments
remained the same, and we've noted all the changes in the [documentation][b].
Apart from reducing complexity, the new build script is also faster from not
having to start Java machine repeatedly. The credits for the work go to [Jeremy
Hull][].

Some notable fixes:

- PHP and JavaScript mixed in HTML now live happily with each other.
- JavaScript regexes now understand ES6 flags "u" and "y".
- `throw` keyword is no longer detected as a method name in Java.
- Fixed parsing of numbers and symbols in Clojure thanks to [input from Ivan
  Kleshnin][ik].

New languages in this release:

- *Less* by [Max Mikhailov][]
- *Stylus* by [Bryant Williams][]
- *Tcl* by [Radek Liska][]
- *Puppet* by [Jose Molina Colmenero][]
- *Processing* by [Erik Paluka][]
- *Twig* templates by [Luke Holder][]
- *PowerShell* by [David Mohundro][], based on [the work of Nicholas
  Blumhardt][ps]
- *XL* by [Christophe de Dinechin][]
- *LiveScript* by [Taneli Vatanen][] and [Jen Evers-Corvina][]
- *ERB* (Ruby in HTML) by [Lucas Mazza][]
- *Roboconf* by [Vincent Zurczak][]

[b]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[Jeremy Hull]: https://github.com/sourrust
[ik]: https://twitter.com/IvanKleshnin/status/514041599484231680
[Max Mikhailov]: https://github.com/seven-phases-max
[Bryant Williams]: https://github.com/scien
[Radek Liska]: https://github.com/Nindaleth
[Jose Molina Colmenero]: https://github.com/Moliholy
[Erik Paluka]: https://github.com/paluka
[Luke Holder]: https://github.com/lukeholder
[David Mohundro]: https://github.com/drmohundro
[ps]: https://github.com/OctopusDeploy/Library/blob/master/app/shared/presentation/highlighting/powershell.js
[Christophe de Dinechin]: https://github.com/c3d
[Taneli Vatanen]: https://github.com/Daiz-
[Jen Evers-Corvina]: https://github.com/sevvie
[Lucas Mazza]: https://github.com/lucasmazza
[Vincent Zurczak]: https://github.com/vincent-zurczak

## Version 8.2

We've finally got [real tests][test] and [continuous testing on Travis][ci]
thanks to [Jeremy Hull][] and [Chris Eidhof][]. The tests designed to cover
everything: language detection, correct parsing of individual language features
and various special cases. This is a very important change that gives us
confidence in extending language definitions and refactoring library core.

We're going to redesign the old [demo/test suite][demo] into an interactive
demo web app. If you're confident front-end developer or designer and want to
help us with it, drop a comment into [the issue][#542] on GitHub.

[test]: https://github.com/isagalaev/highlight.js/tree/master/test
[demo]: https://highlightjs.org/static/test.html
[#542]: https://github.com/isagalaev/highlight.js/issues/542
[ci]: https://travis-ci.org/isagalaev/highlight.js
[Jeremy Hull]: https://github.com/sourrust
[Chris Eidhof]: https://github.com/chriseidhof

As usually there's a handful of new languages in this release:

- *Groovy* by [Guillaume Laforge][]
- *Dart* by [Maxim Dikun][]
- *Dust* by [Michael Allen][]
- *Scheme* by [JP Verkamp][]
- *G-Code* by [Adam Joseph Cook][]
- *Q* from Kx Systems by [Sergey Vidyuk][]

[Guillaume Laforge]: https://github.com/glaforge
[Maxim Dikun]: https://github.com/dikmax
[Michael Allen]: https://github.com/bfui
[JP Verkamp]: https://github.com/jpverkamp
[Adam Joseph Cook]: https://github.com/adamjcook
[Sergey Vidyuk]: https://github.com/sv

Other improvements:

- [Erik Osheim][] heavily reworked Scala definitions making it richer.
- [Lucas Mazza][] fixed Ruby hashes highlighting
- Lisp variants (Lisp, Clojure and Scheme) are unified in regard to naming
  the first symbol in parentheses: it's "keyword" in general case and also
  "built_in" for built-in functions in Clojure and Scheme.

[Erik Osheim]: https://github.com/non
[Lucas Mazza]: https://github.com/lucasmazza

## Version 8.1

New languages:

- *Gherkin* by [Sam Pikesley][]
- *Elixir* by [Josh Adams][]
- *NSIS* by [Jan T. Sott][]
- *VIM script* by [Jun Yang][]
- *Protocol Buffers* by [Dan Tao][]
- *Nix* by [Domen Kožar][]
- *x86asm* by [innocenat][]
- *Cap’n Proto* and *Thrift* by [Oleg Efimov][]
- *Monkey* by [Arthur Bikmullin][]
- *TypeScript* by [Panu Horsmalahti][]
- *Nimrod* by [Flaviu Tamas][]
- *Gradle* by [Damian Mee][]
- *Haxe* by [Christopher Kaster][]
- *Swift* by [Chris Eidhof][] and [Nate Cook][]

New styles:

- *Kimbie*, light and dark variants by [Jan T. Sott][]
- *Color brewer* by [Fabrício Tavares de Oliveira][]
- *Codepen.io embed* by [Justin Perry][]
- *Hybrid* by [Nic West][]

[Sam Pikesley]: https://github.com/pikesley
[Sindre Sorhus]: https://github.com/sindresorhus
[Josh Adams]: https://github.com/knewter
[Jan T. Sott]: https://github.com/idleberg
[Jun Yang]: https://github.com/harttle
[Dan Tao]: https://github.com/dtao
[Domen Kožar]: https://github.com/iElectric
[innocenat]: https://github.com/innocenat
[Oleg Efimov]: https://github.com/Sannis
[Arthur Bikmullin]: https://github.com/devolonter
[Panu Horsmalahti]: https://github.com/panuhorsmalahti
[Flaviu Tamas]: https://github.com/flaviut
[Damian Mee]: https://github.com/chester1000
[Christopher Kaster]: http://christopher.kaster.ws
[Fabrício Tavares de Oliveira]: https://github.com/fabriciotav
[Justin Perry]: https://github.com/ourmaninamsterdam
[Nic West]: https://github.com/nicwest
[Chris Eidhof]: https://github.com/chriseidhof
[Nate Cook]: https://github.com/natecook1000

Other improvements:

- The README is heavily reworked and brought up to date by [Jeremy Hull][].
- Added [`listLanguages()`][ll] method in the API.
- Improved C/C++/C# detection.
- Added a bunch of new language aliases, documented the existing ones. Thanks to
  [Sindre Sorhus][] for background research.
- Added phrasal English words to boost relevance in comments.
- Many improvements to SQL definition made by [Heiko August][],
  [Nikolay Lisienko][] and [Travis Odom][].
- The shorter `lang-` prefix for language names in HTML classes supported
  alongside `language-`. Thanks to [Jeff Escalante][].
- Ruby's got support for interactive console sessions. Thanks to
  [Pascal Hurni][].
- Added built-in functions for R language. Thanks to [Artem A. Klevtsov][].
- Rust's got definition for lifetime parameters and improved string syntax.
  Thanks to [Roman Shmatov][].
- Various improvements to Objective-C definition by [Matt Diephouse][].
- Fixed highlighting of generics in Java.

[ll]: http://highlightjs.readthedocs.org/en/latest/api.html#listlanguages
[Sindre Sorhus]: https://github.com/sindresorhus
[Heiko August]: https://github.com/auge8472
[Nikolay Lisienko]: https://github.com/neor-ru
[Travis Odom]: https://github.com/Burstaholic
[Jeff Escalante]: https://github.com/jenius
[Pascal Hurni]: https://github.com/phurni
[Jiyin Yiyong]: https://github.com/jiyinyiyong
[Artem A. Klevtsov]: https://github.com/unikum
[Roman Shmatov]: https://github.com/shmatov
[Jeremy Hull]: https://github.com/sourrust
[Matt Diephouse]: https://github.com/mdiep


## Version 8.0

This new major release is quite a big overhaul bringing both new features and
some backwards incompatible changes. However, chances are that the majority of
users won't be affected by the latter: the basic scenario described in the
README is left intact.

Here's what did change in an incompatible way:

- We're now prefixing all classes located in [CSS classes reference][cr] with
  `hljs-`, by default, because some class names would collide with other
  people's stylesheets. If you were using an older version, you might still want
  the previous behavior, but still want to upgrade. To suppress this new
  behavior, you would initialize like so:

  ```html
  <script type="text/javascript">
    hljs.configure({classPrefix: ''});
    hljs.initHighlightingOnLoad();
  </script>
  ```

- `tabReplace` and `useBR` that were used in different places are also unified
  into the global options object and are to be set using `configure(options)`.
  This function is documented in our [API docs][]. Also note that these
  parameters are gone from `highlightBlock` and `fixMarkup` which are now also
  rely on `configure`.

- We removed public-facing (though undocumented) object `hljs.LANGUAGES` which
  was used to register languages with the library in favor of two new methods:
  `registerLanguage` and `getLanguage`. Both are documented in our [API docs][].

- Result returned from `highlight` and `highlightAuto` no longer contains two
  separate attributes contributing to relevance score, `relevance` and
  `keyword_count`. They are now unified in `relevance`.

Another technically compatible change that nonetheless might need attention:

- The structure of the NPM package was refactored, so if you had installed it
  locally, you'll have to update your paths. The usual `require('highlight.js')`
  works as before. This is contributed by [Dmitry Smolin][].

New features:

- Languages now can be recognized by multiple names like "js" for JavaScript or
  "html" for, well, HTML (which earlier insisted on calling it "xml"). These
  aliases can be specified in the class attribute of the code container in your
  HTML as well as in various API calls. For now there are only a few very common
  aliases but we'll expand it in the future. All of them are listed in the
  [class reference][cr].

- Language detection can now be restricted to a subset of languages relevant in
  a given context — a web page or even a single highlighting call. This is
  especially useful for node.js build that includes all the known languages.
  Another example is a StackOverflow-style site where users specify languages
  as tags rather than in the markdown-formatted code snippets. This is
  documented in the [API reference][] (see methods `highlightAuto` and
  `configure`).

- Language definition syntax streamlined with [variants][] and
  [beginKeywords][].

New languages and styles:

- *Oxygene* by [Carlo Kok][]
- *Mathematica* by [Daniel Kvasnička][]
- *Autohotkey* by [Seongwon Lee][]
- *Atelier* family of styles in 10 variants by [Bram de Haan][]
- *Paraíso* styles by [Jan T. Sott][]

Miscellaneous improvements:

- Highlighting `=>` prompts in Clojure.
- [Jeremy Hull][] fixed a lot of styles for consistency.
- Finally, highlighting PHP and HTML [mixed in peculiar ways][php-html].
- Objective C and C# now properly highlight titles in method definition.
- Big overhaul of relevance counting for a number of languages. Please do report
  bugs about mis-detection of non-trivial code snippets!

[API reference]: http://highlightjs.readthedocs.org/en/latest/api.html

[cr]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[api docs]: http://highlightjs.readthedocs.org/en/latest/api.html
[variants]: https://groups.google.com/d/topic/highlightjs/VoGC9-1p5vk/discussion
[beginKeywords]: https://github.com/isagalaev/highlight.js/commit/6c7fdea002eb3949577a85b3f7930137c7c3038d
[php-html]: https://twitter.com/highlightjs/status/408890903017689088

[Carlo Kok]: https://github.com/carlokok
[Bram de Haan]: https://github.com/atelierbram
[Daniel Kvasnička]: https://github.com/dkvasnicka
[Dmitry Smolin]: https://github.com/dimsmol
[Jeremy Hull]: https://github.com/sourrust
[Seongwon Lee]: https://github.com/dlimpid
[Jan T. Sott]: https://github.com/idleberg


## Version 7.5

A catch-up release dealing with some of the accumulated contributions. This one
is probably will be the last before the 8.0 which will be slightly backwards
incompatible regarding some advanced use-cases.

One outstanding change in this version is the addition of 6 languages to the
[hosted script][d]: Markdown, ObjectiveC, CoffeeScript, Apache, Nginx and
Makefile. It now weighs about 6K more but we're going to keep it under 30K.

New languages:

- OCaml by [Mehdi Dogguy][mehdid] and [Nicolas Braud-Santoni][nbraud]
- [LiveCode Server][lcs] by [Ralf Bitter][revig]
- Scilab by [Sylvestre Ledru][sylvestre]
- basic support for Makefile by [Ivan Sagalaev][isagalaev]

Improvements:

- Ruby's got support for characters like `?A`, `?1`, `?\012` etc. and `%r{..}`
  regexps.
- Clojure now allows a function call in the beginning of s-expressions
  `(($filter "myCount") (arr 1 2 3 4 5))`.
- Haskell's got new keywords and now recognizes more things like pragmas,
  preprocessors, modules, containers, FFIs etc. Thanks to [Zena Treep][treep]
  for the implementation and to [Jeremy Hull][sourrust] for guiding it.
- Miscellaneous fixes in PHP, Brainfuck, SCSS, Asciidoc, CMake, Python and F#.

[mehdid]: https://github.com/mehdid
[nbraud]: https://github.com/nbraud
[revig]: https://github.com/revig
[lcs]: http://livecode.com/developers/guides/server/
[sylvestre]: https://github.com/sylvestre
[isagalaev]: https://github.com/isagalaev
[treep]: https://github.com/treep
[sourrust]: https://github.com/sourrust
[d]: http://highlightjs.org/download/


## New core developers

The latest long period of almost complete inactivity in the project coincided
with growing interest to it led to a decision that now seems completely obvious:
we need more core developers.

So without further ado let me welcome to the core team two long-time
contributors: [Jeremy Hull][] and [Oleg
Efimov][].

Hope now we'll be able to work through stuff faster!

P.S. The historical commit is [here][1] for the record.

[Jeremy Hull]: https://github.com/sourrust
[Oleg Efimov]: https://github.com/sannis
[1]: https://github.com/isagalaev/highlight.js/commit/f3056941bda56d2b72276b97bc0dd5f230f2473f


## Version 7.4

This long overdue version is a snapshot of the current source tree with all the
changes that happened during the past year. Sorry for taking so long!

Along with the changes in code highlight.js has finally got its new home at
<http://highlightjs.org/>, moving from its cradle on Software Maniacs which it
outgrew a long time ago. Be sure to report any bugs about the site to
<mailto:info@highlightjs.org>.

On to what's new…

New languages:

- Handlebars templates by [Robin Ward][]
- Oracle Rules Language by [Jason Jacobson][]
- F# by [Joans Follesø][]
- AsciiDoc and Haml by [Dan Allen][]
- Lasso by [Eric Knibbe][]
- SCSS by [Kurt Emch][]
- VB.NET by [Poren Chiang][]
- Mizar by [Kelley van Evert][]

[Robin Ward]: https://github.com/eviltrout
[Jason Jacobson]: https://github.com/jayce7
[Joans Follesø]: https://github.com/follesoe
[Dan Allen]: https://github.com/mojavelinux
[Eric Knibbe]: https://github.com/EricFromCanada
[Kurt Emch]: https://github.com/kemch
[Poren Chiang]: https://github.com/rschiang
[Kelley van Evert]: https://github.com/kelleyvanevert

New style themes:

- Monokai Sublime by [noformnocontent][]
- Railscasts by [Damien White][]
- Obsidian by [Alexander Marenin][]
- Docco by [Simon Madine][]
- Mono Blue by [Ivan Sagalaev][] (uses a single color hue for everything)
- Foundation by [Dan Allen][]

[noformnocontent]: http://nn.mit-license.org/
[Damien White]: https://github.com/visoft
[Alexander Marenin]: https://github.com/ioncreature
[Simon Madine]: https://github.com/thingsinjars
[Ivan Sagalaev]: https://github.com/isagalaev

Other notable changes:

- Corrected many corner cases in CSS.
- Dropped Python 2 version of the build tool.
- Implemented building for the AMD format.
- Updated Rust keywords (thanks to [Dmitry Medvinsky][]).
- Literal regexes can now be used in language definitions.
- CoffeeScript highlighting is now significantly more robust and rich due to
  input from [Cédric Néhémie][].

[Dmitry Medvinsky]: https://github.com/dmedvinsky
[Cédric Néhémie]: https://github.com/abe33


## Version 7.3

- Since this version highlight.js no longer works in IE version 8 and older.
  It's made it possible to reduce the library size and dramatically improve code
  readability and made it easier to maintain. Time to go forward!

- New languages: AppleScript (by [Nathan Grigg][ng] and [Dr. Drang][dd]) and
  Brainfuck (by [Evgeny Stepanischev][bolk]).

- Improvements to existing languages:

    - interpreter prompt in Python (`>>>` and `...`)
    - @-properties and classes in CoffeeScript
    - E4X in JavaScript (by [Oleg Efimov][oe])
    - new keywords in Perl (by [Kirk Kimmel][kk])
    - big Ruby syntax update (by [Vasily Polovnyov][vast])
    - small fixes in Bash

- Also Oleg Efimov did a great job of moving all the docs for language and style
  developers and contributors from the old wiki under the source code in the
  "docs" directory. Now these docs are nicely presented at
  <http://highlightjs.readthedocs.org/>.

[ng]: https://github.com/nathan11g
[dd]: https://github.com/drdrang
[bolk]: https://github.com/bolknote
[oe]: https://github.com/Sannis
[kk]: https://github.com/kimmel
[vast]: https://github.com/vast


## Version 7.2

A regular bug-fix release without any significant new features. Enjoy!


## Version 7.1

A Summer crop:

- [Marc Fornos][mf] made the definition for Clojure along with the matching
  style Rainbow (which, of course, works for other languages too).
- CoffeeScript support continues to improve getting support for regular
  expressions.
- Yoshihide Jimbo ported to highlight.js [five Tomorrow styles][tm] from the
  [project by Chris Kempson][tm0].
- Thanks to [Casey Duncun][cd] the library can now be built in the popular
  [AMD format][amd].
- And last but not least, we've got a fair number of correctness and consistency
  fixes, including a pretty significant refactoring of Ruby.

[mf]: https://github.com/mfornos
[tm]: http://jmblog.github.com/color-themes-for-highlightjs/
[tm0]: https://github.com/ChrisKempson/Tomorrow-Theme
[cd]: https://github.com/caseman
[amd]: http://requirejs.org/docs/whyamd.html


## Version 7.0

The reason for the new major version update is a global change of keyword syntax
which resulted in the library getting smaller once again. For example, the
hosted build is 2K less than at the previous version while supporting two new
languages.

Notable changes:

- The library now works not only in a browser but also with [node.js][]. It is
  installable with `npm install highlight.js`. [API][] docs are available on our
  wiki.

- The new unique feature (apparently) among syntax highlighters is highlighting
  *HTTP* headers and an arbitrary language in the request body. The most useful
  languages here are *XML* and *JSON* both of which highlight.js does support.
  Here's [the detailed post][p] about the feature.

- Two new style themes: a dark "south" *[Pojoaque][]* by Jason Tate and an
  emulation of*XCode* IDE by [Angel Olloqui][ao].

- Three new languages: *D* by [Aleksandar Ružičić][ar], *R* by [Joe Cheng][jc]
  and *GLSL* by [Sergey Tikhomirov][st].

- *Nginx* syntax has become a million times smaller and more universal thanks to
  remaking it in a more generic manner that doesn't require listing all the
  directives in the known universe.

- Function titles are now highlighted in *PHP*.

- *Haskell* and *VHDL* were significantly reworked to be more rich and correct
  by their respective maintainers [Jeremy Hull][sr] and [Igor Kalnitsky][ik].

And last but not least, many bugs have been fixed around correctness and
language detection.

Overall highlight.js currently supports 51 languages and 20 style themes.

[node.js]: http://nodejs.org/
[api]: http://softwaremaniacs.org/wiki/doku.php/highlight.js:api
[p]: http://softwaremaniacs.org/blog/2012/05/10/http-and-json-in-highlight-js/en/
[pojoaque]: http://web-cms-designs.com/ftopict-10-pojoaque-style-for-highlight-js-code-highlighter.html
[ao]: https://github.com/angelolloqui
[ar]: https://github.com/raleksandar
[jc]: https://github.com/jcheng5
[st]: https://github.com/tikhomirov
[sr]: https://github.com/sourrust
[ik]: https://github.com/ikalnitsky


## Version 6.2

A lot of things happened in highlight.js since the last version! We've got nine
new contributors, the discussion group came alive, and the main branch on GitHub
now counts more than 350 followers. Here are most significant results coming
from all this activity:

- 5 (five!) new languages: Rust, ActionScript, CoffeeScript, MatLab and
  experimental support for markdown. Thanks go to [Andrey Vlasovskikh][av],
  [Alexander Myadzel][am], [Dmytrii Nagirniak][dn], [Oleg Efimov][oe], [Denis
  Bardadym][db] and [John Crepezzi][jc].

- 2 new style themes: Monokai by [Luigi Maselli][lm] and stylistic imitation of
  another well-known highlighter Google Code Prettify by [Aahan Krish][ak].

- A vast number of [correctness fixes and code refactorings][log], mostly made
  by [Oleg Efimov][oe] and [Evgeny Stepanischev][es].

[av]: https://github.com/vlasovskikh
[am]: https://github.com/myadzel
[dn]: https://github.com/dnagir
[oe]: https://github.com/Sannis
[db]: https://github.com/btd
[jc]: https://github.com/seejohnrun
[lm]: http://grigio.org/
[ak]: https://github.com/geekpanth3r
[es]: https://github.com/bolknote
[log]: https://github.com/isagalaev/highlight.js/commits/


## Version 6.1 — Solarized

[Jeremy Hull][jh] has implemented my dream feature — a port of [Solarized][]
style theme famous for being based on the intricate color theory to achieve
correct contrast and color perception. It is now available for highlight.js in
both variants — light and dark.

This version also adds a new original style Arta. Its author pumbur maintains a
[heavily modified fork of highlight.js][pb] on GitHub.

[jh]: https://github.com/sourrust
[solarized]: http://ethanschoonover.com/solarized
[pb]: https://github.com/pumbur/highlight.js


## Version 6.0

New major version of the highlighter has been built on a significantly
refactored syntax. Due to this it's even smaller than the previous one while
supporting more languages!

New languages are:

- Haskell by [Jeremy Hull][sourrust]
- Erlang in two varieties — module and REPL — made collectively by [Nikolay
  Zakharov][desh], [Dmitry Kovega][arhibot] and [Sergey Ignatov][ignatov]
- Objective C by [Valerii Hiora][vhbit]
- Vala by [Antono Vasiljev][antono]
- Go by [Stephan Kountso][steplg]

[sourrust]: https://github.com/sourrust
[desh]: http://desh.su/
[arhibot]: https://github.com/arhibot
[ignatov]: https://github.com/ignatov
[vhbit]: https://github.com/vhbit
[antono]: https://github.com/antono
[steplg]: https://github.com/steplg

Also this version is marginally faster and fixes a number of small long-standing
bugs.

Developer overview of the new language syntax is available in a [blog post about
recent beta release][beta].

[beta]: http://softwaremaniacs.org/blog/2011/04/25/highlight-js-60-beta/en/

P.S. New version is not yet available on a Yandex CDN, so for now you have to
download [your own copy][d].

[d]: /soft/highlight/en/download/


## Version 5.14

Fixed bugs in HTML/XML detection and relevance introduced in previous
refactoring.

Also test.html now shows the second best result of language detection by
relevance.


## Version 5.13

Past weekend began with a couple of simple additions for existing languages but
ended up in a big code refactoring bringing along nice improvements for language
developers.

### For users

- Description of C++ has got new keywords from the upcoming [C++ 0x][] standard.
- Description of HTML has got new tags from [HTML 5][].
- CSS-styles have been unified to use consistent padding and also have lost
  pop-outs with names of detected languages.
- [Igor Kalnitsky][ik] has sent two new language descriptions: CMake & VHDL.

This makes total number of languages supported by highlight.js to reach 35.

Bug fixes:

- Custom classes on `<pre>` tags are not being overridden anymore
- More correct highlighting of code blocks inside non-`<pre>` containers:
  highlighter now doesn't insist on replacing them with its own container and
  just replaces the contents.
- Small fixes in browser compatibility and heuristics.

[c++ 0x]: http://ru.wikipedia.org/wiki/C%2B%2B0x
[html 5]: http://en.wikipedia.org/wiki/HTML5
[ik]: http://kalnitsky.org.ua/

### For developers

The most significant change is the ability to include language submodes right
under `contains` instead of defining explicit named submodes in the main array:

    contains: [
      'string',
      'number',
      {begin: '\\n', end: hljs.IMMEDIATE_RE}
    ]

This is useful for auxiliary modes needed only in one place to define parsing.
Note that such modes often don't have `className` and hence won't generate a
separate `<span>` in the resulting markup. This is similar in effect to
`noMarkup: true`. All existing languages have been refactored accordingly.

Test file test.html has at last become a real test. Now it not only puts the
detected language name under the code snippet but also tests if it matches the
expected one. Test summary is displayed right above all language snippets.


## CDN

Fine people at [Yandex][] agreed to host highlight.js on their big fast servers.
[Link up][l]!

[yandex]: http://yandex.com/
[l]: http://softwaremaniacs.org/soft/highlight/en/download/


## Version 5.10 — "Paris".

Though I'm on a vacation in Paris, I decided to release a new version with a
couple of small fixes:

- Tomas Vitvar discovered that TAB replacement doesn't always work when used
  with custom markup in code
- SQL parsing is even more rigid now and doesn't step over SmallTalk in tests


## Version 5.9

A long-awaited version is finally released.

New languages:

- Andrew Fedorov made a definition for Lua
- a long-time highlight.js contributor [Peter Leonov][pl] made a definition for
  Nginx config
- [Vladimir Moskva][vm] made a definition for TeX

[pl]: http://kung-fu-tzu.ru/
[vm]: http://fulc.ru/

Fixes for existing languages:

- [Loren Segal][ls] reworked the Ruby definition and added highlighting for
  [YARD][] inline documentation
- the definition of SQL has become more solid and now it shouldn't be overly
  greedy when it comes to language detection

[ls]: http://gnuu.org/
[yard]: http://yardoc.org/

The highlighter has become more usable as a library allowing to do highlighting
from initialization code of JS frameworks and in ajax methods (see.
readme.eng.txt).

Also this version drops support for the [WordPress][wp] plugin. Everyone is
welcome to [pick up its maintenance][p] if needed.

[wp]: http://wordpress.org/
[p]: http://bazaar.launchpad.net/~isagalaev/+junk/highlight/annotate/342/src/wp_highlight.js.php


## Version 5.8

- Jan Berkel has contributed a definition for Scala. +1 to hotness!
- All CSS-styles are rewritten to work only inside `<pre>` tags to avoid
  conflicts with host site styles.


## Version 5.7.

Fixed escaping of quotes in VBScript strings.


## Version 5.5

This version brings a small change: now .ini-files allow digits, underscores and
square brackets in key names.


## Version 5.4

Fixed small but upsetting bug in the packer which caused incorrect highlighting
of explicitly specified languages. Thanks to Andrew Fedorov for precise
diagnostics!


## Version 5.3

The version to fulfil old promises.

The most significant change is that highlight.js now preserves custom user
markup in code along with its own highlighting markup. This means that now it's
possible to use, say, links in code. Thanks to [Vladimir Dolzhenko][vd] for the
[initial proposal][1] and for making a proof-of-concept patch.

Also in this version:

- [Vasily Polovnyov][vp] has sent a GitHub-like style and has implemented
  support for CSS @-rules and Ruby symbols.
- Yura Zaripov has sent two styles: Brown Paper and School Book.
- Oleg Volchkov has sent a definition for [Parser 3][p3].

[1]: http://softwaremaniacs.org/forum/highlightjs/6612/
[p3]: http://www.parser.ru/
[vp]: http://vasily.polovnyov.ru/
[vd]: http://dolzhenko.blogspot.com/


## Version 5.2

- at last it's possible to replace indentation TABs with something sensible
  (e.g. 2 or 4 spaces)
- new keywords and built-ins for 1C by Sergey Baranov
- a couple of small fixes to Apache highlighting


## Version 5.1

This is one of those nice version consisting entirely of new and shiny
contributions!

- [Vladimir Ermakov][vooon] created highlighting for AVR Assembler
- [Ruslan Keba][rukeba] created highlighting for Apache config file. Also his
  original visual style for it is now available for all highlight.js languages
  under the name "Magula".
- [Shuen-Huei Guan][drake] (aka Drake) sent new keywords for RenderMan
  languages. Also thanks go to [Konstantin Evdokimenko][ke] for his advice on
  the matter.

[vooon]: http://vehq.ru/about/
[rukeba]: http://rukeba.com/
[drake]: http://drakeguan.org/
[ke]: http://k-evdokimenko.moikrug.ru/


## Version 5.0

The main change in the new major version of highlight.js is a mechanism for
packing several languages along with the library itself into a single compressed
file. Now sites using several languages will load considerably faster because
the library won't dynamically include additional files while loading.

Also this version fixes a long-standing bug with Javascript highlighting that
couldn't distinguish between regular expressions and division operations.

And as usually there were a couple of minor correctness fixes.

Great thanks to all contributors! Keep using highlight.js.


## Version 4.3

This version comes with two contributions from [Jason Diamond][jd]:

- language definition for C# (yes! it was a long-missed thing!)
- Visual Studio-like highlighting style

Plus there are a couple of minor bug fixes for parsing HTML and XML attributes.

[jd]: http://jason.diamond.name/weblog/


## Version 4.2

The biggest news is highlighting for Lisp, courtesy of Vasily Polovnyov. It's
somewhat experimental meaning that for highlighting "keywords" it doesn't use
any pre-defined set of a Lisp dialect. Instead it tries to highlight first word
in parentheses wherever it makes sense. I'd like to ask people programming in
Lisp to confirm if it's a good idea and send feedback to [the forum][f].

Other changes:

- Smalltalk was excluded from DEFAULT_LANGUAGES to save traffic
- [Vladimir Epifanov][voldmar] has implemented javascript style switcher for
  test.html
- comments now allowed inside Ruby function definition
- [MEL][] language from [Shuen-Huei Guan][drake]
- whitespace now allowed between `<pre>` and `<code>`
- better auto-detection of C++ and PHP
- HTML allows embedded VBScript (`<% .. %>`)

[f]: http://softwaremaniacs.org/forum/highlightjs/
[voldmar]: http://voldmar.ya.ru/
[mel]: http://en.wikipedia.org/wiki/Maya_Embedded_Language
[drake]: http://drakeguan.org/


## Version 4.1

Languages:

- Bash from Vah
- DOS bat-files from Alexander Makarov (Sam)
- Diff files from Vasily Polovnyov
- Ini files from myself though initial idea was from Sam

Styles:

- Zenburn from Vladimir Epifanov, this is an imitation of a
  [well-known theme for Vim][zenburn].
- Ascetic from myself, as a realization of ideals of non-flashy highlighting:
  just one color in only three gradations :-)

In other news. [One small bug][bug] was fixed, built-in keywords were added for
Python and C++ which improved auto-detection for the latter (it was shame that
[my wife's blog][alenacpp] had issues with it from time to time). And lastly
thanks go to Sam for getting rid of my stylistic comments in code that were
getting in the way of [JSMin][].

[zenburn]: http://en.wikipedia.org/wiki/Zenburn
[alenacpp]: http://alenacpp.blogspot.com/
[bug]: http://softwaremaniacs.org/forum/viewtopic.php?id=1823
[jsmin]: http://code.google.com/p/jsmin-php/


## Version 4.0

New major version is a result of vast refactoring and of many contributions.

Visible new features:

- Highlighting of embedded languages. Currently is implemented highlighting of
  Javascript and CSS inside HTML.
- Bundled 5 ready-made style themes!

Invisible new features:

- Highlight.js no longer pollutes global namespace. Only one object and one
  function for backward compatibility.
- Performance is further increased by about 15%.

Changing of a major version number caused by a new format of language definition
files. If you use some third-party language files they should be updated.


## Version 3.5

A very nice version in my opinion fixing a number of small bugs and slightly
increased speed in a couple of corner cases. Thanks to everybody who reports
bugs in he [forum][f] and by email!

There is also a new language — XML. A custom XML formerly was detected as HTML
and didn't highlight custom tags. In this version I tried to make custom XML to
be detected and highlighted by its own rules. Which by the way include such
things as CDATA sections and processing instructions (`<? ... ?>`).

[f]: http://softwaremaniacs.org/forum/viewforum.php?id=6


## Version 3.3

[Vladimir Gubarkov][xonix] has provided an interesting and useful addition.
File export.html contains a little program that shows and allows to copy and
paste an HTML code generated by the highlighter for any code snippet. This can
be useful in situations when one can't use the script itself on a site.


[xonix]: http://xonixx.blogspot.com/


## Version 3.2 consists completely of contributions:

- Vladimir Gubarkov has described SmallTalk
- Yuri Ivanov has described 1C
- Peter Leonov has packaged the highlighter as a Firefox extension
- Vladimir Ermakov has compiled a mod for phpBB

Many thanks to you all!


## Version 3.1

Three new languages are available: Django templates, SQL and Axapta. The latter
two are sent by [Dmitri Roudakov][1]. However I've almost entirely rewrote an
SQL definition but I'd never started it be it from the ground up :-)

The engine itself has got a long awaited feature of grouping keywords
("keyword", "built-in function", "literal"). No more hacks!

[1]: http://roudakov.ru/


## Version 3.0

It is major mainly because now highlight.js has grown large and has become
modular. Now when you pass it a list of languages to highlight it will
dynamically load into a browser only those languages.

Also:

- Konstantin Evdokimenko of [RibKit][] project has created a highlighting for
  RenderMan Shading Language and RenderMan Interface Bytestream. Yay for more
  languages!
- Heuristics for C++ and HTML got better.
- I've implemented (at last) a correct handling of backslash escapes in C-like
  languages.

There is also a small backwards incompatible change in the new version. The
function initHighlighting that was used to initialize highlighting instead of
initHighlightingOnLoad a long time ago no longer works. If you by chance still
use it — replace it with the new one.

[RibKit]: http://ribkit.sourceforge.net/


## Version 2.9

Highlight.js is a parser, not just a couple of regular expressions. That said
I'm glad to announce that in the new version 2.9 has support for:

- in-string substitutions for Ruby -- `#{...}`
- strings from from numeric symbol codes (like #XX) for Delphi


## Version 2.8

A maintenance release with more tuned heuristics. Fully backwards compatible.


## Version 2.7

- Nikita Ledyaev presents highlighting for VBScript, yay!
- A couple of bugs with escaping in strings were fixed thanks to Mickle
- Ongoing tuning of heuristics

Fixed bugs were rather unpleasant so I encourage everyone to upgrade!


## Version 2.4

- Peter Leonov provides another improved highlighting for Perl
- Javascript gets a new kind of keywords — "literals". These are the words
  "true", "false" and "null"

Also highlight.js homepage now lists sites that use the library. Feel free to
add your site by [dropping me a message][mail] until I find the time to build a
submit form.

[mail]: mailto:Maniac@SoftwareManiacs.Org


## Version 2.3

This version fixes IE breakage in previous version. My apologies to all who have
already downloaded that one!


## Version 2.2

- added highlighting for Javascript
- at last fixed parsing of Delphi's escaped apostrophes in strings
- in Ruby fixed highlighting of keywords 'def' and 'class', same for 'sub' in
  Perl


## Version 2.0

- Ruby support by [Anton Kovalyov][ak]
- speed increased by orders of magnitude due to new way of parsing
- this same way allows now correct highlighting of keywords in some tricky
  places (like keyword "End" at the end of Delphi classes)

[ak]: http://anton.kovalyov.net/


## Version 1.0

Version 1.0 of javascript syntax highlighter is released!

It's the first version available with English description. Feel free to post
your comments and question to [highlight.js forum][forum]. And don't be afraid
if you find there some fancy Cyrillic letters -- it's for Russian users too :-)

[forum]: http://softwaremaniacs.org/forum/viewforum.php?id=6
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# Highlight.js

[![Build Status](https://travis-ci.org/isagalaev/highlight.js.svg?branch=master)](https://travis-ci.org/isagalaev/highlight.js)

Highlight.js is a syntax highlighter written in JavaScript. It works in the
browser as well as on the server. It works with pretty much any markup,
doesn't depend on any framework and has automatic language detection.


## Getting Started

The bare minimum for using highlight.js on a web page is linking to the library
along with one of the styles and calling [`initHighlightingOnLoad`][1]:

```html
<link rel="stylesheet" href="/path/to/styles/default.css">
<script src="/path/to/highlight.pack.js"></script>
<script>hljs.initHighlightingOnLoad();</script>
```

This will find and highlight code inside of `<pre><code>` tags trying to detect
the language automatically. If automatic detection doesn't work for you, you can
specify the language in the class attribute:

```html
<pre><code class="html">...</code></pre>
```

The list of supported language classes is available in the [class reference][8].
Classes can also be prefixed with either `language-` or `lang-`.

To disable highlighting altogether use the `nohighlight` class:

```html
<pre><code class="nohighlight">...</code></pre>
```

## Custom Initialization

When you need a bit more control over the initialization of
highlight.js, you can use the [`highlightBlock`][2] and [`configure`][3]
functions. This allows you to control *what* to highlight and *when*.

Here's an equivalent way to calling [`initHighlightingOnLoad`][1] using jQuery:

```javascript
$(document).ready(function() {
  $('pre code').each(function(i, block) {
    hljs.highlightBlock(block);
  });
});
```

You can use any tags instead of `<pre><code>` to mark up your code. If you don't
use a container that preserve line breaks you will need to configure
highlight.js to use the `<br>` tag:

```javascript
hljs.configure({useBR: true});

$('div.code').each(function(i, block) {
  hljs.highlightBlock(block);
});
```

For other options refer to the documentation for [`configure`][3].


## Getting the Library

You can get highlight.js as a hosted or custom-build browser script or as a
server module. Head over to the [download page][4] for all the options.

Note, that the library is not supposed to work straight from the source on
GitHub, it requires building. If none of the pre-packaged options work for you
refer to the [building documentation][5].


## License

Highlight.js is released under the BSD License. See [LICENSE][10] file for
details.


## Links

The official site for the library is at <https://highlightjs.org/>.

Further in-depth documentation for the API and other topics is at
<http://highlightjs.readthedocs.org/>.

Authors and contributors are listed in the [AUTHORS.en.txt][9] file.

[1]: http://highlightjs.readthedocs.org/en/latest/api.html#inithighlightingonload
[2]: http://highlightjs.readthedocs.org/en/latest/api.html#highlightblock-block
[3]: http://highlightjs.readthedocs.org/en/latest/api.html#configure-options
[4]: https://highlightjs.org/download/
[5]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[8]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[9]: https://github.com/isagalaev/highlight.js/blob/master/AUTHORS.en.txt
[10]: https://github.com/isagalaev/highlight.js/blob/master/LICENSE
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/*! highlight.js v9.2.0 | BSD3 License | git.io/hljslicense */
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OEBPS/Common_Content/scripts/highlight.js/LICENSE
Copyright (c) 2006, Ivan Sagalaev
All rights reserved.
Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:

    * Redistributions of source code must retain the above copyright
      notice, this list of conditions and the following disclaimer.
    * Redistributions in binary form must reproduce the above copyright
      notice, this list of conditions and the following disclaimer in the
      documentation and/or other materials provided with the distribution.
    * Neither the name of highlight.js nor the names of its contributors 
      may be used to endorse or promote products derived from this software 
      without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS ``AS IS'' AND ANY
EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE REGENTS AND CONTRIBUTORS BE LIABLE FOR ANY
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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OEBPS/Common_Content/scripts/utils.js
var work = 1;

function pop(entity) {
	if(entity) {
		var my_parent = entity.parentNode;
		var my_class = my_parent.className;
		my_parent.className = my_class.replace(/popper/,"popped");
	}
}
function unpop(entity) {
	if(entity) {
		var my_parent = entity.parentNode;
		var my_class = my_parent.className;
		my_parent.className = my_class.replace(/popped/,"popper");
	}
}

function siblings(entity){
	var r = [];
	for ( var n = entity.parentNode.firstChild; n; n = n.nextSibling ) 
		if ( n.nodeType == 1 && n != entity)
			r.push( n );		
	return r;
}

/* This activates an element and deactivates all it's siblings */
function activateElement(id) {
	var entity = document.getElementById(id);
	if(entity.className.indexOf("active") == -1) {
		entity.className = entity.className + " active";
	}
	var sibs = siblings(entity);

	for(var i=0; i < sibs.length; i++) {
		if(sibs[i].className.indexOf("active") != -1) {
			deactivateElement(sibs[i]);
		}
	}
}

function deactivateElement(entity) {
	if(entity.className.indexOf("active") != -1) {
		 entity.className = entity.className.replace(/[ ]*active/, '');
	}
}

function getCookie(name) {
	var name_c = window.location.hostname + '-' + name;

	if(document.cookie) {
		var cookies = document.cookie.split(/ *; */);
		for(var i=0; i < cookies.length; i++) {
			var current_c = cookies[i].split("=");
			if(current_c[0] == name_c) {
				return(current_c[1]);
				break;
			}
		}
	}
	return('');
}

function setCookie(name, value, expires, path) {
	name = window.location.hostname + '-' + name;

	var curCookie = name + "=" + value + 
		((expires) ? ";expires=" + expires.toGMTString() : "") + 
		((path) ? ";path=" + path : "");
	document.cookie = curCookie; 
}

function setDefLangCookie(entity) {
	setCookie('switchery', entity.options[entity.selectedIndex].value, '', '/');
}

function initSwitchery() {
	var divs = document.getElementsByTagName('div');
	for(i in divs) {
		if(typeof(divs[i].className) != 'undefined' && divs[i].className.indexOf("switchery") != -1) {
			var lang = getCookie('switchery');
			if(lang != '') {
				var entity = document.getElementById(divs[i].id + '-' + lang);
				if(entity) {
					entity.onclick();
					entity.parentNode.lastChild.value = lang;
				} else {
					divs[i].firstChild.firstChild.onclick();
				}
			} else {
				divs[i].firstChild.firstChild.onclick();
			}
		}
	}

}

function showhide(id) {
	if(work) {
		work = 0;
		var entity = document.getElementById(id);
		if(entity) {
			var my_class = entity.className;
			if(my_class.indexOf("hidden") != -1) {
				entity.className = my_class.replace(/hidden/,"visible");
			}
			else if(my_class.indexOf("visible") != -1) {
				entity.className = my_class.replace(/visible/,"hidden");
			}
		}
	}

	return false;
}

function hide(id) {
	if(work) {
		work = 0;
		var entity = document.getElementById(id);
		if(entity) {
			var my_class = entity.className;
			if(my_class.indexOf("visible") != -1) {
				entity.className = my_class.replace(/visible/,"hidden");
			}
		}
	} else {
		work=1;
	}
}

var preventReset = 0;

function dehighlightTarget(entity) {
	if(preventReset == 0 && entity) {
		var id = entity.href;
		if(id.indexOf("#") != -1) {
			id = id.substr(id.indexOf('#')+1);
		}
		var target = document.getElementById(id);
		if(target) {
			deactivateElement(target);
		}
		}
}

function highlightTarget(entity, norefresh) {
	if(entity) {
		var id = entity.href;
		if(id.indexOf("#") != -1) {
			id = id.substr(id.indexOf('#')+1);
		}
		activateElement(id);
		preventReset = 0;
	} 
	if(norefresh == 1) {
		preventReset=1;
	}
}
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