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Abstract

				This document provides instructions for configuring and managing your OpenShift Container Platform cluster network, including DNS, ingress, and the Pod network.
			






Chapter 1. Understanding networking




			Cluster Administrators have several options for exposing applications that run inside a cluster to external traffic and securing network connections:
		
	
					Service types, such as node ports or load balancers
				
	
					API resources, such as Ingress and Route
				



			By default, Kubernetes allocates each pod an internal IP address for applications running within the pod. Pods and their containers can network, but clients outside the cluster do not have networking access. When you expose your application to external traffic, giving each pod its own IP address means that pods can be treated like physical hosts or virtual machines in terms of port allocation, networking, naming, service discovery, load balancing, application configuration, and migration.
		
Note

				Some cloud platforms offer metadata APIs that listen on the 169.254.169.254 IP address, a link-local IP address in the IPv4 169.254.0.0/16 CIDR block.
			

				This CIDR block is not reachable from the pod network. Pods that need access to these IP addresses must be given host network access by setting the spec.hostNetwork field in the pod spec to true.
			

				If you allow a pod host network access, you grant the pod privileged access to the underlying network infrastructure.
			

OpenShift Container Platform DNS




				If you are running multiple services, such as front-end and back-end services for use with multiple pods, environment variables are created for user names, service IPs, and more so the front-end pods can communicate with the back-end services. If the service is deleted and recreated, a new IP address can be assigned to the service, and requires the front-end pods to be recreated to pick up the updated values for the service IP environment variable. Additionally, the back-end service must be created before any of the front-end pods to ensure that the service IP is generated properly, and that it can be provided to the front-end pods as an environment variable.
			

				For this reason, OpenShift Container Platform has a built-in DNS so that the services can be reached by the service DNS as well as the service IP/port.
			

OpenShift Container Platform Ingress Operator




				When you create your OpenShift Container Platform cluster, pods and services running on the cluster are each allocated their own IP addresses. The IP addresses are accessible to other pods and services running nearby but are not accessible to outside clients. The Ingress Operator implements the IngressController API and is the component responsible for enabling external access to OpenShift Container Platform cluster services.
			

				The Ingress Operator makes it possible for external clients to access your service by deploying and managing one or more HAProxy-based Ingress Controllers to handle routing. You can use the Ingress Operator to route traffic by specifying OpenShift Container Platform Route and Kubernetes Ingress resources. Configurations within the Ingress Controller, such as the ability to define endpointPublishingStrategy type and internal load balancing, provide ways to publish Ingress Controller endpoints.
			
Comparing routes and Ingress




					The Kubernetes Ingress resource in OpenShift Container Platform implements the Ingress Controller with a shared router service that runs as a pod inside the cluster. The most common way to manage Ingress traffic is with the Ingress Controller. You can scale and replicate this pod like any other regular pod. This router service is based on HAProxy, which is an open source load balancer solution.
				

					The OpenShift Container Platform route provides Ingress traffic to services in the cluster. Routes provide advanced features that might not be supported by standard Kubernetes Ingress Controllers, such as TLS re-encryption, TLS passthrough, and split traffic for blue-green deployments.
				

					Ingress traffic accesses services in the cluster through a route. Routes and Ingress are the main resources for handling Ingress traffic. Ingress provides features similar to a route, such as accepting external requests and delegating them based on the route. However, with Ingress you can only allow certain types of connections: HTTP/2, HTTPS and server name identification (SNI), and TLS with certificate. In OpenShift Container Platform, routes are generated to meet the conditions specified by the Ingress resource.
				


Glossary of common terms for OpenShift Container Platform networking




				This glossary defines common terms that are used in the networking content.
			
	authentication
	
							To control access to an OpenShift Container Platform cluster, a cluster administrator can configure user authentication and ensure only approved users access the cluster. To interact with an OpenShift Container Platform cluster, you must authenticate to the OpenShift Container Platform API. You can authenticate by providing an OAuth access token or an X.509 client certificate in your requests to the OpenShift Container Platform API.
						
	AWS Load Balancer Operator
	
							The AWS Load Balancer (ALB) Operator deploys and manages an instance of the aws-load-balancer-controller.
						
	Cluster Network Operator
	
							The Cluster Network Operator (CNO) deploys and manages the cluster network components in an OpenShift Container Platform cluster. This includes deployment of the Container Network Interface (CNI) default network provider plug-in selected for the cluster during installation.
						
	config map
	
							A config map provides a way to inject configuration data into pods. You can reference the data stored in a config map in a volume of type ConfigMap. Applications running in a pod can use this data.
						
	custom resource (CR)
	
							A CR is extension of the Kubernetes API. You can create custom resources.
						
	DNS
	
							Cluster DNS is a DNS server which serves DNS records for Kubernetes services. Containers started by Kubernetes automatically include this DNS server in their DNS searches.
						
	DNS Operator
	
							The DNS Operator deploys and manages CoreDNS to provide a name resolution service to pods. This enables DNS-based Kubernetes Service discovery in OpenShift Container Platform.
						
	deployment
	
							A Kubernetes resource object that maintains the life cycle of an application.
						
	domain
	
							Domain is a DNS name serviced by the Ingress Controller.
						
	egress
	
							The process of data sharing externally through a network’s outbound traffic from a pod.
						
	External DNS Operator
	
							The External DNS Operator deploys and manages ExternalDNS to provide the name resolution for services and routes from the external DNS provider to OpenShift Container Platform.
						
	HTTP-based route
	
							An HTTP-based route is an unsecured route that uses the basic HTTP routing protocol and exposes a service on an unsecured application port.
						
	Ingress
	
							The Kubernetes Ingress resource in OpenShift Container Platform implements the Ingress Controller with a shared router service that runs as a pod inside the cluster.
						
	Ingress Controller
	
							The Ingress Operator manages Ingress Controllers. Using an Ingress Controller is the most common way to allow external access to an OpenShift Container Platform cluster.
						
	installer-provisioned infrastructure
	
							The installation program deploys and configures the infrastructure that the cluster runs on.
						
	kubelet
	
							A primary node agent that runs on each node in the cluster to ensure that containers are running in a pod.
						
	Kubernetes NMState Operator
	
							The Kubernetes NMState Operator provides a Kubernetes API for performing state-driven network configuration across the OpenShift Container Platform cluster’s nodes with NMState.
						
	kube-proxy
	
							Kube-proxy is a proxy service which runs on each node and helps in making services available to the external host. It helps in forwarding the request to correct containers and is capable of performing primitive load balancing.
						
	load balancers
	
							OpenShift Container Platform uses load balancers for communicating from outside the cluster with services running in the cluster.
						
	MetalLB Operator
	
							As a cluster administrator, you can add the MetalLB Operator to your cluster so that when a service of type LoadBalancer is added to the cluster, MetalLB can add an external IP address for the service.
						
	multicast
	
							With IP multicast, data is broadcast to many IP addresses simultaneously.
						
	namespaces
	
							A namespace isolates specific system resources that are visible to all processes. Inside a namespace, only processes that are members of that namespace can see those resources.
						
	networking
	
							Network information of a OpenShift Container Platform cluster.
						
	node
	
							A worker machine in the OpenShift Container Platform cluster. A node is either a virtual machine (VM) or a physical machine.
						
	OpenShift Container Platform Ingress Operator
	
							The Ingress Operator implements the IngressController API and is the component responsible for enabling external access to OpenShift Container Platform services.
						
	pod
	
							One or more containers with shared resources, such as volume and IP addresses, running in your OpenShift Container Platform cluster. A pod is the smallest compute unit defined, deployed, and managed.
						
	PTP Operator
	
							The PTP Operator creates and manages the linuxptp services.
						
	route
	
							The OpenShift Container Platform route provides Ingress traffic to services in the cluster. Routes provide advanced features that might not be supported by standard Kubernetes Ingress Controllers, such as TLS re-encryption, TLS passthrough, and split traffic for blue-green deployments.
						
	scaling
	
							Increasing or decreasing the resource capacity.
						
	service
	
							Exposes a running application on a set of pods.
						
	Single Root I/O Virtualization (SR-IOV) Network Operator
	
							The Single Root I/O Virtualization (SR-IOV) Network Operator manages the SR-IOV network devices and network attachments in your cluster.
						
	software-defined networking (SDN)
	
							OpenShift Container Platform uses a software-defined networking (SDN) approach to provide a unified cluster network that enables communication between pods across the OpenShift Container Platform cluster.
						
	Stream Control Transmission Protocol (SCTP)
	
							SCTP is a reliable message based protocol that runs on top of an IP network.
						
	taint
	
							Taints and tolerations ensure that pods are scheduled onto appropriate nodes. You can apply one or more taints on a node.
						
	toleration
	
							You can apply tolerations to pods. Tolerations allow the scheduler to schedule pods with matching taints.
						
	web console
	
							A user interface (UI) to manage OpenShift Container Platform.
						




Chapter 2. Accessing hosts




			Learn how to create a bastion host to access OpenShift Container Platform instances and access the control plane nodes with secure shell (SSH) access.
		
Accessing hosts on Amazon Web Services in an installer-provisioned infrastructure cluster




				The OpenShift Container Platform installer does not create any public IP addresses for any of the Amazon Elastic Compute Cloud (Amazon EC2) instances that it provisions for your OpenShift Container Platform cluster. To be able to SSH to your OpenShift Container Platform hosts, you must follow this procedure.
			
Procedure
	
						Create a security group that allows SSH access into the virtual private cloud (VPC) created by the openshift-install command.
					
	
						Create an Amazon EC2 instance on one of the public subnets the installer created.
					
	
						Associate a public IP address with the Amazon EC2 instance that you created.
					

						Unlike with the OpenShift Container Platform installation, you should associate the Amazon EC2 instance you created with an SSH keypair. It does not matter what operating system you choose for this instance, as it will simply serve as an SSH bastion to bridge the internet into your OpenShift Container Platform cluster’s VPC. The Amazon Machine Image (AMI) you use does matter. With Red Hat Enterprise Linux CoreOS (RHCOS), for example, you can provide keys via Ignition, like the installer does.
					

	
						After you provisioned your Amazon EC2 instance and can SSH into it, you must add the SSH key that you associated with your OpenShift Container Platform installation. This key can be different from the key for the bastion instance, but does not have to be.
					
Note

							Direct SSH access is only recommended for disaster recovery. When the Kubernetes API is responsive, run privileged pods instead.
						


	
						Run oc get nodes, inspect the output, and choose one of the nodes that is a master. The hostname looks similar to ip-10-0-1-163.ec2.internal.
					
	
						From the bastion SSH host you manually deployed into Amazon EC2, SSH into that control plane host. Ensure that you use the same SSH key you specified during the installation:
					
$ ssh -i <ssh-key-path> core@<master-hostname>





Chapter 3. Networking Operators overview




			OpenShift Container Platform supports multiple types of networking Operators. You can manage the cluster networking using these networking Operators.
		
Cluster Network Operator




				The Cluster Network Operator (CNO) deploys and manages the cluster network components in an OpenShift Container Platform cluster. This includes deployment of the Container Network Interface (CNI) default network provider plugin selected for the cluster during installation. For more information, see Cluster Network Operator in OpenShift Container Platform.
			

DNS Operator




				The DNS Operator deploys and manages CoreDNS to provide a name resolution service to pods. This enables DNS-based Kubernetes Service discovery in OpenShift Container Platform. For more information, see DNS Operator in OpenShift Container Platform.
			

Ingress Operator




				When you create your OpenShift Container Platform cluster, pods and services running on the cluster are each allocated IP addresses. The IP addresses are accessible to other pods and services running nearby but are not accessible to external clients. The Ingress Operator implements the Ingress Controller API and is responsible for enabling external access to OpenShift Container Platform cluster services. For more information, see Ingress Operator in OpenShift Container Platform.
			

External DNS Operator




				The External DNS Operator deploys and manages ExternalDNS to provide the name resolution for services and routes from the external DNS provider to OpenShift Container Platform. For more information, see Understanding the External DNS Operator.
			

Network Observability Operator




				The Network Observability Operator is an optional Operator that allows cluster administrators to observe the network traffic for OpenShift Container Platform clusters. The Network Observability Operator uses the eBPF technology to create network flows. The network flows are then enriched with OpenShift Container Platform information and stored in Loki. You can view and analyze the stored network flows information in the OpenShift Container Platform console for further insight and troubleshooting. For more information, see About Network Observability Operator.
			


Chapter 4. Cluster Network Operator in OpenShift Container Platform




			The Cluster Network Operator (CNO) deploys and manages the cluster network components on an OpenShift Container Platform cluster, including the Container Network Interface (CNI) default network provider plugin selected for the cluster during installation.
		
Cluster Network Operator




				The Cluster Network Operator implements the network API from the operator.openshift.io API group. The Operator deploys the OpenShift SDN default Container Network Interface (CNI) network provider plugin, or the default network provider plugin that you selected during cluster installation, by using a daemon set.
			
Procedure

					The Cluster Network Operator is deployed during installation as a Kubernetes Deployment.
				
	
						Run the following command to view the Deployment status:
					
$ oc get -n openshift-network-operator deployment/network-operator
Example output

							

NAME               READY   UP-TO-DATE   AVAILABLE   AGE
network-operator   1/1     1            1           56m


						

	
						Run the following command to view the state of the Cluster Network Operator:
					
$ oc get clusteroperator/network
Example output

							

NAME      VERSION   AVAILABLE   PROGRESSING   DEGRADED   SINCE
network   4.5.4     True        False         False      50m


						

						The following fields provide information about the status of the operator: AVAILABLE, PROGRESSING, and DEGRADED. The AVAILABLE field is True when the Cluster Network Operator reports an available status condition.
					




Viewing the cluster network configuration




				Every new OpenShift Container Platform installation has a network.config object named cluster.
			
Procedure
	
						Use the oc describe command to view the cluster network configuration:
					
$ oc describe network.config/cluster
Example output

							

Name:         cluster
Namespace:
Labels:       <none>
Annotations:  <none>
API Version:  config.openshift.io/v1
Kind:         Network
Metadata:
  Self Link:           /apis/config.openshift.io/v1/networks/cluster
Spec: [image: 1]
  Cluster Network:
    Cidr:         10.128.0.0/14
    Host Prefix:  23
  Network Type:   OpenShiftSDN
  Service Network:
    172.30.0.0/16
Status: [image: 2]
  Cluster Network:
    Cidr:               10.128.0.0/14
    Host Prefix:        23
  Cluster Network MTU:  8951
  Network Type:         OpenShiftSDN
  Service Network:
    172.30.0.0/16
Events:  <none>


						
	[image: 1] 
	
								The Spec field displays the configured state of the cluster network.
							

	[image: 2] 
	
								The Status field displays the current state of the cluster network configuration.
							







Viewing Cluster Network Operator status




				You can inspect the status and view the details of the Cluster Network Operator using the oc describe command.
			
Procedure
	
						Run the following command to view the status of the Cluster Network Operator:
					
$ oc describe clusteroperators/network




Viewing Cluster Network Operator logs




				You can view Cluster Network Operator logs by using the oc logs command.
			
Procedure
	
						Run the following command to view the logs of the Cluster Network Operator:
					
$ oc logs --namespace=openshift-network-operator deployment/network-operator




Cluster Network Operator configuration




				The configuration for the cluster network is specified as part of the Cluster Network Operator (CNO) configuration and stored in a custom resource (CR) object that is named cluster. The CR specifies the fields for the Network API in the operator.openshift.io API group.
			

				The CNO configuration inherits the following fields during cluster installation from the Network API in the Network.config.openshift.io API group and these fields cannot be changed:
			
	clusterNetwork
	
							IP address pools from which pod IP addresses are allocated.
						
	serviceNetwork
	
							IP address pool for services.
						
	defaultNetwork.type
	
							Cluster network provider, such as OpenShift SDN or OVN-Kubernetes.
						


Note

					After cluster installation, you cannot modify the fields listed in the previous section.
				


				You can specify the cluster network provider configuration for your cluster by setting the fields for the defaultNetwork object in the CNO object named cluster.
			
Cluster Network Operator configuration object




					The fields for the Cluster Network Operator (CNO) are described in the following table:
				
Table 4.1. Cluster Network Operator configuration object
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									The name of the CNO object. This name is always cluster.
								

								 
	 
									spec.clusterNetwork
								

								 	 
									array
								

								 	 
									A list specifying the blocks of IP addresses from which pod IP addresses are allocated and the subnet prefix length assigned to each individual node in the cluster. For example:
								

								 
spec:
  clusterNetwork:
  - cidr: 10.128.0.0/19
    hostPrefix: 23
  - cidr: 10.128.32.0/19
    hostPrefix: 23

								 
									This value is ready-only and inherited from the Network.config.openshift.io object named cluster during cluster installation.
								

								 
	 
									spec.serviceNetwork
								

								 	 
									array
								

								 	 
									A block of IP addresses for services. The OpenShift SDN and OVN-Kubernetes Container Network Interface (CNI) network providers support only a single IP address block for the service network. For example:
								

								 
spec:
  serviceNetwork:
  - 172.30.0.0/14

								 
									This value is ready-only and inherited from the Network.config.openshift.io object named cluster during cluster installation.
								

								 
	 
									spec.defaultNetwork
								

								 	 
									object
								

								 	 
									Configures the Container Network Interface (CNI) cluster network provider for the cluster network.
								

								 
	 
									spec.kubeProxyConfig
								

								 	 
									object
								

								 	 
									The fields for this object specify the kube-proxy configuration. If you are using the OVN-Kubernetes cluster network provider, the kube-proxy configuration has no effect.
								

								 



defaultNetwork object configuration

					The values for the defaultNetwork object are defined in the following table:
				
Table 4.2. defaultNetwork object
	Field	Type	Description
	 
									type
								

								 	 
									string
								

								 	 
									Either OpenShiftSDN or OVNKubernetes. The cluster network provider is selected during installation. This value cannot be changed after cluster installation.
								

								 Note

										OpenShift Container Platform uses the OpenShift SDN Container Network Interface (CNI) cluster network provider by default.
									


								 
	 
									openshiftSDNConfig
								

								 	 
									object
								

								 	 
									This object is only valid for the OpenShift SDN cluster network provider.
								

								 
	 
									ovnKubernetesConfig
								

								 	 
									object
								

								 	 
									This object is only valid for the OVN-Kubernetes cluster network provider.
								

								 



Configuration for the OpenShift SDN CNI cluster network provider

					The following table describes the configuration fields for the OpenShift SDN Container Network Interface (CNI) cluster network provider.
				
Table 4.3. openshiftSDNConfig object
	Field	Type	Description
	 
									mode
								

								 	 
									string
								

								 	 
									The network isolation mode for OpenShift SDN.
								

								 
	 
									mtu
								

								 	 
									integer
								

								 	 
									The maximum transmission unit (MTU) for the VXLAN overlay network. This value is normally configured automatically.
								

								 
	 
									vxlanPort
								

								 	 
									integer
								

								 	 
									The port to use for all VXLAN packets. The default value is 4789.
								

								 



Note

						You can only change the configuration for your cluster network provider during cluster installation.
					

Example OpenShift SDN configuration

						

defaultNetwork:
  type: OpenShiftSDN
  openshiftSDNConfig:
    mode: NetworkPolicy
    mtu: 1450
    vxlanPort: 4789


					
Configuration for the OVN-Kubernetes CNI cluster network provider

					The following table describes the configuration fields for the OVN-Kubernetes CNI cluster network provider.
				
Table 4.4. ovnKubernetesConfig object
	Field	Type	Description
	 
									mtu
								

								 	 
									integer
								

								 	 
									The maximum transmission unit (MTU) for the Geneve (Generic Network Virtualization Encapsulation) overlay network. This value is normally configured automatically.
								

								 
	 
									genevePort
								

								 	 
									integer
								

								 	 
									The UDP port for the Geneve overlay network.
								

								 
	 
									ipsecConfig
								

								 	 
									object
								

								 	 
									If the field is present, IPsec is enabled for the cluster.
								

								 
	 
									policyAuditConfig
								

								 	 
									object
								

								 	 
									Specify a configuration object for customizing network policy audit logging. If unset, the defaults audit log settings are used.
								

								 
	 
									gatewayConfig
								

								 	 
									object
								

								 	 
									Optional: Specify a configuration object for customizing how egress traffic is sent to the node gateway.
								

								 Note

										While migrating egress traffic, you can expect some disruption to workloads and service traffic until the Cluster Network Operator (CNO) successfully rolls out the changes.
									


								 



Table 4.5. policyAuditConfig object
	Field	Type	Description
	 
									rateLimit
								

								 	 
									integer
								

								 	 
									The maximum number of messages to generate every second per node. The default value is 20 messages per second.
								

								 
	 
									maxFileSize
								

								 	 
									integer
								

								 	 
									The maximum size for the audit log in bytes. The default value is 50000000 or 50 MB.
								

								 
	 
									destination
								

								 	 
									string
								

								 	 
									One of the following additional audit log targets:
								

								 	libc
	
												The libc syslog() function of the journald process on the host.
											
	udp:<host>:<port>
	
												A syslog server. Replace <host>:<port> with the host and port of the syslog server.
											
	unix:<file>
	
												A Unix Domain Socket file specified by <file>.
											
	null
	
												Do not send the audit logs to any additional target.
											



								 
	 
									syslogFacility
								

								 	 
									string
								

								 	 
									The syslog facility, such as kern, as defined by RFC5424. The default value is local0.
								

								 



Table 4.6. gatewayConfig object
	Field	Type	Description
	 
									routingViaHost
								

								 	 
									boolean
								

								 	 
									Set this field to true to send egress traffic from pods to the host networking stack. For highly-specialized installations and applications that rely on manually configured routes in the kernel routing table, you might want to route egress traffic to the host networking stack. By default, egress traffic is processed in OVN to exit the cluster and is not affected by specialized routes in the kernel routing table. The default value is false.
								

								 
									This field has an interaction with the Open vSwitch hardware offloading feature. If you set this field to true, you do not receive the performance benefits of the offloading because egress traffic is processed by the host networking stack.
								

								 



Note

						You can only change the configuration for your cluster network provider during cluster installation, except for the gatewayConfig field that can be changed at runtime as a post-installation activity.
					

Example OVN-Kubernetes configuration with IPSec enabled

						

defaultNetwork:
  type: OVNKubernetes
  ovnKubernetesConfig:
    mtu: 1400
    genevePort: 6081
    ipsecConfig: {}


					
kubeProxyConfig object configuration

					The values for the kubeProxyConfig object are defined in the following table:
				
Table 4.7. kubeProxyConfig object
	Field	Type	Description
	 
									iptablesSyncPeriod
								

								 	 
									string
								

								 	 
									The refresh period for iptables rules. The default value is 30s. Valid suffixes include s, m, and h and are described in the Go time package documentation.
								

								 Note

										Because of performance improvements introduced in OpenShift Container Platform 4.3 and greater, adjusting the iptablesSyncPeriod parameter is no longer necessary.
									


								 
	 
									proxyArguments.iptables-min-sync-period
								

								 	 
									array
								

								 	 
									The minimum duration before refreshing iptables rules. This field ensures that the refresh does not happen too frequently. Valid suffixes include s, m, and h and are described in the Go time package. The default value is:
								

								 
kubeProxyConfig:
  proxyArguments:
    iptables-min-sync-period:
    - 0s

								 




Cluster Network Operator example configuration




					A complete CNO configuration is specified in the following example:
				
Example Cluster Network Operator object

						

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  clusterNetwork: [image: 1]
  - cidr: 10.128.0.0/14
    hostPrefix: 23
  serviceNetwork: [image: 2]
  - 172.30.0.0/16
  defaultNetwork: [image: 3]
    type: OpenShiftSDN
    openshiftSDNConfig:
      mode: NetworkPolicy
      mtu: 1450
      vxlanPort: 4789
  kubeProxyConfig:
    iptablesSyncPeriod: 30s
    proxyArguments:
      iptables-min-sync-period:
      - 0s


					
	[image: 1] [image: 2] [image: 3] 
	
							Configured only during cluster installation.
						





Additional resources



	
						Network API in the operator.openshift.io API group
					




Chapter 5. DNS Operator in OpenShift Container Platform




			The DNS Operator deploys and manages CoreDNS to provide a name resolution service to pods, enabling DNS-based Kubernetes Service discovery in OpenShift Container Platform.
		
DNS Operator




				The DNS Operator implements the dns API from the operator.openshift.io API group. The Operator deploys CoreDNS using a daemon set, creates a service for the daemon set, and configures the kubelet to instruct pods to use the CoreDNS service IP address for name resolution.
			
Procedure

					The DNS Operator is deployed during installation with a Deployment object.
				
	
						Use the oc get command to view the deployment status:
					
$ oc get -n openshift-dns-operator deployment/dns-operator
Example output

							

NAME           READY     UP-TO-DATE   AVAILABLE   AGE
dns-operator   1/1       1            1           23h


						

	
						Use the oc get command to view the state of the DNS Operator:
					
$ oc get clusteroperator/dns
Example output

							

NAME      VERSION     AVAILABLE   PROGRESSING   DEGRADED   SINCE
dns       4.1.0-0.11  True        False         False      92m


						

						AVAILABLE, PROGRESSING and DEGRADED provide information about the status of the operator. AVAILABLE is True when at least 1 pod from the CoreDNS daemon set reports an Available status condition.
					




Changing the DNS Operator managementState




				DNS manages the CoreDNS component to provide a name resolution service for pods and services in the cluster. The managementState of the DNS Operator is set to Managed by default, which means that the DNS Operator is actively managing its resources. You can change it to Unmanaged, which means the DNS Operator is not managing its resources.
			

				The following are use cases for changing the DNS Operator managementState:
			
	
						You are a developer and want to test a configuration change to see if it fixes an issue in CoreDNS. You can stop the DNS Operator from overwriting the fix by setting the managementState to Unmanaged.
					
	
						You are a cluster administrator and have reported an issue with CoreDNS, but need to apply a workaround until the issue is fixed. You can set the managementState field of the DNS Operator to Unmanaged to apply the workaround.
					


Procedure
	
						Change managementState DNS Operator:
					
oc patch dns.operator.openshift.io default --type merge --patch '{"spec":{"managementState":"Unmanaged"}}'




Controlling DNS pod placement




				The DNS Operator has two daemon sets: one for CoreDNS and one for managing the /etc/hosts file. The daemon set for /etc/hosts must run on every node host to add an entry for the cluster image registry to support pulling images. Security policies can prohibit communication between pairs of nodes, which prevents the daemon set for CoreDNS from running on every node.
			

				As a cluster administrator, you can use a custom node selector to configure the daemon set for CoreDNS to run or not run on certain nodes.
			
Prerequisites
	
						You installed the oc CLI.
					
	
						You are logged in to the cluster with a user with cluster-admin privileges.
					


Procedure
	
						To prevent communication between certain nodes, configure the spec.nodePlacement.nodeSelector API field:
					
	
								Modify the DNS Operator object named default:
							
$ oc edit dns.operator/default

	
								Specify a node selector that includes only control plane nodes in the spec.nodePlacement.nodeSelector API field:
							
 spec:
   nodePlacement:
     nodeSelector:
       node-role.kubernetes.io/worker: ""




	
						To allow the daemon set for CoreDNS to run on nodes, configure a taint and toleration:
					
	
								Modify the DNS Operator object named default:
							
$ oc edit dns.operator/default

	
								Specify a taint key and a toleration for the taint:
							
 spec:
   nodePlacement:
     tolerations:
     - effect: NoExecute
       key: "dns-only"
       operators: Equal
       value: abc
       tolerationSeconds: 3600 [image: 1]
	[image: 1] 
	
										If the taint is dns-only, it can be tolerated indefinitely. You can omit tolerationSeconds.
									










View the default DNS




				Every new OpenShift Container Platform installation has a dns.operator named default.
			
Procedure
	
						Use the oc describe command to view the default dns:
					
$ oc describe dns.operator/default
Example output

							

Name:         default
Namespace:
Labels:       <none>
Annotations:  <none>
API Version:  operator.openshift.io/v1
Kind:         DNS
...
Status:
  Cluster Domain:  cluster.local [image: 1]
  Cluster IP:      172.30.0.10 [image: 2]
...


						
	[image: 1] 
	
								The Cluster Domain field is the base DNS domain used to construct fully qualified pod and service domain names.
							

	[image: 2] 
	
								The Cluster IP is the address pods query for name resolution. The IP is defined as the 10th address in the service CIDR range.
							




	
						To find the service CIDR of your cluster, use the oc get command:
					
$ oc get networks.config/cluster -o jsonpath='{$.status.serviceNetwork}'



Example output

					

[172.30.0.0/16]


				

Using DNS forwarding




				You can use DNS forwarding to override the default forwarding configuration in the /etc/resolv.conf file in the following ways:
			
	
						Specify name servers for every zone. If the forwarded zone is the Ingress domain managed by OpenShift Container Platform, then the upstream name server must be authorized for the domain.
					
	
						Provide a list of upstream DNS servers.
					
	
						Change the default forwarding policy.
					


Note

					A DNS forwarding configuration for the default domain can have both the default servers specified in the /etc/resolv.conf file and the upstream DNS servers.
				

Procedure
	
						Modify the DNS Operator object named default:
					
$ oc edit dns.operator/default

						After you issue the previous command, the Operator creates and updates the config map named dns-default with additional server configuration blocks based on Server. If none of the servers have a zone that matches the query, then name resolution falls back to the upstream DNS servers.
					
Configuring DNS forwarding

							

apiVersion: operator.openshift.io/v1
kind: DNS
metadata:
  name: default
spec:
  servers:
  - name: example-server [image: 1]
    zones: [image: 2]
    - example.com
    forwardPlugin:
      policy: Random [image: 3]
      upstreams: [image: 4]
      - 1.1.1.1
      - 2.2.2.2:5353
  upstreamResolvers: [image: 5]
    policy: Random [image: 6]
    upstreams: [image: 7]
    - type: SystemResolvConf [image: 8]
    - type: Network
      address: 1.2.3.4 [image: 9]
      port: 53 [image: 10]


						
	[image: 1] 
	
								Must comply with the rfc6335 service name syntax.
							

	[image: 2] 
	
								Must conform to the definition of a subdomain in the rfc1123 service name syntax. The cluster domain, cluster.local, is an invalid subdomain for the zones field.
							

	[image: 3] 
	
								Defines the policy to select upstream resolvers. Default value is Random. You can also use the values RoundRobin, and Sequential.
							

	[image: 4] 
	
								A maximum of 15 upstreams is allowed per forwardPlugin.
							

	[image: 5] 
	
								Optional. You can use it to override the default policy and forward DNS resolution to the specified DNS resolvers (upstream resolvers) for the default domain. If you do not provide any upstream resolvers, the DNS name queries go to the servers in /etc/resolv.conf.
							

	[image: 6] 
	
								Determines the order in which upstream servers are selected for querying. You can specify one of these values: Random, RoundRobin, or Sequential. The default value is Sequential.
							

	[image: 7] 
	
								Optional. You can use it to provide upstream resolvers.
							

	[image: 8] 
	
								You can specify two types of upstreams - SystemResolvConf and Network. SystemResolvConf configures the upstream to use /etc/resolv.conf and Network defines a Networkresolver. You can specify one or both.
							

	[image: 9] 
	
								If the specified type is Network, you must provide an IP address. The address field must be a valid IPv4 or IPv6 address.
							

	[image: 10] 
	
								If the specified type is Network, you can optionally provide a port. The port field must have a value between 1 and 65535. If you do not specify a port for the upstream, by default port 853 is tried.
							




	
						Optional: When working in a highly regulated environment, you might need the ability to secure DNS traffic when forwarding requests to upstream resolvers so that you can ensure additional DNS traffic and data privacy. Cluster administrators can configure transport layer security (TLS) for forwarded DNS queries.
					
Configuring DNS forwarding with TLS

							

apiVersion: operator.openshift.io/v1
kind: DNS
metadata:
  name: default
spec:
  servers:
  - name: example-server [image: 1]
    zones: [image: 2]
    - example.com
    forwardPlugin:
      transportConfig:
        transport: TLS [image: 3]
        tls:
          caBundle:
            name: mycacert
          serverName: dnstls.example.com  [image: 4]
      policy: Random [image: 5]
      upstreams: [image: 6]
      - 1.1.1.1
      - 2.2.2.2:5353
  upstreamResolvers: [image: 7]
    transportConfig:
      transport: TLS
      tls:
        caBundle:
          name: mycacert
        serverName: dnstls.example.com
    upstreams:
    - type: Network [image: 8]
      address: 1.2.3.4 [image: 9]
      port: 53 [image: 10]


						
	[image: 1] 
	
								Must comply with the rfc6335 service name syntax.
							

	[image: 2] 
	
								Must conform to the definition of a subdomain in the rfc1123 service name syntax. The cluster domain, cluster.local, is an invalid subdomain for the zones field. The cluster domain, cluster.local, is an invalid subdomain for zones.
							

	[image: 3] 
	
								When configuring TLS for forwarded DNS queries, set the transport field to have the value TLS. By default, CoreDNS caches forwarded connections for 10 seconds. CoreDNS will hold a TCP connection open for those 10 seconds if no request is issued. With large clusters, ensure that your DNS server is aware that it might get many new connections to hold open because you can initiate a connection per node. Set up your DNS hierarchy accordingly to avoid performance issues.
							

	[image: 4] 
	
								When configuring TLS for forwarded DNS queries, this is a mandatory server name used as part of the server name indication (SNI) to validate the upstream TLS server certificate.
							

	[image: 5] 
	
								Defines the policy to select upstream resolvers. Default value is Random. You can also use the values RoundRobin, and Sequential.
							

	[image: 6] 
	
								Required. You can use it to provide upstream resolvers. A maximum of 15 upstreams entries are allowed per forwardPlugin entry.
							

	[image: 7] 
	
								Optional. You can use it to override the default policy and forward DNS resolution to the specified DNS resolvers (upstream resolvers) for the default domain. If you do not provide any upstream resolvers, the DNS name queries go to the servers in /etc/resolv.conf.
							

	[image: 8] 
	
								Network type indicates that this upstream resolver should handle forwarded requests separately from the upstream resolvers listed in /etc/resolv.conf. Only the Network type is allowed when using TLS and you must provide an IP address.
							

	[image: 9] 
	
								The address field must be a valid IPv4 or IPv6 address.
							

	[image: 10] 
	
								You can optionally provide a port. The port must have a value between 1 and 65535. If you do not specify a port for the upstream, by default port 853 is tried.
							



Note

							If servers is undefined or invalid, the config map only contains the default server.
						




Verification
	
						View the config map:
					
$ oc get configmap/dns-default -n openshift-dns -o yaml
Sample DNS ConfigMap based on previous sample DNS

							

apiVersion: v1
data:
  Corefile: |
    example.com:5353 {
        forward . 1.1.1.1 2.2.2.2:5353
    }
    bar.com:5353 example.com:5353 {
        forward . 3.3.3.3 4.4.4.4:5454 [image: 1]
    }
    .:5353 {
        errors
        health
        kubernetes cluster.local in-addr.arpa ip6.arpa {
            pods insecure
            upstream
            fallthrough in-addr.arpa ip6.arpa
        }
        prometheus :9153
        forward . /etc/resolv.conf 1.2.3.4:53 {
            policy Random
        }
        cache 30
        reload
    }
kind: ConfigMap
metadata:
  labels:
    dns.operator.openshift.io/owning-dns: default
  name: dns-default
  namespace: openshift-dns


						
	[image: 1] 
	
								Changes to the forwardPlugin triggers a rolling update of the CoreDNS daemon set.
							






Additional resources
	
						For more information on DNS forwarding, see the CoreDNS forward documentation.
					



DNS Operator status




				You can inspect the status and view the details of the DNS Operator using the oc describe command.
			
Procedure

					View the status of the DNS Operator:
				
$ oc describe clusteroperators/dns

DNS Operator logs




				You can view DNS Operator logs by using the oc logs command.
			
Procedure

					View the logs of the DNS Operator:
				
$ oc logs -n openshift-dns-operator deployment/dns-operator -c dns-operator

Setting the CoreDNS log level




				You can configure the CoreDNS log level to determine the amount of detail in logged error messages. The valid values for CoreDNS log level are Normal, Debug, and Trace. The default logLevel is Normal.
			
Note

					The errors plugin is always enabled. The following logLevel settings report different error responses:
				
	
							logLevel: Normal enables the "errors" class: log . { class error }.
						
	
							logLevel: Debug enables the "denial" class: log . { class denial error }.
						
	
							logLevel: Trace enables the "all" class: log . { class all }.
						



Procedure
	
						To set logLevel to Debug, enter the following command:
					
$ oc patch dnses.operator.openshift.io/default -p '{"spec":{"logLevel":"Debug"}}' --type=merge

	
						To set logLevel to Trace, enter the following command:
					
$ oc patch dnses.operator.openshift.io/default -p '{"spec":{"logLevel":"Trace"}}' --type=merge



Verification
	
						To ensure the desired log level was set, check the config map:
					
$ oc get configmap/dns-default -n openshift-dns -o yaml




Setting the CoreDNS Operator log level




				Cluster administrators can configure the Operator log level to more quickly track down OpenShift DNS issues. The valid values for operatorLogLevel are Normal, Debug, and Trace. Trace has the most detailed information. The default operatorlogLevel is Normal. There are seven logging levels for issues: Trace, Debug, Info, Warning, Error, Fatal and Panic. After the logging level is set, log entries with that severity or anything above it will be logged.
			
	
						operatorLogLevel: "Normal" sets logrus.SetLogLevel("Info").
					
	
						operatorLogLevel: "Debug" sets logrus.SetLogLevel("Debug").
					
	
						operatorLogLevel: "Trace" sets logrus.SetLogLevel("Trace").
					


Procedure
	
						To set operatorLogLevel to Debug, enter the following command:
					
$ oc patch dnses.operator.openshift.io/default -p '{"spec":{"operatorLogLevel":"Debug"}}' --type=merge

	
						To set operatorLogLevel to Trace, enter the following command:
					
$ oc patch dnses.operator.openshift.io/default -p '{"spec":{"operatorLogLevel":"Trace"}}' --type=merge





Chapter 6. Ingress Operator in OpenShift Container Platform



OpenShift Container Platform Ingress Operator




				When you create your OpenShift Container Platform cluster, pods and services running on the cluster are each allocated their own IP addresses. The IP addresses are accessible to other pods and services running nearby but are not accessible to outside clients. The Ingress Operator implements the IngressController API and is the component responsible for enabling external access to OpenShift Container Platform cluster services.
			

				The Ingress Operator makes it possible for external clients to access your service by deploying and managing one or more HAProxy-based Ingress Controllers to handle routing. You can use the Ingress Operator to route traffic by specifying OpenShift Container Platform Route and Kubernetes Ingress resources. Configurations within the Ingress Controller, such as the ability to define endpointPublishingStrategy type and internal load balancing, provide ways to publish Ingress Controller endpoints.
			

The Ingress configuration asset




				The installation program generates an asset with an Ingress resource in the config.openshift.io API group, cluster-ingress-02-config.yml.
			
YAML Definition of the Ingress resource

					

apiVersion: config.openshift.io/v1
kind: Ingress
metadata:
  name: cluster
spec:
  domain: apps.openshiftdemos.com


				

				The installation program stores this asset in the cluster-ingress-02-config.yml file in the manifests/ directory. This Ingress resource defines the cluster-wide configuration for Ingress. This Ingress configuration is used as follows:
			
	
						The Ingress Operator uses the domain from the cluster Ingress configuration as the domain for the default Ingress Controller.
					
	
						The OpenShift API Server Operator uses the domain from the cluster Ingress configuration. This domain is also used when generating a default host for a Route resource that does not specify an explicit host.
					



Ingress Controller configuration parameters




				The ingresscontrollers.operator.openshift.io resource offers the following configuration parameters.
			
	Parameter	Description
	 
								domain
							

							 	 
								domain is a DNS name serviced by the Ingress Controller and is used to configure multiple features:
							

							 	
										For the LoadBalancerService endpoint publishing strategy, domain is used to configure DNS records. See endpointPublishingStrategy.
									
	
										When using a generated default certificate, the certificate is valid for domain and its subdomains. See defaultCertificate.
									
	
										The value is published to individual Route statuses so that users know where to target external DNS records.
									



							 
								The domain value must be unique among all Ingress Controllers and cannot be updated.
							

							 
								If empty, the default value is ingress.config.openshift.io/cluster .spec.domain.
							

							 
	 
								replicas
							

							 	 
								replicas is the desired number of Ingress Controller replicas. If not set, the default value is 2.
							

							 
	 
								endpointPublishingStrategy
							

							 	 
								endpointPublishingStrategy is used to publish the Ingress Controller endpoints to other networks, enable load balancer integrations, and provide access to other systems.
							

							 
								If not set, the default value is based on infrastructure.config.openshift.io/cluster .status.platform:
							

							 	
										Amazon Web Services (AWS): LoadBalancerService (with External scope)
									
	
										Azure: LoadBalancerService (with External scope)
									
	
										Google Cloud Platform (GCP): LoadBalancerService (with External scope)
									
	
										Bare metal: NodePortService
									
	
										Other: HostNetwork
									
Note

											HostNetwork has a hostNetwork field with the following default values for the optional binding ports: httpPort: 80, httpsPort: 443, and statsPort: 1936. With the binding ports, you can deploy multiple Ingress Controllers on the same node for the HostNetwork strategy.
										
Example

												

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: internal
  namespace: openshift-ingress-operator
spec:
  domain: example.com
  endpointPublishingStrategy:
    type: HostNetwork
    hostNetwork:
      httpPort: 80
      httpsPort: 443
      statsPort: 1936


											

Note

											On Red Hat OpenStack Platform (RHOSP), the LoadBalancerService endpoint publishing strategy is only supported if a cloud provider is configured to create health monitors. For RHOSP 16.1 and 16.2, this strategy is only possible if you use the Amphora Octavia provider.
										

											For more information, see the "Setting cloud provider options" section of the RHOSP installation documentation.
										





							 
								For most platforms, the endpointPublishingStrategy value can be updated. On GCP, you can configure the following endpointPublishingStrategy fields:
							

							 	
										loadBalancer.scope
									
	
										loadbalancer.providerParameters.gcp.clientAccess
									
	
										hostNetwork.protocol
									
	
										nodePort.protocol
									



							 
	 
								defaultCertificate
							

							 	 
								The defaultCertificate value is a reference to a secret that contains the default certificate that is served by the Ingress Controller. When Routes do not specify their own certificate, defaultCertificate is used.
							

							 
								The secret must contain the following keys and data: * tls.crt: certificate file contents * tls.key: key file contents
							

							 
								If not set, a wildcard certificate is automatically generated and used. The certificate is valid for the Ingress Controller domain and subdomains, and the generated certificate’s CA is automatically integrated with the cluster’s trust store.
							

							 
								The in-use certificate, whether generated or user-specified, is automatically integrated with OpenShift Container Platform built-in OAuth server.
							

							 
	 
								namespaceSelector
							

							 	 
								namespaceSelector is used to filter the set of namespaces serviced by the Ingress Controller. This is useful for implementing shards.
							

							 
	 
								routeSelector
							

							 	 
								routeSelector is used to filter the set of Routes serviced by the Ingress Controller. This is useful for implementing shards.
							

							 
	 
								nodePlacement
							

							 	 
								nodePlacement enables explicit control over the scheduling of the Ingress Controller.
							

							 
								If not set, the defaults values are used.
							

							 Note

									The nodePlacement parameter includes two parts, nodeSelector and tolerations. For example:
								
nodePlacement:
 nodeSelector:
   matchLabels:
     kubernetes.io/os: linux
 tolerations:
 - effect: NoSchedule
   operator: Exists


							 
	 
								tlsSecurityProfile
							

							 	 
								tlsSecurityProfile specifies settings for TLS connections for Ingress Controllers.
							

							 
								If not set, the default value is based on the apiservers.config.openshift.io/cluster resource.
							

							 
								When using the Old, Intermediate, and Modern profile types, the effective profile configuration is subject to change between releases. For example, given a specification to use the Intermediate profile deployed on release X.Y.Z, an upgrade to release X.Y.Z+1 may cause a new profile configuration to be applied to the Ingress Controller, resulting in a rollout.
							

							 
								The minimum TLS version for Ingress Controllers is 1.1, and the maximum TLS version is 1.3.
							

							 Note

									Ciphers and the minimum TLS version of the configured security profile are reflected in the TLSProfile status.
								


							 Important

									The Ingress Operator converts the TLS 1.0 of an Old or Custom profile to 1.1.
								


							 
	 
								clientTLS
							

							 	 
								clientTLS authenticates client access to the cluster and services; as a result, mutual TLS authentication is enabled. If not set, then client TLS is not enabled.
							

							 
								clientTLS has the required subfields, spec.clientTLS.clientCertificatePolicy and spec.clientTLS.ClientCA.
							

							 
								The ClientCertificatePolicy subfield accepts one of the two values: Required or Optional. The ClientCA subfield specifies a config map that is in the openshift-config namespace. The config map should contain a CA certificate bundle.
							

							 
								The AllowedSubjectPatterns is an optional value that specifies a list of regular expressions, which are matched against the distinguished name on a valid client certificate to filter requests. The regular expressions must use PCRE syntax. At least one pattern must match a client certificate’s distinguished name; otherwise, the Ingress Controller rejects the certificate and denies the connection. If not specified, the Ingress Controller does not reject certificates based on the distinguished name.
							

							 
	 
								routeAdmission
							

							 	 
								routeAdmission defines a policy for handling new route claims, such as allowing or denying claims across namespaces.
							

							 
								namespaceOwnership describes how hostname claims across namespaces should be handled. The default is Strict.
							

							 	
										Strict: does not allow routes to claim the same hostname across namespaces.
									
	
										InterNamespaceAllowed: allows routes to claim different paths of the same hostname across namespaces.
									



							 
								wildcardPolicy describes how routes with wildcard policies are handled by the Ingress Controller.
							

							 	
										WildcardsAllowed: Indicates routes with any wildcard policy are admitted by the Ingress Controller.
									
	
										WildcardsDisallowed: Indicates only routes with a wildcard policy of None are admitted by the Ingress Controller. Updating wildcardPolicy from WildcardsAllowed to WildcardsDisallowed causes admitted routes with a wildcard policy of Subdomain to stop working. These routes must be recreated to a wildcard policy of None to be readmitted by the Ingress Controller. WildcardsDisallowed is the default setting.
									



							 
	 
								IngressControllerLogging
							

							 	 
								logging defines parameters for what is logged where. If this field is empty, operational logs are enabled but access logs are disabled.
							

							 	
										access describes how client requests are logged. If this field is empty, access logging is disabled.
									
	
												destination describes a destination for log messages.
											
	
														type is the type of destination for logs:
													
	
																Container specifies that logs should go to a sidecar container. The Ingress Operator configures the container, named logs, on the Ingress Controller pod and configures the Ingress Controller to write logs to the container. The expectation is that the administrator configures a custom logging solution that reads logs from this container. Using container logs means that logs may be dropped if the rate of logs exceeds the container runtime capacity or the custom logging solution capacity.
															
	
																Syslog specifies that logs are sent to a Syslog endpoint. The administrator must specify an endpoint that can receive Syslog messages. The expectation is that the administrator has configured a custom Syslog instance.
															



	
														container describes parameters for the Container logging destination type. Currently there are no parameters for container logging, so this field must be empty.
													
	
														syslog describes parameters for the Syslog logging destination type:
													
	
																address is the IP address of the syslog endpoint that receives log messages.
															
	
																port is the UDP port number of the syslog endpoint that receives log messages.
															
	
																maxLength is the maximum length of the syslog message. It must be between 480 and 4096 bytes. If this field is empty, the maximum length is set to the default value of 1024 bytes.
															
	
																facility specifies the syslog facility of log messages. If this field is empty, the facility is local1. Otherwise, it must specify a valid syslog facility: kern, user, mail, daemon, auth, syslog, lpr, news, uucp, cron, auth2, ftp, ntp, audit, alert, cron2, local0, local1, local2, local3. local4, local5, local6, or local7.
															






	
												httpLogFormat specifies the format of the log message for an HTTP request. If this field is empty, log messages use the implementation’s default HTTP log format. For HAProxy’s default HTTP log format, see the HAProxy documentation.
											






							 
	 
								httpHeaders
							

							 	 
								httpHeaders defines the policy for HTTP headers.
							

							 
								By setting the forwardedHeaderPolicy for the IngressControllerHTTPHeaders, you specify when and how the Ingress Controller sets the Forwarded, X-Forwarded-For, X-Forwarded-Host, X-Forwarded-Port, X-Forwarded-Proto, and X-Forwarded-Proto-Version HTTP headers.
							

							 
								By default, the policy is set to Append.
							

							 	
										Append specifies that the Ingress Controller appends the headers, preserving any existing headers.
									
	
										Replace specifies that the Ingress Controller sets the headers, removing any existing headers.
									
	
										IfNone specifies that the Ingress Controller sets the headers if they are not already set.
									
	
										Never specifies that the Ingress Controller never sets the headers, preserving any existing headers.
									



							 
								By setting headerNameCaseAdjustments, you can specify case adjustments that can be applied to HTTP header names. Each adjustment is specified as an HTTP header name with the desired capitalization. For example, specifying X-Forwarded-For indicates that the x-forwarded-for HTTP header should be adjusted to have the specified capitalization.
							

							 
								These adjustments are only applied to cleartext, edge-terminated, and re-encrypt routes, and only when using HTTP/1.
							

							 
								For request headers, these adjustments are applied only for routes that have the haproxy.router.openshift.io/h1-adjust-case=true annotation. For response headers, these adjustments are applied to all HTTP responses. If this field is empty, no request headers are adjusted.
							

							 
	 
								httpCompression
							

							 	 
								httpCompression defines the policy for HTTP traffic compression.
							

							 	
										mimeTypes defines a list of MIME types to which compression should be applied. For example, text/css; charset=utf-8, text/html, text/*, image/svg+xml, application/octet-stream, X-custom/customsub, using the format pattern, type/subtype; [;attribute=value]. The types are: application, image, message, multipart, text, video, or a custom type prefaced by X-; e.g. To see the full notation for MIME types and subtypes, see RFC1341
									



							 
	 
								httpErrorCodePages
							

							 	 
								httpErrorCodePages specifies custom HTTP error code response pages. By default, an IngressController uses error pages built into the IngressController image.
							

							 
	 
								httpCaptureCookies
							

							 	 
								httpCaptureCookies specifies HTTP cookies that you want to capture in access logs. If the httpCaptureCookies field is empty, the access logs do not capture the cookies.
							

							 
								For any cookie that you want to capture, the following parameters must be in your IngressController configuration:
							

							 	
										name specifies the name of the cookie.
									
	
										maxLength specifies tha maximum length of the cookie.
									
	
										matchType specifies if the field name of the cookie exactly matches the capture cookie setting or is a prefix of the capture cookie setting. The matchType field uses the Exact and Prefix parameters.
									



							 
								For example:
							

							 
  httpCaptureCookies:
  - matchType: Exact
    maxLength: 128
    name: MYCOOKIE

							 
	 
								httpCaptureHeaders
							

							 	 
								httpCaptureHeaders specifies the HTTP headers that you want to capture in the access logs. If the httpCaptureHeaders field is empty, the access logs do not capture the headers.
							

							 
								httpCaptureHeaders contains two lists of headers to capture in the access logs. The two lists of header fields are request and response. In both lists, the name field must specify the header name and the maxlength field must specify the maximum length of the header. For example:
							

							 
  httpCaptureHeaders:
    request:
    - maxLength: 256
      name: Connection
    - maxLength: 128
      name: User-Agent
    response:
    - maxLength: 256
      name: Content-Type
    - maxLength: 256
      name: Content-Length

							 
	 
								tuningOptions
							

							 	 
								tuningOptions specifies options for tuning the performance of Ingress Controller pods.
							

							 	
										clientFinTimeout specifies how long a connection is held open while waiting for the client response to the server closing the connection. The default timeout is 1s.
									
	
										clientTimeout specifies how long a connection is held open while waiting for a client response. The default timeout is 30s.
									
	
										headerBufferBytes specifies how much memory is reserved, in bytes, for Ingress Controller connection sessions. This value must be at least 16384 if HTTP/2 is enabled for the Ingress Controller. If not set, the default value is 32768 bytes. Setting this field not recommended because headerBufferBytes values that are too small can break the Ingress Controller, and headerBufferBytes values that are too large could cause the Ingress Controller to use significantly more memory than necessary.
									
	
										headerBufferMaxRewriteBytes specifies how much memory should be reserved, in bytes, from headerBufferBytes for HTTP header rewriting and appending for Ingress Controller connection sessions. The minimum value for headerBufferMaxRewriteBytes is 4096. headerBufferBytes must be greater than headerBufferMaxRewriteBytes for incoming HTTP requests. If not set, the default value is 8192 bytes. Setting this field not recommended because headerBufferMaxRewriteBytes values that are too small can break the Ingress Controller and headerBufferMaxRewriteBytes values that are too large could cause the Ingress Controller to use significantly more memory than necessary.
									
	
										healthCheckInterval specifies how long the router waits between health checks. The default is 5s.
									
	
										serverFinTimeout specifies how long a connection is held open while waiting for the server response to the client that is closing the connection. The default timeout is 1s.
									
	
										serverTimeout specifies how long a connection is held open while waiting for a server response. The default timeout is 30s.
									
	
										threadCount specifies the number of threads to create per HAProxy process. Creating more threads allows each Ingress Controller pod to handle more connections, at the cost of more system resources being used. HAProxy supports up to 64 threads. If this field is empty, the Ingress Controller uses the default value of 4 threads. The default value can change in future releases. Setting this field is not recommended because increasing the number of HAProxy threads allows Ingress Controller pods to use more CPU time under load, and prevent other pods from receiving the CPU resources they need to perform. Reducing the number of threads can cause the Ingress Controller to perform poorly.
									
	
										tlsInspectDelay specifies how long the router can hold data to find a matching route. Setting this value too short can cause the router to fall back to the default certificate for edge-terminated, reencrypted, or passthrough routes, even when using a better matched certificate. The default inspect delay is 5s.
									
	
										tunnelTimeout specifies how long a tunnel connection, including websockets, remains open while the tunnel is idle. The default timeout is 1h.
									
	
										maxConnections specifies the maximum number of simultaneous connections that can be established per HAProxy process. Increasing this value allows each ingress controller pod handle more connections at the cost of additional system resources. Permitted values are 0, -1, any value within the range 2000 and 2000000, or the field can be left empty.
									
	
												If this field is left empty or has the value 0, the ingress controller will use the default value of 20000. This value is subject to change in future releases.
											
	
												If the field has the value of -1, then HAProxy will dynamically compute a maximum value based on the available ulimits in the running container. This process results in a large computed value that will incur significant memory usage compared to the current default value of 20000.
											
	
												If the field has a value that is greater than the current operating system limit, the HAProxy process will not start.
											
	
												If you choose a discrete value and the router pod is migrated to a new node, it is possible the new node does not have an identical ulimit configured. In such cases, the pod fails to start.
											
	
												If you have nodes with different ulimits configured, and you choose a discrete value, it is recommended to use the value of -1 for this field so that the maximum number of connections is calculated at runtime.
											






							 
	 
								logEmptyRequests
							

							 	 
								logEmptyRequests specifies connections for which no request is received and logged. These empty requests come from load balancer health probes or web browser speculative connections (preconnect) and logging these requests can be undesirable. However, these requests can be caused by network errors, in which case logging empty requests can be useful for diagnosing the errors. These requests can be caused by port scans, and logging empty requests can aid in detecting intrusion attempts. Allowed values for this field are Log and Ignore. The default value is Log.
							

							 
								The LoggingPolicy type accepts either one of two values:
							

							 	
										Log: Setting this value to Log indicates that an event should be logged.
									
	
										Ignore: Setting this value to Ignore sets the dontlognull option in the HAproxy configuration.
									



							 
	 
								HTTPEmptyRequestsPolicy
							

							 	 
								HTTPEmptyRequestsPolicy describes how HTTP connections are handled if the connection times out before a request is received. Allowed values for this field are Respond and Ignore. The default value is Respond.
							

							 
								The HTTPEmptyRequestsPolicy type accepts either one of two values:
							

							 	
										Respond: If the field is set to Respond, the Ingress Controller sends an HTTP 400 or 408 response, logs the connection if access logging is enabled, and counts the connection in the appropriate metrics.
									
	
										Ignore: Setting this option to Ignore adds the http-ignore-probes parameter in the HAproxy configuration. If the field is set to Ignore, the Ingress Controller closes the connection without sending a response, then logs the connection, or incrementing metrics.
									



							 
								These connections come from load balancer health probes or web browser speculative connections (preconnect) and can be safely ignored. However, these requests can be caused by network errors, so setting this field to Ignore can impede detection and diagnosis of problems. These requests can be caused by port scans, in which case logging empty requests can aid in detecting intrusion attempts.
							

							 


Note

					All parameters are optional.
				

Ingress Controller TLS security profiles




					TLS security profiles provide a way for servers to regulate which ciphers a connecting client can use when connecting to the server.
				
Understanding TLS security profiles




						You can use a TLS (Transport Layer Security) security profile to define which TLS ciphers are required by various OpenShift Container Platform components. The OpenShift Container Platform TLS security profiles are based on Mozilla recommended configurations.
					

						You can specify one of the following TLS security profiles for each component:
					
Table 6.1. TLS security profiles
	Profile	Description
	 
										Old
									

									 	 
										This profile is intended for use with legacy clients or libraries. The profile is based on the Old backward compatibility recommended configuration.
									

									 
										The Old profile requires a minimum TLS version of 1.0.
									

									 Note

											For the Ingress Controller, the minimum TLS version is converted from 1.0 to 1.1.
										


									 
	 
										Intermediate
									

									 	 
										This profile is the recommended configuration for the majority of clients. It is the default TLS security profile for the Ingress Controller, kubelet, and control plane. The profile is based on the Intermediate compatibility recommended configuration.
									

									 
										The Intermediate profile requires a minimum TLS version of 1.2.
									

									 
	 
										Modern
									

									 	 
										This profile is intended for use with modern clients that have no need for backwards compatibility. This profile is based on the Modern compatibility recommended configuration.
									

									 
										The Modern profile requires a minimum TLS version of 1.3.
									

									 
	 
										Custom
									

									 	 
										This profile allows you to define the TLS version and ciphers to use.
									

									 Warning

											Use caution when using a Custom profile, because invalid configurations can cause problems.
										


									 



Note

							When using one of the predefined profile types, the effective profile configuration is subject to change between releases. For example, given a specification to use the Intermediate profile deployed on release X.Y.Z, an upgrade to release X.Y.Z+1 might cause a new profile configuration to be applied, resulting in a rollout.
						


Configuring the TLS security profile for the Ingress Controller




						To configure a TLS security profile for an Ingress Controller, edit the IngressController custom resource (CR) to specify a predefined or custom TLS security profile. If a TLS security profile is not configured, the default value is based on the TLS security profile set for the API server.
					
Sample IngressController CR that configures the Old TLS security profile

							

apiVersion: operator.openshift.io/v1
kind: IngressController
 ...
spec:
  tlsSecurityProfile:
    old: {}
    type: Old
 ...


						

						The TLS security profile defines the minimum TLS version and the TLS ciphers for TLS connections for Ingress Controllers.
					

						You can see the ciphers and the minimum TLS version of the configured TLS security profile in the IngressController custom resource (CR) under Status.Tls Profile and the configured TLS security profile under Spec.Tls Security Profile. For the Custom TLS security profile, the specific ciphers and minimum TLS version are listed under both parameters.
					
Note

							The HAProxy Ingress Controller image supports TLS 1.3 and the Modern profile.
						

							The Ingress Operator also converts the TLS 1.0 of an Old or Custom profile to 1.1.
						

Prerequisites
	
								You have access to the cluster as a user with the cluster-admin role.
							


Procedure
	
								Edit the IngressController CR in the openshift-ingress-operator project to configure the TLS security profile:
							
$ oc edit IngressController default -n openshift-ingress-operator

	
								Add the spec.tlsSecurityProfile field:
							
Sample IngressController CR for a Custom profile

									

apiVersion: operator.openshift.io/v1
kind: IngressController
 ...
spec:
  tlsSecurityProfile:
    type: Custom [image: 1]
    custom: [image: 2]
      ciphers: [image: 3]
      - ECDHE-ECDSA-CHACHA20-POLY1305
      - ECDHE-RSA-CHACHA20-POLY1305
      - ECDHE-RSA-AES128-GCM-SHA256
      - ECDHE-ECDSA-AES128-GCM-SHA256
      minTLSVersion: VersionTLS11
 ...


								
	[image: 1] 
	
										Specify the TLS security profile type (Old, Intermediate, or Custom). The default is Intermediate.
									

	[image: 2] 
	
										Specify the appropriate field for the selected type:
									
	
												old: {}
											
	
												intermediate: {}
											
	
												custom:
											



	[image: 3] 
	
										For the custom type, specify a list of TLS ciphers and minimum accepted TLS version.
									




	
								Save the file to apply the changes.
							


Verification
	
								Verify that the profile is set in the IngressController CR:
							
$ oc describe IngressController default -n openshift-ingress-operator
Example output

									

Name:         default
Namespace:    openshift-ingress-operator
Labels:       <none>
Annotations:  <none>
API Version:  operator.openshift.io/v1
Kind:         IngressController
 ...
Spec:
 ...
  Tls Security Profile:
    Custom:
      Ciphers:
        ECDHE-ECDSA-CHACHA20-POLY1305
        ECDHE-RSA-CHACHA20-POLY1305
        ECDHE-RSA-AES128-GCM-SHA256
        ECDHE-ECDSA-AES128-GCM-SHA256
      Min TLS Version:  VersionTLS11
    Type:               Custom
 ...


								




Configuring mutual TLS authentication




						You can configure the Ingress Controller to enable mutual TLS (mTLS) authentication by setting a spec.clientTLS value. The clientTLS value configures the Ingress Controller to verify client certificates. This configuration includes setting a clientCA value, which is a reference to a config map. The config map contains the PEM-encoded CA certificate bundle that is used to verify a client’s certificate. Optionally, you can also configure a list of certificate subject filters.
					

						If the clientCA value specifies an X509v3 certificate revocation list (CRL) distribution point, the Ingress Operator downloads and manages a CRL config map based on the HTTP URI X509v3 CRL Distribution Point specified in each provided certificate. The Ingress Controller uses this config map during mTLS/TLS negotiation. Requests that do not provide valid certificates are rejected.
					
Prerequisites
	
								You have access to the cluster as a user with the cluster-admin role.
							
	
								You have a PEM-encoded CA certificate bundle.
							
	
								If your CA bundle references a CRL distribution point, you must have also included the end-entity or leaf certificate to the client CA bundle. This certificate must have included an HTTP URI under CRL Distribution Points, as described in RFC 5280. For example:
							
 Issuer: C=US, O=Example Inc, CN=Example Global G2 TLS RSA SHA256 2020 CA1
         Subject: SOME SIGNED CERT            X509v3 CRL Distribution Points:
                Full Name:
                  URI:http://crl.example.com/example.crl



Procedure
	
								In the openshift-config namespace, create a config map from your CA bundle:
							
$ oc create configmap \
   router-ca-certs-default \
   --from-file=ca-bundle.pem=client-ca.crt \[image: 1]
   -n openshift-config
	[image: 1] 
	
										The config map data key must be ca-bundle.pem, and the data value must be a CA certificate in PEM format.
									




	
								Edit the IngressController resource in the openshift-ingress-operator project:
							
$ oc edit IngressController default -n openshift-ingress-operator

	
								Add the spec.clientTLS field and subfields to configure mutual TLS:
							
Sample IngressController CR for a clientTLS profile that specifies filtering patterns

									

  apiVersion: operator.openshift.io/v1
  kind: IngressController
  metadata:
    name: default
    namespace: openshift-ingress-operator
  spec:
    clientTLS:
      clientCertificatePolicy: Required
      clientCA:
        name: router-ca-certs-default
      allowedSubjectPatterns:
      - "^/CN=example.com/ST=NC/C=US/O=Security/OU=OpenShift$"


								






View the default Ingress Controller




				The Ingress Operator is a core feature of OpenShift Container Platform and is enabled out of the box.
			

				Every new OpenShift Container Platform installation has an ingresscontroller named default. It can be supplemented with additional Ingress Controllers. If the default ingresscontroller is deleted, the Ingress Operator will automatically recreate it within a minute.
			
Procedure
	
						View the default Ingress Controller:
					
$ oc describe --namespace=openshift-ingress-operator ingresscontroller/default




View Ingress Operator status




				You can view and inspect the status of your Ingress Operator.
			
Procedure
	
						View your Ingress Operator status:
					
$ oc describe clusteroperators/ingress




View Ingress Controller logs




				You can view your Ingress Controller logs.
			
Procedure
	
						View your Ingress Controller logs:
					
$ oc logs --namespace=openshift-ingress-operator deployments/ingress-operator -c <container_name>




View Ingress Controller status




				Your can view the status of a particular Ingress Controller.
			
Procedure
	
						View the status of an Ingress Controller:
					
$ oc describe --namespace=openshift-ingress-operator ingresscontroller/<name>




Configuring the Ingress Controller



Setting a custom default certificate




					As an administrator, you can configure an Ingress Controller to use a custom certificate by creating a Secret resource and editing the IngressController custom resource (CR).
				
Prerequisites
	
							You must have a certificate/key pair in PEM-encoded files, where the certificate is signed by a trusted certificate authority or by a private trusted certificate authority that you configured in a custom PKI.
						
	
							Your certificate meets the following requirements:
						
	
									The certificate is valid for the ingress domain.
								
	
									The certificate uses the subjectAltName extension to specify a wildcard domain, such as *.apps.ocp4.example.com.
								



	
							You must have an IngressController CR. You may use the default one:
						
$ oc --namespace openshift-ingress-operator get ingresscontrollers
Example output

								

NAME      AGE
default   10m


							



Note

						If you have intermediate certificates, they must be included in the tls.crt file of the secret containing a custom default certificate. Order matters when specifying a certificate; list your intermediate certificate(s) after any server certificate(s).
					

Procedure

						The following assumes that the custom certificate and key pair are in the tls.crt and tls.key files in the current working directory. Substitute the actual path names for tls.crt and tls.key. You also may substitute another name for custom-certs-default when creating the Secret resource and referencing it in the IngressController CR.
					
Note

						This action will cause the Ingress Controller to be redeployed, using a rolling deployment strategy.
					

	
							Create a Secret resource containing the custom certificate in the openshift-ingress namespace using the tls.crt and tls.key files.
						
$ oc --namespace openshift-ingress create secret tls custom-certs-default --cert=tls.crt --key=tls.key

	
							Update the IngressController CR to reference the new certificate secret:
						
$ oc patch --type=merge --namespace openshift-ingress-operator ingresscontrollers/default \
  --patch '{"spec":{"defaultCertificate":{"name":"custom-certs-default"}}}'

	
							Verify the update was effective:
						
$ echo Q |\
  openssl s_client -connect console-openshift-console.apps.<domain>:443 -showcerts 2>/dev/null |\
  openssl x509 -noout -subject -issuer -enddate

							where:
						
	<domain>
	
										Specifies the base domain name for your cluster.
									


Example output

								

subject=C = US, ST = NC, L = Raleigh, O = RH, OU = OCP4, CN = *.apps.example.com
issuer=C = US, ST = NC, L = Raleigh, O = RH, OU = OCP4, CN = example.com
notAfter=May 10 08:32:45 2022 GM


							
Tip

							You can alternatively apply the following YAML to set a custom default certificate:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  defaultCertificate:
    name: custom-certs-default


							The certificate secret name should match the value used to update the CR.
						




					Once the IngressController CR has been modified, the Ingress Operator updates the Ingress Controller’s deployment to use the custom certificate.
				

Removing a custom default certificate




					As an administrator, you can remove a custom certificate that you configured an Ingress Controller to use.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						
	
							You previously configured a custom default certificate for the Ingress Controller.
						


Procedure
	
							To remove the custom certificate and restore the certificate that ships with OpenShift Container Platform, enter the following command:
						
$ oc patch -n openshift-ingress-operator ingresscontrollers/default \
  --type json -p $'- op: remove\n  path: /spec/defaultCertificate'

							There can be a delay while the cluster reconciles the new certificate configuration.
						



Verification
	
							To confirm that the original cluster certificate is restored, enter the following command:
						
$ echo Q | \
  openssl s_client -connect console-openshift-console.apps.<domain>:443 -showcerts 2>/dev/null | \
  openssl x509 -noout -subject -issuer -enddate

							where:
						
	<domain>
	
										Specifies the base domain name for your cluster.
									


Example output

								

subject=CN = *.apps.<domain>
issuer=CN = ingress-operator@1620633373
notAfter=May 10 10:44:36 2023 GMT


							




Scaling an Ingress Controller




					Manually scale an Ingress Controller to meeting routing performance or availability requirements such as the requirement to increase throughput. oc commands are used to scale the IngressController resource. The following procedure provides an example for scaling up the default IngressController.
				
Note

						Scaling is not an immediate action, as it takes time to create the desired number of replicas.
					

Procedure
	
							View the current number of available replicas for the default IngressController:
						
$ oc get -n openshift-ingress-operator ingresscontrollers/default -o jsonpath='{$.status.availableReplicas}'
Example output

								

2


							

	
							Scale the default IngressController to the desired number of replicas using the oc patch command. The following example scales the default IngressController to 3 replicas:
						
$ oc patch -n openshift-ingress-operator ingresscontroller/default --patch '{"spec":{"replicas": 3}}' --type=merge
Example output

								

ingresscontroller.operator.openshift.io/default patched


							

	
							Verify that the default IngressController scaled to the number of replicas that you specified:
						
$ oc get -n openshift-ingress-operator ingresscontrollers/default -o jsonpath='{$.status.availableReplicas}'
Example output

								

3


							
Tip

							You can alternatively apply the following YAML to scale an Ingress Controller to three replicas:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  replicas: 3               [image: 1]

	[image: 1] 
	
									If you need a different amount of replicas, change the replicas value.
								







Configuring Ingress access logging




					You can configure the Ingress Controller to enable access logs. If you have clusters that do not receive much traffic, then you can log to a sidecar. If you have high traffic clusters, to avoid exceeding the capacity of the logging stack or to integrate with a logging infrastructure outside of OpenShift Container Platform, you can forward logs to a custom syslog endpoint. You can also specify the format for access logs.
				

					Container logging is useful to enable access logs on low-traffic clusters when there is no existing Syslog logging infrastructure, or for short-term use while diagnosing problems with the Ingress Controller.
				

					Syslog is needed for high-traffic clusters where access logs could exceed the OpenShift Logging stack’s capacity, or for environments where any logging solution needs to integrate with an existing Syslog logging infrastructure. The Syslog use-cases can overlap.
				
Prerequisites
	
							Log in as a user with cluster-admin privileges.
						


Procedure

						Configure Ingress access logging to a sidecar.
					
	
							To configure Ingress access logging, you must specify a destination using spec.logging.access.destination. To specify logging to a sidecar container, you must specify Container spec.logging.access.destination.type. The following example is an Ingress Controller definition that logs to a Container destination:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  replicas: 2
  logging:
    access:
      destination:
        type: Container

	
							When you configure the Ingress Controller to log to a sidecar, the operator creates a container named logs inside the Ingress Controller Pod:
						
$ oc -n openshift-ingress logs deployment.apps/router-default -c logs
Example output

								

2020-05-11T19:11:50.135710+00:00 router-default-57dfc6cd95-bpmk6 router-default-57dfc6cd95-bpmk6 haproxy[108]: 174.19.21.82:39654 [11/May/2020:19:11:50.133] public be_http:hello-openshift:hello-openshift/pod:hello-openshift:hello-openshift:10.128.2.12:8080 0/0/1/0/1 200 142 - - --NI 1/1/0/0/0 0/0 "GET / HTTP/1.1"


							




					Configure Ingress access logging to a Syslog endpoint.
				
	
							To configure Ingress access logging, you must specify a destination using spec.logging.access.destination. To specify logging to a Syslog endpoint destination, you must specify Syslog for spec.logging.access.destination.type. If the destination type is Syslog, you must also specify a destination endpoint using spec.logging.access.destination.syslog.endpoint and you can specify a facility using spec.logging.access.destination.syslog.facility. The following example is an Ingress Controller definition that logs to a Syslog destination:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  replicas: 2
  logging:
    access:
      destination:
        type: Syslog
        syslog:
          address: 1.2.3.4
          port: 10514
Note

								The syslog destination port must be UDP.
							





					Configure Ingress access logging with a specific log format.
				
	
							You can specify spec.logging.access.httpLogFormat to customize the log format. The following example is an Ingress Controller definition that logs to a syslog endpoint with IP address 1.2.3.4 and port 10514:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  replicas: 2
  logging:
    access:
      destination:
        type: Syslog
        syslog:
          address: 1.2.3.4
          port: 10514
      httpLogFormat: '%ci:%cp [%t] %ft %b/%s %B %bq %HM %HU %HV'




					Disable Ingress access logging.
				
	
							To disable Ingress access logging, leave spec.logging or spec.logging.access empty:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  replicas: 2
  logging:
    access: null




Setting Ingress Controller thread count




					A cluster administrator can set the thread count to increase the amount of incoming connections a cluster can handle. You can patch an existing Ingress Controller to increase the amount of threads.
				
Prerequisites
	
							The following assumes that you already created an Ingress Controller.
						


Procedure
	
							Update the Ingress Controller to increase the number of threads:
						
$ oc -n openshift-ingress-operator patch ingresscontroller/default --type=merge -p '{"spec":{"tuningOptions": {"threadCount": 8}}}'
Note

								If you have a node that is capable of running large amounts of resources, you can configure spec.nodePlacement.nodeSelector with labels that match the capacity of the intended node, and configure spec.tuningOptions.threadCount to an appropriately high value.
							





Configuring an Ingress Controller to use an internal load balancer




					When creating an Ingress Controller on cloud platforms, the Ingress Controller is published by a public cloud load balancer by default. As an administrator, you can create an Ingress Controller that uses an internal cloud load balancer.
				
Warning

						If your cloud provider is Microsoft Azure, you must have at least one public load balancer that points to your nodes. If you do not, all of your nodes will lose egress connectivity to the internet.
					

Important

						If you want to change the scope for an IngressController, you can change the .spec.endpointPublishingStrategy.loadBalancer.scope parameter after the custom resource (CR) is created.
					

Figure 6.1. Diagram of LoadBalancer
[image: OpenShift Container Platform Ingress LoadBalancerService endpoint publishing strategy]



					The preceding graphic shows the following concepts pertaining to OpenShift Container Platform Ingress LoadBalancerService endpoint publishing strategy:
				
	
							You can load balance externally, using the cloud provider load balancer, or internally, using the OpenShift Ingress Controller Load Balancer.
						
	
							You can use the single IP address of the load balancer and more familiar ports, such as 8080 and 4200 as shown on the cluster depicted in the graphic.
						
	
							Traffic from the external load balancer is directed at the pods, and managed by the load balancer, as depicted in the instance of a down node. See the Kubernetes Services documentation for implementation details.
						


Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an IngressController custom resource (CR) in a file named <name>-ingress-controller.yaml, such as in the following example:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  namespace: openshift-ingress-operator
  name: <name> [image: 1]
spec:
  domain: <domain> [image: 2]
  endpointPublishingStrategy:
    type: LoadBalancerService
    loadBalancer:
      scope: Internal [image: 3]
	[image: 1] 
	
									Replace <name> with a name for the IngressController object.
								

	[image: 2] 
	
									Specify the domain for the application published by the controller.
								

	[image: 3] 
	
									Specify a value of Internal to use an internal load balancer.
								




	
							Create the Ingress Controller defined in the previous step by running the following command:
						
$ oc create -f <name>-ingress-controller.yaml [image: 1]
	[image: 1] 
	
									Replace <name> with the name of the IngressController object.
								




	
							Optional: Confirm that the Ingress Controller was created by running the following command:
						
$ oc --all-namespaces=true get ingresscontrollers




Configuring global access for an Ingress Controller on GCP




					An Ingress Controller created on GCP with an internal load balancer generates an internal IP address for the service. A cluster administrator can specify the global access option, which enables clients in any region within the same VPC network and compute region as the load balancer, to reach the workloads running on your cluster.
				

					For more information, see the GCP documentation for global access.
				
Prerequisites
	
							You deployed an OpenShift Container Platform cluster on GCP infrastructure.
						
	
							You configured an Ingress Controller to use an internal load balancer.
						
	
							You installed the OpenShift CLI (oc).
						


Procedure
	
							Configure the Ingress Controller resource to allow global access.
						
Note

								You can also create an Ingress Controller and specify the global access option.
							

	
									Configure the Ingress Controller resource:
								
$ oc -n openshift-ingress-operator edit ingresscontroller/default

	
									Edit the YAML file:
								
Sample clientAccess configuration to Global

										

  spec:
    endpointPublishingStrategy:
      loadBalancer:
        providerParameters:
          gcp:
            clientAccess: Global [image: 1]
          type: GCP
        scope: Internal
      type: LoadBalancerService


									
	[image: 1] 
	
											Set gcp.clientAccess to Global.
										




	
									Save the file to apply the changes.
								



	
							Run the following command to verify that the service allows global access:
						
$ oc -n openshift-ingress edit svc/router-default -o yaml

							The output shows that global access is enabled for GCP with the annotation, networking.gke.io/internal-load-balancer-allow-global-access.
						




Setting the Ingress Controller health check interval




					A cluster administrator can set the health check interval to define how long the router waits between two consecutive health checks. This value is applied globally as a default for all routes. The default value is 5 seconds.
				
Prerequisites
	
							The following assumes that you already created an Ingress Controller.
						


Procedure
	
							Update the Ingress Controller to change the interval between back end health checks:
						
$ oc -n openshift-ingress-operator patch ingresscontroller/default --type=merge -p '{"spec":{"tuningOptions": {"healthCheckInterval": "8s"}}}'
Note

								To override the healthCheckInterval for a single route, use the route annotation router.openshift.io/haproxy.health.check.interval
							





Configuring the default Ingress Controller for your cluster to be internal




					You can configure the default Ingress Controller for your cluster to be internal by deleting and recreating it.
				
Warning

						If your cloud provider is Microsoft Azure, you must have at least one public load balancer that points to your nodes. If you do not, all of your nodes will lose egress connectivity to the internet.
					

Important

						If you want to change the scope for an IngressController, you can change the .spec.endpointPublishingStrategy.loadBalancer.scope parameter after the custom resource (CR) is created.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Configure the default Ingress Controller for your cluster to be internal by deleting and recreating it.
						
$ oc replace --force --wait --filename - <<EOF
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  namespace: openshift-ingress-operator
  name: default
spec:
  endpointPublishingStrategy:
    type: LoadBalancerService
    loadBalancer:
      scope: Internal
EOF




Configuring the route admission policy




					Administrators and application developers can run applications in multiple namespaces with the same domain name. This is for organizations where multiple teams develop microservices that are exposed on the same hostname.
				
Warning

						Allowing claims across namespaces should only be enabled for clusters with trust between namespaces, otherwise a malicious user could take over a hostname. For this reason, the default admission policy disallows hostname claims across namespaces.
					

Prerequisites
	
							Cluster administrator privileges.
						


Procedure
	
							Edit the .spec.routeAdmission field of the ingresscontroller resource variable using the following command:
						
$ oc -n openshift-ingress-operator patch ingresscontroller/default --patch '{"spec":{"routeAdmission":{"namespaceOwnership":"InterNamespaceAllowed"}}}' --type=merge
Sample Ingress Controller configuration

								

spec:
  routeAdmission:
    namespaceOwnership: InterNamespaceAllowed
...


							
Tip

							You can alternatively apply the following YAML to configure the route admission policy:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  routeAdmission:
    namespaceOwnership: InterNamespaceAllowed





Using wildcard routes




					The HAProxy Ingress Controller has support for wildcard routes. The Ingress Operator uses wildcardPolicy to configure the ROUTER_ALLOW_WILDCARD_ROUTES environment variable of the Ingress Controller.
				

					The default behavior of the Ingress Controller is to admit routes with a wildcard policy of None, which is backwards compatible with existing IngressController resources.
				
Procedure
	
							Configure the wildcard policy.
						
	
									Use the following command to edit the IngressController resource:
								
$ oc edit IngressController

	
									Under spec, set the wildcardPolicy field to WildcardsDisallowed or WildcardsAllowed:
								
spec:
  routeAdmission:
    wildcardPolicy: WildcardsDisallowed # or WildcardsAllowed







Using X-Forwarded headers




					You configure the HAProxy Ingress Controller to specify a policy for how to handle HTTP headers including Forwarded and X-Forwarded-For. The Ingress Operator uses the HTTPHeaders field to configure the ROUTER_SET_FORWARDED_HEADERS environment variable of the Ingress Controller.
				
Procedure
	
							Configure the HTTPHeaders field for the Ingress Controller.
						
	
									Use the following command to edit the IngressController resource:
								
$ oc edit IngressController

	
									Under spec, set the HTTPHeaders policy field to Append, Replace, IfNone, or Never:
								
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  httpHeaders:
    forwardedHeaderPolicy: Append






Example use cases

					As a cluster administrator, you can:
				
	
							Configure an external proxy that injects the X-Forwarded-For header into each request before forwarding it to an Ingress Controller.
						

							To configure the Ingress Controller to pass the header through unmodified, you specify the never policy. The Ingress Controller then never sets the headers, and applications receive only the headers that the external proxy provides.
						

	
							Configure the Ingress Controller to pass the X-Forwarded-For header that your external proxy sets on external cluster requests through unmodified.
						

							To configure the Ingress Controller to set the X-Forwarded-For header on internal cluster requests, which do not go through the external proxy, specify the if-none policy. If an HTTP request already has the header set through the external proxy, then the Ingress Controller preserves it. If the header is absent because the request did not come through the proxy, then the Ingress Controller adds the header.
						




					As an application developer, you can:
				
	
							Configure an application-specific external proxy that injects the X-Forwarded-For header.
						

							To configure an Ingress Controller to pass the header through unmodified for an application’s Route, without affecting the policy for other Routes, add an annotation haproxy.router.openshift.io/set-forwarded-headers: if-none or haproxy.router.openshift.io/set-forwarded-headers: never on the Route for the application.
						
Note

								You can set the haproxy.router.openshift.io/set-forwarded-headers annotation on a per route basis, independent from the globally set value for the Ingress Controller.
							





Enabling HTTP/2 Ingress connectivity




					You can enable transparent end-to-end HTTP/2 connectivity in HAProxy. It allows application owners to make use of HTTP/2 protocol capabilities, including single connection, header compression, binary streams, and more.
				

					You can enable HTTP/2 connectivity for an individual Ingress Controller or for the entire cluster.
				

					To enable the use of HTTP/2 for the connection from the client to HAProxy, a route must specify a custom certificate. A route that uses the default certificate cannot use HTTP/2. This restriction is necessary to avoid problems from connection coalescing, where the client re-uses a connection for different routes that use the same certificate.
				

					The connection from HAProxy to the application pod can use HTTP/2 only for re-encrypt routes and not for edge-terminated or insecure routes. This restriction is because HAProxy uses Application-Level Protocol Negotiation (ALPN), which is a TLS extension, to negotiate the use of HTTP/2 with the back-end. The implication is that end-to-end HTTP/2 is possible with passthrough and re-encrypt and not with insecure or edge-terminated routes.
				
Warning

						Using WebSockets with a re-encrypt route and with HTTP/2 enabled on an Ingress Controller requires WebSocket support over HTTP/2. WebSockets over HTTP/2 is a feature of HAProxy 2.4, which is unsupported in OpenShift Container Platform at this time.
					

Important

						For non-passthrough routes, the Ingress Controller negotiates its connection to the application independently of the connection from the client. This means a client may connect to the Ingress Controller and negotiate HTTP/1.1, and the Ingress Controller may then connect to the application, negotiate HTTP/2, and forward the request from the client HTTP/1.1 connection using the HTTP/2 connection to the application. This poses a problem if the client subsequently tries to upgrade its connection from HTTP/1.1 to the WebSocket protocol, because the Ingress Controller cannot forward WebSocket to HTTP/2 and cannot upgrade its HTTP/2 connection to WebSocket. Consequently, if you have an application that is intended to accept WebSocket connections, it must not allow negotiating the HTTP/2 protocol or else clients will fail to upgrade to the WebSocket protocol.
					

Procedure

						Enable HTTP/2 on a single Ingress Controller.
					
	
							To enable HTTP/2 on an Ingress Controller, enter the oc annotate command:
						
$ oc -n openshift-ingress-operator annotate ingresscontrollers/<ingresscontroller_name> ingress.operator.openshift.io/default-enable-http2=true

							Replace <ingresscontroller_name> with the name of the Ingress Controller to annotate.
						




					Enable HTTP/2 on the entire cluster.
				
	
							To enable HTTP/2 for the entire cluster, enter the oc annotate command:
						
$ oc annotate ingresses.config/cluster ingress.operator.openshift.io/default-enable-http2=true
Tip

							You can alternatively apply the following YAML to add the annotation:
						
apiVersion: config.openshift.io/v1
kind: Ingress
metadata:
  name: cluster
  annotations:
    ingress.operator.openshift.io/default-enable-http2: "true"





Configuring the PROXY protocol for an Ingress Controller




					A cluster administrator can configure the PROXY protocol when an Ingress Controller uses either the HostNetwork or NodePortService endpoint publishing strategy types. The PROXY protocol enables the load balancer to preserve the original client addresses for connections that the Ingress Controller receives. The original client addresses are useful for logging, filtering, and injecting HTTP headers. In the default configuration, the connections that the Ingress Controller receives only contain the source address that is associated with the load balancer.
				

					This feature is not supported in cloud deployments. This restriction is because when OpenShift Container Platform runs in a cloud platform, and an IngressController specifies that a service load balancer should be used, the Ingress Operator configures the load balancer service and enables the PROXY protocol based on the platform requirement for preserving source addresses.
				
Important

						You must configure both OpenShift Container Platform and the external load balancer to either use the PROXY protocol or to use TCP.
					

Warning

						The PROXY protocol is unsupported for the default Ingress Controller with installer-provisioned clusters on non-cloud platforms that use a Keepalived Ingress VIP.
					

Prerequisites
	
							You created an Ingress Controller.
						


Procedure
	
							Edit the Ingress Controller resource:
						
$ oc -n openshift-ingress-operator edit ingresscontroller/default

	
							Set the PROXY configuration:
						
	
									If your Ingress Controller uses the hostNetwork endpoint publishing strategy type, set the spec.endpointPublishingStrategy.hostNetwork.protocol subfield to PROXY:
								
Sample hostNetwork configuration to PROXY

										

  spec:
    endpointPublishingStrategy:
      hostNetwork:
        protocol: PROXY
      type: HostNetwork


									

	
									If your Ingress Controller uses the NodePortService endpoint publishing strategy type, set the spec.endpointPublishingStrategy.nodePort.protocol subfield to PROXY:
								
Sample nodePort configuration to PROXY

										

  spec:
    endpointPublishingStrategy:
      nodePort:
        protocol: PROXY
      type: NodePortService


									







Specifying an alternative cluster domain using the appsDomain option




					As a cluster administrator, you can specify an alternative to the default cluster domain for user-created routes by configuring the appsDomain field. The appsDomain field is an optional domain for OpenShift Container Platform to use instead of the default, which is specified in the domain field. If you specify an alternative domain, it overrides the default cluster domain for the purpose of determining the default host for a new route.
				

					For example, you can use the DNS domain for your company as the default domain for routes and ingresses for applications running on your cluster.
				
Prerequisites
	
							You deployed an OpenShift Container Platform cluster.
						
	
							You installed the oc command line interface.
						


Procedure
	
							Configure the appsDomain field by specifying an alternative default domain for user-created routes.
						
	
									Edit the ingress cluster resource:
								
$ oc edit ingresses.config/cluster -o yaml

	
									Edit the YAML file:
								
Sample appsDomain configuration to test.example.com

										

apiVersion: config.openshift.io/v1
kind: Ingress
metadata:
  name: cluster
spec:
  domain: apps.example.com            [image: 1]
  appsDomain: <test.example.com>      [image: 2]


									
	[image: 1] 
	
											Specifies the default domain. You cannot modify the default domain after installation.
										

	[image: 2] 
	
											Optional: Domain for OpenShift Container Platform infrastructure to use for application routes. Instead of the default prefix, apps, you can use an alternative prefix like test.
										







	
							Verify that an existing route contains the domain name specified in the appsDomain field by exposing the route and verifying the route domain change:
						
Note

								Wait for the openshift-apiserver finish rolling updates before exposing the route.
							

	
									Expose the route:
								
$ oc expose service hello-openshift
route.route.openshift.io/hello-openshift exposed
Example output:

										

$ oc get routes
NAME              HOST/PORT                                   PATH   SERVICES          PORT       TERMINATION   WILDCARD
hello-openshift   hello_openshift-<my_project>.test.example.com
hello-openshift   8080-tcp                 None


									







Converting HTTP header case




					HAProxy 2.2 lowercases HTTP header names by default, for example, changing Host: xyz.com to host: xyz.com. If legacy applications are sensitive to the capitalization of HTTP header names, use the Ingress Controller spec.httpHeaders.headerNameCaseAdjustments API field for a solution to accommodate legacy applications until they can be fixed.
				
Important

						Because OpenShift Container Platform includes HAProxy 2.2, make sure to add the necessary configuration by using spec.httpHeaders.headerNameCaseAdjustments before upgrading.
					

Prerequisites
	
							You have installed the OpenShift CLI (oc).
						
	
							You have access to the cluster as a user with the cluster-admin role.
						


Procedure

						As a cluster administrator, you can convert the HTTP header case by entering the oc patch command or by setting the HeaderNameCaseAdjustments field in the Ingress Controller YAML file.
					
	
							Specify an HTTP header to be capitalized by entering the oc patch command.
						
	
									Enter the oc patch command to change the HTTP host header to Host:
								
$ oc -n openshift-ingress-operator patch ingresscontrollers/default --type=merge --patch='{"spec":{"httpHeaders":{"headerNameCaseAdjustments":["Host"]}}}'

	
									Annotate the route of the application:
								
$ oc annotate routes/my-application haproxy.router.openshift.io/h1-adjust-case=true

									The Ingress Controller then adjusts the host request header as specified.
								






	
							Specify adjustments using the HeaderNameCaseAdjustments field by configuring the Ingress Controller YAML file.
						
	
									The following example Ingress Controller YAML adjusts the host header to Host for HTTP/1 requests to appropriately annotated routes:
								
Example Ingress Controller YAML

										

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  httpHeaders:
    headerNameCaseAdjustments:
    - Host


									

	
									The following example route enables HTTP response header name case adjustments using the haproxy.router.openshift.io/h1-adjust-case annotation:
								
Example route YAML

										

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  annotations:
    haproxy.router.openshift.io/h1-adjust-case: true [image: 1]
  name: my-application
  namespace: my-application
spec:
  to:
    kind: Service
    name: my-application


									
	[image: 1] 
	
											Set haproxy.router.openshift.io/h1-adjust-case to true.
										










Using router compression




					You configure the HAProxy Ingress Controller to specify router compression globally for specific MIME types. You can use the mimeTypes variable to define the formats of MIME types to which compression is applied. The types are: application, image, message, multipart, text, video, or a custom type prefaced by "X-". To see the full notation for MIME types and subtypes, see RFC1341.
				
Note

						Memory allocated for compression can affect the max connections. Additionally, compression of large buffers can cause latency, like heavy regex or long lists of regex.
					

						Not all MIME types benefit from compression, but HAProxy still uses resources to try to compress if instructed to. Generally, text formats, such as html, css, and js, formats benefit from compression, but formats that are already compressed, such as image, audio, and video, benefit little in exchange for the time and resources spent on compression.
					

Procedure
	
							Configure the httpCompression field for the Ingress Controller.
						
	
									Use the following command to edit the IngressController resource:
								
$ oc edit -n openshift-ingress-operator ingresscontrollers/default

	
									Under spec, set the httpCompression policy field to mimeTypes and specify a list of MIME types that should have compression applied:
								
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  httpCompression:
    mimeTypes:
    - "text/html"
    - "text/css; charset=utf-8"
    - "application/json"
   ...







Exposing router metrics




					You can expose the HAProxy router metrics by default in Prometheus format on the default stats port, 1936. The external metrics collection and aggregation systems such as Prometheus can access the HAProxy router metrics. You can view the HAProxy router metrics in a browser in the HTML and comma separated values (CSV) format.
				
Prerequisites
	
							You configured your firewall to access the default stats port, 1936.
						


Procedure
	
							Get the router pod name by running the following command:
						
$ oc get pods -n openshift-ingress
Example output

								

NAME                              READY   STATUS    RESTARTS   AGE
router-default-76bfffb66c-46qwp   1/1     Running   0          11h


							

	
							Get the router’s username and password, which the router pod stores in the /var/lib/haproxy/conf/metrics-auth/statsUsername and /var/lib/haproxy/conf/metrics-auth/statsPassword files:
						
	
									Get the username by running the following command:
								
$ oc rsh <router_pod_name> cat metrics-auth/statsUsername

	
									Get the password by running the following command:
								
$ oc rsh <router_pod_name> cat metrics-auth/statsPassword




	
							Get the router IP and metrics certificates by running the following command:
						
$ oc describe pod <router_pod>

	
							Get the raw statistics in Prometheus format by running the following command:
						
$ curl -u <user>:<password> http://<router_IP>:<stats_port>/metrics

	
							Access the metrics securely by running the following command:
						
$ curl -u user:password https://<router_IP>:<stats_port>/metrics -k

	
							Access the default stats port, 1936, by running the following command:
						
$ curl -u <user>:<password> http://<router_IP>:<stats_port>/metrics
Example 6.1. Example output

								…​ # HELP haproxy_backend_connections_total Total number of connections. # TYPE haproxy_backend_connections_total gauge haproxy_backend_connections_total{backend="http",namespace="default",route="hello-route"} 0 haproxy_backend_connections_total{backend="http",namespace="default",route="hello-route-alt"} 0 haproxy_backend_connections_total{backend="http",namespace="default",route="hello-route01"} 0 …​ # HELP haproxy_exporter_server_threshold Number of servers tracked and the current threshold value. # TYPE haproxy_exporter_server_threshold gauge haproxy_exporter_server_threshold{type="current"} 11 haproxy_exporter_server_threshold{type="limit"} 500 …​ # HELP haproxy_frontend_bytes_in_total Current total of incoming bytes. # TYPE haproxy_frontend_bytes_in_total gauge haproxy_frontend_bytes_in_total{frontend="fe_no_sni"} 0 haproxy_frontend_bytes_in_total{frontend="fe_sni"} 0 haproxy_frontend_bytes_in_total{frontend="public"} 119070 …​ # HELP haproxy_server_bytes_in_total Current total of incoming bytes. # TYPE haproxy_server_bytes_in_total gauge haproxy_server_bytes_in_total{namespace="",pod="",route="",server="fe_no_sni",service=""} 0 haproxy_server_bytes_in_total{namespace="",pod="",route="",server="fe_sni",service=""} 0 haproxy_server_bytes_in_total{namespace="default",pod="docker-registry-5-nk5fz",route="docker-registry",server="10.130.0.89:5000",service="docker-registry"} 0 haproxy_server_bytes_in_total{namespace="default",pod="hello-rc-vkjqx",route="hello-route",server="10.130.0.90:8080",service="hello-svc-1"} 0 …​
							



	
							Launch the stats window by entering the following URL in a browser:
						
http://<user>:<password>@<router_IP>:<stats_port>

	
							Optional: Get the stats in CSV format by entering the following URL in a browser:
						
http://<user>:<password>@<router_ip>:1936/metrics;csv




Customizing HAProxy error code response pages




					As a cluster administrator, you can specify a custom error code response page for either 503, 404, or both error pages. The HAProxy router serves a 503 error page when the application pod is not running or a 404 error page when the requested URL does not exist. For example, if you customize the 503 error code response page, then the page is served when the application pod is not running, and the default 404 error code HTTP response page is served by the HAProxy router for an incorrect route or a non-existing route.
				

					Custom error code response pages are specified in a config map then patched to the Ingress Controller. The config map keys have two available file names as follows: error-page-503.http and error-page-404.http.
				

					Custom HTTP error code response pages must follow the HAProxy HTTP error page configuration guidelines. Here is an example of the default OpenShift Container Platform HAProxy router http 503 error code response page. You can use the default content as a template for creating your own custom page.
				

					By default, the HAProxy router serves only a 503 error page when the application is not running or when the route is incorrect or non-existent. This default behavior is the same as the behavior on OpenShift Container Platform 4.8 and earlier. If a config map for the customization of an HTTP error code response is not provided, and you are using a custom HTTP error code response page, the router serves a default 404 or 503 error code response page.
				
Note

						If you use the OpenShift Container Platform default 503 error code page as a template for your customizations, the headers in the file require an editor that can use CRLF line endings.
					

Procedure
	
							Create a config map named my-custom-error-code-pages in the openshift-config namespace:
						
$ oc -n openshift-config create configmap my-custom-error-code-pages \
--from-file=error-page-503.http \
--from-file=error-page-404.http
Important

								If you do not specify the correct format for the custom error code response page, a router pod outage occurs. To resolve this outage, you must delete or correct the config map and delete the affected router pods so they can be recreated with the correct information.
							


	
							Patch the Ingress Controller to reference the my-custom-error-code-pages config map by name:
						
$ oc patch -n openshift-ingress-operator ingresscontroller/default --patch '{"spec":{"httpErrorCodePages":{"name":"my-custom-error-code-pages"}}}' --type=merge

							The Ingress Operator copies the my-custom-error-code-pages config map from the openshift-config namespace to the openshift-ingress namespace. The Operator names the config map according to the pattern, <your_ingresscontroller_name>-errorpages, in the openshift-ingress namespace.
						

	
							Display the copy:
						
$ oc get cm default-errorpages -n openshift-ingress
Example output

								

NAME                       DATA   AGE
default-errorpages         2      25s  [image: 1]


							
	[image: 1] 
	
									The example config map name is default-errorpages because the default Ingress Controller custom resource (CR) was patched.
								




	
							Confirm that the config map containing the custom error response page mounts on the router volume where the config map key is the filename that has the custom HTTP error code response:
						
	
									For 503 custom HTTP custom error code response:
								
$ oc -n openshift-ingress rsh <router_pod> cat /var/lib/haproxy/conf/error_code_pages/error-page-503.http

	
									For 404 custom HTTP custom error code response:
								
$ oc -n openshift-ingress rsh <router_pod> cat /var/lib/haproxy/conf/error_code_pages/error-page-404.http






Verification

						Verify your custom error code HTTP response:
					
	
							Create a test project and application:
						
 $ oc new-project test-ingress
$ oc new-app django-psql-example

	
							For 503 custom http error code response:
						
	
									Stop all the pods for the application.
								
	
									Run the following curl command or visit the route hostname in the browser:
								
$ curl -vk <route_hostname>




	
							For 404 custom http error code response:
						
	
									Visit a non-existent route or an incorrect route.
								
	
									Run the following curl command or visit the route hostname in the browser:
								
$ curl -vk <route_hostname>




	
							Check if the errorfile attribute is properly in the haproxy.config file:
						
$ oc -n openshift-ingress rsh <router> cat /var/lib/haproxy/conf/haproxy.config | grep errorfile




Setting the Ingress Controller maximum connections




					A cluster administrator can set the maximum number of simultaneous connections for OpenShift router deployments. You can patch an existing Ingress Controller to increase the maximum number of connections.
				
Prerequisites
	
							The following assumes that you already created an Ingress Controller
						


Procedure
	
							Update the Ingress Controller to change the maximum number of connections for HAProxy:
						
$ oc -n openshift-ingress-operator patch ingresscontroller/default --type=merge -p '{"spec":{"tuningOptions": {"maxConnections": 7500}}}'
Warning

								If you set the spec.tuningOptions.maxConnections value greater than the current operating system limit, the HAProxy process will not start. See the table in the "Ingress Controller configuration parameters" section for more information about this parameter.
							






Additional resources



	
						Configuring a custom PKI
					




Chapter 7. Ingress sharding in OpenShift Container Platform




			In OpenShift Container Platform, an Ingress Controller can serve all routes, or it can serve a subset of routes. By default, the Ingress Controller serves any route created in any namespace in the cluster. You can add additional Ingress Controllers to your cluster to optimize routing by creating shards, which are subsets of routes based on selected characteristics. To mark a route as a member of a shard, use labels in the route or namespace metadata field. The Ingress Controller uses selectors, also known as a selection expression, to select a subset of routes from the entire pool of routes to serve.
		

			Ingress sharding is useful in cases where you want to load balance incoming traffic across multiple Ingress Controllers, when you want to isolate traffic to be routed to a specific Ingress Controller, or for a variety of other reasons described in the next section.
		

			By default, each route uses the default domain of the cluster. However, routes can be configured to use the domain of the router instead. For more information, see Creating a route for Ingress Controller Sharding.
		
Ingress Controller sharding




				You can use Ingress sharding, also known as router sharding, to distribute a set of routes across multiple routers by adding labels to routes, namespaces, or both. The Ingress Controller uses a corresponding set of selectors to admit only the routes that have a specified label. Each Ingress shard comprises the routes that are filtered using a given selection expression.
			

				As the primary mechanism for traffic to enter the cluster, the demands on the Ingress Controller can be significant. As a cluster administrator, you can shard the routes to:
			
	
						Balance Ingress Controllers, or routers, with several routes to speed up responses to changes.
					
	
						Allocate certain routes to have different reliability guarantees than other routes.
					
	
						Allow certain Ingress Controllers to have different policies defined.
					
	
						Allow only specific routes to use additional features.
					
	
						Expose different routes on different addresses so that internal and external users can see different routes, for example.
					
	
						Transfer traffic from one version of an application to another during a blue green deployment.
					



				When Ingress Controllers are sharded, a given route is admitted to zero or more Ingress Controllers in the group. A route’s status describes whether an Ingress Controller has admitted it or not. An Ingress Controller will only admit a route if it is unique to its shard.
			

				An Ingress Controller can use three sharding methods:
			
	
						Adding only a namespace selector to the Ingress Controller, so that all routes in a namespace with labels that match the namespace selector are in the Ingress shard.
					
	
						Adding only a route selector to the Ingress Controller, so that all routes with labels that match the route selector are in the Ingress shard.
					
	
						Adding both a namespace selector and route selector to the Ingress Controller, so that routes with labels that match the route selector in a namespace with labels that match the namespace selector are in the Ingress shard.
					



				With sharding, you can distribute subsets of routes over multiple Ingress Controllers. These subsets can be non-overlapping, also called traditional sharding, or overlapping, otherwise known as overlapped sharding.
			
Traditional sharding example




					An Ingress Controller finops-router is configured with the label selector spec.namespaceSelector.matchLabels.name set to finance and ops:
				
Example YAML definition for finops-router

						

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: finops-router
  namespace: openshift-ingress-operator
spec:
  namespaceSelector:
    matchLabels:
      name:
        - finance
        - ops


					

					A second Ingress Controller dev-router is configured with the label selector spec.namespaceSelector.matchLabels.name set to dev:
				
Example YAML definition for dev-router

						

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: dev-router
  namespace: openshift-ingress-operator
spec:
  namespaceSelector:
    matchLabels:
      name: dev


					

					If all application routes are in separate namespaces, each labeled with name:finance, name:ops, and name:dev respectively, this configuration effectively distributes your routes between the two Ingress Controllers. OpenShift Container Platform routes for console, authentication, and other purposes should not be handled.
				

					In the above scenario, sharding becomes a special case of partitioning, with no overlapping subsets. Routes are divided between router shards.
				
Warning

						The default Ingress Controller continues to serve all routes unless the namespaceSelector or routeSelector fields contain routes that are meant for exclusion. See this Red Hat Knowledgebase solution and the section "Sharding the default Ingress Controller" for more information on how to exclude routes from the default Ingress Controller.
					


Overlapped sharding example




					In addition to finops-router and dev-router in the example above, you also have devops-router, which is configured with the label selector spec.namespaceSelector.matchLabels.name set to dev and ops:
				
Example YAML definition for devops-router

						

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: devops-router
  namespace: openshift-ingress-operator
spec:
  namespaceSelector:
    matchLabels:
      name:
        - dev
        - ops


					

					The routes in the namespaces labeled name:dev and name:ops are now serviced by two different Ingress Controllers. With this configuration, you have overlapping subsets of routes.
				

					With overlapping subsets of routes you can create more complex routing rules. For example, you can divert higher priority traffic to the dedicated finops-router while sending lower priority traffic to devops-router.
				

Sharding the default Ingress Controller




					After creating a new Ingress shard, there might be routes that are admitted to your new Ingress shard that are also admitted by the default Ingress Controller. This is because the default Ingress Controller has no selectors and admits all routes by default.
				

					You can restrict an Ingress Controller from servicing routes with specific labels using either namespace selectors or route selectors. The following procedure restricts the default Ingress Controller from servicing your newly sharded finance, ops, and dev, routes using a namespace selector. This adds further isolation to Ingress shards.
				
Important

						You must keep all of OpenShift Container Platform’s administration routes on the same Ingress Controller. Therefore, avoid adding additional selectors to the default Ingress Controller that exclude these essential routes.
					

Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in as a project administrator.
						


Procedure
	
							Modify the default Ingress Controller by running the following command:
						
$ oc edit ingresscontroller -n openshift-ingress-operator default

	
							Edit the Ingress Controller to contain a namespaceSelector that excludes the routes with any of the finance, ops, and dev labels:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  namespaceSelector:
    matchExpressions:
      - key: type
        operator: NotIn
        values:
          - finance
          - ops
          - dev




					The default Ingress Controller will no longer serve the namespaces labeled name:finance, name:ops, and name:dev.
				

Ingress sharding and DNS




					The cluster administrator is responsible for making a separate DNS entry for each router in a project. A router will not forward unknown routes to another router.
				

					Consider the following example:
				
	
							Router A lives on host 192.168.0.5 and has routes with *.foo.com.
						
	
							Router B lives on host 192.168.1.9 and has routes with *.example.com.
						



					Separate DNS entries must resolve *.foo.com to the node hosting Router A and *.example.com to the node hosting Router B:
				
	
							*.foo.com A IN 192.168.0.5
						
	
							*.example.com A IN 192.168.1.9
						



Configuring Ingress Controller sharding by using route labels




					Ingress Controller sharding by using route labels means that the Ingress Controller serves any route in any namespace that is selected by the route selector.
				
Figure 7.1. Ingress sharding using route labels
[image: A diagram showing multiple Ingress Controllers with different route selectors serving any route containing a label that matches a given route selector regardless of the namespace a route belongs to]



					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Procedure
	
							Edit the router-internal.yaml file:
						
# cat router-internal.yaml
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: sharded
  namespace: openshift-ingress-operator
spec:
  domain: <apps-sharded.basedomain.example.net> [image: 1]
  nodePlacement:
    nodeSelector:
      matchLabels:
        node-role.kubernetes.io/worker: ""
  routeSelector:
    matchLabels:
      type: sharded
	[image: 1] 
	
									Specify a domain to be used by the Ingress Controller. This domain must be different from the default Ingress Controller domain.
								




	
							Apply the Ingress Controller router-internal.yaml file:
						
# oc apply -f router-internal.yaml

							The Ingress Controller selects routes in any namespace that have the label type: sharded.
						

	
							Create a new route using the domain configured in the router-internal.yaml:
						
$ oc expose svc <service-name> --hostname <route-name>.apps-sharded.basedomain.example.net




Configuring Ingress Controller sharding by using namespace labels




					Ingress Controller sharding by using namespace labels means that the Ingress Controller serves any route in any namespace that is selected by the namespace selector.
				
Figure 7.2. Ingress sharding using namespace labels
[image: A diagram showing multiple Ingress Controllers with different namespace selectors serving routes that belong to the namespace containing a label that matches a given namespace selector]



					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Procedure
	
							Edit the router-internal.yaml file:
						
# cat router-internal.yaml
Example output

								

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: sharded
  namespace: openshift-ingress-operator
spec:
  domain: <apps-sharded.basedomain.example.net> [image: 1]
  nodePlacement:
    nodeSelector:
      matchLabels:
        node-role.kubernetes.io/worker: ""
  namespaceSelector:
    matchLabels:
      type: sharded


							
	[image: 1] 
	
									Specify a domain to be used by the Ingress Controller. This domain must be different from the default Ingress Controller domain.
								




	
							Apply the Ingress Controller router-internal.yaml file:
						
# oc apply -f router-internal.yaml

							The Ingress Controller selects routes in any namespace that is selected by the namespace selector that have the label type: sharded.
						

	
							Create a new route using the domain configured in the router-internal.yaml:
						
$ oc expose svc <service-name> --hostname <route-name>.apps-sharded.basedomain.example.net





Creating a route for Ingress Controller sharding




				A route allows you to host your application at a URL. In this case, the hostname is not set and the route uses a subdomain instead. When you specify a subdomain, you automatically use the domain of the Ingress Controller that exposes the route. For situations where a route is exposed by multiple Ingress Controllers, the route is hosted at multiple URLs.
			

				The following procedure describes how to create a route for Ingress Controller sharding, using the hello-openshift application as an example.
			

				Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
			
Prerequisites
	
						You installed the OpenShift CLI (oc).
					
	
						You are logged in as a project administrator.
					
	
						You have a web application that exposes a port and an HTTP or TLS endpoint listening for traffic on the port.
					
	
						You have configured the Ingress Controller for sharding.
					


Procedure
	
						Create a project called hello-openshift by running the following command:
					
$ oc new-project hello-openshift

	
						Create a pod in the project by running the following command:
					
$ oc create -f https://raw.githubusercontent.com/openshift/origin/master/examples/hello-openshift/hello-pod.json

	
						Create a service called hello-openshift by running the following command:
					
$ oc expose pod/hello-openshift

	
						Create a route definition called hello-openshift-route.yaml:
					
YAML definition of the created route for sharding:

							

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded [image: 1]
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift [image: 2]
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift


						
	[image: 1] 
	
								Both the label key and its corresponding label value must match the ones specified in the Ingress Controller. In this example, the Ingress Controller has the label key and value type: sharded.
							

	[image: 2] 
	
								The route will be exposed using the value of the subdomain field. When you specify the subdomain field, you must leave the hostname unset. If you specify both the host and subdomain fields, then the route will use the value of the host field, and ignore the subdomain field.
							




	
						Use hello-openshift-route.yaml to create a route to the hello-openshift application by running the following command:
					
$ oc -n hello-openshift create -f hello-openshift-route.yaml



Verification
	
						Get the status of the route with the following command:
					
$ oc -n hello-openshift get routes/hello-openshift-edge -o yaml

						The resulting Route resource should look similar to the following:
					
Example output

							

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift
status:
  ingress:
  - host: hello-openshift.<apps-sharded.basedomain.example.net> [image: 1]
    routerCanonicalHostname: router-sharded.<apps-sharded.basedomain.example.net> [image: 2]
    routerName: sharded [image: 3]


						
	[image: 1] 
	
								The hostname the Ingress Controller, or router, uses to expose the route. The value of the host field is automatically determined by the Ingress Controller, and uses its domain. In this example, the domain of the Ingress Controller is <apps-sharded.basedomain.example.net>.
							

	[image: 2] 
	
								The hostname of the Ingress Controller.
							

	[image: 3] 
	
								The name of the Ingress Controller. In this example, the Ingress Controller has the name sharded.
							






Additional Resources
	
						Baseline Ingress Controller (router) performance
					




Chapter 8. Configuring the Ingress Controller endpoint publishing strategy



Ingress Controller endpoint publishing strategy




				NodePortService endpoint publishing strategy
			

				The NodePortService endpoint publishing strategy publishes the Ingress Controller using a Kubernetes NodePort service.
			

				In this configuration, the Ingress Controller deployment uses container networking. A NodePortService is created to publish the deployment. The specific node ports are dynamically allocated by OpenShift Container Platform; however, to support static port allocations, your changes to the node port field of the managed NodePortService are preserved.
			
Figure 8.1. Diagram of NodePortService
[image: OpenShift Container Platform Ingress NodePort endpoint publishing strategy]



				The preceding graphic shows the following concepts pertaining to OpenShift Container Platform Ingress NodePort endpoint publishing strategy:
			
	
						All the available nodes in the cluster have their own, externally accessible IP addresses. The service running in the cluster is bound to the unique NodePort for all the nodes.
					
	
						When the client connects to a node that is down, for example, by connecting the 10.0.128.4 IP address in the graphic, the node port directly connects the client to an available node that is running the service. In this scenario, no load balancing is required. As the image shows, the 10.0.128.4 address is down and another IP address must be used instead.
					


Note

					The Ingress Operator ignores any updates to .spec.ports[].nodePort fields of the service.
				

					By default, ports are allocated automatically and you can access the port allocations for integrations. However, sometimes static port allocations are necessary to integrate with existing infrastructure which may not be easily reconfigured in response to dynamic ports. To achieve integrations with static node ports, you can update the managed service resource directly.
				


				For more information, see the Kubernetes Services documentation on NodePort.
			

				HostNetwork endpoint publishing strategy
			

				The HostNetwork endpoint publishing strategy publishes the Ingress Controller on node ports where the Ingress Controller is deployed.
			

				An Ingress Controller with the HostNetwork endpoint publishing strategy can have only one pod replica per node. If you want n replicas, you must use at least n nodes where those replicas can be scheduled. Because each pod replica requests ports 80 and 443 on the node host where it is scheduled, a replica cannot be scheduled to a node if another pod on the same node is using those ports.
			
Configuring the Ingress Controller endpoint publishing scope to Internal




					When a cluster administrator installs a new cluster without specifying that the cluster is private, the default Ingress Controller is created with a scope set to External. Cluster administrators can change an External scoped Ingress Controller to Internal.
				
Prerequisites
	
							You installed the oc CLI.
						


Procedure
	
							To change an External scoped Ingress Controller to Internal, enter the following command:
						
$ oc -n openshift-ingress-operator patch ingresscontrollers/default --type=merge --patch='{"spec":{"endpointPublishingStrategy":{"type":"LoadBalancerService","loadBalancer":{"scope":"Internal"}}}}'

	
							To check the status of the Ingress Controller, enter the following command:
						
$ oc -n openshift-ingress-operator get ingresscontrollers/default -o yaml
	
									The Progressing status condition indicates whether you must take further action. For example, the status condition can indicate that you need to delete the service by entering the following command:
								
$ oc -n openshift-ingress delete services/router-default

									If you delete the service, the Ingress Operator recreates it as Internal.
								







Configuring the Ingress Controller endpoint publishing scope to External




					When a cluster administrator installs a new cluster without specifying that the cluster is private, the default Ingress Controller is created with a scope set to External.
				

					The Ingress Controller’s scope can be configured to be Internal during installation or after, and cluster administrators can change an Internal Ingress Controller to External.
				
Important

						On some platforms, it is necessary to delete and recreate the service.
					

						Changing the scope can cause disruption to Ingress traffic, potentially for several minutes. This applies to platforms where it is necessary to delete and recreate the service, because the procedure can cause OpenShift Container Platform to deprovision the existing service load balancer, provision a new one, and update DNS.
					

Prerequisites
	
							You installed the oc CLI.
						


Procedure
	
							To change an Internal scoped Ingress Controller to External, enter the following command:
						
$ oc -n openshift-ingress-operator patch ingresscontrollers/private --type=merge --patch='{"spec":{"endpointPublishingStrategy":{"type":"LoadBalancerService","loadBalancer":{"scope":"External"}}}}'

	
							To check the status of the Ingress Controller, enter the following command:
						
$ oc -n openshift-ingress-operator get ingresscontrollers/default -o yaml
	
									The Progressing status condition indicates whether you must take further action. For example, the status condition can indicate that you need to delete the service by entering the following command:
								
$ oc -n openshift-ingress delete services/router-default

									If you delete the service, the Ingress Operator recreates it as External.
								








Additional resources



	
						For more information, see Ingress Controller configuration parameters.
					




Chapter 9. Verifying connectivity to an endpoint




			The Cluster Network Operator (CNO) runs a controller, the connectivity check controller, that performs a connection health check between resources within your cluster. By reviewing the results of the health checks, you can diagnose connection problems or eliminate network connectivity as the cause of an issue that you are investigating.
		
Connection health checks performed




				To verify that cluster resources are reachable, a TCP connection is made to each of the following cluster API services:
			
	
						Kubernetes API server service
					
	
						Kubernetes API server endpoints
					
	
						OpenShift API server service
					
	
						OpenShift API server endpoints
					
	
						Load balancers
					



				To verify that services and service endpoints are reachable on every node in the cluster, a TCP connection is made to each of the following targets:
			
	
						Health check target service
					
	
						Health check target endpoints
					



Implementation of connection health checks




				The connectivity check controller orchestrates connection verification checks in your cluster. The results for the connection tests are stored in PodNetworkConnectivity objects in the openshift-network-diagnostics namespace. Connection tests are performed every minute in parallel.
			

				The Cluster Network Operator (CNO) deploys several resources to the cluster to send and receive connectivity health checks:
			
	Health check source
	
							This program deploys in a single pod replica set managed by a Deployment object. The program consumes PodNetworkConnectivity objects and connects to the spec.targetEndpoint specified in each object.
						
	Health check target
	
							A pod deployed as part of a daemon set on every node in the cluster. The pod listens for inbound health checks. The presence of this pod on every node allows for the testing of connectivity to each node.
						



PodNetworkConnectivityCheck object fields




				The PodNetworkConnectivityCheck object fields are described in the following tables.
			
Table 9.1. PodNetworkConnectivityCheck object fields
	Field	Type	Description
	 
								metadata.name
							

							 	 
								string
							

							 	 
								The name of the object in the following format: <source>-to-<target>. The destination described by <target> includes one of following strings:
							

							 	
										load-balancer-api-external
									
	
										load-balancer-api-internal
									
	
										kubernetes-apiserver-endpoint
									
	
										kubernetes-apiserver-service-cluster
									
	
										network-check-target
									
	
										openshift-apiserver-endpoint
									
	
										openshift-apiserver-service-cluster
									



							 
	 
								metadata.namespace
							

							 	 
								string
							

							 	 
								The namespace that the object is associated with. This value is always openshift-network-diagnostics.
							

							 
	 
								spec.sourcePod
							

							 	 
								string
							

							 	 
								The name of the pod where the connection check originates, such as network-check-source-596b4c6566-rgh92.
							

							 
	 
								spec.targetEndpoint
							

							 	 
								string
							

							 	 
								The target of the connection check, such as api.devcluster.example.com:6443.
							

							 
	 
								spec.tlsClientCert
							

							 	 
								object
							

							 	 
								Configuration for the TLS certificate to use.
							

							 
	 
								spec.tlsClientCert.name
							

							 	 
								string
							

							 	 
								The name of the TLS certificate used, if any. The default value is an empty string.
							

							 
	 
								status
							

							 	 
								object
							

							 	 
								An object representing the condition of the connection test and logs of recent connection successes and failures.
							

							 
	 
								status.conditions
							

							 	 
								array
							

							 	 
								The latest status of the connection check and any previous statuses.
							

							 
	 
								status.failures
							

							 	 
								array
							

							 	 
								Connection test logs from unsuccessful attempts.
							

							 
	 
								status.outages
							

							 	 
								array
							

							 	 
								Connect test logs covering the time periods of any outages.
							

							 
	 
								status.successes
							

							 	 
								array
							

							 	 
								Connection test logs from successful attempts.
							

							 




				The following table describes the fields for objects in the status.conditions array:
			
Table 9.2. status.conditions
	Field	Type	Description
	 
								lastTransitionTime
							

							 	 
								string
							

							 	 
								The time that the condition of the connection transitioned from one status to another.
							

							 
	 
								message
							

							 	 
								string
							

							 	 
								The details about last transition in a human readable format.
							

							 
	 
								reason
							

							 	 
								string
							

							 	 
								The last status of the transition in a machine readable format.
							

							 
	 
								status
							

							 	 
								string
							

							 	 
								The status of the condition.
							

							 
	 
								type
							

							 	 
								string
							

							 	 
								The type of the condition.
							

							 




				The following table describes the fields for objects in the status.conditions array:
			
Table 9.3. status.outages
	Field	Type	Description
	 
								end
							

							 	 
								string
							

							 	 
								The timestamp from when the connection failure is resolved.
							

							 
	 
								endLogs
							

							 	 
								array
							

							 	 
								Connection log entries, including the log entry related to the successful end of the outage.
							

							 
	 
								message
							

							 	 
								string
							

							 	 
								A summary of outage details in a human readable format.
							

							 
	 
								start
							

							 	 
								string
							

							 	 
								The timestamp from when the connection failure is first detected.
							

							 
	 
								startLogs
							

							 	 
								array
							

							 	 
								Connection log entries, including the original failure.
							

							 



Connection log fields

				The fields for a connection log entry are described in the following table. The object is used in the following fields:
			
	
						status.failures[]
					
	
						status.successes[]
					
	
						status.outages[].startLogs[]
					
	
						status.outages[].endLogs[]
					


Table 9.4. Connection log object
	Field	Type	Description
	 
								latency
							

							 	 
								string
							

							 	 
								Records the duration of the action.
							

							 
	 
								message
							

							 	 
								string
							

							 	 
								Provides the status in a human readable format.
							

							 
	 
								reason
							

							 	 
								string
							

							 	 
								Provides the reason for status in a machine readable format. The value is one of TCPConnect, TCPConnectError, DNSResolve, DNSError.
							

							 
	 
								success
							

							 	 
								boolean
							

							 	 
								Indicates if the log entry is a success or failure.
							

							 
	 
								time
							

							 	 
								string
							

							 	 
								The start time of connection check.
							

							 




Verifying network connectivity for an endpoint




				As a cluster administrator, you can verify the connectivity of an endpoint, such as an API server, load balancer, service, or pod.
			
Prerequisites
	
						Install the OpenShift CLI (oc).
					
	
						Access to the cluster as a user with the cluster-admin role.
					


Procedure
	
						To list the current PodNetworkConnectivityCheck objects, enter the following command:
					
$ oc get podnetworkconnectivitycheck -n openshift-network-diagnostics
Example output

							

NAME                                                                                                                                AGE
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0   75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-1   73m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-2   75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-apiserver-service-cluster                               75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-default-service-cluster                                 75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-load-balancer-api-external                                         75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-load-balancer-api-internal                                         75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-master-0            75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-master-1            75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-master-2            75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh      74m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-worker-c-n8mbf      74m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-ci-ln-x5sv9rb-f76d1-4rzrp-worker-d-4hnrz      74m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-network-check-target-service-cluster                               75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-openshift-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0    75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-openshift-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-1    75m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-openshift-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-2    74m
network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-openshift-apiserver-service-cluster                                75m


						

	
						View the connection test logs:
					
	
								From the output of the previous command, identify the endpoint that you want to review the connectivity logs for.
							
	
								To view the object, enter the following command:
							
$ oc get podnetworkconnectivitycheck <name> \
  -n openshift-network-diagnostics -o yaml

								where <name> specifies the name of the PodNetworkConnectivityCheck object.
							
Example output

									

apiVersion: controlplane.operator.openshift.io/v1alpha1
kind: PodNetworkConnectivityCheck
metadata:
  name: network-check-source-ci-ln-x5sv9rb-f76d1-4rzrp-worker-b-6xdmh-to-kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0
  namespace: openshift-network-diagnostics
  ...
spec:
  sourcePod: network-check-source-7c88f6d9f-hmg2f
  targetEndpoint: 10.0.0.4:6443
  tlsClientCert:
    name: ""
status:
  conditions:
  - lastTransitionTime: "2021-01-13T20:11:34Z"
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnectSuccess
    status: "True"
    type: Reachable
  failures:
  - latency: 2.241775ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: failed
      to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443: connect:
      connection refused'
    reason: TCPConnectError
    success: false
    time: "2021-01-13T20:10:34Z"
  - latency: 2.582129ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: failed
      to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443: connect:
      connection refused'
    reason: TCPConnectError
    success: false
    time: "2021-01-13T20:09:34Z"
  - latency: 3.483578ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: failed
      to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443: connect:
      connection refused'
    reason: TCPConnectError
    success: false
    time: "2021-01-13T20:08:34Z"
  outages:
  - end: "2021-01-13T20:11:34Z"
    endLogs:
    - latency: 2.032018ms
      message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0:
        tcp connection to 10.0.0.4:6443 succeeded'
      reason: TCPConnect
      success: true
      time: "2021-01-13T20:11:34Z"
    - latency: 2.241775ms
      message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0:
        failed to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443:
        connect: connection refused'
      reason: TCPConnectError
      success: false
      time: "2021-01-13T20:10:34Z"
    - latency: 2.582129ms
      message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0:
        failed to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443:
        connect: connection refused'
      reason: TCPConnectError
      success: false
      time: "2021-01-13T20:09:34Z"
    - latency: 3.483578ms
      message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0:
        failed to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443:
        connect: connection refused'
      reason: TCPConnectError
      success: false
      time: "2021-01-13T20:08:34Z"
    message: Connectivity restored after 2m59.999789186s
    start: "2021-01-13T20:08:34Z"
    startLogs:
    - latency: 3.483578ms
      message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0:
        failed to establish a TCP connection to 10.0.0.4:6443: dial tcp 10.0.0.4:6443:
        connect: connection refused'
      reason: TCPConnectError
      success: false
      time: "2021-01-13T20:08:34Z"
  successes:
  - latency: 2.845865ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:14:34Z"
  - latency: 2.926345ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:13:34Z"
  - latency: 2.895796ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:12:34Z"
  - latency: 2.696844ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:11:34Z"
  - latency: 1.502064ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:10:34Z"
  - latency: 1.388857ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:09:34Z"
  - latency: 1.906383ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:08:34Z"
  - latency: 2.089073ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:07:34Z"
  - latency: 2.156994ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:06:34Z"
  - latency: 1.777043ms
    message: 'kubernetes-apiserver-endpoint-ci-ln-x5sv9rb-f76d1-4rzrp-master-0: tcp
      connection to 10.0.0.4:6443 succeeded'
    reason: TCPConnect
    success: true
    time: "2021-01-13T21:05:34Z"


								








Chapter 10. Changing the MTU for the cluster network




			As a cluster administrator, you can change the MTU for the cluster network after cluster installation. This change is disruptive as cluster nodes must be rebooted to finalize the MTU change. You can change the MTU only for clusters using the OVN-Kubernetes or OpenShift SDN cluster network providers.
		
About the cluster MTU




				During installation the maximum transmission unit (MTU) for the cluster network is detected automatically based on the MTU of the primary network interface of nodes in the cluster. You do not normally need to override the detected MTU.
			

				You might want to change the MTU of the cluster network for several reasons:
			
	
						The MTU detected during cluster installation is not correct for your infrastructure
					
	
						Your cluster infrastructure now requires a different MTU, such as from the addition of nodes that need a different MTU for optimal performance
					



				You can change the cluster MTU for only the OVN-Kubernetes and OpenShift SDN cluster network providers.
			
Service interruption considerations




					When you initiate an MTU change on your cluster the following effects might impact service availability:
				
	
							At least two rolling reboots are required to complete the migration to a new MTU. During this time, some nodes are not available as they restart.
						
	
							Specific applications deployed to the cluster with shorter timeout intervals than the absolute TCP timeout interval might experience disruption during the MTU change.
						



MTU value selection




					When planning your MTU migration there are two related but distinct MTU values to consider.
				
	
							Hardware MTU: This MTU value is set based on the specifics of your network infrastructure.
						
	
							Cluster network MTU: This MTU value is always less than your hardware MTU to account for the cluster network overlay overhead. The specific overhead is determined by your cluster network provider:
						
	
									OVN-Kubernetes: 100 bytes
								
	
									OpenShift SDN: 50 bytes
								






					If your cluster requires different MTU values for different nodes, you must subtract the overhead value for your cluster network provider from the lowest MTU value that is used by any node in your cluster. For example, if some nodes in your cluster have an MTU of 9001, and some have an MTU of 1500, you must set this value to 1400.
				

How the migration process works




					The following table summarizes the migration process by segmenting between the user-initiated steps in the process and the actions that the migration performs in response.
				
Table 10.1. Live migration of the cluster MTU
	User-initiated steps	OpenShift Container Platform activity
	 
									Set the following values in the Cluster Network Operator configuration:
								

								 	
											spec.migration.mtu.machine.to
										
	
											spec.migration.mtu.network.from
										
	
											spec.migration.mtu.network.to
										



								 	 
									Cluster Network Operator (CNO): Confirms that each field is set to a valid value.
								

								 	
											The mtu.machine.to must be set to either the new hardware MTU or to the current hardware MTU if the MTU for the hardware is not changing. This value is transient and is used as part of the migration process. Separately, if you specify a hardware MTU that is different from your existing hardware MTU value, you must manually configure the MTU to persist by other means, such as with a machine config, DHCP setting, or a Linux kernel command line.
										
	
											The mtu.network.from field must equal the network.status.clusterNetworkMTU field, which is the current MTU of the cluster network.
										
	
											The mtu.network.to field must be set to the target cluster network MTU and must be lower than the hardware MTU to allow for the overlay overhead of the cluster network provider. For OVN-Kubernetes, the overhead is 100 bytes and for OpenShift SDN the overhead is 50 bytes.
										



								 
									If the values provided are valid, the CNO writes out a new temporary configuration with the MTU for the cluster network set to the value of the mtu.network.to field.
								

								 
									Machine Config Operator (MCO): Performs a rolling reboot of each node in the cluster.
								

								 
	 
									Reconfigure the MTU of the primary network interface for the nodes on the cluster. You can use a variety of methods to accomplish this, including:
								

								 	
											Deploying a new NetworkManager connection profile with the MTU change
										
	
											Changing the MTU through a DHCP server setting
										
	
											Changing the MTU through boot parameters
										



								 	 
									N/A
								

								 
	 
									Set the mtu value in the CNO configuration for the cluster network provider and set spec.migration to null.
								

								 	 
									Machine Config Operator (MCO): Performs a rolling reboot of each node in the cluster with the new MTU configuration.
								

								 





Changing the cluster MTU




				As a cluster administrator, you can change the maximum transmission unit (MTU) for your cluster. The migration is disruptive and nodes in your cluster might be temporarily unavailable as the MTU update rolls out.
			

				The following procedure describes how to change the cluster MTU by using either machine configs, DHCP, or an ISO. If you use the DHCP or ISO approach, you must refer to configuration artifacts that you kept after installing your cluster to complete the procedure.
			
Prerequisites
	
						You installed the OpenShift CLI (oc).
					
	
						You are logged in to the cluster with a user with cluster-admin privileges.
					
	
						You identified the target MTU for your cluster. The correct MTU varies depending on the cluster network provider that your cluster uses:
					
	
								OVN-Kubernetes: The cluster MTU must be set to 100 less than the lowest hardware MTU value in your cluster.
							
	
								OpenShift SDN: The cluster MTU must be set to 50 less than the lowest hardware MTU value in your cluster.
							





Procedure

					To increase or decrease the MTU for the cluster network complete the following procedure.
				
	
						To obtain the current MTU for the cluster network, enter the following command:
					
$ oc describe network.config cluster
Example output

							

...
Status:
  Cluster Network:
    Cidr:               10.217.0.0/22
    Host Prefix:        23
  Cluster Network MTU:  1400
  Network Type:         OpenShiftSDN
  Service Network:
    10.217.4.0/23
...


						

	
						Prepare your configuration for the hardware MTU:
					
	
								If your hardware MTU is specified with DHCP, update your DHCP configuration such as with the following dnsmasq configuration:
							
dhcp-option-force=26,<mtu>

								where:
							
	<mtu>
	
											Specifies the hardware MTU for the DHCP server to advertise.
										



	
								If your hardware MTU is specified with a kernel command line with PXE, update that configuration accordingly.
							
	
								If your hardware MTU is specified in a NetworkManager connection configuration, complete the following steps. This approach is the default for OpenShift Container Platform if you do not explicitly specify your network configuration with DHCP, a kernel command line, or some other method. Your cluster nodes must all use the same underlying network configuration for the following procedure to work unmodified.
							
	
										Find the primary network interface:
									
	
												If you are using the OpenShift SDN cluster network provider, enter the following command:
											
$ oc debug node/<node_name> -- chroot /host ip route list match 0.0.0.0/0 | awk '{print $5 }'

												where:
											
	<node_name>
	
															Specifies the name of a node in your cluster.
														



	
												If you are using the OVN-Kubernetes cluster network provider, enter the following command:
											
$ oc debug node/<node_name> -- chroot /host nmcli -g connection.interface-name c show ovs-if-phys0

												where:
											
	<node_name>
	
															Specifies the name of a node in your cluster.
														






	
										Create the following NetworkManager configuration in the <interface>-mtu.conf file:
									
Example NetworkManager connection configuration

											

[connection-<interface>-mtu]
match-device=interface-name:<interface>
ethernet.mtu=<mtu>


										

										where:
									
	<mtu>
	
													Specifies the new hardware MTU value.
												
	<interface>
	
													Specifies the primary network interface name.
												



	
										Create two MachineConfig objects, one for the control plane nodes and another for the worker nodes in your cluster:
									
	
												Create the following Butane config in the control-plane-interface.bu file:
											
variant: openshift
version: 4.11.0
metadata:
  name: 01-control-plane-interface
  labels:
    machineconfiguration.openshift.io/role: master
storage:
  files:
    - path: /etc/NetworkManager/conf.d/99-<interface>-mtu.conf [image: 1]
      contents:
        local: <interface>-mtu.conf [image: 2]
      mode: 0600
	[image: 1] 
	
														Specify the NetworkManager connection name for the primary network interface.
													

	[image: 2] 
	
														Specify the local filename for the updated NetworkManager configuration file from the previous step.
													




	
												Create the following Butane config in the worker-interface.bu file:
											
variant: openshift
version: 4.11.0
metadata:
  name: 01-worker-interface
  labels:
    machineconfiguration.openshift.io/role: worker
storage:
  files:
    - path: /etc/NetworkManager/conf.d/99-<interface>-mtu.conf [image: 1]
      contents:
        local: <interface>-mtu.conf [image: 2]
      mode: 0600
	[image: 1] 
	
														Specify the NetworkManager connection name for the primary network interface.
													

	[image: 2] 
	
														Specify the local filename for the updated NetworkManager configuration file from the previous step.
													




	
												Create MachineConfig objects from the Butane configs by running the following command:
											
$ for manifest in control-plane-interface worker-interface; do
    butane --files-dir . $manifest.bu > $manifest.yaml
  done










	
						To begin the MTU migration, specify the migration configuration by entering the following command. The Machine Config Operator performs a rolling reboot of the nodes in the cluster in preparation for the MTU change.
					
$ oc patch Network.operator.openshift.io cluster --type=merge --patch \
  '{"spec": { "migration": { "mtu": { "network": { "from": <overlay_from>, "to": <overlay_to> } , "machine": { "to" : <machine_to> } } } } }'

						where:
					
	<overlay_from>
	
									Specifies the current cluster network MTU value.
								
	<overlay_to>
	
									Specifies the target MTU for the cluster network. This value is set relative to the value for <machine_to> and for OVN-Kubernetes must be 100 less and for OpenShift SDN must be 50 less.
								
	<machine_to>
	
									Specifies the MTU for the primary network interface on the underlying host network.
								


Example that increases the cluster MTU

							

$ oc patch Network.operator.openshift.io cluster --type=merge --patch \
  '{"spec": { "migration": { "mtu": { "network": { "from": 1400, "to": 9000 } , "machine": { "to" : 9100} } } } }'


						

	
						As the MCO updates machines in each machine config pool, it reboots each node one by one. You must wait until all the nodes are updated. Check the machine config pool status by entering the following command:
					
$ oc get mcp

						A successfully updated node has the following status: UPDATED=true, UPDATING=false, DEGRADED=false.
					
Note

							By default, the MCO updates one machine per pool at a time, causing the total time the migration takes to increase with the size of the cluster.
						


	
						Confirm the status of the new machine configuration on the hosts:
					
	
								To list the machine configuration state and the name of the applied machine configuration, enter the following command:
							
$ oc describe node | egrep "hostname|machineconfig"
Example output

									

kubernetes.io/hostname=master-0
machineconfiguration.openshift.io/currentConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/desiredConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/reason:
machineconfiguration.openshift.io/state: Done


								

								Verify that the following statements are true:
							
	
										The value of machineconfiguration.openshift.io/state field is Done.
									
	
										The value of the machineconfiguration.openshift.io/currentConfig field is equal to the value of the machineconfiguration.openshift.io/desiredConfig field.
									



	
								To confirm that the machine config is correct, enter the following command:
							
$ oc get machineconfig <config_name> -o yaml | grep ExecStart

								where <config_name> is the name of the machine config from the machineconfiguration.openshift.io/currentConfig field.
							

								The machine config must include the following update to the systemd configuration:
							
ExecStart=/usr/local/bin/mtu-migration.sh




	
						Update the underlying network interface MTU value:
					
	
								If you are specifying the new MTU with a NetworkManager connection configuration, enter the following command. The MachineConfig Operator automatically performs a rolling reboot of the nodes in your cluster.
							
$ for manifest in control-plane-interface worker-interface; do
    oc create -f $manifest.yaml
  done

	
								If you are specifying the new MTU with a DHCP server option or a kernel command line and PXE, make the necessary changes for your infrastructure.
							



	
						As the MCO updates machines in each machine config pool, it reboots each node one by one. You must wait until all the nodes are updated. Check the machine config pool status by entering the following command:
					
$ oc get mcp

						A successfully updated node has the following status: UPDATED=true, UPDATING=false, DEGRADED=false.
					
Note

							By default, the MCO updates one machine per pool at a time, causing the total time the migration takes to increase with the size of the cluster.
						


	
						Confirm the status of the new machine configuration on the hosts:
					
	
								To list the machine configuration state and the name of the applied machine configuration, enter the following command:
							
$ oc describe node | egrep "hostname|machineconfig"
Example output

									

kubernetes.io/hostname=master-0
machineconfiguration.openshift.io/currentConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/desiredConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/reason:
machineconfiguration.openshift.io/state: Done


								

								Verify that the following statements are true:
							
	
										The value of machineconfiguration.openshift.io/state field is Done.
									
	
										The value of the machineconfiguration.openshift.io/currentConfig field is equal to the value of the machineconfiguration.openshift.io/desiredConfig field.
									



	
								To confirm that the machine config is correct, enter the following command:
							
$ oc get machineconfig <config_name> -o yaml | grep path:

								where <config_name> is the name of the machine config from the machineconfiguration.openshift.io/currentConfig field.
							

								If the machine config is successfully deployed, the previous output contains the /etc/NetworkManager/system-connections/<connection_name> file path.
							

								The machine config must not contain the ExecStart=/usr/local/bin/mtu-migration.sh line.
							




	
						To finalize the MTU migration, enter one of the following commands:
					
	
								If you are using the OVN-Kubernetes cluster network provider:
							
$ oc patch Network.operator.openshift.io cluster --type=merge --patch \
  '{"spec": { "migration": null, "defaultNetwork":{ "ovnKubernetesConfig": { "mtu": <mtu> }}}}'

								where:
							
	<mtu>
	
											Specifies the new cluster network MTU that you specified with <overlay_to>.
										



	
								If you are using the OpenShift SDN cluster network provider:
							
$ oc patch Network.operator.openshift.io cluster --type=merge --patch \
  '{"spec": { "migration": null, "defaultNetwork":{ "openshiftSDNConfig": { "mtu": <mtu> }}}}'

								where:
							
	<mtu>
	
											Specifies the new cluster network MTU that you specified with <overlay_to>.
										






	
						After finalizing the MTU migration, each MCP node is rebooted one by one. You must wait until all the nodes are updated. Check the machine config pool status by entering the following command:
					
$ oc get mcp

						A successfully updated node has the following status: UPDATED=true, UPDATING=false, DEGRADED=false.
					



Verification

					You can verify that a node in your cluster uses an MTU that you specified in the previous procedure.
				
	
						To get the current MTU for the cluster network, enter the following command:
					
$ oc describe network.config cluster

	
						Get the current MTU for the primary network interface of a node.
					
	
								To list the nodes in your cluster, enter the following command:
							
$ oc get nodes

	
								To obtain the current MTU setting for the primary network interface on a node, enter the following command:
							
$ oc debug node/<node> -- chroot /host ip address show <interface>

								where:
							
	<node>
	
											Specifies a node from the output from the previous step.
										
	<interface>
	
											Specifies the primary network interface name for the node.
										


Example output

									

ens3: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 8051


								







Additional resources



	
						Using advanced networking options for PXE and ISO installations
					
	
						Manually creating NetworkManager profiles in key file format
					
	
						Configuring a dynamic Ethernet connection using nmcli
					




Chapter 11. Configuring the node port service range




			As a cluster administrator, you can expand the available node port range. If your cluster uses of a large number of node ports, you might need to increase the number of available ports.
		

			The default port range is 30000-32767. You can never reduce the port range, even if you first expand it beyond the default range.
		
Prerequisites



	
						Your cluster infrastructure must allow access to the ports that you specify within the expanded range. For example, if you expand the node port range to 30000-32900, the inclusive port range of 32768-32900 must be allowed by your firewall or packet filtering configuration.
					



Expanding the node port range




				You can expand the node port range for the cluster.
			
Prerequisites
	
						Install the OpenShift CLI (oc).
					
	
						Log in to the cluster with a user with cluster-admin privileges.
					


Procedure
	
						To expand the node port range, enter the following command. Replace <port> with the largest port number in the new range.
					
$ oc patch network.config.openshift.io cluster --type=merge -p \
  '{
    "spec":
      { "serviceNodePortRange": "30000-<port>" }
  }'
Tip

						You can alternatively apply the following YAML to update the node port range:
					
apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  serviceNodePortRange: "30000-<port>"

Example output

							

network.config.openshift.io/cluster patched


						

	
						To confirm that the configuration is active, enter the following command. It can take several minutes for the update to apply.
					
$ oc get configmaps -n openshift-kube-apiserver config \
  -o jsonpath="{.data['config\.yaml']}" | \
  grep -Eo '"service-node-port-range":["[[:digit:]]+-[[:digit:]]+"]'
Example output

							

"service-node-port-range":["30000-33000"]


						




Additional resources



	
						Configuring ingress cluster traffic using a NodePort
					
	
						Network [config.openshift.io/v1]
					
	
						Service [core/v1]
					




Chapter 12. Configuring IP failover




			This topic describes configuring IP failover for pods and services on your OpenShift Container Platform cluster.
		

			IP failover manages a pool of Virtual IP (VIP) addresses on a set of nodes. Every VIP in the set is serviced by a node selected from the set. As long a single node is available, the VIPs are served. There is no way to explicitly distribute the VIPs over the nodes, so there can be nodes with no VIPs and other nodes with many VIPs. If there is only one node, all VIPs are on it.
		
Note

				The VIPs must be routable from outside the cluster.
			


			IP failover monitors a port on each VIP to determine whether the port is reachable on the node. If the port is not reachable, the VIP is not assigned to the node. If the port is set to 0, this check is suppressed. The check script does the needed testing.
		

			IP failover uses Keepalived to host a set of externally accessible VIP addresses on a set of hosts. Each VIP is only serviced by a single host at a time. Keepalived uses the Virtual Router Redundancy Protocol (VRRP) to determine which host, from the set of hosts, services which VIP. If a host becomes unavailable, or if the service that Keepalived is watching does not respond, the VIP is switched to another host from the set. This means a VIP is always serviced as long as a host is available.
		

			When a node running Keepalived passes the check script, the VIP on that node can enter the master state based on its priority and the priority of the current master and as determined by the preemption strategy.
		

			A cluster administrator can provide a script through the OPENSHIFT_HA_NOTIFY_SCRIPT variable, and this script is called whenever the state of the VIP on the node changes. Keepalived uses the master state when it is servicing the VIP, the backup state when another node is servicing the VIP, or in the fault state when the check script fails. The notify script is called with the new state whenever the state changes.
		

			You can create an IP failover deployment configuration on OpenShift Container Platform. The IP failover deployment configuration specifies the set of VIP addresses, and the set of nodes on which to service them. A cluster can have multiple IP failover deployment configurations, with each managing its own set of unique VIP addresses. Each node in the IP failover configuration runs an IP failover pod, and this pod runs Keepalived.
		

			When using VIPs to access a pod with host networking, the application pod runs on all nodes that are running the IP failover pods. This enables any of the IP failover nodes to become the master and service the VIPs when needed. If application pods are not running on all nodes with IP failover, either some IP failover nodes never service the VIPs or some application pods never receive any traffic. Use the same selector and replication count, for both IP failover and the application pods, to avoid this mismatch.
		

			While using VIPs to access a service, any of the nodes can be in the IP failover set of nodes, since the service is reachable on all nodes, no matter where the application pod is running. Any of the IP failover nodes can become master at any time. The service can either use external IPs and a service port or it can use a NodePort.
		

			When using external IPs in the service definition, the VIPs are set to the external IPs, and the IP failover monitoring port is set to the service port. When using a node port, the port is open on every node in the cluster, and the service load-balances traffic from whatever node currently services the VIP. In this case, the IP failover monitoring port is set to the NodePort in the service definition.
		
Important

				Setting up a NodePort is a privileged operation.
			

Important

				Even though a service VIP is highly available, performance can still be affected. Keepalived makes sure that each of the VIPs is serviced by some node in the configuration, and several VIPs can end up on the same node even when other nodes have none. Strategies that externally load-balance across a set of VIPs can be thwarted when IP failover puts multiple VIPs on the same node.
			


			When you use ingressIP, you can set up IP failover to have the same VIP range as the ingressIP range. You can also disable the monitoring port. In this case, all the VIPs appear on same node in the cluster. Any user can set up a service with an ingressIP and have it highly available.
		
Important

				There are a maximum of 254 VIPs in the cluster.
			

IP failover environment variables




				The following table contains the variables used to configure IP failover.
			
Table 12.1. IP failover environment variables
	Variable Name	Default	Description
	 
								OPENSHIFT_HA_MONITOR_PORT
							

							 	 
								80
							

							 	 
								The IP failover pod tries to open a TCP connection to this port on each Virtual IP (VIP). If connection is established, the service is considered to be running. If this port is set to 0, the test always passes.
							

							 
	 
								OPENSHIFT_HA_NETWORK_INTERFACE
							

							 	 	 
								The interface name that IP failover uses to send Virtual Router Redundancy Protocol (VRRP) traffic. The default value is eth0.
							

							 
	 
								OPENSHIFT_HA_REPLICA_COUNT
							

							 	 
								2
							

							 	 
								The number of replicas to create. This must match spec.replicas value in IP failover deployment configuration.
							

							 
	 
								OPENSHIFT_HA_VIRTUAL_IPS
							

							 	 	 
								The list of IP address ranges to replicate. This must be provided. For example, 1.2.3.4-6,1.2.3.9.
							

							 
	 
								OPENSHIFT_HA_VRRP_ID_OFFSET
							

							 	 
								0
							

							 	 
								The offset value used to set the virtual router IDs. Using different offset values allows multiple IP failover configurations to exist within the same cluster. The default offset is 0, and the allowed range is 0 through 255.
							

							 
	 
								OPENSHIFT_HA_VIP_GROUPS
							

							 	 	 
								The number of groups to create for VRRP. If not set, a group is created for each virtual IP range specified with the OPENSHIFT_HA_VIP_GROUPS variable.
							

							 
	 
								OPENSHIFT_HA_IPTABLES_CHAIN
							

							 	 
								INPUT
							

							 	 
								The name of the iptables chain, to automatically add an iptables rule to allow the VRRP traffic on. If the value is not set, an iptables rule is not added. If the chain does not exist, it is not created.
							

							 
	 
								OPENSHIFT_HA_CHECK_SCRIPT
							

							 	 	 
								The full path name in the pod file system of a script that is periodically run to verify the application is operating.
							

							 
	 
								OPENSHIFT_HA_CHECK_INTERVAL
							

							 	 
								2
							

							 	 
								The period, in seconds, that the check script is run.
							

							 
	 
								OPENSHIFT_HA_NOTIFY_SCRIPT
							

							 	 	 
								The full path name in the pod file system of a script that is run whenever the state changes.
							

							 
	 
								OPENSHIFT_HA_PREEMPTION
							

							 	 
								preempt_nodelay 300
							

							 	 
								The strategy for handling a new higher priority host. The nopreempt strategy does not move master from the lower priority host to the higher priority host.
							

							 




Configuring IP failover




				As a cluster administrator, you can configure IP failover on an entire cluster, or on a subset of nodes, as defined by the label selector. You can also configure multiple IP failover deployment configurations in your cluster, where each one is independent of the others.
			

				The IP failover deployment configuration ensures that a failover pod runs on each of the nodes matching the constraints or the label used.
			

				This pod runs Keepalived, which can monitor an endpoint and use Virtual Router Redundancy Protocol (VRRP) to fail over the virtual IP (VIP) from one node to another if the first node cannot reach the service or endpoint.
			

				For production use, set a selector that selects at least two nodes, and set replicas equal to the number of selected nodes.
			
Prerequisites
	
						You are logged in to the cluster with a user with cluster-admin privileges.
					
	
						You created a pull secret.
					


Procedure
	
						Create an IP failover service account:
					
$ oc create sa ipfailover

	
						Update security context constraints (SCC) for hostNetwork:
					
$ oc adm policy add-scc-to-user privileged -z ipfailover
$ oc adm policy add-scc-to-user hostnetwork -z ipfailover

	
						Create a deployment YAML file to configure IP failover:
					
Example deployment YAML for IP failover configuration

							

apiVersion: apps/v1
kind: Deployment
metadata:
  name: ipfailover-keepalived [image: 1]
  labels:
    ipfailover: hello-openshift
spec:
  strategy:
    type: Recreate
  replicas: 2
  selector:
    matchLabels:
      ipfailover: hello-openshift
  template:
    metadata:
      labels:
        ipfailover: hello-openshift
    spec:
      serviceAccountName: ipfailover
      privileged: true
      hostNetwork: true
      nodeSelector:
        node-role.kubernetes.io/worker: ""
      containers:
      - name: openshift-ipfailover
        image: quay.io/openshift/origin-keepalived-ipfailover
        ports:
        - containerPort: 63000
          hostPort: 63000
        imagePullPolicy: IfNotPresent
        securityContext:
          privileged: true
        volumeMounts:
        - name: lib-modules
          mountPath: /lib/modules
          readOnly: true
        - name: host-slash
          mountPath: /host
          readOnly: true
          mountPropagation: HostToContainer
        - name: etc-sysconfig
          mountPath: /etc/sysconfig
          readOnly: true
        - name: config-volume
          mountPath: /etc/keepalive
        env:
        - name: OPENSHIFT_HA_CONFIG_NAME
          value: "ipfailover"
        - name: OPENSHIFT_HA_VIRTUAL_IPS [image: 2]
          value: "1.1.1.1-2"
        - name: OPENSHIFT_HA_VIP_GROUPS [image: 3]
          value: "10"
        - name: OPENSHIFT_HA_NETWORK_INTERFACE [image: 4]
          value: "ens3" #The host interface to assign the VIPs
        - name: OPENSHIFT_HA_MONITOR_PORT [image: 5]
          value: "30060"
        - name: OPENSHIFT_HA_VRRP_ID_OFFSET [image: 6]
          value: "0"
        - name: OPENSHIFT_HA_REPLICA_COUNT [image: 7]
          value: "2" #Must match the number of replicas in the deployment
        - name: OPENSHIFT_HA_USE_UNICAST
          value: "false"
        #- name: OPENSHIFT_HA_UNICAST_PEERS
          #value: "10.0.148.40,10.0.160.234,10.0.199.110"
        - name: OPENSHIFT_HA_IPTABLES_CHAIN [image: 8]
          value: "INPUT"
        #- name: OPENSHIFT_HA_NOTIFY_SCRIPT [image: 9]
        #  value: /etc/keepalive/mynotifyscript.sh
        - name: OPENSHIFT_HA_CHECK_SCRIPT [image: 10]
          value: "/etc/keepalive/mycheckscript.sh"
        - name: OPENSHIFT_HA_PREEMPTION [image: 11]
          value: "preempt_delay 300"
        - name: OPENSHIFT_HA_CHECK_INTERVAL [image: 12]
          value: "2"
        livenessProbe:
          initialDelaySeconds: 10
          exec:
            command:
            - pgrep
            - keepalived
      volumes:
      - name: lib-modules
        hostPath:
          path: /lib/modules
      - name: host-slash
        hostPath:
          path: /
      - name: etc-sysconfig
        hostPath:
          path: /etc/sysconfig
      # config-volume contains the check script
      # created with `oc create configmap keepalived-checkscript --from-file=mycheckscript.sh`
      - configMap:
          defaultMode: 0755
          name: keepalived-checkscript
        name: config-volume
      imagePullSecrets:
        - name: openshift-pull-secret [image: 13]


						
	[image: 1] 
	
								The name of the IP failover deployment.
							

	[image: 2] 
	
								The list of IP address ranges to replicate. This must be provided. For example, 1.2.3.4-6,1.2.3.9.
							

	[image: 3] 
	
								The number of groups to create for VRRP. If not set, a group is created for each virtual IP range specified with the OPENSHIFT_HA_VIP_GROUPS variable.
							

	[image: 4] 
	
								The interface name that IP failover uses to send VRRP traffic. By default, eth0 is used.
							

	[image: 5] 
	
								The IP failover pod tries to open a TCP connection to this port on each VIP. If connection is established, the service is considered to be running. If this port is set to 0, the test always passes. The default value is 80.
							

	[image: 6] 
	
								The offset value used to set the virtual router IDs. Using different offset values allows multiple IP failover configurations to exist within the same cluster. The default offset is 0, and the allowed range is 0 through 255.
							

	[image: 7] 
	
								The number of replicas to create. This must match spec.replicas value in IP failover deployment configuration. The default value is 2.
							

	[image: 8] 
	
								The name of the iptables chain to automatically add an iptables rule to allow the VRRP traffic on. If the value is not set, an iptables rule is not added. If the chain does not exist, it is not created, and Keepalived operates in unicast mode. The default is INPUT.
							

	[image: 9] 
	
								The full path name in the pod file system of a script that is run whenever the state changes.
							

	[image: 10] 
	
								The full path name in the pod file system of a script that is periodically run to verify the application is operating.
							

	[image: 11] 
	
								The strategy for handling a new higher priority host. The default value is preempt_delay 300, which causes a Keepalived instance to take over a VIP after 5 minutes if a lower-priority master is holding the VIP.
							

	[image: 12] 
	
								The period, in seconds, that the check script is run. The default value is 2.
							

	[image: 13] 
	
								Create the pull secret before creating the deployment, otherwise you will get an error when creating the deployment.
							







About virtual IP addresses




				Keepalived manages a set of virtual IP addresses (VIP). The administrator must make sure that all of these addresses:
			
	
						Are accessible on the configured hosts from outside the cluster.
					
	
						Are not used for any other purpose within the cluster.
					



				Keepalived on each node determines whether the needed service is running. If it is, VIPs are supported and Keepalived participates in the negotiation to determine which node serves the VIP. For a node to participate, the service must be listening on the watch port on a VIP or the check must be disabled.
			
Note

					Each VIP in the set may end up being served by a different node.
				


Configuring check and notify scripts




				Keepalived monitors the health of the application by periodically running an optional user supplied check script. For example, the script can test a web server by issuing a request and verifying the response.
			

				When a check script is not provided, a simple default script is run that tests the TCP connection. This default test is suppressed when the monitor port is 0.
			

				Each IP failover pod manages a Keepalived daemon that manages one or more virtual IPs (VIP) on the node where the pod is running. The Keepalived daemon keeps the state of each VIP for that node. A particular VIP on a particular node may be in master, backup, or fault state.
			

				When the check script for that VIP on the node that is in master state fails, the VIP on that node enters the fault state, which triggers a renegotiation. During renegotiation, all VIPs on a node that are not in the fault state participate in deciding which node takes over the VIP. Ultimately, the VIP enters the master state on some node, and the VIP stays in the backup state on the other nodes.
			

				When a node with a VIP in backup state fails, the VIP on that node enters the fault state. When the check script passes again for a VIP on a node in the fault state, the VIP on that node exits the fault state and negotiates to enter the master state. The VIP on that node may then enter either the master or the backup state.
			

				As cluster administrator, you can provide an optional notify script, which is called whenever the state changes. Keepalived passes the following three parameters to the script:
			
	
						$1 - group or instance
					
	
						$2 - Name of the group or instance
					
	
						$3 - The new state: master, backup, or fault
					



				The check and notify scripts run in the IP failover pod and use the pod file system, not the host file system. However, the IP failover pod makes the host file system available under the /hosts mount path. When configuring a check or notify script, you must provide the full path to the script. The recommended approach for providing the scripts is to use a config map.
			

				The full path names of the check and notify scripts are added to the Keepalived configuration file, _/etc/keepalived/keepalived.conf, which is loaded every time Keepalived starts. The scripts can be added to the pod with a config map as follows.
			
Prerequisites
	
						You installed the OpenShift CLI (oc).
					
	
						You are logged in to the cluster with a user with cluster-admin privileges.
					


Procedure
	
						Create the desired script and create a config map to hold it. The script has no input arguments and must return 0 for OK and 1 for fail.
					

						The check script, mycheckscript.sh:
					
#!/bin/bash
    # Whatever tests are needed
    # E.g., send request and verify response
exit 0

	
						Create the config map:
					
$ oc create configmap mycustomcheck --from-file=mycheckscript.sh

	
						Add the script to the pod. The defaultMode for the mounted config map files must able to run by using oc commands or by editing the deployment configuration. A value of 0755, 493 decimal, is typical:
					
$ oc set env deploy/ipfailover-keepalived \
    OPENSHIFT_HA_CHECK_SCRIPT=/etc/keepalive/mycheckscript.sh
$ oc set volume deploy/ipfailover-keepalived --add --overwrite \
    --name=config-volume \
    --mount-path=/etc/keepalive \
    --source='{"configMap": { "name": "mycustomcheck", "defaultMode": 493}}'
Note

							The oc set env command is whitespace sensitive. There must be no whitespace on either side of the = sign.
						

Tip

						You can alternatively edit the ipfailover-keepalived deployment configuration:
					
$ oc edit deploy ipfailover-keepalived
    spec:
      containers:
      - env:
        - name: OPENSHIFT_HA_CHECK_SCRIPT  [image: 1]
          value: /etc/keepalive/mycheckscript.sh
...
        volumeMounts: [image: 2]
        - mountPath: /etc/keepalive
          name: config-volume
      dnsPolicy: ClusterFirst
...
      volumes: [image: 3]
      - configMap:
          defaultMode: 0755 [image: 4]
          name: customrouter
        name: config-volume
...
	[image: 1] 
	
								In the spec.container.env field, add the OPENSHIFT_HA_CHECK_SCRIPT environment variable to point to the mounted script file.
							

	[image: 2] 
	
								Add the spec.container.volumeMounts field to create the mount point.
							

	[image: 3] 
	
								Add a new spec.volumes field to mention the config map.
							

	[image: 4] 
	
								This sets run permission on the files. When read back, it is displayed in decimal, 493.
							




						Save the changes and exit the editor. This restarts ipfailover-keepalived.
					





Configuring VRRP preemption




				When a Virtual IP (VIP) on a node leaves the fault state by passing the check script, the VIP on the node enters the backup state if it has lower priority than the VIP on the node that is currently in the master state. However, if the VIP on the node that is leaving fault state has a higher priority, the preemption strategy determines its role in the cluster.
			

				The nopreempt strategy does not move master from the lower priority VIP on the host to the higher priority VIP on the host. With preempt_delay 300, the default, Keepalived waits the specified 300 seconds and moves master to the higher priority VIP on the host.
			
Prerequisites
	
						You installed the OpenShift CLI (oc).
					


Procedure
	
						To specify preemption enter oc edit deploy ipfailover-keepalived to edit the router deployment configuration:
					
$ oc edit deploy ipfailover-keepalived
...
    spec:
      containers:
      - env:
        - name: OPENSHIFT_HA_PREEMPTION  [image: 1]
          value: preempt_delay 300
...
	[image: 1] 
	
								Set the OPENSHIFT_HA_PREEMPTION value:
							
	
										preempt_delay 300: Keepalived waits the specified 300 seconds and moves master to the higher priority VIP on the host. This is the default value.
									
	
										nopreempt: does not move master from the lower priority VIP on the host to the higher priority VIP on the host.
									









About VRRP ID offset




				Each IP failover pod managed by the IP failover deployment configuration, 1 pod per node or replica, runs a Keepalived daemon. As more IP failover deployment configurations are configured, more pods are created and more daemons join into the common Virtual Router Redundancy Protocol (VRRP) negotiation. This negotiation is done by all the Keepalived daemons and it determines which nodes service which virtual IPs (VIP).
			

				Internally, Keepalived assigns a unique vrrp-id to each VIP. The negotiation uses this set of vrrp-ids, when a decision is made, the VIP corresponding to the winning vrrp-id is serviced on the winning node.
			

				Therefore, for every VIP defined in the IP failover deployment configuration, the IP failover pod must assign a corresponding vrrp-id. This is done by starting at OPENSHIFT_HA_VRRP_ID_OFFSET and sequentially assigning the vrrp-ids to the list of VIPs. The vrrp-ids can have values in the range 1..255.
			

				When there are multiple IP failover deployment configurations, you must specify OPENSHIFT_HA_VRRP_ID_OFFSET so that there is room to increase the number of VIPs in the deployment configuration and none of the vrrp-id ranges overlap.
			

Configuring IP failover for more than 254 addresses




				IP failover management is limited to 254 groups of Virtual IP (VIP) addresses. By default OpenShift Container Platform assigns one IP address to each group. You can use the OPENSHIFT_HA_VIP_GROUPS variable to change this so multiple IP addresses are in each group and define the number of VIP groups available for each Virtual Router Redundancy Protocol (VRRP) instance when configuring IP failover.
			

				Grouping VIPs creates a wider range of allocation of VIPs per VRRP in the case of VRRP failover events, and is useful when all hosts in the cluster have access to a service locally. For example, when a service is being exposed with an ExternalIP.
			
Note

					As a rule for failover, do not limit services, such as the router, to one specific host. Instead, services should be replicated to each host so that in the case of IP failover, the services do not have to be recreated on the new host.
				

Note

					If you are using OpenShift Container Platform health checks, the nature of IP failover and groups means that all instances in the group are not checked. For that reason, the Kubernetes health checks must be used to ensure that services are live.
				

Prerequisites
	
						You are logged in to the cluster with a user with cluster-admin privileges.
					


Procedure
	
						To change the number of IP addresses assigned to each group, change the value for the OPENSHIFT_HA_VIP_GROUPS variable, for example:
					
Example Deployment YAML for IP failover configuration

							

...
    spec:
        env:
        - name: OPENSHIFT_HA_VIP_GROUPS [image: 1]
          value: "3"
...


						
	[image: 1] 
	
								If OPENSHIFT_HA_VIP_GROUPS is set to 3 in an environment with seven VIPs, it creates three groups, assigning three VIPs to the first group, and two VIPs to the two remaining groups.
							






Note

					If the number of groups set by OPENSHIFT_HA_VIP_GROUPS is fewer than the number of IP addresses set to fail over, the group contains more than one IP address, and all of the addresses move as a single unit.
				


High availability For ingressIP




				In non-cloud clusters, IP failover and ingressIP to a service can be combined. The result is high availability services for users that create services using ingressIP.
			

				The approach is to specify an ingressIPNetworkCIDR range and then use the same range in creating the ipfailover configuration.
			

				Because IP failover can support up to a maximum of 255 VIPs for the entire cluster, the ingressIPNetworkCIDR needs to be /24 or smaller.
			

Removing IP failover




				When IP failover is initially configured, the worker nodes in the cluster are modified with an iptables rule that explicitly allows multicast packets on 224.0.0.18 for Keepalived. Because of the change to the nodes, removing IP failover requires running a job to remove the iptables rule and removing the virtual IP addresses used by Keepalived.
			
Procedure
	
						Optional: Identify and delete any check and notify scripts that are stored as config maps:
					
	
								Identify whether any pods for IP failover use a config map as a volume:
							
$ oc get pod -l ipfailover \
  -o jsonpath="\
{range .items[?(@.spec.volumes[*].configMap)]}
{'Namespace: '}{.metadata.namespace}
{'Pod:       '}{.metadata.name}
{'Volumes that use config maps:'}
{range .spec.volumes[?(@.configMap)]}  {'volume:    '}{.name}
  {'configMap: '}{.configMap.name}{'\n'}{end}
{end}"
Example output

									

Namespace: default
Pod:       keepalived-worker-59df45db9c-2x9mn
Volumes that use config maps:
  volume:    config-volume
  configMap: mycustomcheck


								

	
								If the preceding step provided the names of config maps that are used as volumes, delete the config maps:
							
$ oc delete configmap <configmap_name>




	
						Identify an existing deployment for IP failover:
					
$ oc get deployment -l ipfailover
Example output

							

NAMESPACE   NAME         READY   UP-TO-DATE   AVAILABLE   AGE
default     ipfailover   2/2     2            2           105d


						

	
						Delete the deployment:
					
$ oc delete deployment <ipfailover_deployment_name>

	
						Remove the ipfailover service account:
					
$ oc delete sa ipfailover

	
						Run a job that removes the IP tables rule that was added when IP failover was initially configured:
					
	
								Create a file such as remove-ipfailover-job.yaml with contents that are similar to the following example:
							
apiVersion: batch/v1
kind: Job
metadata:
  generateName: remove-ipfailover-
  labels:
    app: remove-ipfailover
spec:
  template:
    metadata:
      name: remove-ipfailover
    spec:
      containers:
      - name: remove-ipfailover
        image: quay.io/openshift/origin-keepalived-ipfailover:4.11
        command: ["/var/lib/ipfailover/keepalived/remove-failover.sh"]
      nodeSelector:
        kubernetes.io/hostname: <host_name>  <.>
      restartPolicy: Never

								<.> Run the job for each node in your cluster that was configured for IP failover and replace the hostname each time.
							

	
								Run the job:
							
$ oc create -f remove-ipfailover-job.yaml
Example output

									

job.batch/remove-ipfailover-2h8dm created


								






Verification
	
						Confirm that the job removed the initial configuration for IP failover.
					
$ oc logs job/remove-ipfailover-2h8dm
Example output

							

remove-failover.sh: OpenShift IP Failover service terminating.
  - Removing ip_vs module ...
  - Cleaning up ...
  - Releasing VIPs  (interface eth0) ...


						





Chapter 13. Configuring interface-level network sysctls




			In Linux, sysctl allows an administrator to modify kernel parameters at runtime. You can modify interface-level network sysctls using the tuning Container Network Interface (CNI) meta plugin. The tuning CNI meta plugin operates in a chain with a main CNI plugin as illustrated.
		
[image: CNI plugin]


			The main CNI plugin assigns the interface and passes this to the tuning CNI meta plugin at runtime. You can change some sysctls and several interface attributes (promiscuous mode, all-multicast mode, MTU, and MAC address) in the network namespace by using the tuning CNI meta plugin. In the tuning CNI meta plugin configuration, the interface name is represented by the IFNAME token, and is replaced with the actual name of the interface at runtime.
		
Note

				In OpenShift Container Platform, the tuning CNI meta plugin only supports changing interface-level network sysctls.
			

Configuring the tuning CNI




				The following procedure configures the tuning CNI to change the interface-level network net.ipv4.conf.IFNAME.accept_redirects sysctl. This example enables accepting and sending ICMP-redirected packets.
			
Procedure
	
						Create a network attachment definition, such as tuning-example.yaml, with the following content:
					
apiVersion: "k8s.cni.cncf.io/v1"
kind: NetworkAttachmentDefinition
metadata:
  name: <name> [image: 1]
  namespace: default [image: 2]
spec:
  config: '{
    "cniVersion": "0.4.0", [image: 3]
    "name": "<name>", [image: 4]
    "plugins": [{
       "type": "<main_CNI_plugin>" [image: 5]
      },
      {
       "type": "tuning", [image: 6]
       "sysctl": {
            "net.ipv4.conf.IFNAME.accept_redirects": "1" [image: 7]
        }
      }
     ]
}
	[image: 1] 
	
								Specifies the name for the additional network attachment to create. The name must be unique within the specified namespace.
							

	[image: 2] 
	
								Specifies the namespace that the object is associated with.
							

	[image: 3] 
	
								Specifies the CNI specification version.
							

	[image: 4] 
	
								Specifies the name for the configuration. It is recommended to match the configuration name to the name value of the network attachment definition.
							

	[image: 5] 
	
								Specifies the name of the main CNI plugin to configure.
							

	[image: 6] 
	
								Specifies the name of the CNI meta plugin.
							

	[image: 7] 
	
								Specifies the sysctl to set.
							




						An example yaml file is shown here:
					
apiVersion: "k8s.cni.cncf.io/v1"
kind: NetworkAttachmentDefinition
metadata:
  name: tuningnad
  namespace: default
spec:
  config: '{
    "cniVersion": "0.4.0",
    "name": "tuningnad",
    "plugins": [{
      "type": "bridge"
      },
      {
      "type": "tuning",
      "sysctl": {
         "net.ipv4.conf.IFNAME.accept_redirects": "1"
        }
    }
  ]
}'

	
						Apply the yaml by running the following command:
					
$ oc apply -f tuning-example.yaml
Example output

							

networkattachmentdefinition.k8.cni.cncf.io/tuningnad created


						

	
						Create a pod such as examplepod.yaml with the network attachment definition similar to the following:
					
apiVersion: v1
kind: Pod
metadata:
  name: tunepod
  namespace: default
  annotations:
    k8s.v1.cni.cncf.io/networks: tuningnad [image: 1]
spec:
  containers:
  - name: podexample
    image: centos
    command: ["/bin/bash", "-c", "sleep INF"]
    securityContext:
      runAsUser: 2000 [image: 2]
      runAsGroup: 3000 [image: 3]
      allowPrivilegeEscalation: false [image: 4]
      capabilities: [image: 5]
        drop: ["ALL"]
  securityContext:
    runAsNonRoot: true [image: 6]
    seccompProfile: [image: 7]
      type: RuntimeDefault
	[image: 1] 
	
								Specify the name of the configured NetworkAttachmentDefinition.
							

	[image: 2] 
	
								runAsUser controls which user ID the container is run with.
							

	[image: 3] 
	
								runAsGroup controls which primary group ID the containers is run with.
							

	[image: 4] 
	
								allowPrivilegeEscalation determines if a pod can request to allow privilege escalation. If unspecified, it defaults to true. This boolean directly controls whether the no_new_privs flag gets set on the container process.
							

	[image: 5] 
	
								capabilities permit privileged actions without giving full root access. This policy ensures all capabilities are dropped from the pod.
							

	[image: 6] 
	
								runAsNonRoot: true requires that the container will run with a user with any UID other than 0.
							

	[image: 7] 
	
								RuntimeDefault enables the default seccomp profile for a pod or container workload.
							




	
						Apply the yaml by running the following command:
					
$ oc apply -f examplepod.yaml

	
						Verify that the pod is created by running the following command:
					
$ oc get pod
Example output

							

NAME      READY   STATUS    RESTARTS   AGE
tunepod   1/1     Running   0          47s


						

	
						Log in to the pod by running the following command:
					
$ oc rsh tunepod

	
						Verify the values of the configured sysctl flags. For example, find the value net.ipv4.conf.net1.accept_redirects by running the following command:
					
sh-4.4# sysctl net.ipv4.conf.net1.accept_redirects
Expected output

							

net.ipv4.conf.net1.accept_redirects = 1


						




Additional resources



	
						Using sysctls in containers
					




Chapter 14. Using the Stream Control Transmission Protocol (SCTP) on a bare metal cluster




			As a cluster administrator, you can use the Stream Control Transmission Protocol (SCTP) on a cluster.
		
Support for Stream Control Transmission Protocol (SCTP) on OpenShift Container Platform




				As a cluster administrator, you can enable SCTP on the hosts in the cluster. On Red Hat Enterprise Linux CoreOS (RHCOS), the SCTP module is disabled by default.
			

				SCTP is a reliable message based protocol that runs on top of an IP network.
			

				When enabled, you can use SCTP as a protocol with pods, services, and network policy. A Service object must be defined with the type parameter set to either the ClusterIP or NodePort value.
			
Example configurations using SCTP protocol




					You can configure a pod or service to use SCTP by setting the protocol parameter to the SCTP value in the pod or service object.
				

					In the following example, a pod is configured to use SCTP:
				
apiVersion: v1
kind: Pod
metadata:
  namespace: project1
  name: example-pod
spec:
  containers:
    - name: example-pod
...
      ports:
        - containerPort: 30100
          name: sctpserver
          protocol: SCTP

					In the following example, a service is configured to use SCTP:
				
apiVersion: v1
kind: Service
metadata:
  namespace: project1
  name: sctpserver
spec:
...
  ports:
    - name: sctpserver
      protocol: SCTP
      port: 30100
      targetPort: 30100
  type: ClusterIP

					In the following example, a NetworkPolicy object is configured to apply to SCTP network traffic on port 80 from any pods with a specific label:
				
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-sctp-on-http
spec:
  podSelector:
    matchLabels:
      role: web
  ingress:
  - ports:
    - protocol: SCTP
      port: 80


Enabling Stream Control Transmission Protocol (SCTP)




				As a cluster administrator, you can load and enable the blacklisted SCTP kernel module on worker nodes in your cluster.
			
Prerequisites
	
						Install the OpenShift CLI (oc).
					
	
						Access to the cluster as a user with the cluster-admin role.
					


Procedure
	
						Create a file named load-sctp-module.yaml that contains the following YAML definition:
					
apiVersion: machineconfiguration.openshift.io/v1
kind: MachineConfig
metadata:
  name: load-sctp-module
  labels:
    machineconfiguration.openshift.io/role: worker
spec:
  config:
    ignition:
      version: 3.2.0
    storage:
      files:
        - path: /etc/modprobe.d/sctp-blacklist.conf
          mode: 0644
          overwrite: true
          contents:
            source: data:,
        - path: /etc/modules-load.d/sctp-load.conf
          mode: 0644
          overwrite: true
          contents:
            source: data:,sctp

	
						To create the MachineConfig object, enter the following command:
					
$ oc create -f load-sctp-module.yaml

	
						Optional: To watch the status of the nodes while the MachineConfig Operator applies the configuration change, enter the following command. When the status of a node transitions to Ready, the configuration update is applied.
					
$ oc get nodes




Verifying Stream Control Transmission Protocol (SCTP) is enabled




				You can verify that SCTP is working on a cluster by creating a pod with an application that listens for SCTP traffic, associating it with a service, and then connecting to the exposed service.
			
Prerequisites
	
						Access to the internet from the cluster to install the nc package.
					
	
						Install the OpenShift CLI (oc).
					
	
						Access to the cluster as a user with the cluster-admin role.
					


Procedure
	
						Create a pod starts an SCTP listener:
					
	
								Create a file named sctp-server.yaml that defines a pod with the following YAML:
							
apiVersion: v1
kind: Pod
metadata:
  name: sctpserver
  labels:
    app: sctpserver
spec:
  containers:
    - name: sctpserver
      image: registry.access.redhat.com/ubi8/ubi
      command: ["/bin/sh", "-c"]
      args:
        ["dnf install -y nc && sleep inf"]
      ports:
        - containerPort: 30102
          name: sctpserver
          protocol: SCTP

	
								Create the pod by entering the following command:
							
$ oc create -f sctp-server.yaml




	
						Create a service for the SCTP listener pod.
					
	
								Create a file named sctp-service.yaml that defines a service with the following YAML:
							
apiVersion: v1
kind: Service
metadata:
  name: sctpservice
  labels:
    app: sctpserver
spec:
  type: NodePort
  selector:
    app: sctpserver
  ports:
    - name: sctpserver
      protocol: SCTP
      port: 30102
      targetPort: 30102

	
								To create the service, enter the following command:
							
$ oc create -f sctp-service.yaml




	
						Create a pod for the SCTP client.
					
	
								Create a file named sctp-client.yaml with the following YAML:
							
apiVersion: v1
kind: Pod
metadata:
  name: sctpclient
  labels:
    app: sctpclient
spec:
  containers:
    - name: sctpclient
      image: registry.access.redhat.com/ubi8/ubi
      command: ["/bin/sh", "-c"]
      args:
        ["dnf install -y nc && sleep inf"]

	
								To create the Pod object, enter the following command:
							
$ oc apply -f sctp-client.yaml




	
						Run an SCTP listener on the server.
					
	
								To connect to the server pod, enter the following command:
							
$ oc rsh sctpserver

	
								To start the SCTP listener, enter the following command:
							
$ nc -l 30102 --sctp




	
						Connect to the SCTP listener on the server.
					
	
								Open a new terminal window or tab in your terminal program.
							
	
								Obtain the IP address of the sctpservice service. Enter the following command:
							
$ oc get services sctpservice -o go-template='{{.spec.clusterIP}}{{"\n"}}'

	
								To connect to the client pod, enter the following command:
							
$ oc rsh sctpclient

	
								To start the SCTP client, enter the following command. Replace <cluster_IP> with the cluster IP address of the sctpservice service.
							
# nc <cluster_IP> 30102 --sctp








Chapter 15. Using PTP hardware




			You can configure linuxptp services and use PTP-capable hardware in OpenShift Container Platform cluster nodes.
		
About PTP hardware




				You can use the OpenShift Container Platform console or OpenShift CLI (oc) to install PTP by deploying the PTP Operator. The PTP Operator creates and manages the linuxptp services and provides the following features:
			
	
						Discovery of the PTP-capable devices in the cluster.
					
	
						Management of the configuration of linuxptp services.
					
	
						Notification of PTP clock events that negatively affect the performance and reliability of your application with the PTP Operator cloud-event-proxy sidecar.
					


Note

					The PTP Operator works with PTP-capable devices on clusters provisioned only on bare-metal infrastructure.
				


About PTP




				Precision Time Protocol (PTP) is used to synchronize clocks in a network. When used in conjunction with hardware support, PTP is capable of sub-microsecond accuracy, and is more accurate than Network Time Protocol (NTP).
			

				The linuxptp package includes the ptp4l and phc2sys programs for clock synchronization. ptp4l implements the PTP boundary clock and ordinary clock. ptp4l synchronizes the PTP hardware clock to the source clock with hardware time stamping and synchronizes the system clock to the source clock with software time stamping. phc2sys is used for hardware time stamping to synchronize the system clock to the PTP hardware clock on the network interface controller (NIC).
			
Elements of a PTP domain




					PTP is used to synchronize multiple nodes connected in a network, with clocks for each node. The clocks synchronized by PTP are organized in a source-destination hierarchy. The hierarchy is created and updated automatically by the best master clock (BMC) algorithm, which runs on every clock. Destination clocks are synchronized to source clocks, and destination clocks can themselves be the source for other downstream clocks. The following types of clocks can be included in configurations:
				
	Grandmaster clock
	
								The grandmaster clock provides standard time information to other clocks across the network and ensures accurate and stable synchronisation. It writes time stamps and responds to time requests from other clocks. Grandmaster clocks can be synchronized to a Global Positioning System (GPS) time source.
							
	Ordinary clock
	
								The ordinary clock has a single port connection that can play the role of source or destination clock, depending on its position in the network. The ordinary clock can read and write time stamps.
							
	Boundary clock
	
								The boundary clock has ports in two or more communication paths and can be a source and a destination to other destination clocks at the same time. The boundary clock works as a destination clock upstream. The destination clock receives the timing message, adjusts for delay, and then creates a new source time signal to pass down the network. The boundary clock produces a new timing packet that is still correctly synced with the source clock and can reduce the number of connected devices reporting directly to the source clock.
							



Advantages of PTP over NTP




					One of the main advantages that PTP has over NTP is the hardware support present in various network interface controllers (NIC) and network switches. The specialized hardware allows PTP to account for delays in message transfer and improves the accuracy of time synchronization. To achieve the best possible accuracy, it is recommended that all networking components between PTP clocks are PTP hardware enabled.
				

					Hardware-based PTP provides optimal accuracy, since the NIC can time stamp the PTP packets at the exact moment they are sent and received. Compare this to software-based PTP, which requires additional processing of the PTP packets by the operating system.
				
Important

						Before enabling PTP, ensure that NTP is disabled for the required nodes. You can disable the chrony time service (chronyd) using a MachineConfig custom resource. For more information, see Disabling chrony time service.
					


Using PTP with dual NIC hardware




					OpenShift Container Platform supports single and dual NIC hardware for precision PTP timing in the cluster.
				

					For 5G telco networks that deliver mid-band spectrum coverage, each virtual distributed unit (vDU) requires connections to 6 radio units (RUs). To make these connections, each vDU host requires 2 NICs configured as boundary clocks.
				

					Dual NIC hardware allows you to connect each NIC to the same upstream leader clock with separate ptp4l instances for each NIC feeding the downstream clocks.
				


Installing the PTP Operator using the CLI




				As a cluster administrator, you can install the Operator by using the CLI.
			
Prerequisites
	
						A cluster installed on bare-metal hardware with nodes that have hardware that supports PTP.
					
	
						Install the OpenShift CLI (oc).
					
	
						Log in as a user with cluster-admin privileges.
					


Procedure
	
						Create a namespace for the PTP Operator.
					
	
								Save the following YAML in the ptp-namespace.yaml file:
							
apiVersion: v1
kind: Namespace
metadata:
  name: openshift-ptp
  annotations:
    workload.openshift.io/allowed: management
  labels:
    name: openshift-ptp
    openshift.io/cluster-monitoring: "true"

	
								Create the Namespace CR:
							
$ oc create -f ptp-namespace.yaml




	
						Create an Operator group for the PTP Operator.
					
	
								Save the following YAML in the ptp-operatorgroup.yaml file:
							
apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  name: ptp-operators
  namespace: openshift-ptp
spec:
  targetNamespaces:
  - openshift-ptp

	
								Create the OperatorGroup CR:
							
$ oc create -f ptp-operatorgroup.yaml




	
						Subscribe to the PTP Operator.
					
	
								Save the following YAML in the ptp-sub.yaml file:
							
apiVersion: operators.coreos.com/v1alpha1
kind: Subscription
metadata:
  name: ptp-operator-subscription
  namespace: openshift-ptp
spec:
  channel: "stable"
  name: ptp-operator
  source: redhat-operators
  sourceNamespace: openshift-marketplace

	
								Create the Subscription CR:
							
$ oc create -f ptp-sub.yaml




	
						To verify that the Operator is installed, enter the following command:
					
$ oc get csv -n openshift-ptp -o custom-columns=Name:.metadata.name,Phase:.status.phase
Example output

							

Name                         Phase
4.12.0-202301261535          Succeeded


						




Installing the PTP Operator using the web console




				As a cluster administrator, you can install the PTP Operator using the web console.
			
Note

					You have to create the namespace and Operator group as mentioned in the previous section.
				

Procedure
	
						Install the PTP Operator using the OpenShift Container Platform web console:
					
	
								In the OpenShift Container Platform web console, click Operators → OperatorHub.
							
	
								Choose PTP Operator from the list of available Operators, and then click Install.
							
	
								On the Install Operator page, under A specific namespace on the cluster select openshift-ptp. Then, click Install.
							



	
						Optional: Verify that the PTP Operator installed successfully:
					
	
								Switch to the Operators → Installed Operators page.
							
	
								Ensure that PTP Operator is listed in the openshift-ptp project with a Status of InstallSucceeded.
							
Note

									During installation an Operator might display a Failed status. If the installation later succeeds with an InstallSucceeded message, you can ignore the Failed message.
								


								If the Operator does not appear as installed, to troubleshoot further:
							
	
										Go to the Operators → Installed Operators page and inspect the Operator Subscriptions and Install Plans tabs for any failure or errors under Status.
									
	
										Go to the Workloads → Pods page and check the logs for pods in the openshift-ptp project.
									









Configuring PTP devices




				The PTP Operator adds the NodePtpDevice.ptp.openshift.io custom resource definition (CRD) to OpenShift Container Platform.
			

				When installed, the PTP Operator searches your cluster for PTP-capable network devices on each node. It creates and updates a NodePtpDevice custom resource (CR) object for each node that provides a compatible PTP-capable network device.
			
Discovering PTP capable network devices in your cluster



	
							To return a complete list of PTP capable network devices in your cluster, run the following command:
						
$ oc get NodePtpDevice -n openshift-ptp -o yaml
Example output

								

apiVersion: v1
items:
- apiVersion: ptp.openshift.io/v1
  kind: NodePtpDevice
  metadata:
    creationTimestamp: "2022-01-27T15:16:28Z"
    generation: 1
    name: dev-worker-0 [image: 1]
    namespace: openshift-ptp
    resourceVersion: "6538103"
    uid: d42fc9ad-bcbf-4590-b6d8-b676c642781a
  spec: {}
  status:
    devices: [image: 2]
    - name: eno1
    - name: eno2
    - name: eno3
    - name: eno4
    - name: enp5s0f0
    - name: enp5s0f1
...


							
	[image: 1] 
	
									The value for the name parameter is the same as the name of the parent node.
								

	[image: 2] 
	
									The devices collection includes a list of the PTP capable devices that the PTP Operator discovers for the node.
								







Configuring linuxptp services as a grandmaster clock




					You can configure the linuxptp services (ptp4l, phc2sys, ts2phc) as grandmaster clock by creating a PtpConfig custom resource (CR) that configures the host NIC.
				

					The ts2phc utility allows you to synchronize the system clock with the PTP grandmaster clock so that the node can stream precision clock signal to downstream PTP ordinary clocks and boundary clocks.
				
Note

						Use the following example PtpConfig CR as the basis to configure linuxptp services as the grandmaster clock for your particular hardware and environment. This example CR does not configure PTP fast events. To configure PTP fast events, set appropriate values for ptp4lOpts, ptp4lConf, and ptpClockThreshold. ptpClockThreshold is used only when events are enabled. See "Configuring the PTP fast event notifications publisher" for more information.
					

Prerequisites
	
							Install an Intel Westport Channel network interface in the bare-metal cluster host.
						
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the PTP Operator.
						


Procedure
	
							Create the PtpConfig resource. For example:
						
	
									Save the following YAML in the grandmaster-clock-ptp-config.yaml file:
								
Example PTP grandmaster clock configuration

										

apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: grandmaster-clock
  namespace: openshift-ptp
  annotations: {}
spec:
  profile:
    - name: grandmaster-clock
      # The interface name is hardware-specific
      interface: $interface
      ptp4lOpts: "-2"
      phc2sysOpts: "-a -r -r -n 24"
      ptpSchedulingPolicy: SCHED_FIFO
      ptpSchedulingPriority: 10
      ptpSettings:
        logReduce: "true"
      ptp4lConf: |
        [global]
        #
        # Default Data Set
        #
        twoStepFlag 1
        slaveOnly 0
        priority1 128
        priority2 128
        domainNumber 24
        #utc_offset 37
        clockClass 255
        clockAccuracy 0xFE
        offsetScaledLogVariance 0xFFFF
        free_running 0
        freq_est_interval 1
        dscp_event 0
        dscp_general 0
        dataset_comparison G.8275.x
        G.8275.defaultDS.localPriority 128
        #
        # Port Data Set
        #
        logAnnounceInterval -3
        logSyncInterval -4
        logMinDelayReqInterval -4
        logMinPdelayReqInterval -4
        announceReceiptTimeout 3
        syncReceiptTimeout 0
        delayAsymmetry 0
        fault_reset_interval -4
        neighborPropDelayThresh 20000000
        masterOnly 0
        G.8275.portDS.localPriority 128
        #
        # Run time options
        #
        assume_two_step 0
        logging_level 6
        path_trace_enabled 0
        follow_up_info 0
        hybrid_e2e 0
        inhibit_multicast_service 0
        net_sync_monitor 0
        tc_spanning_tree 0
        tx_timestamp_timeout 50
        unicast_listen 0
        unicast_master_table 0
        unicast_req_duration 3600
        use_syslog 1
        verbose 0
        summary_interval 0
        kernel_leap 1
        check_fup_sync 0
        clock_class_threshold 7
        #
        # Servo Options
        #
        pi_proportional_const 0.0
        pi_integral_const 0.0
        pi_proportional_scale 0.0
        pi_proportional_exponent -0.3
        pi_proportional_norm_max 0.7
        pi_integral_scale 0.0
        pi_integral_exponent 0.4
        pi_integral_norm_max 0.3
        step_threshold 2.0
        first_step_threshold 0.00002
        max_frequency 900000000
        clock_servo pi
        sanity_freq_limit 200000000
        ntpshm_segment 0
        #
        # Transport options
        #
        transportSpecific 0x0
        ptp_dst_mac 01:1B:19:00:00:00
        p2p_dst_mac 01:80:C2:00:00:0E
        udp_ttl 1
        udp6_scope 0x0E
        uds_address /var/run/ptp4l
        #
        # Default interface options
        #
        clock_type OC
        network_transport L2
        delay_mechanism E2E
        time_stamping hardware
        tsproc_mode filter
        delay_filter moving_median
        delay_filter_length 10
        egressLatency 0
        ingressLatency 0
        boundary_clock_jbod 0
        #
        # Clock description
        #
        productDescription ;;
        revisionData ;;
        manufacturerIdentity 00:00:00
        userDescription ;
        timeSource 0xA0
  recommend:
    - profile: grandmaster-clock
      priority: 4
      match:
        - nodeLabel: "node-role.kubernetes.io/$mcp"


									

	
									Create the CR by running the following command:
								
$ oc create -f grandmaster-clock-ptp-config.yaml






Verification
	
							Check that the PtpConfig profile is applied to the node.
						
	
									Get the list of pods in the openshift-ptp namespace by running the following command:
								
$ oc get pods -n openshift-ptp -o wide
Example output

										

NAME                          READY   STATUS    RESTARTS   AGE     IP             NODE
linuxptp-daemon-74m2g         3/3     Running   3          4d15h   10.16.230.7    compute-1.example.com
ptp-operator-5f4f48d7c-x7zkf  1/1     Running   1          4d15h   10.128.1.145   compute-1.example.com


									

	
									Check that the profile is correct. Examine the logs of the linuxptp daemon that corresponds to the node you specified in the PtpConfig profile. Run the following command:
								
$ oc logs linuxptp-daemon-74m2g -n openshift-ptp -c linuxptp-daemon-container
Example output

										

ts2phc[94980.334]: [ts2phc.0.config] nmea delay: 98690975 ns
ts2phc[94980.334]: [ts2phc.0.config] ens3f0 extts index 0 at 1676577329.999999999 corr 0 src 1676577330.901342528 diff -1
ts2phc[94980.334]: [ts2phc.0.config] ens3f0 master offset         -1 s2 freq      -1
ts2phc[94980.441]: [ts2phc.0.config] nmea sentence: GNRMC,195453.00,A,4233.24427,N,07126.64420,W,0.008,,160223,,,A,V
phc2sys[94980.450]: [ptp4l.0.config] CLOCK_REALTIME phc offset       943 s2 freq  -89604 delay    504
phc2sys[94980.512]: [ptp4l.0.config] CLOCK_REALTIME phc offset      1000 s2 freq  -89264 delay    474


									







Configuring linuxptp services as an ordinary clock




					You can configure linuxptp services (ptp4l, phc2sys) as ordinary clock by creating a PtpConfig custom resource (CR) object.
				
Note

						Use the following example PtpConfig CR as the basis to configure linuxptp services as an ordinary clock for your particular hardware and environment. This example CR does not configure PTP fast events. To configure PTP fast events, set appropriate values for ptp4lOpts, ptp4lConf, and ptpClockThreshold. ptpClockThreshold is required only when events are enabled. See "Configuring the PTP fast event notifications publisher" for more information.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the PTP Operator.
						


Procedure
	
							Create the following PtpConfig CR, and then save the YAML in the ordinary-clock-ptp-config.yaml file.
						

Example PTP ordinary clock configuration

								

apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: ordinary-clock
  namespace: openshift-ptp
  annotations: {}
spec:
  profile:
    - name: ordinary-clock
      # The interface name is hardware-specific
      interface: $interface
      ptp4lOpts: "-2 -s"
      phc2sysOpts: "-a -r -n 24"
      ptpSchedulingPolicy: SCHED_FIFO
      ptpSchedulingPriority: 10
      ptpSettings:
        logReduce: "true"
      ptp4lConf: |
        [global]
        #
        # Default Data Set
        #
        twoStepFlag 1
        slaveOnly 1
        priority1 128
        priority2 128
        domainNumber 24
        #utc_offset 37
        clockClass 255
        clockAccuracy 0xFE
        offsetScaledLogVariance 0xFFFF
        free_running 0
        freq_est_interval 1
        dscp_event 0
        dscp_general 0
        dataset_comparison G.8275.x
        G.8275.defaultDS.localPriority 128
        #
        # Port Data Set
        #
        logAnnounceInterval -3
        logSyncInterval -4
        logMinDelayReqInterval -4
        logMinPdelayReqInterval -4
        announceReceiptTimeout 3
        syncReceiptTimeout 0
        delayAsymmetry 0
        fault_reset_interval -4
        neighborPropDelayThresh 20000000
        masterOnly 0
        G.8275.portDS.localPriority 128
        #
        # Run time options
        #
        assume_two_step 0
        logging_level 6
        path_trace_enabled 0
        follow_up_info 0
        hybrid_e2e 0
        inhibit_multicast_service 0
        net_sync_monitor 0
        tc_spanning_tree 0
        tx_timestamp_timeout 50
        unicast_listen 0
        unicast_master_table 0
        unicast_req_duration 3600
        use_syslog 1
        verbose 0
        summary_interval 0
        kernel_leap 1
        check_fup_sync 0
        clock_class_threshold 7
        #
        # Servo Options
        #
        pi_proportional_const 0.0
        pi_integral_const 0.0
        pi_proportional_scale 0.0
        pi_proportional_exponent -0.3
        pi_proportional_norm_max 0.7
        pi_integral_scale 0.0
        pi_integral_exponent 0.4
        pi_integral_norm_max 0.3
        step_threshold 2.0
        first_step_threshold 0.00002
        max_frequency 900000000
        clock_servo pi
        sanity_freq_limit 200000000
        ntpshm_segment 0
        #
        # Transport options
        #
        transportSpecific 0x0
        ptp_dst_mac 01:1B:19:00:00:00
        p2p_dst_mac 01:80:C2:00:00:0E
        udp_ttl 1
        udp6_scope 0x0E
        uds_address /var/run/ptp4l
        #
        # Default interface options
        #
        clock_type OC
        network_transport L2
        delay_mechanism E2E
        time_stamping hardware
        tsproc_mode filter
        delay_filter moving_median
        delay_filter_length 10
        egressLatency 0
        ingressLatency 0
        boundary_clock_jbod 0
        #
        # Clock description
        #
        productDescription ;;
        revisionData ;;
        manufacturerIdentity 00:00:00
        userDescription ;
        timeSource 0xA0
  recommend:
    - profile: ordinary-clock
      priority: 4
      match:
        - nodeLabel: "node-role.kubernetes.io/$mcp"


							
Table 15.1. PTP ordinary clock CR configuration options
	Custom resource field	Description
	 
											name
										

										 	 
											The name of the PtpConfig CR.
										

										 
	 
											profile
										

										 	 
											Specify an array of one or more profile objects. Each profile must be uniquely named.
										

										 
	 
											interface
										

										 	 
											Specify the network interface to be used by the ptp4l service, for example ens787f1.
										

										 
	 
											ptp4lOpts
										

										 	 
											Specify system config options for the ptp4l service, for example -2 to select the IEEE 802.3 network transport. The options should not include the network interface name -i <interface> and service config file -f /etc/ptp4l.conf because the network interface name and the service config file are automatically appended. Append --summary_interval -4 to use PTP fast events with this interface.
										

										 
	 
											phc2sysOpts
										

										 	 
											Specify system config options for the phc2sys service. If this field is empty, the PTP Operator does not start the phc2sys service. For Intel Columbiaville 800 Series NICs, set phc2sysOpts options to -a -r -m -n 24 -N 8 -R 16. -m prints messages to stdout. The linuxptp-daemon DaemonSet parses the logs and generates Prometheus metrics.
										

										 
	 
											ptp4lConf
										

										 	 
											Specify a string that contains the configuration to replace the default /etc/ptp4l.conf file. To use the default configuration, leave the field empty.
										

										 
	 
											tx_timestamp_timeout
										

										 	 
											For Intel Columbiaville 800 Series NICs, set tx_timestamp_timeout to 50.
										

										 
	 
											boundary_clock_jbod
										

										 	 
											For Intel Columbiaville 800 Series NICs, set boundary_clock_jbod to 0.
										

										 
	 
											ptpSchedulingPolicy
										

										 	 
											Scheduling policy for ptp4l and phc2sys processes. Default value is SCHED_OTHER. Use SCHED_FIFO on systems that support FIFO scheduling.
										

										 
	 
											ptpSchedulingPriority
										

										 	 
											Integer value from 1-65 used to set FIFO priority for ptp4l and phc2sys processes when ptpSchedulingPolicy is set to SCHED_FIFO. The ptpSchedulingPriority field is not used when ptpSchedulingPolicy is set to SCHED_OTHER.
										

										 
	 
											ptpClockThreshold
										

										 	 
											Optional. If ptpClockThreshold is not present, default values are used for the ptpClockThreshold fields. ptpClockThreshold configures how long after the PTP master clock is disconnected before PTP events are triggered. holdOverTimeout is the time value in seconds before the PTP clock event state changes to FREERUN when the PTP master clock is disconnected. The maxOffsetThreshold and minOffsetThreshold settings configure offset values in nanoseconds that compare against the values for CLOCK_REALTIME (phc2sys) or master offset (ptp4l). When the ptp4l or phc2sys offset value is outside this range, the PTP clock state is set to FREERUN. When the offset value is within this range, the PTP clock state is set to LOCKED.
										

										 
	 
											recommend
										

										 	 
											Specify an array of one or more recommend objects that define rules on how the profile should be applied to nodes.
										

										 
	 
											.recommend.profile
										

										 	 
											Specify the .recommend.profile object name defined in the profile section.
										

										 
	 
											.recommend.priority
										

										 	 
											Set .recommend.priority to 0 for ordinary clock.
										

										 
	 
											.recommend.match
										

										 	 
											Specify .recommend.match rules with nodeLabel or nodeName values.
										

										 
	 
											.recommend.match.nodeLabel
										

										 	 
											Set nodeLabel with the key of the node.Labels field from the node object by using the oc get nodes --show-labels command. For example, node-role.kubernetes.io/worker.
										

										 
	 
											.recommend.match.nodeName
										

										 	 
											Set nodeName with the value of the node.Name field from the node object by using the oc get nodes command. For example, compute-1.example.com.
										

										 




	
							Create the PtpConfig CR by running the following command:
						
$ oc create -f ordinary-clock-ptp-config.yaml



Verification
	
							Check that the PtpConfig profile is applied to the node.
						
	
									Get the list of pods in the openshift-ptp namespace by running the following command:
								
$ oc get pods -n openshift-ptp -o wide
Example output

										

NAME                            READY   STATUS    RESTARTS   AGE   IP               NODE
linuxptp-daemon-4xkbb           1/1     Running   0          43m   10.1.196.24      compute-0.example.com
linuxptp-daemon-tdspf           1/1     Running   0          43m   10.1.196.25      compute-1.example.com
ptp-operator-657bbb64c8-2f8sj   1/1     Running   0          43m   10.129.0.61      control-plane-1.example.com


									

	
									Check that the profile is correct. Examine the logs of the linuxptp daemon that corresponds to the node you specified in the PtpConfig profile. Run the following command:
								
$ oc logs linuxptp-daemon-4xkbb -n openshift-ptp -c linuxptp-daemon-container
Example output

										

I1115 09:41:17.117596 4143292 daemon.go:107] in applyNodePTPProfile
I1115 09:41:17.117604 4143292 daemon.go:109] updating NodePTPProfile to:
I1115 09:41:17.117607 4143292 daemon.go:110] ------------------------------------
I1115 09:41:17.117612 4143292 daemon.go:102] Profile Name: profile1
I1115 09:41:17.117616 4143292 daemon.go:102] Interface: ens787f1
I1115 09:41:17.117620 4143292 daemon.go:102] Ptp4lOpts: -2 -s
I1115 09:41:17.117623 4143292 daemon.go:102] Phc2sysOpts: -a -r -n 24
I1115 09:41:17.117626 4143292 daemon.go:116] ------------------------------------


									






Additional resources
	
							For more information about FIFO priority scheduling on PTP hardware, see Configuring FIFO priority scheduling for PTP hardware.
						
	
							For more information about configuring PTP fast events, see Configuring the PTP fast event notifications publisher.
						



Configuring linuxptp services as a boundary clock




					You can configure the linuxptp services (ptp4l, phc2sys) as boundary clock by creating a PtpConfig custom resource (CR) object.
				
Note

						Use the following example PtpConfig CR as the basis to configure linuxptp services as the boundary clock for your particular hardware and environment. This example CR does not configure PTP fast events. To configure PTP fast events, set appropriate values for ptp4lOpts, ptp4lConf, and ptpClockThreshold. ptpClockThreshold is used only when events are enabled. See "Configuring the PTP fast event notifications publisher" for more information.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the PTP Operator.
						


Procedure
	
							Create the following PtpConfig CR, and then save the YAML in the boundary-clock-ptp-config.yaml file.
						
Example PTP boundary clock configuration

								

apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: boundary-clock
  namespace: openshift-ptp
  annotations: {}
spec:
  profile:
    - name: boundary-clock
      ptp4lOpts: "-2"
      phc2sysOpts: "-a -r -n 24"
      ptpSchedulingPolicy: SCHED_FIFO
      ptpSchedulingPriority: 10
      ptpSettings:
        logReduce: "true"
      ptp4lConf: |
        # The interface name is hardware-specific
        [$iface_slave]
        masterOnly 0
        [$iface_master_1]
        masterOnly 1
        [$iface_master_2]
        masterOnly 1
        [$iface_master_3]
        masterOnly 1
        [global]
        #
        # Default Data Set
        #
        twoStepFlag 1
        slaveOnly 0
        priority1 128
        priority2 128
        domainNumber 24
        #utc_offset 37
        clockClass 248
        clockAccuracy 0xFE
        offsetScaledLogVariance 0xFFFF
        free_running 0
        freq_est_interval 1
        dscp_event 0
        dscp_general 0
        dataset_comparison G.8275.x
        G.8275.defaultDS.localPriority 128
        #
        # Port Data Set
        #
        logAnnounceInterval -3
        logSyncInterval -4
        logMinDelayReqInterval -4
        logMinPdelayReqInterval -4
        announceReceiptTimeout 3
        syncReceiptTimeout 0
        delayAsymmetry 0
        fault_reset_interval -4
        neighborPropDelayThresh 20000000
        masterOnly 0
        G.8275.portDS.localPriority 128
        #
        # Run time options
        #
        assume_two_step 0
        logging_level 6
        path_trace_enabled 0
        follow_up_info 0
        hybrid_e2e 0
        inhibit_multicast_service 0
        net_sync_monitor 0
        tc_spanning_tree 0
        tx_timestamp_timeout 50
        unicast_listen 0
        unicast_master_table 0
        unicast_req_duration 3600
        use_syslog 1
        verbose 0
        summary_interval 0
        kernel_leap 1
        check_fup_sync 0
        clock_class_threshold 135
        #
        # Servo Options
        #
        pi_proportional_const 0.0
        pi_integral_const 0.0
        pi_proportional_scale 0.0
        pi_proportional_exponent -0.3
        pi_proportional_norm_max 0.7
        pi_integral_scale 0.0
        pi_integral_exponent 0.4
        pi_integral_norm_max 0.3
        step_threshold 2.0
        first_step_threshold 0.00002
        max_frequency 900000000
        clock_servo pi
        sanity_freq_limit 200000000
        ntpshm_segment 0
        #
        # Transport options
        #
        transportSpecific 0x0
        ptp_dst_mac 01:1B:19:00:00:00
        p2p_dst_mac 01:80:C2:00:00:0E
        udp_ttl 1
        udp6_scope 0x0E
        uds_address /var/run/ptp4l
        #
        # Default interface options
        #
        clock_type BC
        network_transport L2
        delay_mechanism E2E
        time_stamping hardware
        tsproc_mode filter
        delay_filter moving_median
        delay_filter_length 10
        egressLatency 0
        ingressLatency 0
        boundary_clock_jbod 0
        #
        # Clock description
        #
        productDescription ;;
        revisionData ;;
        manufacturerIdentity 00:00:00
        userDescription ;
        timeSource 0xA0
  recommend:
    - profile: boundary-clock
      priority: 4
      match:
        - nodeLabel: "node-role.kubernetes.io/$mcp"


							
Table 15.2. PTP boundary clock CR configuration options
	Custom resource field	Description
	 
											name
										

										 	 
											The name of the PtpConfig CR.
										

										 
	 
											profile
										

										 	 
											Specify an array of one or more profile objects.
										

										 
	 
											name
										

										 	 
											Specify the name of a profile object which uniquely identifies a profile object.
										

										 
	 
											ptp4lOpts
										

										 	 
											Specify system config options for the ptp4l service. The options should not include the network interface name -i <interface> and service config file -f /etc/ptp4l.conf because the network interface name and the service config file are automatically appended.
										

										 
	 
											ptp4lConf
										

										 	 
											Specify the required configuration to start ptp4l as boundary clock. For example, ens1f0 synchronizes from a grandmaster clock and ens1f3 synchronizes connected devices.
										

										 
	 
											<interface_1>
										

										 	 
											The interface that receives the synchronization clock.
										

										 
	 
											<interface_2>
										

										 	 
											The interface that sends the synchronization clock.
										

										 
	 
											tx_timestamp_timeout
										

										 	 
											For Intel Columbiaville 800 Series NICs, set tx_timestamp_timeout to 50.
										

										 
	 
											boundary_clock_jbod
										

										 	 
											For Intel Columbiaville 800 Series NICs, ensure boundary_clock_jbod is set to 0. For Intel Fortville X710 Series NICs, ensure boundary_clock_jbod is set to 1.
										

										 
	 
											phc2sysOpts
										

										 	 
											Specify system config options for the phc2sys service. If this field is empty, the PTP Operator does not start the phc2sys service.
										

										 
	 
											ptpSchedulingPolicy
										

										 	 
											Scheduling policy for ptp4l and phc2sys processes. Default value is SCHED_OTHER. Use SCHED_FIFO on systems that support FIFO scheduling.
										

										 
	 
											ptpSchedulingPriority
										

										 	 
											Integer value from 1-65 used to set FIFO priority for ptp4l and phc2sys processes when ptpSchedulingPolicy is set to SCHED_FIFO. The ptpSchedulingPriority field is not used when ptpSchedulingPolicy is set to SCHED_OTHER.
										

										 
	 
											ptpClockThreshold
										

										 	 
											Optional. If ptpClockThreshold is not present, default values are used for the ptpClockThreshold fields. ptpClockThreshold configures how long after the PTP master clock is disconnected before PTP events are triggered. holdOverTimeout is the time value in seconds before the PTP clock event state changes to FREERUN when the PTP master clock is disconnected. The maxOffsetThreshold and minOffsetThreshold settings configure offset values in nanoseconds that compare against the values for CLOCK_REALTIME (phc2sys) or master offset (ptp4l). When the ptp4l or phc2sys offset value is outside this range, the PTP clock state is set to FREERUN. When the offset value is within this range, the PTP clock state is set to LOCKED.
										

										 
	 
											recommend
										

										 	 
											Specify an array of one or more recommend objects that define rules on how the profile should be applied to nodes.
										

										 
	 
											.recommend.profile
										

										 	 
											Specify the .recommend.profile object name defined in the profile section.
										

										 
	 
											.recommend.priority
										

										 	 
											Specify the priority with an integer value between 0 and 99. A larger number gets lower priority, so a priority of 99 is lower than a priority of 10. If a node can be matched with multiple profiles according to rules defined in the match field, the profile with the higher priority is applied to that node.
										

										 
	 
											.recommend.match
										

										 	 
											Specify .recommend.match rules with nodeLabel or nodeName values.
										

										 
	 
											.recommend.match.nodeLabel
										

										 	 
											Set nodeLabel with the key of the node.Labels field from the node object by using the oc get nodes --show-labels command. For example, node-role.kubernetes.io/worker.
										

										 
	 
											.recommend.match.nodeName
										

										 	 
											Set nodeName with the value of the node.Name field from the node object by using the oc get nodes command. For example, compute-1.example.com.
										

										 




	
							Create the CR by running the following command:
						
$ oc create -f boundary-clock-ptp-config.yaml



Verification
	
							Check that the PtpConfig profile is applied to the node.
						
	
									Get the list of pods in the openshift-ptp namespace by running the following command:
								
$ oc get pods -n openshift-ptp -o wide
Example output

										

NAME                            READY   STATUS    RESTARTS   AGE   IP               NODE
linuxptp-daemon-4xkbb           1/1     Running   0          43m   10.1.196.24      compute-0.example.com
linuxptp-daemon-tdspf           1/1     Running   0          43m   10.1.196.25      compute-1.example.com
ptp-operator-657bbb64c8-2f8sj   1/1     Running   0          43m   10.129.0.61      control-plane-1.example.com


									

	
									Check that the profile is correct. Examine the logs of the linuxptp daemon that corresponds to the node you specified in the PtpConfig profile. Run the following command:
								
$ oc logs linuxptp-daemon-4xkbb -n openshift-ptp -c linuxptp-daemon-container
Example output

										

I1115 09:41:17.117596 4143292 daemon.go:107] in applyNodePTPProfile
I1115 09:41:17.117604 4143292 daemon.go:109] updating NodePTPProfile to:
I1115 09:41:17.117607 4143292 daemon.go:110] ------------------------------------
I1115 09:41:17.117612 4143292 daemon.go:102] Profile Name: profile1
I1115 09:41:17.117616 4143292 daemon.go:102] Interface:
I1115 09:41:17.117620 4143292 daemon.go:102] Ptp4lOpts: -2
I1115 09:41:17.117623 4143292 daemon.go:102] Phc2sysOpts: -a -r -n 24
I1115 09:41:17.117626 4143292 daemon.go:116] ------------------------------------


									






Additional resources
	
							For more information about FIFO priority scheduling on PTP hardware, see Configuring FIFO priority scheduling for PTP hardware.
						
	
							For more information about configuring PTP fast events, see Configuring the PTP fast event notifications publisher.
						



Configuring linuxptp services as boundary clocks for dual NIC hardware



Important

						Precision Time Protocol (PTP) hardware with dual NIC configured as boundary clocks is a Technology Preview feature only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production. These features provide early access to upcoming product features, enabling customers to test functionality and provide feedback during the development process.
					

						For more information about the support scope of Red Hat Technology Preview features, see Technology Preview Features Support Scope.
					


					You can configure the linuxptp services (ptp4l, phc2sys) as boundary clocks for dual NIC hardware by creating a PtpConfig custom resource (CR) object for each NIC.
				

					Dual NIC hardware allows you to connect each NIC to the same upstream leader clock with separate ptp4l instances for each NIC feeding the downstream clocks.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the PTP Operator.
						


Procedure
	
							Create two separate PtpConfig CRs, one for each NIC, using the reference CR in "Configuring linuxptp services as a boundary clock" as the basis for each CR. For example:
						
	
									Create boundary-clock-ptp-config-nic1.yaml, specifying values for phc2sysOpts:
								
apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: boundary-clock-ptp-config-nic1
  namespace: openshift-ptp
spec:
  profile:
  - name: "profile1"
    ptp4lOpts: "-2 --summary_interval -4"
    ptp4lConf: | [image: 1]
      [ens5f1]
      masterOnly 1
      [ens5f0]
      masterOnly 0
    ...
    phc2sysOpts: "-a -r -m -n 24 -N 8 -R 16" [image: 2]
	[image: 1] 
	
											Specify the required interfaces to start ptp4l as a boundary clock. For example, ens5f0 synchronizes from a grandmaster clock and ens5f1 synchronizes connected devices.
										

	[image: 2] 
	
											Required phc2sysOpts values. -m prints messages to stdout. The linuxptp-daemon DaemonSet parses the logs and generates Prometheus metrics.
										




	
									Create boundary-clock-ptp-config-nic2.yaml, removing the phc2sysOpts field altogether to disable the phc2sys service for the second NIC:
								
apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: boundary-clock-ptp-config-nic2
  namespace: openshift-ptp
spec:
  profile:
  - name: "profile2"
    ptp4lOpts: "-2 --summary_interval -4"
    ptp4lConf: | [image: 1]
      [ens7f1]
      masterOnly 1
      [ens7f0]
      masterOnly 0
...
	[image: 1] 
	
											Specify the required interfaces to start ptp4l as a boundary clock on the second NIC.
										



Note

										You must completely remove the phc2sysOpts field from the second PtpConfig CR to disable the phc2sys service on the second NIC.
									





	
							Create the dual NIC PtpConfig CRs by running the following commands:
						
	
									Create the CR that configures PTP for the first NIC:
								
$ oc create -f boundary-clock-ptp-config-nic1.yaml

	
									Create the CR that configures PTP for the second NIC:
								
$ oc create -f boundary-clock-ptp-config-nic2.yaml






Verification
	
							Check that the PTP Operator has applied the PtpConfig CRs for both NICs. Examine the logs for the linuxptp daemon corresponding to the node that has the dual NIC hardware installed. For example, run the following command:
						
$ oc logs linuxptp-daemon-cvgr6 -n openshift-ptp -c linuxptp-daemon-container
Example output

								

ptp4l[80828.335]: [ptp4l.1.config] master offset          5 s2 freq   -5727 path delay       519
ptp4l[80828.343]: [ptp4l.0.config] master offset         -5 s2 freq  -10607 path delay       533
phc2sys[80828.390]: [ptp4l.0.config] CLOCK_REALTIME phc offset         1 s2 freq  -87239 delay    539


							




Intel Columbiaville E800 series NIC as PTP ordinary clock reference




					The following table describes the changes that you must make to the reference PTP configuration in order to use Intel Columbiaville E800 series NICs as ordinary clocks. Make the changes in a PtpConfig custom resource (CR) that you apply to the cluster.
				
Table 15.3. Recommended PTP settings for Intel Columbiaville NIC
	PTP configuration	Recommended setting
	 
									phc2sysOpts
								

								 	 
									-a -r -m -n 24 -N 8 -R 16
								

								 
	 
									tx_timestamp_timeout
								

								 	 
									50
								

								 
	 
									boundary_clock_jbod
								

								 	 
									0
								

								 



Note

						For phc2sysOpts, -m prints messages to stdout. The linuxptp-daemon DaemonSet parses the logs and generates Prometheus metrics.
					

Additional resources
	
							For a complete example CR that configures linuxptp services as an ordinary clock with PTP fast events, see Configuring linuxptp services as ordinary clock.
						



Configuring FIFO priority scheduling for PTP hardware




					In telco or other deployment configurations that require low latency performance, PTP daemon threads run in a constrained CPU footprint alongside the rest of the infrastructure components. By default, PTP threads run with the SCHED_OTHER policy. Under high load, these threads might not get the scheduling latency they require for error-free operation.
				

					To mitigate against potential scheduling latency errors, you can configure the PTP Operator linuxptp services to allow threads to run with a SCHED_FIFO policy. If SCHED_FIFO is set for a PtpConfig CR, then ptp4l and phc2sys will run in the parent container under chrt with a priority set by the ptpSchedulingPriority field of the PtpConfig CR.
				
Note

						Setting ptpSchedulingPolicy is optional, and is only required if you are experiencing latency errors.
					

Procedure
	
							Edit the PtpConfig CR profile:
						
$ oc edit PtpConfig -n openshift-ptp

	
							Change the ptpSchedulingPolicy and ptpSchedulingPriority fields:
						
apiVersion: ptp.openshift.io/v1
kind: PtpConfig
metadata:
  name: <ptp_config_name>
  namespace: openshift-ptp
...
spec:
  profile:
  - name: "profile1"
...
    ptpSchedulingPolicy: SCHED_FIFO [image: 1]
    ptpSchedulingPriority: 10 [image: 2]
	[image: 1] 
	
									Scheduling policy for ptp4l and phc2sys processes. Use SCHED_FIFO on systems that support FIFO scheduling.
								

	[image: 2] 
	
									Required. Sets the integer value 1-65 used to configure FIFO priority for ptp4l and phc2sys processes.
								




	
							Save and exit to apply the changes to the PtpConfig CR.
						


Verification
	
							Get the name of the linuxptp-daemon pod and corresponding node where the PtpConfig CR has been applied:
						
$ oc get pods -n openshift-ptp -o wide
Example output

								

NAME                            READY   STATUS    RESTARTS   AGE     IP            NODE
linuxptp-daemon-gmv2n           3/3     Running   0          1d17h   10.1.196.24   compute-0.example.com
linuxptp-daemon-lgm55           3/3     Running   0          1d17h   10.1.196.25   compute-1.example.com
ptp-operator-3r4dcvf7f4-zndk7   1/1     Running   0          1d7h    10.129.0.61   control-plane-1.example.com


							

	
							Check that the ptp4l process is running with the updated chrt FIFO priority:
						
$ oc -n openshift-ptp logs linuxptp-daemon-lgm55 -c linuxptp-daemon-container|grep chrt
Example output

								

I1216 19:24:57.091872 1600715 daemon.go:285] /bin/chrt -f 65 /usr/sbin/ptp4l -f /var/run/ptp4l.0.config -2  --summary_interval -4 -m


							





Troubleshooting common PTP Operator issues




				Troubleshoot common problems with the PTP Operator by performing the following steps.
			
Prerequisites
	
						Install the OpenShift Container Platform CLI (oc).
					
	
						Log in as a user with cluster-admin privileges.
					
	
						Install the PTP Operator on a bare-metal cluster with hosts that support PTP.
					


Procedure
	
						Check the Operator and operands are successfully deployed in the cluster for the configured nodes.
					
$ oc get pods -n openshift-ptp -o wide
Example output

							

NAME                            READY   STATUS    RESTARTS   AGE     IP            NODE
linuxptp-daemon-lmvgn           3/3     Running   0          4d17h   10.1.196.24   compute-0.example.com
linuxptp-daemon-qhfg7           3/3     Running   0          4d17h   10.1.196.25   compute-1.example.com
ptp-operator-6b8dcbf7f4-zndk7   1/1     Running   0          5d7h    10.129.0.61   control-plane-1.example.com


						
Note

							When the PTP fast event bus is enabled, the number of ready linuxptp-daemon pods is 3/3. If the PTP fast event bus is not enabled, 2/2 is displayed.
						


	
						Check that supported hardware is found in the cluster.
					
$ oc -n openshift-ptp get nodeptpdevices.ptp.openshift.io
Example output

							

NAME                                  AGE
control-plane-0.example.com           10d
control-plane-1.example.com           10d
compute-0.example.com                 10d
compute-1.example.com                 10d
compute-2.example.com                 10d


						

	
						Check the available PTP network interfaces for a node:
					
$ oc -n openshift-ptp get nodeptpdevices.ptp.openshift.io <node_name> -o yaml

						where:
					
	<node_name>
	
									Specifies the node you want to query, for example, compute-0.example.com.
								
Example output

										

apiVersion: ptp.openshift.io/v1
kind: NodePtpDevice
metadata:
  creationTimestamp: "2021-09-14T16:52:33Z"
  generation: 1
  name: compute-0.example.com
  namespace: openshift-ptp
  resourceVersion: "177400"
  uid: 30413db0-4d8d-46da-9bef-737bacd548fd
spec: {}
status:
  devices:
  - name: eno1
  - name: eno2
  - name: eno3
  - name: eno4
  - name: enp5s0f0
  - name: enp5s0f1


									




	
						Check that the PTP interface is successfully synchronized to the primary clock by accessing the linuxptp-daemon pod for the corresponding node.
					
	
								Get the name of the linuxptp-daemon pod and corresponding node you want to troubleshoot by running the following command:
							
$ oc get pods -n openshift-ptp -o wide
Example output

									

NAME                            READY   STATUS    RESTARTS   AGE     IP            NODE
linuxptp-daemon-lmvgn           3/3     Running   0          4d17h   10.1.196.24   compute-0.example.com
linuxptp-daemon-qhfg7           3/3     Running   0          4d17h   10.1.196.25   compute-1.example.com
ptp-operator-6b8dcbf7f4-zndk7   1/1     Running   0          5d7h    10.129.0.61   control-plane-1.example.com


								

	
								Remote shell into the required linuxptp-daemon container:
							
$ oc rsh -n openshift-ptp -c linuxptp-daemon-container <linux_daemon_container>

								where:
							
	<linux_daemon_container>
	
											is the container you want to diagnose, for example linuxptp-daemon-lmvgn.
										



	
								In the remote shell connection to the linuxptp-daemon container, use the PTP Management Client (pmc) tool to diagnose the network interface. Run the following pmc command to check the sync status of the PTP device, for example ptp4l.
							
# pmc -u -f /var/run/ptp4l.0.config -b 0 'GET PORT_DATA_SET'
Example output when the node is successfully synced to the primary clock

									

sending: GET PORT_DATA_SET
    40a6b7.fffe.166ef0-1 seq 0 RESPONSE MANAGEMENT PORT_DATA_SET
        portIdentity            40a6b7.fffe.166ef0-1
        portState               SLAVE
        logMinDelayReqInterval  -4
        peerMeanPathDelay       0
        logAnnounceInterval     -3
        announceReceiptTimeout  3
        logSyncInterval         -4
        delayMechanism          1
        logMinPdelayReqInterval -4
        versionNumber           2


								






Collecting Precision Time Protocol (PTP) Operator data




					You can use the oc adm must-gather CLI command to collect information about your cluster, including features and objects associated with Precision Time Protocol (PTP) Operator.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						
	
							You have installed the PTP Operator.
						


Procedure
	
							To collect PTP Operator data with must-gather, you must specify the PTP Operator must-gather image.
						
$ oc adm must-gather --image=registry.redhat.io/openshift4/ptp-must-gather-rhel8:v4.11





PTP hardware fast event notifications framework



About PTP and clock synchronization error events




					Cloud native applications such as virtual RAN require access to notifications about hardware timing events that are critical to the functioning of the overall network. Fast event notifications are early warning signals about impending and real-time Precision Time Protocol (PTP) clock synchronization events. PTP clock synchronization errors can negatively affect the performance and reliability of your low latency application, for example, a vRAN application running in a distributed unit (DU).
				

					Loss of PTP synchronization is a critical error for a RAN network. If synchronization is lost on a node, the radio might be shut down and the network Over the Air (OTA) traffic might be shifted to another node in the wireless network. Fast event notifications mitigate against workload errors by allowing cluster nodes to communicate PTP clock sync status to the vRAN application running in the DU.
				

					Event notifications are available to RAN applications running on the same DU node. A publish/subscribe REST API passes events notifications to the messaging bus. Publish/subscribe messaging, or pub/sub messaging, is an asynchronous service to service communication architecture where any message published to a topic is immediately received by all the subscribers to the topic.
				

					Fast event notifications are generated by the PTP Operator in OpenShift Container Platform for every PTP-capable network interface. The events are made available using a cloud-event-proxy sidecar container over an Advanced Message Queuing Protocol (AMQP) message bus. The AMQP message bus is provided by the AMQ Interconnect Operator.
				
Note

						PTP fast event notifications are available for network interfaces configured to use PTP ordinary clocks or PTP boundary clocks.
					


About the PTP fast event notifications framework




					You can subscribe distributed unit (DU) applications to Precision Time Protocol (PTP) fast events notifications that are generated by OpenShift Container Platform with the PTP Operator and cloud-event-proxy sidecar container. You enable the cloud-event-proxy sidecar container by setting the enableEventPublisher field to true in the ptpOperatorConfig custom resource (CR) and specifying an Advanced Message Queuing Protocol (AMQP) transportHost address. PTP fast events use an AMQP event notification bus provided by the AMQ Interconnect Operator. AMQ Interconnect is a component of Red Hat AMQ, a messaging router that provides flexible routing of messages between any AMQP-enabled endpoints. An overview of the PTP fast events framework is below:
				
Figure 15.1. Overview of PTP fast events
[image: Overview of PTP fast events]



					The cloud-event-proxy sidecar container can access the same resources as the primary vRAN application without using any of the resources of the primary application and with no significant latency.
				

					The fast events notifications framework uses a REST API for communication and is based on the O-RAN REST API specification. The framework consists of a publisher, subscriber, and an AMQ messaging bus to handle communications between the publisher and subscriber applications. The cloud-event-proxy sidecar is a utility container that runs in a pod that is loosely coupled to the main DU application container on the DU node. It provides an event publishing framework that allows you to subscribe DU applications to published PTP events.
				

					DU applications run the cloud-event-proxy container in a sidecar pattern to subscribe to PTP events. The following workflow describes how a DU application uses PTP fast events:
				
	
							DU application requests a subscription: The DU sends an API request to the cloud-event-proxy sidecar to create a PTP events subscription. The cloud-event-proxy sidecar creates a subscription resource.
						
	
							cloud-event-proxy sidecar creates the subscription: The event resource is persisted by the cloud-event-proxy sidecar. The cloud-event-proxy sidecar container sends an acknowledgment with an ID and URL location to access the stored subscription resource. The sidecar creates an AMQ messaging listener protocol for the resource specified in the subscription.
						
	
							DU application receives the PTP event notification: The cloud-event-proxy sidecar container listens to the address specified in the resource qualifier. The DU events consumer processes the message and passes it to the return URL specified in the subscription.
						
	
							cloud-event-proxy sidecar validates the PTP event and posts it to the DU application: The cloud-event-proxy sidecar receives the event, unwraps the cloud events object to retrieve the data, and fetches the return URL to post the event back to the DU consumer application.
						
	
							DU application uses the PTP event: The DU application events consumer receives and processes the PTP event.
						



Installing the AMQ messaging bus




					To pass PTP fast event notifications between publisher and subscriber on a node, you must install and configure an AMQ messaging bus to run locally on the node. You do this by installing the AMQ Interconnect Operator for use in the cluster.
				
Prerequisites
	
							Install the OpenShift Container Platform CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Install the AMQ Interconnect Operator to its own amq-interconnect namespace. See Adding the Red Hat Integration - AMQ Interconnect Operator.
						


Verification
	
							Check that the AMQ Interconnect Operator is available and the required pods are running:
						
$ oc get pods -n amq-interconnect
Example output

								

NAME                                    READY   STATUS    RESTARTS   AGE
amq-interconnect-645db76c76-k8ghs       1/1     Running   0          23h
interconnect-operator-5cb5fc7cc-4v7qm   1/1     Running   0          23h


							

	
							Check that the required linuxptp-daemon PTP event producer pods are running in the openshift-ptp namespace.
						
$ oc get pods -n openshift-ptp
Example output

								

NAME                     READY   STATUS    RESTARTS       AGE
linuxptp-daemon-2t78p    3/3     Running   0              12h
linuxptp-daemon-k8n88    3/3     Running   0              12h


							




Configuring the PTP fast event notifications publisher




					To start using PTP fast event notifications for a network interface in your cluster, you must enable the fast event publisher in the PTP Operator PtpOperatorConfig custom resource (CR) and configure ptpClockThreshold values in a PtpConfig CR that you create.
				
Prerequisites
	
							Install the OpenShift Container Platform CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the PTP Operator and AMQ Interconnect Operator.
						


Procedure
	
							Modify the default PTP Operator config to enable PTP fast events.
						
	
									Save the following YAML in the ptp-operatorconfig.yaml file:
								
apiVersion: ptp.openshift.io/v1
kind: PtpOperatorConfig
metadata:
  name: default
  namespace: openshift-ptp
spec:
  daemonNodeSelector:
    node-role.kubernetes.io/worker: ""
  ptpEventConfig:
    enableEventPublisher: true [image: 1]
    transportHost: amqp://<instance_name>.<namespace>.svc.cluster.local [image: 2]
	[image: 1] 
	
											Set enableEventPublisher to true to enable PTP fast event notifications.
										

	[image: 2] 
	
											Set transportHost to the AMQ router that you configured where <instance_name> and <namespace> correspond to the AMQ Interconnect router instance name and namespace, for example, amqp://amq-interconnect.amq-interconnect.svc.cluster.local
										




	
									Update the PtpOperatorConfig CR:
								
$ oc apply -f ptp-operatorconfig.yaml




	
							Create a PtpConfig custom resource (CR) for the PTP enabled interface, and set the required values for ptpClockThreshold and ptp4lOpts. The following YAML illustrates the required values that you must set in the PtpConfig CR:
						
spec:
  profile:
  - name: "profile1"
    interface: "enp5s0f0"
    ptp4lOpts: "-2 -s --summary_interval -4" [image: 1]
    phc2sysOpts: "-a -r -m -n 24 -N 8 -R 16" [image: 2]
    ptp4lConf: "" [image: 3]
    ptpClockThreshold: [image: 4]
      holdOverTimeout: 5
      maxOffsetThreshold: 100
      minOffsetThreshold: -100
	[image: 1] 
	
									Append --summary_interval -4 to use PTP fast events.
								

	[image: 2] 
	
									Required phc2sysOpts values. -m prints messages to stdout. The linuxptp-daemon DaemonSet parses the logs and generates Prometheus metrics.
								

	[image: 3] 
	
									Specify a string that contains the configuration to replace the default /etc/ptp4l.conf file. To use the default configuration, leave the field empty.
								

	[image: 4] 
	
									Optional. If the ptpClockThreshold stanza is not present, default values are used for the ptpClockThreshold fields. The stanza shows default ptpClockThreshold values. The ptpClockThreshold values configure how long after the PTP master clock is disconnected before PTP events are triggered. holdOverTimeout is the time value in seconds before the PTP clock event state changes to FREERUN when the PTP master clock is disconnected. The maxOffsetThreshold and minOffsetThreshold settings configure offset values in nanoseconds that compare against the values for CLOCK_REALTIME (phc2sys) or master offset (ptp4l). When the ptp4l or phc2sys offset value is outside this range, the PTP clock state is set to FREERUN. When the offset value is within this range, the PTP clock state is set to LOCKED.
								






Additional resources
	
							For a complete example CR that configures linuxptp services as an ordinary clock with PTP fast events, see Configuring linuxptp services as ordinary clock.
						



Subscribing DU applications to PTP events REST API reference




					Use the PTP event notifications REST API to subscribe a distributed unit (DU) application to the PTP events that are generated on the parent node.
				

					Subscribe applications to PTP events by using the resource address /cluster/node/<node_name>/ptp, where <node_name> is the cluster node running the DU application.
				

					Deploy your cloud-event-consumer DU application container and cloud-event-proxy sidecar container in a separate DU application pod. The cloud-event-consumer DU application subscribes to the cloud-event-proxy container in the application pod.
				

					Use the following API endpoints to subscribe the cloud-event-consumer DU application to PTP events posted by the cloud-event-proxy container at http://localhost:8089/api/ocloudNotifications/v1/ in the DU application pod:
				
	
							/api/ocloudNotifications/v1/subscriptions
						
	
									POST: Creates a new subscription
								
	
									GET: Retrieves a list of subscriptions
								



	
							/api/ocloudNotifications/v1/subscriptions/<subscription_id>
						
	
									GET: Returns details for the specified subscription ID
								



	
							/api/ocloudNotifications/v1/health
						
	
									GET: Returns the health status of ocloudNotifications API
								



	
							api/ocloudNotifications/v1/publishers
						
	
									GET: Returns an array of os-clock-sync-state, ptp-clock-class-change, and lock-state messages for the cluster node
								



	
							/api/ocloudnotifications/v1/<resource_address>/CurrentState
						
	
									GET: Returns the current state of one the following event types: os-clock-sync-state, ptp-clock-class-change, or lock-state events
								





Note

						9089 is the default port for the cloud-event-consumer container deployed in the application pod. You can configure a different port for your DU application as required.
					

api/ocloudNotifications/v1/subscriptions



HTTP method

						GET api/ocloudNotifications/v1/subscriptions
					
Description

						Returns a list of subscriptions. If subscriptions exist, a 200 OK status code is returned along with the list of subscriptions.
					
Example API response

							

[
 {
  "id": "75b1ad8f-c807-4c23-acf5-56f4b7ee3826",
  "endpointUri": "http://localhost:9089/event",
  "uriLocation": "http://localhost:8089/api/ocloudNotifications/v1/subscriptions/75b1ad8f-c807-4c23-acf5-56f4b7ee3826",
  "resource": "/cluster/node/compute-1.example.com/ptp"
 }
]


						
HTTP method

						POST api/ocloudNotifications/v1/subscriptions
					
Description

						Creates a new subscription. If a subscription is successfully created, or if it already exists, a 201 Created status code is returned.
					
Table 15.4. Query parameters
	Parameter	Type
	 
										subscription
									

									 	 
										data
									

									 



Example payload

							

{
  "uriLocation": "http://localhost:8089/api/ocloudNotifications/v1/subscriptions",
  "resource": "/cluster/node/compute-1.example.com/ptp"
}


						

api/ocloudNotifications/v1/subscriptions/<subscription_id>



HTTP method

						GET api/ocloudNotifications/v1/subscriptions/<subscription_id>
					
Description

						Returns details for the subscription with ID <subscription_id>
					
Table 15.5. Query parameters
	Parameter	Type
	 
										<subscription_id>
									

									 	 
										string
									

									 



Example API response

							

{
  "id":"48210fb3-45be-4ce0-aa9b-41a0e58730ab",
  "endpointUri": "http://localhost:9089/event",
  "uriLocation":"http://localhost:8089/api/ocloudNotifications/v1/subscriptions/48210fb3-45be-4ce0-aa9b-41a0e58730ab",
  "resource":"/cluster/node/compute-1.example.com/ptp"
}


						

api/ocloudNotifications/v1/health/



HTTP method

						GET api/ocloudNotifications/v1/health/
					
Description

						Returns the health status for the ocloudNotifications REST API.
					
Example API response

							

OK


						

api/ocloudNotifications/v1/publishers



HTTP method

						GET api/ocloudNotifications/v1/publishers
					
Description

						Returns an array of os-clock-sync-state, ptp-clock-class-change, and lock-state details for the cluster node. The system generates notifications when the relevant equipment state changes.
					
	
								os-clock-sync-state notifications describe the host operating system clock synchronization state. Can be in LOCKED or FREERUN state.
							
	
								ptp-clock-class-change notifications describe the current state of the PTP clock class.
							
	
								lock-state notifications describe the current status of the PTP equipment lock state. Can be in LOCKED, HOLDOVER or FREERUN state.
							


Example API response

							

[
  {
    "id": "0fa415ae-a3cf-4299-876a-589438bacf75",
    "endpointUri": "http://localhost:9085/api/ocloudNotifications/v1/dummy",
    "uriLocation": "http://localhost:9085/api/ocloudNotifications/v1/publishers/0fa415ae-a3cf-4299-876a-589438bacf75",
    "resource": "/cluster/node/compute-1.example.com/sync/sync-status/os-clock-sync-state"
  },
  {
    "id": "28cd82df-8436-4f50-bbd9-7a9742828a71",
    "endpointUri": "http://localhost:9085/api/ocloudNotifications/v1/dummy",
    "uriLocation": "http://localhost:9085/api/ocloudNotifications/v1/publishers/28cd82df-8436-4f50-bbd9-7a9742828a71",
    "resource": "/cluster/node/compute-1.example.com/sync/ptp-status/ptp-clock-class-change"
  },
  {
    "id": "44aa480d-7347-48b0-a5b0-e0af01fa9677",
    "endpointUri": "http://localhost:9085/api/ocloudNotifications/v1/dummy",
    "uriLocation": "http://localhost:9085/api/ocloudNotifications/v1/publishers/44aa480d-7347-48b0-a5b0-e0af01fa9677",
    "resource": "/cluster/node/compute-1.example.com/sync/ptp-status/lock-state"
  }
]


						

						You can find os-clock-sync-state, ptp-clock-class-change and lock-state events in the logs for the cloud-event-proxy container. For example:
					
$ oc logs -f linuxptp-daemon-cvgr6 -n openshift-ptp -c cloud-event-proxy
Example os-clock-sync-state event

							

{
   "id":"c8a784d1-5f4a-4c16-9a81-a3b4313affe5",
   "type":"event.sync.sync-status.os-clock-sync-state-change",
   "source":"/cluster/compute-1.example.com/ptp/CLOCK_REALTIME",
   "dataContentType":"application/json",
   "time":"2022-05-06T15:31:23.906277159Z",
   "data":{
      "version":"v1",
      "values":[
         {
            "resource":"/sync/sync-status/os-clock-sync-state",
            "dataType":"notification",
            "valueType":"enumeration",
            "value":"LOCKED"
         },
         {
            "resource":"/sync/sync-status/os-clock-sync-state",
            "dataType":"metric",
            "valueType":"decimal64.3",
            "value":"-53"
         }
      ]
   }
}


						
Example ptp-clock-class-change event

							

{
   "id":"69eddb52-1650-4e56-b325-86d44688d02b",
   "type":"event.sync.ptp-status.ptp-clock-class-change",
   "source":"/cluster/compute-1.example.com/ptp/ens2fx/master",
   "dataContentType":"application/json",
   "time":"2022-05-06T15:31:23.147100033Z",
   "data":{
      "version":"v1",
      "values":[
         {
            "resource":"/sync/ptp-status/ptp-clock-class-change",
            "dataType":"metric",
            "valueType":"decimal64.3",
            "value":"135"
         }
      ]
   }
}


						
Example lock-state event

							

{
   "id":"305ec18b-1472-47b3-aadd-8f37933249a9",
   "type":"event.sync.ptp-status.ptp-state-change",
   "source":"/cluster/compute-1.example.com/ptp/ens2fx/master",
   "dataContentType":"application/json",
   "time":"2022-05-06T15:31:23.467684081Z",
   "data":{
      "version":"v1",
      "values":[
         {
            "resource":"/sync/ptp-status/lock-state",
            "dataType":"notification",
            "valueType":"enumeration",
            "value":"LOCKED"
         },
         {
            "resource":"/sync/ptp-status/lock-state",
            "dataType":"metric",
            "valueType":"decimal64.3",
            "value":"62"
         }
      ]
   }
}


						

/api/ocloudnotifications/v1/<resource_address>/CurrentState



HTTP method

						GET api/ocloudNotifications/v1/cluster/node/<node_name>/sync/ptp-status/lock-state/CurrentState
					

						GET api/ocloudNotifications/v1/cluster/node/<node_name>/sync/sync-status/os-clock-sync-state/CurrentState
					

						GET api/ocloudNotifications/v1/cluster/node/<node_name>/sync/ptp-status/ptp-clock-class-change/CurrentState
					
Description

						Configure the CurrentState API endpoint to return the current state of the os-clock-sync-state, ptp-clock-class-change, or lock-state events for the cluster node.
					
	
								os-clock-sync-state notifications describe the host operating system clock synchronization state. Can be in LOCKED or FREERUN state.
							
	
								ptp-clock-class-change notifications describe the current state of the PTP clock class.
							
	
								lock-state notifications describe the current status of the PTP equipment lock state. Can be in LOCKED, HOLDOVER or FREERUN state.
							


Table 15.6. Query parameters
	Parameter	Type
	 
										<resource_address>
									

									 	 
										string
									

									 



Example lock-state API response

							

{
  "id": "c1ac3aa5-1195-4786-84f8-da0ea4462921",
  "type": "event.sync.ptp-status.ptp-state-change",
  "source": "/cluster/node/compute-1.example.com/sync/ptp-status/lock-state",
  "dataContentType": "application/json",
  "time": "2023-01-10T02:41:57.094981478Z",
  "data": {
    "version": "v1",
    "values": [
      {
        "resource": "/cluster/node/compute-1.example.com/ens5fx/master",
        "dataType": "notification",
        "valueType": "enumeration",
        "value": "LOCKED"
      },
      {
        "resource": "/cluster/node/compute-1.example.com/ens5fx/master",
        "dataType": "metric",
        "valueType": "decimal64.3",
        "value": "29"
      }
    ]
  }
}


						
Example os-clock-sync-state API response

							

{
  "specversion": "0.3",
  "id": "4f51fe99-feaa-4e66-9112-66c5c9b9afcb",
  "source": "/cluster/node/compute-1.example.com/sync/sync-status/os-clock-sync-state",
  "type": "event.sync.sync-status.os-clock-sync-state-change",
  "subject": "/cluster/node/compute-1.example.com/sync/sync-status/os-clock-sync-state",
  "datacontenttype": "application/json",
  "time": "2022-11-29T17:44:22.202Z",
  "data": {
    "version": "v1",
    "values": [
      {
        "resource": "/cluster/node/compute-1.example.com/CLOCK_REALTIME",
        "dataType": "notification",
        "valueType": "enumeration",
        "value": "LOCKED"
      },
      {
        "resource": "/cluster/node/compute-1.example.com/CLOCK_REALTIME",
        "dataType": "metric",
        "valueType": "decimal64.3",
        "value": "27"
      }
    ]
  }
}


						
Example ptp-clock-class-change API response

							

{
  "id": "064c9e67-5ad4-4afb-98ff-189c6aa9c205",
  "type": "event.sync.ptp-status.ptp-clock-class-change",
  "source": "/cluster/node/compute-1.example.com/sync/ptp-status/ptp-clock-class-change",
  "dataContentType": "application/json",
  "time": "2023-01-10T02:41:56.785673989Z",
  "data": {
    "version": "v1",
    "values": [
      {
        "resource": "/cluster/node/compute-1.example.com/ens5fx/master",
        "dataType": "metric",
        "valueType": "decimal64.3",
        "value": "165"
      }
    ]
  }
}


						


Monitoring PTP fast event metrics using the CLI




					You can monitor fast events bus metrics directly from cloud-event-proxy containers using the oc CLI.
				
Note

						PTP fast event notification metrics are also available in the OpenShift Container Platform web console.
					

Prerequisites
	
							Install the OpenShift Container Platform CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install and configure the PTP Operator.
						


Procedure
	
							Get the list of active linuxptp-daemon pods.
						
$ oc get pods -n openshift-ptp
Example output

								

NAME                    READY   STATUS    RESTARTS   AGE
linuxptp-daemon-2t78p   3/3     Running   0          8h
linuxptp-daemon-k8n88   3/3     Running   0          8h


							

	
							Access the metrics for the required cloud-event-proxy container by running the following command:
						
$ oc exec -it <linuxptp-daemon> -n openshift-ptp -c cloud-event-proxy -- curl 127.0.0.1:9091/metrics

							where:
						
	<linuxptp-daemon>
	
										Specifies the pod you want to query, for example, linuxptp-daemon-2t78p.
									
Example output

											

# HELP cne_amqp_events_published Metric to get number of events published by the transport
# TYPE cne_amqp_events_published gauge
cne_amqp_events_published{address="/cluster/node/compute-1.example.com/ptp/status",status="success"} 1041
# HELP cne_amqp_events_received Metric to get number of events received  by the transport
# TYPE cne_amqp_events_received gauge
cne_amqp_events_received{address="/cluster/node/compute-1.example.com/ptp",status="success"} 1019
# HELP cne_amqp_receiver Metric to get number of receiver created
# TYPE cne_amqp_receiver gauge
cne_amqp_receiver{address="/cluster/node/mock",status="active"} 1
cne_amqp_receiver{address="/cluster/node/compute-1.example.com/ptp",status="active"} 1
cne_amqp_receiver{address="/cluster/node/compute-1.example.com/redfish/event",status="active"}
...


										







Monitoring PTP fast event metrics in the web console




					You can monitor PTP fast event metrics in the OpenShift Container Platform web console by using the pre-configured and self-updating Prometheus monitoring stack.
				
Prerequisites
	
							Install the OpenShift Container Platform CLI oc.
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Enter the following command to return the list of available PTP metrics from the cloud-event-proxy sidecar container:
						
$ oc exec -it <linuxptp_daemon_pod> -n openshift-ptp -c cloud-event-proxy -- curl 127.0.0.1:9091/metrics

							where:
						
	<linuxptp_daemon_pod>
	
										Specifies the pod you want to query, for example, linuxptp-daemon-2t78p.
									



	
							Copy the name of the PTP metric you want to query from the list of returned metrics, for example, cne_amqp_events_received.
						
	
							In the OpenShift Container Platform web console, click Observe → Metrics.
						
	
							Paste the PTP metric into the Expression field, and click Run queries.
						


Additional resources
	
							Managing metrics
						





Chapter 16. External DNS Operator



External DNS Operator in OpenShift Container Platform




				The External DNS Operator deploys and manages ExternalDNS to provide the name resolution for services and routes from the external DNS provider to OpenShift Container Platform.
			
External DNS Operator




					The External DNS Operator implements the External DNS API from the olm.openshift.io API group. The External DNS Operator deploys the ExternalDNS using a deployment resource. The ExternalDNS deployment watches the resources such as services and routes in the cluster and updates the external DNS providers.
				
Procedure

						You can deploy the ExternalDNS Operator on demand from the OperatorHub, this creates a Subscription object.
					
	
							Check the name of an install plan:
						
$ oc -n external-dns-operator get sub external-dns-operator -o yaml | yq '.status.installplan.name'
Example output

								

install-zcvlr


							

	
							Check the status of an install plan, the status of an install plan must be Complete:
						
$ oc -n external-dns-operator get ip <install_plan_name> -o yaml | yq '.status.phase'
Example output

								

Complete


							

	
							Use the oc get command to view the Deployment status:
						
$ oc get -n external-dns-operator deployment/external-dns-operator
Example output

								

NAME                    READY     UP-TO-DATE   AVAILABLE   AGE
external-dns-operator   1/1       1            1           23h


							




External DNS Operator logs




					You can view External DNS Operator logs by using the oc logs command.
				
Procedure
	
							View the logs of the External DNS Operator:
						
$ oc logs -n external-dns-operator deployment/external-dns-operator -c external-dns-operator



External DNS Operator domain name limitations




						External DNS Operator uses the TXT registry, which follows the new format and adds the prefix for the TXT records. This reduces the maximum length of the domain name for the TXT records. A DNS record cannot be present without a corresponding TXT record, so the domain name of the DNS record must follow the same limit as the TXT records. For example, DNS record is <domain-name-from-source> and the TXT record is external-dns-<record-type>-<domain-name-from-source>.
					

						The domain name of the DNS records generated by External DNS Operator has the following limitations:
					
	Record type	Number of characters
	 
										CNAME
									

									 	 
										44
									

									 
	 
										Wildcard CNAME records on AzureDNS
									

									 	 
										42
									

									 
	 
										A
									

									 	 
										48
									

									 
	 
										Wildcard A records on AzureDNS
									

									 	 
										46
									

									 



						If the domain name generated by External DNS exceeds the domain name limitation, the External DNS instance gives the following error:
					
$ oc -n external-dns-operator logs external-dns-aws-7ddbd9c7f8-2jqjh [image: 1]
	[image: 1] 
	
								The external-dns-aws-7ddbd9c7f8-2jqjh parameter specifies the name of the External DNS pod.
							



Example output

							

time="2022-09-02T08:53:57Z" level=info msg="Desired change: CREATE external-dns-cname-hello-openshift-aaaaaaaaaa-bbbbbbbbbb-ccccccc.test.example.io TXT [Id: /hostedzone/Z06988883Q0H0RL6UMXXX]"
time="2022-09-02T08:53:57Z" level=info msg="Desired change: CREATE external-dns-hello-openshift-aaaaaaaaaa-bbbbbbbbbb-ccccccc.test.example.io TXT [Id: /hostedzone/Z06988883Q0H0RL6UMXXX]"
time="2022-09-02T08:53:57Z" level=info msg="Desired change: CREATE hello-openshift-aaaaaaaaaa-bbbbbbbbbb-ccccccc.test.example.io A [Id: /hostedzone/Z06988883Q0H0RL6UMXXX]"
time="2022-09-02T08:53:57Z" level=error msg="Failure in zone test.example.io. [Id: /hostedzone/Z06988883Q0H0RL6UMXXX]"
time="2022-09-02T08:53:57Z" level=error msg="InvalidChangeBatch: [FATAL problem: DomainLabelTooLong (Domain label is too long) encountered with 'external-dns-a-hello-openshift-aaaaaaaaaa-bbbbbbbbbb-ccccccc']\n\tstatus code: 400, request id: e54dfd5a-06c6-47b0-bcb9-a4f7c3a4e0c6"


						



Installing External DNS Operator on cloud providers




				You can install External DNS Operator on cloud providers such as AWS, Azure and GCP.
			
Installing the External DNS Operator




					You can install the External DNS Operator using the OpenShift Container Platform OperatorHub.
				
Procedure
	
							Click Operators → OperatorHub in the OpenShift Container Platform Web Console.
						
	
							Click External DNS Operator. You can use the Filter by keyword text box or the filter list to search for External DNS Operator from the list of Operators.
						
	
							Select the external-dns-operator namespace.
						
	
							On the External DNS Operator page, click Install.
						
	
							On the Install Operator page, ensure that you selected the following options:
						
	
									Update the channel as stable-v1.0.
								
	
									Installation mode as A specific name on the cluster.
								
	
									Installed namespace as external-dns-operator. If namespace external-dns-operator does not exist, it gets created during the Operator installation.
								
	
									Select Approval Strategy as Automatic or Manual. Approval Strategy is set to Automatic by default.
								
	
									Click Install.
								






					If you select Automatic updates, the Operator Lifecycle Manager (OLM) automatically upgrades the running instance of your Operator without any intervention.
				

					If you select Manual updates, the OLM creates an update request. As a cluster administrator, you must then manually approve that update request to have the Operator updated to the new version.
				
Verification

						Verify that External DNS Operator shows the Status as Succeeded on the Installed Operators dashboard.
					


External DNS Operator configuration parameters




				The External DNS Operators includes the following configuration parameters:
			
External DNS Operator configuration parameters




					The External DNS Operator includes the following configuration parameters:
				
	Parameter	Description
	 
									spec
								

								 	 
									Enables the type of a cloud provider.
								

								 
spec:
  provider:
    type: AWS [image: 1]
    aws:
      credentials:
        name: aws-access-key [image: 2]

								 	[image: 1] 
	
											Defines available options such as AWS, GCP and Azure.
										

	[image: 2] 
	
											Defines a name of the secret which contains credentials for your cloud provider.
										




								 
	 
									zones
								

								 	 
									Enables you to specify DNS zones by their domains. If you do not specify zones, ExternalDNS discovers all the zones present in your cloud provider account.
								

								 
zones:
- "myzoneid" [image: 1]

								 	[image: 1] 
	
											Specifies the IDs of DNS zones.
										




								 
	 
									domains
								

								 	 
									Enables you to specify AWS zones by their domains. If you do not specify domains, ExternalDNS discovers all the zones present in your cloud provider account.
								

								 
domains:
- filterType: Include [image: 1]
  matchType: Exact [image: 2]
  name: "myzonedomain1.com" [image: 3]
- filterType: Include
  matchType: Pattern [image: 4]
  pattern: ".*\\.otherzonedomain\\.com" [image: 5]

								 	[image: 1] 
	
											Instructs ExternalDNS to include the domain specified.
										

	[image: 2] 
	
											Instructs ExtrnalDNS that the domain matching has to be exact as opposed to regular expression match.
										

	[image: 3] 
	
											Defines the exact domain name by which ExternalDNS filters.
										

	[image: 4] 
	
											Sets regex-domain-filter flag in ExternalDNS. You can limit possible domains by using a Regex filter.
										

	[image: 5] 
	
											Defines the regex pattern to be used by ExternalDNS to filter the domains of the target zones.
										




								 
	 
									source
								

								 	 
									Enables you to specify the source for the DNS records, Service or Route.
								

								 
source: [image: 1]
  type: Service [image: 2]
  service:
    serviceType:[image: 3]
      - LoadBalancer
      - ClusterIP
  labelFilter: [image: 4]
    matchLabels:
      external-dns.mydomain.org/publish: "yes"
  hostnameAnnotation: "Allow" [image: 5]
  fqdnTemplate:
  - "{{.Name}}.myzonedomain.com" [image: 6]

								 	[image: 1] 
	
											Defines the settings for the source of DNS records.
										

	[image: 2] 
	
											The ExternalDNS uses Service type as source for creating dns records.
										

	[image: 3] 
	
											Sets service-type-filter flag in ExternalDNS. The serviceType contains the following fields:
										
	
													default: LoadBalancer
												
	
													expected: ClusterIP
												
	
													NodePort
												
	
													LoadBalancer
												
	
													ExternalName
												



	[image: 4] 
	
											Ensures that the controller considers only those resources which matches with label filter.
										

	[image: 5] 
	
											The default value for hostnameAnnotation is Ignore which instructs ExternalDNS to generate DNS records using the templates specified in the field fqdnTemplates. When the value is Allow the DNS records get generated based on the value specified in the external-dns.alpha.kubernetes.io/hostname annotation.
										

	[image: 6] 
	
											External DNS Operator uses a string to generate DNS names from sources that don’t define a hostname, or to add a hostname suffix when paired with the fake source.
										




								 
source:
  type: OpenShiftRoute [image: 1]
  openshiftRouteOptions:
    routerName: default [image: 2]
    labelFilter:
      matchLabels:
        external-dns.mydomain.org/publish: "yes"

								 	[image: 1] 
	
											ExternalDNS` uses type route as source for creating dns records.
										

	[image: 2] 
	
											If the source is OpenShiftRoute, then you can pass the Ingress Controller name. The ExternalDNS uses canonical name of Ingress Controller as the target for CNAME record.
										




								 




Creating DNS records on AWS




				You can create DNS records on AWS and AWS GovCloud by using External DNS Operator.
			
Creating DNS records on an public hosted zone for AWS by using Red Hat External DNS Operator




					You can create DNS records on a public hosted zone for AWS by using the Red Hat External DNS Operator. You can use the same instructions to create DNS records on a hosted zone for AWS GovCloud.
				
Procedure
	
							Check the user. The user must have access to the kube-system namespace. If you don’t have the credentials, as you can fetch the credentials from the kube-system namespace to use the cloud provider client:
						
$ oc whoami
Example output

								

system:admin


							

	
							Fetch the values from aws-creds secret present in kube-system namespace.
						
$ export AWS_ACCESS_KEY_ID=$(oc get secrets aws-creds -n kube-system  --template={{.data.aws_access_key_id}} | base64 -d)
$ export AWS_SECRET_ACCESS_KEY=$(oc get secrets aws-creds -n kube-system  --template={{.data.aws_secret_access_key}} | base64 -d)

	
							Get the routes to check the domain:
						
$ oc get routes --all-namespaces | grep console
Example output

								

openshift-console          console             console-openshift-console.apps.testextdnsoperator.apacshift.support                       console             https   reencrypt/Redirect     None
openshift-console          downloads           downloads-openshift-console.apps.testextdnsoperator.apacshift.support                     downloads           http    edge/Redirect          None


							

	
							Get the list of dns zones to find the one which corresponds to the previously found route’s domain:
						
$ aws route53 list-hosted-zones | grep testextdnsoperator.apacshift.support
Example output

								

HOSTEDZONES	terraform	/hostedzone/Z02355203TNN1XXXX1J6O	testextdnsoperator.apacshift.support.	5


							

	
							Create ExternalDNS resource for route source:
						
$ cat <<EOF | oc create -f -
apiVersion: externaldns.olm.openshift.io/v1beta1
kind: ExternalDNS
metadata:
  name: sample-aws [image: 1]
spec:
  domains:
  - filterType: Include   [image: 2]
    matchType: Exact   [image: 3]
    name: testextdnsoperator.apacshift.support [image: 4]
  provider:
    type: AWS [image: 5]
  source:  [image: 6]
    type: OpenShiftRoute [image: 7]
    openshiftRouteOptions:
      routerName: default [image: 8]
EOF
	[image: 1] 
	
									Defines the name of external DNS resource.
								

	[image: 2] 
	
									By default all hosted zones are selected as potential targets. You can include a hosted zone that you need.
								

	[image: 3] 
	
									The matching of the target zone’s domain has to be exact (as opposed to regular expression match).
								

	[image: 4] 
	
									Specify the exact domain of the zone you want to update. The hostname of the routes must be subdomains of the specified domain.
								

	[image: 5] 
	
									Defines the AWS Route53 DNS provider.
								

	[image: 6] 
	
									Defines options for the source of DNS records.
								

	[image: 7] 
	
									Defines OpenShift route resource as the source for the DNS records which gets created in the previously specified DNS provider.
								

	[image: 8] 
	
									If the source is OpenShiftRoute, then you can pass the OpenShift Ingress Controller name. External DNS Operator selects the canonical hostname of that router as the target while creating CNAME record.
								




	
							Check the records created for OCP routes using the following command:
						
$ aws route53 list-resource-record-sets --hosted-zone-id Z02355203TNN1XXXX1J6O --query "ResourceRecordSets[?Type == 'CNAME']" | grep console





Creating DNS records on Azure




				You can create DNS records on Azure using External DNS Operator.
			
Creating DNS records on an public DNS zone for Azure by using Red Hat External DNS Operator




					You can create DNS records on a public DNS zone for Azure by using Red Hat External DNS Operator.
				
Procedure
	
							Check the user. The user must have access to the kube-system namespace. If you don’t have the credentials, as you can fetch the credentials from the kube-system namespace to use the cloud provider client:
						
$ oc whoami
Example output

								

system:admin


							

	
							Fetch the values from azure-credentials secret present in kube-system namespace.
						
$ CLIENT_ID=$(oc get secrets azure-credentials  -n kube-system  --template={{.data.azure_client_id}} | base64 -d)
$ CLIENT_SECRET=$(oc get secrets azure-credentials  -n kube-system  --template={{.data.azure_client_secret}} | base64 -d)
$ RESOURCE_GROUP=$(oc get secrets azure-credentials  -n kube-system  --template={{.data.azure_resourcegroup}} | base64 -d)
$ SUBSCRIPTION_ID=$(oc get secrets azure-credentials  -n kube-system  --template={{.data.azure_subscription_id}} | base64 -d)
$ TENANT_ID=$(oc get secrets azure-credentials  -n kube-system  --template={{.data.azure_tenant_id}} | base64 -d)

	
							Login to azure with base64 decoded values:
						
$ az login --service-principal -u "${CLIENT_ID}" -p "${CLIENT_SECRET}" --tenant "${TENANT_ID}"

	
							Get the routes to check the domain:
						
$ oc get routes --all-namespaces | grep console
Example output

								

openshift-console          console             console-openshift-console.apps.test.azure.example.com                       console             https   reencrypt/Redirect     None
openshift-console          downloads           downloads-openshift-console.apps.test.azure.example.com                     downloads           http    edge/Redirect          None


							

	
							Get the list of dns zones to find the one which corresponds to the previously found route’s domain:
						
$ az network dns zone list --resource-group "${RESOURCE_GROUP}"

	
							Create ExternalDNS resource for route source:
						
apiVersion: externaldns.olm.openshift.io/v1beta1
kind: ExternalDNS
metadata:
  name: sample-azure [image: 1]
spec:
  zones:
  - "/subscriptions/1234567890/resourceGroups/test-azure-xxxxx-rg/providers/Microsoft.Network/dnszones/test.azure.example.com" [image: 2]
  provider:
    type: Azure [image: 3]
  source:
    openshiftRouteOptions: [image: 4]
      routerName: default [image: 5]
    type: OpenShiftRoute [image: 6]
EOF
	[image: 1] 
	
									Specifies the name of External DNS CR.
								

	[image: 2] 
	
									Define the zone ID.
								

	[image: 3] 
	
									Defines the Azure DNS provider.
								

	[image: 4] 
	
									You can define options for the source of DNS records.
								

	[image: 5] 
	
									If the source is OpenShiftRoute then you can pass the OpenShift Ingress Controller name. External DNS selects the canonical hostname of that router as the target while creating CNAME record.
								

	[image: 6] 
	
									Defines OpenShift route resource as the source for the DNS records which gets created in the previously specified DNS provider.
								




	
							Check the records created for OCP routes using the following command:
						
$ az network dns record-set list -g "${RESOURCE_GROUP}"  -z test.azure.example.com | grep console
Note

								To create records on private hosted zones on private Azure dns, you need to specify the private zone under zones which populates the provider type to azure-private-dns in the ExternalDNS container args.
							






Creating DNS records on GCP




				You can create DNS records on GCP using External DNS Operator.
			
Creating DNS records on an public managed zone for GCP by using Red Hat External DNS Operator




					You can create DNS records on a public managed zone for GCP by using Red Hat External DNS Operator.
				
Procedure
	
							Check the user. The user must have access to the kube-system namespace. If you don’t have the credentials, as you can fetch the credentials from the kube-system namespace to use the cloud provider client:
						
$ oc whoami
Example output

								

system:admin


							

	
							Copy the value of service_account.json in gcp-credentials secret in a file encoded-gcloud.json by running the following command:
						
$ oc get secret gcp-credentials -n kube-system --template='{{$v := index .data "service_account.json"}}{{$v}}' | base64 -d - > decoded-gcloud.json

	
							Export Google credentials:
						
$ export GOOGLE_CREDENTIALS=decoded-gcloud.json

	
							Activate your account by using the following command:
						
$ gcloud auth activate-service-account  <client_email as per decoded-gcloud.json> --key-file=decoded-gcloud.json

	
							Set your project:
						
$ gcloud config set project <project_id as per decoded-gcloud.json>

	
							Get the routes to check the domain:
						
$ oc get routes --all-namespaces | grep console
Example output

								

openshift-console          console             console-openshift-console.apps.test.gcp.example.com                       console             https   reencrypt/Redirect     None
openshift-console          downloads           downloads-openshift-console.apps.test.gcp.example.com                     downloads           http    edge/Redirect          None


							

	
							Get the list of managed zones to find the zone which corresponds to the previously found route’s domain:
						
$ gcloud dns managed-zones list | grep test.gcp.example.com
qe-cvs4g-private-zone test.gcp.example.com

	
							Create ExternalDNS resource for route source:
						
apiVersion: externaldns.olm.openshift.io/v1beta1
kind: ExternalDNS
metadata:
  name: sample-gcp [image: 1]
spec:
  domains:
    - filterType: Include [image: 2]
      matchType: Exact [image: 3]
      name: test.gcp.example.com [image: 4]
  provider:
    type: GCP [image: 5]
  source:
    openshiftRouteOptions: [image: 6]
      routerName: default [image: 7]
    type: OpenShiftRoute [image: 8]
EOF
	[image: 1] 
	
									Specifies the name of External DNS CR.
								

	[image: 2] 
	
									By default all hosted zones are selected as potential targets. You can include a hosted zone that you need.
								

	[image: 3] 
	
									The matching of the target zone’s domain has to be exact (as opposed to regular expression match).
								

	[image: 4] 
	
									Specify the exact domain of the zone you want to update. The hostname of the routes must be subdomains of the specified domain.
								

	[image: 5] 
	
									Defines Google Cloud DNS provider.
								

	[image: 6] 
	
									You can define options for the source of DNS records.
								

	[image: 7] 
	
									If the source is OpenShiftRoute then you can pass the OpenShift Ingress Controller name. External DNS selects the canonical hostname of that router as the target while creating CNAME record.
								

	[image: 8] 
	
									Defines OpenShift route resource as the source for the DNS records which gets created in the previously specified DNS provider.
								




	
							Check the records created for OCP routes using the following command:
						
$ gcloud dns record-sets list --zone=qe-cvs4g-private-zone | grep console





Creating DNS records on Infoblox




				You can create DNS records on Infoblox using the Red Hat External DNS Operator.
			
Creating DNS records on a public DNS zone on Infoblox




					You can create DNS records on a public DNS zone on Infoblox by using the Red Hat External DNS Operator.
				
Prerequisites
	
							You have access to the OpenShift CLI (oc).
						
	
							You have access to the Infoblox UI.
						


Procedure
	
							Create a secret object with Infoblox credentials by running the following command:
						
$ oc -n external-dns-operator create secret generic infoblox-credentials --from-literal=EXTERNAL_DNS_INFOBLOX_WAPI_USERNAME=<infoblox_username> --from-literal=EXTERNAL_DNS_INFOBLOX_WAPI_PASSWORD=<infoblox_password>

	
							Get the routes objects to check your cluster domain by running the following command:
						
$ oc get routes --all-namespaces | grep console
Example Output

								

openshift-console          console             console-openshift-console.apps.test.example.com                       console             https   reencrypt/Redirect     None
openshift-console          downloads           downloads-openshift-console.apps.test.example.com                     downloads           http    edge/Redirect          None


							

	
							Create an ExternalDNS resource YAML file, for example, sample-infoblox.yaml, as follows:
						
apiVersion: externaldns.olm.openshift.io/v1beta1
kind: ExternalDNS
metadata:
  name: sample-infoblox
spec:
  provider:
    type: Infoblox
    infoblox:
      credentials:
        name: infoblox-credentials
      gridHost: ${INFOBLOX_GRID_PUBLIC_IP}
      wapiPort: 443
      wapiVersion: "2.3.1"
  domains:
  - filterType: Include
    matchType: Exact
    name: test.example.com
  source:
    type: OpenShiftRoute
    openshiftRouteOptions:
      routerName: default

	
							Create an ExternalDNS resource on Infoblox by running the following command:
						
$ oc create -f sample-infoblox.yaml

	
							From the Infoblox UI, check the DNS records created for console routes:
						
	
									Click Data Management → DNS → Zones.
								
	
									Select the zone name.
								







Configuring the cluster-wide proxy on the External DNS Operator




				You can configure the cluster-wide proxy in the External DNS Operator. After configuring the cluster-wide proxy in the External DNS Operator, Operator Lifecycle Manager (OLM) automatically updates all the deployments of the Operators with the environment variables such as HTTP_PROXY, HTTPS_PROXY, and NO_PROXY.
			
Configuring the External DNS Operator to trust the certificate authority of the cluster-wide proxy




					You can configure the External DNS Operator to trust the certificate authority of the cluster-wide proxy.
				
Procedure
	
							Create the config map to contain the CA bundle in the external-dns-operator namespace by running the following command:
						
$ oc -n external-dns-operator create configmap trusted-ca

	
							To inject the trusted CA bundle into the config map, add the config.openshift.io/inject-trusted-cabundle=true label to the config map by running the following command:
						
$ oc -n external-dns-operator label cm trusted-ca config.openshift.io/inject-trusted-cabundle=true

	
							Update the subscription of the External DNS Operator by running the following command:
						
$ oc -n external-dns-operator patch subscription external-dns-operator --type='json' -p='[{"op": "add", "path": "/spec/config", "value":{"env":[{"name":"TRUSTED_CA_CONFIGMAP_NAME","value":"trusted-ca"}]}}]'



Verification
	
							After the deployment of the External DNS Operator is completed, verify that the trusted CA environment variable is added to the external-dns-operator deployment by running the following command:
						
$ oc -n external-dns-operator exec deploy/external-dns-operator -c external-dns-operator -- printenv TRUSTED_CA_CONFIGMAP_NAME
Example output

								

trusted-ca


							






Chapter 17. Network policy



About network policy




				As a cluster administrator, you can define network policies that restrict traffic to pods in your cluster.
			
About network policy




					In a cluster using a Kubernetes Container Network Interface (CNI) plugin that supports Kubernetes network policy, network isolation is controlled entirely by NetworkPolicy objects. In OpenShift Container Platform 4.11, OpenShift SDN supports using network policy in its default network isolation mode.
				
Warning

						Network policy does not apply to the host network namespace. Pods with host networking enabled are unaffected by network policy rules. However, pods connecting to the host-networked pods might be affected by the network policy rules.
					

						Network policies cannot block traffic from localhost or from their resident nodes.
					


					By default, all pods in a project are accessible from other pods and network endpoints. To isolate one or more pods in a project, you can create NetworkPolicy objects in that project to indicate the allowed incoming connections. Project administrators can create and delete NetworkPolicy objects within their own project.
				

					If a pod is matched by selectors in one or more NetworkPolicy objects, then the pod will accept only connections that are allowed by at least one of those NetworkPolicy objects. A pod that is not selected by any NetworkPolicy objects is fully accessible.
				

					A network policy applies to only the TCP, UDP, ICMP, and SCTP protocols. Other protocols are not affected.
				

					The following example NetworkPolicy objects demonstrate supporting different scenarios:
				
	
							Deny all traffic:
						

							To make a project deny by default, add a NetworkPolicy object that matches all pods but accepts no traffic:
						
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: deny-by-default
spec:
  podSelector: {}
  ingress: []

	
							Only allow connections from the OpenShift Container Platform Ingress Controller:
						

							To make a project allow only connections from the OpenShift Container Platform Ingress Controller, add the following NetworkPolicy object.
						
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-openshift-ingress
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          network.openshift.io/policy-group: ingress
  podSelector: {}
  policyTypes:
  - Ingress

	
							Only accept connections from pods within a project:
						

							To make pods accept connections from other pods in the same project, but reject all other connections from pods in other projects, add the following NetworkPolicy object:
						
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-same-namespace
spec:
  podSelector: {}
  ingress:
  - from:
    - podSelector: {}

	
							Only allow HTTP and HTTPS traffic based on pod labels:
						

							To enable only HTTP and HTTPS access to the pods with a specific label (role=frontend in following example), add a NetworkPolicy object similar to the following:
						
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-http-and-https
spec:
  podSelector:
    matchLabels:
      role: frontend
  ingress:
  - ports:
    - protocol: TCP
      port: 80
    - protocol: TCP
      port: 443

	
							Accept connections by using both namespace and pod selectors:
						

							To match network traffic by combining namespace and pod selectors, you can use a NetworkPolicy object similar to the following:
						
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-pod-and-namespace-both
spec:
  podSelector:
    matchLabels:
      name: test-pods
  ingress:
    - from:
      - namespaceSelector:
          matchLabels:
            project: project_name
        podSelector:
          matchLabels:
            name: test-pods




					NetworkPolicy objects are additive, which means you can combine multiple NetworkPolicy objects together to satisfy complex network requirements.
				

					For example, for the NetworkPolicy objects defined in previous samples, you can define both allow-same-namespace and allow-http-and-https policies within the same project. Thus allowing the pods with the label role=frontend, to accept any connection allowed by each policy. That is, connections on any port from pods in the same namespace, and connections on ports 80 and 443 from pods in any namespace.
				
Using the allow-from-router network policy




						Use the following NetworkPolicy to allow external traffic regardless of the router configuration:
					
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-router
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          policy-group.network.openshift.io/ingress: ""[image: 1]
  podSelector: {}
  policyTypes:
  - Ingress
	[image: 1] 
	
								policy-group.network.openshift.io/ingress:"" label supports both OpenShift-SDN and OVN-Kubernetes.
							




Using the allow-from-hostnetwork network policy




						Add the following allow-from-hostnetwork NetworkPolicy object to direct traffic from the host network pods:
					
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-hostnetwork
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          policy-group.network.openshift.io/host-network: ""
  podSelector: {}
  policyTypes:
  - Ingress


Optimizations for network policy




					Use a network policy to isolate pods that are differentiated from one another by labels within a namespace.
				
Note

						The guidelines for efficient use of network policy rules applies to only the OpenShift SDN cluster network provider.
					


					It is inefficient to apply NetworkPolicy objects to large numbers of individual pods in a single namespace. Pod labels do not exist at the IP address level, so a network policy generates a separate Open vSwitch (OVS) flow rule for every possible link between every pod selected with a podSelector.
				

					For example, if the spec podSelector and the ingress podSelector within a NetworkPolicy object each match 200 pods, then 40,000 (200*200) OVS flow rules are generated. This might slow down a node.
				

					When designing your network policy, refer to the following guidelines:
				
	
							Reduce the number of OVS flow rules by using namespaces to contain groups of pods that need to be isolated.
						

							NetworkPolicy objects that select a whole namespace, by using the namespaceSelector or an empty podSelector, generate only a single OVS flow rule that matches the VXLAN virtual network ID (VNID) of the namespace.
						

	
							Keep the pods that do not need to be isolated in their original namespace, and move the pods that require isolation into one or more different namespaces.
						
	
							Create additional targeted cross-namespace network policies to allow the specific traffic that you do want to allow from the isolated pods.
						



Next steps



	
							Creating a network policy
						
	
							Optional: Defining a default network policy
						



Additional resources



	
							Projects and namespaces
						
	
							Configuring multitenant network policy
						
	
							NetworkPolicy API
						




Logging network policy events




				As a cluster administrator, you can configure network policy audit logging for your cluster and enable logging for one or more namespaces.
			
Note

					Audit logging of network policies is available for only the OVN-Kubernetes cluster network provider.
				

Network policy audit logging




					The OVN-Kubernetes cluster network provider uses Open Virtual Network (OVN) ACLs to manage network policy. Audit logging exposes allow and deny ACL events.
				

					You can configure the destination for network policy audit logs, such as a syslog server or a UNIX domain socket. Regardless of any additional configuration, an audit log is always saved to /var/log/ovn/acl-audit-log.log on each OVN-Kubernetes pod in the cluster.
				

					Network policy audit logging is enabled per namespace by annotating the namespace with the k8s.ovn.org/acl-logging key as in the following example:
				
Example namespace annotation

						

kind: Namespace
apiVersion: v1
metadata:
  name: example1
  annotations:
    k8s.ovn.org/acl-logging: |-
      {
        "deny": "info",
        "allow": "info"
      }


					

					The logging format is compatible with syslog as defined by RFC5424. The syslog facility is configurable and defaults to local0. An example log entry might resemble the following:
				
Example ACL deny log entry

						

2021-06-13T19:33:11.590Z|00005|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_deny-all", verdict=drop, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:39,dl_dst=0a:58:0a:80:02:37,nw_src=10.128.2.57,nw_dst=10.128.2.55,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0


					

					The following table describes namespace annotation values:
				
Table 17.1. Network policy audit logging namespace annotation
	Annotation	Value
	 
									k8s.ovn.org/acl-logging
								

								 	 
									You must specify at least one of allow, deny, or both to enable network policy audit logging for a namespace.
								

								 	deny
	
												Optional: Specify alert, warning, notice, info, or debug.
											
	allow
	
												Optional: Specify alert, warning, notice, info, or debug.
											



								 




Network policy audit configuration




					The configuration for audit logging is specified as part of the OVN-Kubernetes cluster network provider configuration. The following YAML illustrates default values for network policy audit logging feature.
				
Audit logging configuration

						

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  defaultNetwork:
    ovnKubernetesConfig:
      policyAuditConfig:
        destination: "null"
        maxFileSize: 50
        rateLimit: 20
        syslogFacility: local0


					

					The following table describes the configuration fields for network policy audit logging.
				
Table 17.2. policyAuditConfig object
	Field	Type	Description
	 
									rateLimit
								

								 	 
									integer
								

								 	 
									The maximum number of messages to generate every second per node. The default value is 20 messages per second.
								

								 
	 
									maxFileSize
								

								 	 
									integer
								

								 	 
									The maximum size for the audit log in bytes. The default value is 50000000 or 50 MB.
								

								 
	 
									destination
								

								 	 
									string
								

								 	 
									One of the following additional audit log targets:
								

								 	libc
	
												The libc syslog() function of the journald process on the host.
											
	udp:<host>:<port>
	
												A syslog server. Replace <host>:<port> with the host and port of the syslog server.
											
	unix:<file>
	
												A Unix Domain Socket file specified by <file>.
											
	null
	
												Do not send the audit logs to any additional target.
											



								 
	 
									syslogFacility
								

								 	 
									string
								

								 	 
									The syslog facility, such as kern, as defined by RFC5424. The default value is local0.
								

								 




Configuring network policy auditing for a cluster




					As a cluster administrator, you can customize network policy audit logging for your cluster.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							To customize the network policy audit logging configuration, enter the following command:
						
$ oc edit network.operator.openshift.io/cluster
Tip

							You can alternatively customize and apply the following YAML to configure audit logging:
						
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  defaultNetwork:
    ovnKubernetesConfig:
      policyAuditConfig:
        destination: "null"
        maxFileSize: 50
        rateLimit: 20
        syslogFacility: local0




Verification
	
							To create a namespace with network policies complete the following steps:
						
	
									Create a namespace for verification:
								
$ cat <<EOF| oc create -f -
kind: Namespace
apiVersion: v1
metadata:
  name: verify-audit-logging
  annotations:
    k8s.ovn.org/acl-logging: '{ "deny": "alert", "allow": "alert" }'
EOF
Example output

										

namespace/verify-audit-logging created


									

	
									Enable audit logging:
								
$ oc annotate namespace verify-audit-logging k8s.ovn.org/acl-logging='{ "deny": "alert", "allow": "alert" }'
namespace/verify-audit-logging annotated

	
									Create network policies for the namespace:
								
$ cat <<EOF| oc create -n verify-audit-logging -f -
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: deny-all
spec:
  podSelector:
    matchLabels:
  policyTypes:
  - Ingress
  - Egress
---
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-same-namespace
spec:
  podSelector: {}
  policyTypes:
   - Ingress
   - Egress
  ingress:
    - from:
        - podSelector: {}
  egress:
    - to:
       - namespaceSelector:
          matchLabels:
            namespace: verify-audit-logging
EOF
Example output

										

networkpolicy.networking.k8s.io/deny-all created
networkpolicy.networking.k8s.io/allow-from-same-namespace created


									




	
							Create a pod for source traffic in the default namespace:
						
$ cat <<EOF| oc create -n default -f -
apiVersion: v1
kind: Pod
metadata:
  name: client
spec:
  containers:
    - name: client
      image: registry.access.redhat.com/rhel7/rhel-tools
      command: ["/bin/sh", "-c"]
      args:
        ["sleep inf"]
EOF

	
							Create two pods in the verify-audit-logging namespace:
						
$ for name in client server; do
cat <<EOF| oc create -n verify-audit-logging -f -
apiVersion: v1
kind: Pod
metadata:
  name: ${name}
spec:
  containers:
    - name: ${name}
      image: registry.access.redhat.com/rhel7/rhel-tools
      command: ["/bin/sh", "-c"]
      args:
        ["sleep inf"]
EOF
done
Example output

								

pod/client created
pod/server created


							

	
							To generate traffic and produce network policy audit log entries, complete the following steps:
						
	
									Obtain the IP address for pod named server in the verify-audit-logging namespace:
								
$ POD_IP=$(oc get pods server -n verify-audit-logging -o jsonpath='{.status.podIP}')

	
									Ping the IP address from the previous command from the pod named client in the default namespace and confirm that all packets are dropped:
								
$ oc exec -it client -n default -- /bin/ping -c 2 $POD_IP
Example output

										

PING 10.128.2.55 (10.128.2.55) 56(84) bytes of data.

--- 10.128.2.55 ping statistics ---
2 packets transmitted, 0 received, 100% packet loss, time 2041ms


									

	
									Ping the IP address saved in the POD_IP shell environment variable from the pod named client in the verify-audit-logging namespace and confirm that all packets are allowed:
								
$ oc exec -it client -n verify-audit-logging -- /bin/ping -c 2 $POD_IP
Example output

										

PING 10.128.0.86 (10.128.0.86) 56(84) bytes of data.
64 bytes from 10.128.0.86: icmp_seq=1 ttl=64 time=2.21 ms
64 bytes from 10.128.0.86: icmp_seq=2 ttl=64 time=0.440 ms

--- 10.128.0.86 ping statistics ---
2 packets transmitted, 2 received, 0% packet loss, time 1001ms
rtt min/avg/max/mdev = 0.440/1.329/2.219/0.890 ms


									




	
							Display the latest entries in the network policy audit log:
						
$ for pod in $(oc get pods -n openshift-ovn-kubernetes -l app=ovnkube-node --no-headers=true | awk '{ print $1 }') ; do
    oc exec -it $pod -n openshift-ovn-kubernetes -- tail -4 /var/log/ovn/acl-audit-log.log
  done
Example output

								

Defaulting container name to ovn-controller.
Use 'oc describe pod/ovnkube-node-hdb8v -n openshift-ovn-kubernetes' to see all of the containers in this pod.
2021-06-13T19:33:11.590Z|00005|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_deny-all", verdict=drop, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:39,dl_dst=0a:58:0a:80:02:37,nw_src=10.128.2.57,nw_dst=10.128.2.55,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0
2021-06-13T19:33:12.614Z|00006|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_deny-all", verdict=drop, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:39,dl_dst=0a:58:0a:80:02:37,nw_src=10.128.2.57,nw_dst=10.128.2.55,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0
2021-06-13T19:44:10.037Z|00007|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_allow-from-same-namespace_0", verdict=allow, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:3b,dl_dst=0a:58:0a:80:02:3a,nw_src=10.128.2.59,nw_dst=10.128.2.58,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0
2021-06-13T19:44:11.037Z|00008|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_allow-from-same-namespace_0", verdict=allow, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:3b,dl_dst=0a:58:0a:80:02:3a,nw_src=10.128.2.59,nw_dst=10.128.2.58,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0


							




Enabling network policy audit logging for a namespace




					As a cluster administrator, you can enable network policy audit logging for a namespace.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							To enable network policy audit logging for a namespace, enter the following command:
						
$ oc annotate namespace <namespace> \
  k8s.ovn.org/acl-logging='{ "deny": "alert", "allow": "notice" }'

							where:
						
	<namespace>
	
										Specifies the name of the namespace.
									


Tip

							You can alternatively apply the following YAML to enable audit logging:
						
kind: Namespace
apiVersion: v1
metadata:
  name: <namespace>
  annotations:
    k8s.ovn.org/acl-logging: |-
      {
        "deny": "alert",
        "allow": "notice"
      }

Example output

								

namespace/verify-audit-logging annotated


							



Verification
	
							Display the latest entries in the network policy audit log:
						
$ for pod in $(oc get pods -n openshift-ovn-kubernetes -l app=ovnkube-node --no-headers=true | awk '{ print $1 }') ; do
    oc exec -it $pod -n openshift-ovn-kubernetes -- tail -4 /var/log/ovn/acl-audit-log.log
  done
Example output

								

2021-06-13T19:33:11.590Z|00005|acl_log(ovn_pinctrl0)|INFO|name="verify-audit-logging_deny-all", verdict=drop, severity=alert: icmp,vlan_tci=0x0000,dl_src=0a:58:0a:80:02:39,dl_dst=0a:58:0a:80:02:37,nw_src=10.128.2.57,nw_dst=10.128.2.55,nw_tos=0,nw_ecn=0,nw_ttl=64,icmp_type=8,icmp_code=0


							




Disabling network policy audit logging for a namespace




					As a cluster administrator, you can disable network policy audit logging for a namespace.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							To disable network policy audit logging for a namespace, enter the following command:
						
$ oc annotate --overwrite namespace <namespace> k8s.ovn.org/acl-logging-

							where:
						
	<namespace>
	
										Specifies the name of the namespace.
									


Tip

							You can alternatively apply the following YAML to disable audit logging:
						
kind: Namespace
apiVersion: v1
metadata:
  name: <namespace>
  annotations:
    k8s.ovn.org/acl-logging: null

Example output

								

namespace/verify-audit-logging annotated


							




Additional resources



	
							About network policy
						




Creating a network policy




				As a user with the admin role, you can create a network policy for a namespace.
			
Example NetworkPolicy object




					The following annotates an example NetworkPolicy object:
				
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-27107 [image: 1]
spec:
  podSelector: [image: 2]
    matchLabels:
      app: mongodb
  ingress:
  - from:
    - podSelector: [image: 3]
        matchLabels:
          app: app
    ports: [image: 4]
    - protocol: TCP
      port: 27017
	[image: 1] 
	
							The name of the NetworkPolicy object.
						

	[image: 2] 
	
							A selector that describes the pods to which the policy applies. The policy object can only select pods in the project that defines the NetworkPolicy object.
						

	[image: 3] 
	
							A selector that matches the pods from which the policy object allows ingress traffic. The selector matches pods in the same namespace as the NetworkPolicy.
						

	[image: 4] 
	
							A list of one or more destination ports on which to accept traffic.
						




Creating a network policy using the CLI




					To define granular rules describing ingress or egress network traffic allowed for namespaces in your cluster, you can create a network policy.
				
Note

						If you log in with a user with the cluster-admin role, then you can create a network policy in any namespace in the cluster.
					

Prerequisites
	
							Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
						
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with admin privileges.
						
	
							You are working in the namespace that the network policy applies to.
						


Procedure
	
							Create a policy rule:
						
	
									Create a <policy_name>.yaml file:
								
$ touch <policy_name>.yaml

									where:
								
	<policy_name>
	
												Specifies the network policy file name.
											



	
									Define a network policy in the file that you just created, such as in the following examples:
								
Deny ingress from all pods in all namespaces

										

kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: deny-by-default
spec:
  podSelector:
  ingress: []


									
Allow ingress from all pods in the same namespace

										

kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-same-namespace
spec:
  podSelector:
  ingress:
  - from:
    - podSelector: {}


									




	
							To create the network policy object, enter the following command:
						
$ oc apply -f <policy_name>.yaml -n <namespace>

							where:
						
	<policy_name>
	
										Specifies the network policy file name.
									
	<namespace>
	
										Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
									


Example output

								

networkpolicy.networking.k8s.io/default-deny created


							



Note

						If you log in to the web console with cluster-admin privileges, you have a choice of creating a network policy in any namespace in the cluster directly in YAML or from a form in the web console.
					


Additional resources



	
							Accessing the web console
						




Viewing a network policy




				As a user with the admin role, you can view a network policy for a namespace.
			
Example NetworkPolicy object




					The following annotates an example NetworkPolicy object:
				
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-27107 [image: 1]
spec:
  podSelector: [image: 2]
    matchLabels:
      app: mongodb
  ingress:
  - from:
    - podSelector: [image: 3]
        matchLabels:
          app: app
    ports: [image: 4]
    - protocol: TCP
      port: 27017
	[image: 1] 
	
							The name of the NetworkPolicy object.
						

	[image: 2] 
	
							A selector that describes the pods to which the policy applies. The policy object can only select pods in the project that defines the NetworkPolicy object.
						

	[image: 3] 
	
							A selector that matches the pods from which the policy object allows ingress traffic. The selector matches pods in the same namespace as the NetworkPolicy.
						

	[image: 4] 
	
							A list of one or more destination ports on which to accept traffic.
						




Viewing network policies using the CLI




					You can examine the network policies in a namespace.
				
Note

						If you log in with a user with the cluster-admin role, then you can view any network policy in the cluster.
					

Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with admin privileges.
						
	
							You are working in the namespace where the network policy exists.
						


Procedure
	
							List network policies in a namespace:
						
	
									To view network policy objects defined in a namespace, enter the following command:
								
$ oc get networkpolicy

	
									Optional: To examine a specific network policy, enter the following command:
								
$ oc describe networkpolicy <policy_name> -n <namespace>

									where:
								
	<policy_name>
	
												Specifies the name of the network policy to inspect.
											
	<namespace>
	
												Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
											



									For example:
								
$ oc describe networkpolicy allow-same-namespace
Output for oc describe command

										

Name:         allow-same-namespace
Namespace:    ns1
Created on:   2021-05-24 22:28:56 -0400 EDT
Labels:       <none>
Annotations:  <none>
Spec:
  PodSelector:     <none> (Allowing the specific traffic to all pods in this namespace)
  Allowing ingress traffic:
    To Port: <any> (traffic allowed to all ports)
    From:
      PodSelector: <none>
  Not affecting egress traffic
  Policy Types: Ingress


									






Note

						If you log in to the web console with cluster-admin privileges, you have a choice of viewing a network policy in any namespace in the cluster directly in YAML or from a form in the web console.
					



Editing a network policy




				As a user with the admin role, you can edit an existing network policy for a namespace.
			
Editing a network policy




					You can edit a network policy in a namespace.
				
Note

						If you log in with a user with the cluster-admin role, then you can edit a network policy in any namespace in the cluster.
					

Prerequisites
	
							Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
						
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with admin privileges.
						
	
							You are working in the namespace where the network policy exists.
						


Procedure
	
							Optional: To list the network policy objects in a namespace, enter the following command:
						
$ oc get networkpolicy

							where:
						
	<namespace>
	
										Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
									



	
							Edit the network policy object.
						
	
									If you saved the network policy definition in a file, edit the file and make any necessary changes, and then enter the following command.
								
$ oc apply -n <namespace> -f <policy_file>.yaml

									where:
								
	<namespace>
	
												Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
											
	<policy_file>
	
												Specifies the name of the file containing the network policy.
											



	
									If you need to update the network policy object directly, enter the following command:
								
$ oc edit networkpolicy <policy_name> -n <namespace>

									where:
								
	<policy_name>
	
												Specifies the name of the network policy.
											
	<namespace>
	
												Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
											






	
							Confirm that the network policy object is updated.
						
$ oc describe networkpolicy <policy_name> -n <namespace>

							where:
						
	<policy_name>
	
										Specifies the name of the network policy.
									
	<namespace>
	
										Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
									





Note

						If you log in to the web console with cluster-admin privileges, you have a choice of editing a network policy in any namespace in the cluster directly in YAML or from the policy in the web console through the Actions menu.
					


Example NetworkPolicy object




					The following annotates an example NetworkPolicy object:
				
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-27107 [image: 1]
spec:
  podSelector: [image: 2]
    matchLabels:
      app: mongodb
  ingress:
  - from:
    - podSelector: [image: 3]
        matchLabels:
          app: app
    ports: [image: 4]
    - protocol: TCP
      port: 27017
	[image: 1] 
	
							The name of the NetworkPolicy object.
						

	[image: 2] 
	
							A selector that describes the pods to which the policy applies. The policy object can only select pods in the project that defines the NetworkPolicy object.
						

	[image: 3] 
	
							A selector that matches the pods from which the policy object allows ingress traffic. The selector matches pods in the same namespace as the NetworkPolicy.
						

	[image: 4] 
	
							A list of one or more destination ports on which to accept traffic.
						




Additional resources



	
							Creating a network policy
						




Deleting a network policy




				As a user with the admin role, you can delete a network policy from a namespace.
			
Deleting a network policy using the CLI




					You can delete a network policy in a namespace.
				
Note

						If you log in with a user with the cluster-admin role, then you can delete any network policy in the cluster.
					

Prerequisites
	
							Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
						
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with admin privileges.
						
	
							You are working in the namespace where the network policy exists.
						


Procedure
	
							To delete a network policy object, enter the following command:
						
$ oc delete networkpolicy <policy_name> -n <namespace>

							where:
						
	<policy_name>
	
										Specifies the name of the network policy.
									
	<namespace>
	
										Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
									


Example output

								

networkpolicy.networking.k8s.io/default-deny deleted


							



Note

						If you log in to the web console with cluster-admin privileges, you have a choice of deleting a network policy in any namespace in the cluster directly in YAML or from the policy in the web console through the Actions menu.
					



Defining a default network policy for projects




				As a cluster administrator, you can modify the new project template to automatically include network policies when you create a new project. If you do not yet have a customized template for new projects, you must first create one.
			
Modifying the template for new projects




					As a cluster administrator, you can modify the default project template so that new projects are created using your custom requirements.
				

					To create your own custom project template:
				
Procedure
	
							Log in as a user with cluster-admin privileges.
						
	
							Generate the default project template:
						
$ oc adm create-bootstrap-project-template -o yaml > template.yaml

	
							Use a text editor to modify the generated template.yaml file by adding objects or modifying existing objects.
						
	
							The project template must be created in the openshift-config namespace. Load your modified template:
						
$ oc create -f template.yaml -n openshift-config

	
							Edit the project configuration resource using the web console or CLI.
						
	
									Using the web console:
								
	
											Navigate to the Administration → Cluster Settings page.
										
	
											Click Configuration to view all configuration resources.
										
	
											Find the entry for Project and click Edit YAML.
										



	
									Using the CLI:
								
	
											Edit the project.config.openshift.io/cluster resource:
										
$ oc edit project.config.openshift.io/cluster







	
							Update the spec section to include the projectRequestTemplate and name parameters, and set the name of your uploaded project template. The default name is project-request.
						
Project configuration resource with custom project template

								

apiVersion: config.openshift.io/v1
kind: Project
metadata:
  ...
spec:
  projectRequestTemplate:
    name: <template_name>


							

	
							After you save your changes, create a new project to verify that your changes were successfully applied.
						



Adding network policies to the new project template




					As a cluster administrator, you can add network policies to the default template for new projects. OpenShift Container Platform will automatically create all the NetworkPolicy objects specified in the template in the project.
				
Prerequisites
	
							Your cluster uses a default CNI network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
						
	
							You installed the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user with cluster-admin privileges.
						
	
							You must have created a custom default project template for new projects.
						


Procedure
	
							Edit the default template for a new project by running the following command:
						
$ oc edit template <project_template> -n openshift-config

							Replace <project_template> with the name of the default template that you configured for your cluster. The default template name is project-request.
						

	
							In the template, add each NetworkPolicy object as an element to the objects parameter. The objects parameter accepts a collection of one or more objects.
						

							In the following example, the objects parameter collection includes several NetworkPolicy objects.
						
objects:
- apiVersion: networking.k8s.io/v1
  kind: NetworkPolicy
  metadata:
    name: allow-from-same-namespace
  spec:
    podSelector: {}
    ingress:
    - from:
      - podSelector: {}
- apiVersion: networking.k8s.io/v1
  kind: NetworkPolicy
  metadata:
    name: allow-from-openshift-ingress
  spec:
    ingress:
    - from:
      - namespaceSelector:
          matchLabels:
            network.openshift.io/policy-group: ingress
    podSelector: {}
    policyTypes:
    - Ingress
- apiVersion: networking.k8s.io/v1
  kind: NetworkPolicy
  metadata:
    name: allow-from-kube-apiserver-operator
  spec:
    ingress:
    - from:
      - namespaceSelector:
          matchLabels:
            kubernetes.io/metadata.name: openshift-kube-apiserver-operator
        podSelector:
          matchLabels:
            app: kube-apiserver-operator
    policyTypes:
    - Ingress
...

	
							Optional: Create a new project to confirm that your network policy objects are created successfully by running the following commands:
						
	
									Create a new project:
								
$ oc new-project <project> [image: 1]
	[image: 1] 
	
											Replace <project> with the name for the project you are creating.
										




	
									Confirm that the network policy objects in the new project template exist in the new project:
								
$ oc get networkpolicy
NAME                           POD-SELECTOR   AGE
allow-from-openshift-ingress   <none>         7s
allow-from-same-namespace      <none>         7s








Configuring multitenant isolation with network policy




				As a cluster administrator, you can configure your network policies to provide multitenant network isolation.
			
Note

					If you are using the OpenShift SDN cluster network provider, configuring network policies as described in this section provides network isolation similar to multitenant mode but with network policy mode set.
				

Configuring multitenant isolation by using network policy




					You can configure your project to isolate it from pods and services in other project namespaces.
				
Prerequisites
	
							Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
						
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with admin privileges.
						


Procedure
	
							Create the following NetworkPolicy objects:
						
	
									A policy named allow-from-openshift-ingress.
								
$ cat << EOF| oc create -f -
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-openshift-ingress
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          policy-group.network.openshift.io/ingress: ""
  podSelector: {}
  policyTypes:
  - Ingress
EOF
Note

										policy-group.network.openshift.io/ingress: "" is the preferred namespace selector label for OpenShift SDN. You can use the network.openshift.io/policy-group: ingress namespace selector label, but this is a legacy label.
									


	
									A policy named allow-from-openshift-monitoring:
								
$ cat << EOF| oc create -f -
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-openshift-monitoring
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          network.openshift.io/policy-group: monitoring
  podSelector: {}
  policyTypes:
  - Ingress
EOF

	
									A policy named allow-same-namespace:
								
$ cat << EOF| oc create -f -
kind: NetworkPolicy
apiVersion: networking.k8s.io/v1
metadata:
  name: allow-same-namespace
spec:
  podSelector:
  ingress:
  - from:
    - podSelector: {}
EOF

	
									A policy named allow-from-kube-apiserver-operator:
								
$ cat << EOF| oc create -f -
apiVersion: networking.k8s.io/v1
kind: NetworkPolicy
metadata:
  name: allow-from-kube-apiserver-operator
spec:
  ingress:
  - from:
    - namespaceSelector:
        matchLabels:
          kubernetes.io/metadata.name: openshift-kube-apiserver-operator
      podSelector:
        matchLabels:
          app: kube-apiserver-operator
  policyTypes:
  - Ingress
EOF

									For more details, see New kube-apiserver-operator webhook controller validating health of webhook.
								




	
							Optional: To confirm that the network policies exist in your current project, enter the following command:
						
$ oc describe networkpolicy
Example output

								

Name:         allow-from-openshift-ingress
Namespace:    example1
Created on:   2020-06-09 00:28:17 -0400 EDT
Labels:       <none>
Annotations:  <none>
Spec:
  PodSelector:     <none> (Allowing the specific traffic to all pods in this namespace)
  Allowing ingress traffic:
    To Port: <any> (traffic allowed to all ports)
    From:
      NamespaceSelector: network.openshift.io/policy-group: ingress
  Not affecting egress traffic
  Policy Types: Ingress


Name:         allow-from-openshift-monitoring
Namespace:    example1
Created on:   2020-06-09 00:29:57 -0400 EDT
Labels:       <none>
Annotations:  <none>
Spec:
  PodSelector:     <none> (Allowing the specific traffic to all pods in this namespace)
  Allowing ingress traffic:
    To Port: <any> (traffic allowed to all ports)
    From:
      NamespaceSelector: network.openshift.io/policy-group: monitoring
  Not affecting egress traffic
  Policy Types: Ingress


							




Next steps



	
							Defining a default network policy
						



Additional resources



	
							OpenShift SDN network isolation modes
						





Chapter 18. CIDR range definitions




			You must specify non-overlapping ranges for the following CIDR ranges.
		
Note

				Machine CIDR ranges cannot be changed after creating your cluster.
			

Important

				OVN-Kubernetes, the default network provider in OpenShift Container Platform 4.11 and later, uses the 100.64.0.0/16 IP address range internally. If your cluster uses OVN-Kubernetes, do not include the 100.64.0.0/16 IP address range in any other CIDR definitions in your cluster.
			

Machine CIDR




				In the Machine CIDR field, you must specify the IP address range for machines or cluster nodes.
			

				The default is 10.0.0.0/16. This range must not conflict with any connected networks.
			

Service CIDR




				In the Service CIDR field, you must specify the IP address range for services. The range must be large enough to accommodate your workload. The address block must not overlap with any external service accessed from within the cluster. The default is 172.30.0.0/16.
			

Pod CIDR




				In the pod CIDR field, you must specify the IP address range for pods.
			

				The pod CIDR is the same as the clusterNetwork CIDR and the cluster CIDR. The range must be large enough to accommodate your workload. The address block must not overlap with any external service accessed from within the cluster. The default is 10.128.0.0/14. You can expand the range after cluster installation.
			
Additional resources
	
						Cluster Network Operator Configuration
					



Host Prefix




				In the Host Prefix field, you must specify the subnet prefix length assigned to pods scheduled to individual machines. The host prefix determines the pod IP address pool for each machine.
			

				For example, if the host prefix is set to /23, each machine is assigned a /23 subnet from the pod CIDR address range. The default is /23, allowing 510 cluster nodes, and 510 pod IP addresses per node.
			


Chapter 19. AWS Load Balancer Operator



AWS Load Balancer Operator in OpenShift Container Platform




				The AWS Load Balancer (ALB) Operator deploys and manages an instance of the aws-load-balancer-controller. You can install the ALB Operator from the OperatorHub by using OpenShift Container Platform web console or CLI.
			
AWS Load Balancer Operator considerations




					Review the following limitations before installing and using the AWS Load Balancer Operator.
				
	
							The IP traffic mode only works on AWS Elastic Kubernetes Service (EKS). The AWS Load Balancer Operator disables the IP traffic mode for the AWS Load Balancer Controller. As a result of disabling the IP traffic mode, the AWS Load Balancer Controller cannot use the pod readiness gate.
						
	
							The AWS Load Balancer Operator adds command-line flags such as --disable-ingress-class-annotation and --disable-ingress-group-name-annotation to the AWS Load Balancer Controller. Therefore, the AWS Load Balancer Operator does not allow using the kubernetes.io/ingress.class and alb.ingress.kubernetes.io/group.name annotations in the Ingress resource.
						



AWS Load Balancer Operator




					The AWS Load Balancer Operator can tag the public subnets if the kubernetes.io/role/elb tag is missing. Also, the AWS Load Balancer Operator detects the following from the underlying AWS cloud:
				
	
							The ID of the virtual private cloud (VPC) on which the cluster hosting the Operator is deployed in.
						
	
							Public and private subnets of the discovered VPC.
						


Prerequisites
	
							You must have the AWS credentials secret. The credentials are used to provide subnet tagging and VPC discovery.
						


Procedure
	
							You can deploy the AWS Load Balancer Operator on demand from the OperatorHub, by creating a Subscription object:
						
$ oc -n aws-load-balancer-operator get sub aws-load-balancer-operator --template='{{.status.installplan.name}}{{"\n"}}'
Example output

								

install-zlfbt


							

	
							Check the status of an install plan. The status of an install plan must be Complete:
						
$ oc -n aws-load-balancer-operator get ip <install_plan_name> --template='{{.status.phase}}{{"\n"}}'
Example output

								

Complete


							

	
							Use the oc get command to view the Deployment status:
						
$ oc get -n aws-load-balancer-operator deployment/aws-load-balancer-operator-controller-manager
Example output

								

NAME                                           READY     UP-TO-DATE   AVAILABLE   AGE
aws-load-balancer-operator-controller-manager  1/1       1            1           23h


							




AWS Load Balancer Operator logs




					Use the oc logs command to view the AWS Load Balancer Operator logs.
				
Procedure
	
							View the logs of the AWS Load Balancer Operator:
						
$ oc logs -n aws-load-balancer-operator deployment/aws-load-balancer-operator-controller-manager -c manager





Understanding AWS Load Balancer Operator




				The AWS Load Balancer (ALB) Operator deploys and manages an instance of the aws-load-balancer-controller resource. You can install the AWS Load Balancer Operator from the OperatorHub by using OpenShift Container Platform web console or CLI.
			
Installing the AWS Load Balancer Operator




					You can install the AWS Load Balancer Operator from the OperatorHub by using the OpenShift Container Platform web console.
				
Prerequisites
	
							You have logged in to the OpenShift Container Platform web console as a user with cluster-admin permissions.
						
	
							Your cluster is configured with AWS as the platform type and cloud provider.
						


Procedure
	
							Navigate to Operators → OperatorHub in the OpenShift Container Platform web console.
						
	
							Select the AWS Load Balancer Operator. You can use the Filter by keyword text box or use the filter list to search for the AWS Load Balancer Operator from the list of Operators.
						
	
							Select the aws-load-balancer-operator namespace.
						
	
							Follow the instructions to prepare the Operator for installation.
						
	
							On the AWS Load Balancer Operator page, click Install.
						
	
							On the Install Operator page, select the following options:
						
	
									Update the channel as stable-v0.1.
								
	
									Installation mode as A specific namespace on the cluster.
								
	
									Installed Namespace as aws-load-balancer-operator. If the aws-load-balancer-operator namespace does not exist, it gets created during the Operator installation.
								
	
									Select Update approval as Automatic or Manual. By default, the Update approval is set to Automatic. If you select automatic updates, the Operator Lifecycle Manager (OLM) automatically upgrades the running instance of your Operator without any intervention. If you select manual updates, the OLM creates an update request. As a cluster administrator, you must then manually approve that update request to update the Operator updated to the new version.
								
	
									Click Install.
								





Verification
	
							Verify that the AWS Load Balancer Operator shows the Status as Succeeded on the Installed Operators dashboard.
						




Creating an instance of AWS Load Balancer Controller




				After installing the Operator, you can create an instance of the AWS Load Balancer Controller.
			
Creating an instance of the AWS Load Balancer Controller using AWS Load Balancer Operator




					You can install only a single instance of the aws-load-balancer-controller in a cluster. You can create the AWS Load Balancer Controller by using CLI. The AWS Load Balancer(ALB) Operator reconciles only the resource with the name cluster.
				
Prerequisites
	
							You have created the echoserver namespace.
						
	
							You have access to the OpenShift CLI (oc).
						


Procedure
	
							Create an aws-load-balancer-controller resource YAML file, for example, sample-aws-lb.yaml, as follows:
						
apiVersion: networking.olm.openshift.io/v1alpha1
kind: AWSLoadBalancerController [image: 1]
metadata:
  name: cluster [image: 2]
spec:
  subnetTagging: Auto [image: 3]
  additionalResourceTags: [image: 4]
    example.org/cost-center: 5113232
    example.org/security-scope: staging
  ingressClass: alb [image: 5]
  config:
    replicas: 2 [image: 6]
  enabledAddons: [image: 7]
    - AWSWAFv2 [image: 8]
	[image: 1] 
	
									Defines the aws-load-balancer-controller resource.
								

	[image: 2] 
	
									Defines the AWS Load Balancer Controller instance name. This instance name gets added as a suffix to all related resources.
								

	[image: 3] 
	
									Valid options are Auto and Manual. When the value is set to Auto, the Operator attempts to determine the subnets that belong to the cluster and tags them appropriately. The Operator cannot determine the role correctly if the internal subnet tags are not present on internal subnet. If you installed your cluster on user-provided infrastructure, you can manually tag the subnets with the appropriate role tags and set the subnet tagging policy to Manual.
								

	[image: 4] 
	
									Defines the tags used by the controller when it provisions AWS resources.
								

	[image: 5] 
	
									The default value for this field is alb. The Operator provisions an IngressClass resource with the same name if it does not exist.
								

	[image: 6] 
	
									Specifies the number of replicas of the controller.
								

	[image: 7] 
	
									Specifies add-ons for AWS load balancers, which get specified through annotations.
								

	[image: 8] 
	
									Enables the alb.ingress.kubernetes.io/wafv2-acl-arn annotation.
								




	
							Create a aws-load-balancer-controller resource by running the following command:
						
$ oc create -f sample-aws-lb.yaml

	
							After the AWS Load Balancer Controller is running, create a deployment resource:
						
apiVersion: apps/v1
kind: Deployment [image: 1]
metadata:
  name: <echoserver> [image: 2]
  namespace: echoserver
spec:
  selector:
    matchLabels:
      app: echoserver
  replicas: 3 [image: 3]
  template:
    metadata:
      labels:
        app: echoserver
    spec:
      containers:
        - image: openshift/origin-node
          args:
            - TCP4-LISTEN:8080,reuseaddr,fork
            - EXEC:'/bin/bash -c \"printf \\\"HTTP/1.0 200 OK\r\n\r\n\\\"; sed -e \\\"/^\r/q\\\"\"'
          imagePullPolicy: Always
          name: echoserver
          ports:
            - containerPort: 8080
	[image: 1] 
	
									Defines the deployment resource.
								

	[image: 2] 
	
									Specifies the deployment name.
								

	[image: 3] 
	
									Specifies the number of replicas of the deployment.
								




	
							Create a service resource:
						
apiVersion: v1
kind: Service [image: 1]
metadata:
  name: <echoserver> [image: 2]
  namespace: echoserver
spec:
  ports:
    - port: 80
      targetPort: 8080
      protocol: TCP
  type: NodePort
  selector:
    app: echoserver
	[image: 1] 
	
									Defines the service resource.
								

	[image: 2] 
	
									Specifies the name of the service.
								




	
							Deploy an ALB-backed Ingress resource:
						
apiVersion: networking.k8s.io/v1
kind: Ingress [image: 1]
metadata:
  name: <echoserver> [image: 2]
  namespace: echoserver
  annotations:
    alb.ingress.kubernetes.io/scheme: internet-facing
    alb.ingress.kubernetes.io/target-type: instance
spec:
  ingressClassName: alb
  rules:
    - http:
        paths:
          - path: /
            pathType: Exact
            backend:
              service:
                name: <echoserver> [image: 3]
                port:
                  number: 80
	[image: 1] 
	
									Defines the ingress resource.
								

	[image: 2] 
	
									Specifies the name of the ingress resource.
								

	[image: 3] 
	
									Specifies the name of the service resource.
								






Verification
	
							Verify the status of the Ingress resource to show the host of the provisioned AWS Load Balancer (ALB) by running the following command:
						
$ HOST=$(kubectl get ingress -n echoserver echoserver -o json | jq -r '.status.loadBalancer.ingress[0].hostname')

	
							Verify the status of the provisioned AWS Load Balancer (ALB) host by running the following command:
						
$ curl $HOST





Creating multiple ingresses




				You can route the traffic to different services that are part of a single domain through a single AWS Load Balancer (ALB). Each Ingress resource provides different endpoints of the domain.
			
Creating multiple ingresses through a single AWS Load Balancer




					You can route the traffic to multiple Ingresses through a single AWS Load Balancer (ALB) by using the CLI.
				
Prerequisites
	
							You have an access to the OpenShift CLI (oc).
						


Procedure
	
							Create an IngressClassParams resource YAML file, for example, sample-single-lb-params.yaml, as follows:
						
apiVersion: elbv2.k8s.aws/v1beta1 [image: 1]
kind: IngressClassParams
metadata:
  name: single-lb-params [image: 2]
spec:
  group:
    name: single-lb [image: 3]
	[image: 1] 
	
									Defines the API group and version of the IngressClassParams resource.
								

	[image: 2] 
	
									Specifies the name of the IngressClassParams resource.
								

	[image: 3] 
	
									Specifies the name of the IngressGroup. All Ingresses of this class belong to this IngressGroup.
								




	
							Create an IngressClassParams resource by running the following command:
						
$ oc create -f sample-single-lb-params.yaml

	
							Create an IngressClass resource YAML file, for example, sample-single-lb-class.yaml, as follows:
						
apiVersion: networking.k8s.io/v1 [image: 1]
kind: IngressClass
metadata:
  name: single-lb [image: 2]
spec:
  controller: ingress.k8s.aws/alb [image: 3]
  parameters:
    apiGroup: elbv2.k8s.aws [image: 4]
    kind: IngressClassParams [image: 5]
    name: single-lb-params [image: 6]
	[image: 1] 
	
									Defines the API group and version of the IngressClass resource.
								

	[image: 2] 
	
									Specifies the name of the IngressClass.
								

	[image: 3] 
	
									Defines the controller name. ingress.k8s.aws/alb denotes that all Ingresses of this class should be managed by the aws-load-balancer-controller.
								

	[image: 4] 
	
									Defines the API group of the IngressClassParams resource.
								

	[image: 5] 
	
									Defines the resource type of the IngressClassParams resource.
								

	[image: 6] 
	
									Defines the name of the IngressClassParams resource.
								




	
							Create an IngressClass resource by running the following command:
						
$ oc create -f sample-single-lb-class.yaml

	
							Create an AWSLoadBalancerController resource YAML file, for example, sample-single-lb.yaml, as follows:
						
apiVersion: networking.olm.openshift.io/v1
kind: AWSLoadBalancerController
metadata:
  name: cluster
spec:
  subnetTagging: Auto
  ingressClass: single-lb [image: 1]
	[image: 1] 
	
									Defines the name of the IngressClass resource.
								




	
							Create an AWSLoadBalancerController resource by running the following command:
						
$ oc create -f sample-single-lb.yaml

	
							Create an Ingress resource YAML file, for example, sample-multiple-ingress.yaml, as follows:
						
apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: example-1 [image: 1]
  annotations:
    alb.ingress.kubernetes.io/scheme: internet-facing [image: 2]
    alb.ingress.kubernetes.io/group.order: "1" [image: 3]
    alb.ingress.kubernetes.io/target-type: instance [image: 4]
spec:
  ingressClassName: single-lb [image: 5]
  rules:
  - host: example.com [image: 6]
    http:
        paths:
        - path: /blog [image: 7]
          pathType: Prefix
          backend:
            service:
              name: example-1 [image: 8]
              port:
                number: 80 [image: 9]
---
apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: example-2
  annotations:
    alb.ingress.kubernetes.io/scheme: internet-facing
    alb.ingress.kubernetes.io/group.order: "2"
    alb.ingress.kubernetes.io/target-type: instance
spec:
  ingressClassName: single-lb
  rules:
  - host: example.com
    http:
        paths:
        - path: /store
          pathType: Prefix
          backend:
            service:
              name: example-2
              port:
                number: 80
---
apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: example-3
  annotations:
    alb.ingress.kubernetes.io/scheme: internet-facing
    alb.ingress.kubernetes.io/group.order: "3"
    alb.ingress.kubernetes.io/target-type: instance
spec:
  ingressClassName: single-lb
  rules:
  - host: example.com
    http:
        paths:
        - path: /
          pathType: Prefix
          backend:
            service:
              name: example-3
              port:
                number: 80
	[image: 1] 
	
									Specifies the name of an ingress.
								

	[image: 2] 
	
									Indicates the load balancer to provision in the public subnet and makes it accessible over the internet.
								

	[image: 3] 
	
									Specifies the order in which the rules from the Ingresses are matched when the request is received at the load balancer.
								

	[image: 4] 
	
									Indicates the load balancer will target OpenShift nodes to reach the service.
								

	[image: 5] 
	
									Specifies the Ingress Class that belongs to this ingress.
								

	[image: 6] 
	
									Defines the name of a domain used for request routing.
								

	[image: 7] 
	
									Defines the path that must route to the service.
								

	[image: 8] 
	
									Defines the name of the service that serves the endpoint configured in the ingress.
								

	[image: 9] 
	
									Defines the port on the service that serves the endpoint.
								




	
							Create the Ingress resources by running the following command:
						
$ oc create -f sample-multiple-ingress.yaml





Adding TLS termination




				You can add TLS termination on the AWS Load Balancer.
			
Adding TLS termination on the AWS Load Balancer




					You can route the traffic for the domain to pods of a service and add TLS termination on the AWS Load Balancer.
				
Prerequisites
	
							You have an access to the OpenShift CLI (oc).
						


Procedure
	
							Install the Operator and create an instance of the aws-load-balancer-controller resource:
						
apiVersion: networking.k8s.io/v1
kind: AWSLoadBalancerController
group: networking.olm.openshift.io/v1alpha1 [image: 1]
metadata:
  name: cluster
spec:
  subnetTagging: Auto
  ingressClass: tls-termination [image: 2]
	[image: 1] [image: 2] 
	
									Defines the name of an ingressClass resource reconciled by the AWS Load Balancer Controller. This ingressClass resource gets created if it is not present. You can add additional ingressClass values. The controller reconciles the ingressClass values if the spec.controller is set to ingress.k8s.aws/alb.
								




	
							Create an Ingress resource:
						
apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: <example> [image: 1]
  annotations:
    alb.ingress.kubernetes.io/scheme: internet-facing [image: 2]
    alb.ingress.kubernetes.io/certificate-arn: arn:aws:acm:us-west-2:xxxxx [image: 3]
spec:
  ingressClassName: tls-termination [image: 4]
  rules:
  - host: <example.com> [image: 5]
    http:
        paths:
          - path: /
            pathType: Exact
            backend:
              service:
                name: <example-service> [image: 6]
                port:
                  number: 80
	[image: 1] 
	
									Specifies the name of an ingress.
								

	[image: 2] 
	
									The controller provisions the load balancer for this Ingress resource in a public subnet so that the load balancer is reachable over the internet.
								

	[image: 3] 
	
									The Amazon Resource Name of the certificate that you attach to the load balancer.
								

	[image: 4] 
	
									Defines the ingress class name.
								

	[image: 5] 
	
									Defines the domain for traffic routing.
								

	[image: 6] 
	
									Defines the service for traffic routing.
								









Chapter 20. Multiple networks



Understanding multiple networks




				In Kubernetes, container networking is delegated to networking plugins that implement the Container Network Interface (CNI).
			

				OpenShift Container Platform uses the Multus CNI plugin to allow chaining of CNI plugins. During cluster installation, you configure your default pod network. The default network handles all ordinary network traffic for the cluster. You can define an additional network based on the available CNI plugins and attach one or more of these networks to your pods. You can define more than one additional network for your cluster, depending on your needs. This gives you flexibility when you configure pods that deliver network functionality, such as switching or routing.
			
Usage scenarios for an additional network




					You can use an additional network in situations where network isolation is needed, including data plane and control plane separation. Isolating network traffic is useful for the following performance and security reasons:
				
	Performance
	
								You can send traffic on two different planes to manage how much traffic is along each plane.
							
	Security
	
								You can send sensitive traffic onto a network plane that is managed specifically for security considerations, and you can separate private data that must not be shared between tenants or customers.
							



					All of the pods in the cluster still use the cluster-wide default network to maintain connectivity across the cluster. Every pod has an eth0 interface that is attached to the cluster-wide pod network. You can view the interfaces for a pod by using the oc exec -it <pod_name> -- ip a command. If you add additional network interfaces that use Multus CNI, they are named net1, net2, …​, netN.
				

					To attach additional network interfaces to a pod, you must create configurations that define how the interfaces are attached. You specify each interface by using a NetworkAttachmentDefinition custom resource (CR). A CNI configuration inside each of these CRs defines how that interface is created.
				

Additional networks in OpenShift Container Platform




					OpenShift Container Platform provides the following CNI plugins for creating additional networks in your cluster:
				
	
							bridge: Configure a bridge-based additional network to allow pods on the same host to communicate with each other and the host.
						
	
							host-device: Configure a host-device additional network to allow pods access to a physical Ethernet network device on the host system.
						
	
							ipvlan: Configure an ipvlan-based additional network to allow pods on a host to communicate with other hosts and pods on those hosts, similar to a macvlan-based additional network. Unlike a macvlan-based additional network, each pod shares the same MAC address as the parent physical network interface.
						
	
							macvlan: Configure a macvlan-based additional network to allow pods on a host to communicate with other hosts and pods on those hosts by using a physical network interface. Each pod that is attached to a macvlan-based additional network is provided a unique MAC address.
						
	
							SR-IOV: Configure an SR-IOV based additional network to allow pods to attach to a virtual function (VF) interface on SR-IOV capable hardware on the host system.
						




Configuring an additional network




				As a cluster administrator, you can configure an additional network for your cluster. The following network types are supported:
			
	
						Bridge
					
	
						Host device
					
	
						IPVLAN
					
	
						MACVLAN
					


Approaches to managing an additional network




					You can manage the life cycle of an additional network by two approaches. Each approach is mutually exclusive and you can only use one approach for managing an additional network at a time. For either approach, the additional network is managed by a Container Network Interface (CNI) plugin that you configure.
				

					For an additional network, IP addresses are provisioned through an IP Address Management (IPAM) CNI plugin that you configure as part of the additional network. The IPAM plugin supports a variety of IP address assignment approaches including DHCP and static assignment.
				
	
							Modify the Cluster Network Operator (CNO) configuration: The CNO automatically creates and manages the NetworkAttachmentDefinition object. In addition to managing the object lifecycle the CNO ensures a DHCP is available for an additional network that uses a DHCP assigned IP address.
						
	
							Applying a YAML manifest: You can manage the additional network directly by creating an NetworkAttachmentDefinition object. This approach allows for the chaining of CNI plugins.
						



Configuration for an additional network attachment




					An additional network is configured via the NetworkAttachmentDefinition API in the k8s.cni.cncf.io API group.
				
Important

						Do not store any sensitive information or a secret in the NetworkAttachmentDefinition object because this information is accessible by the project administration user.
					


					The configuration for the API is described in the following table:
				
Table 20.1. NetworkAttachmentDefinition API fields
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									The name for the additional network.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									The namespace that the object is associated with.
								

								 
	 
									spec.config
								

								 	 
									string
								

								 	 
									The CNI plugin configuration in JSON format.
								

								 



Configuration of an additional network through the Cluster Network Operator




						The configuration for an additional network attachment is specified as part of the Cluster Network Operator (CNO) configuration.
					

						The following YAML describes the configuration parameters for managing an additional network with the CNO:
					
Cluster Network Operator configuration

							

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  # ...
  additionalNetworks: [image: 1]
  - name: <name> [image: 2]
    namespace: <namespace> [image: 3]
    rawCNIConfig: |- [image: 4]
      {
        ...
      }
    type: Raw


						
	[image: 1] 
	
								An array of one or more additional network configurations.
							

	[image: 2] 
	
								The name for the additional network attachment that you are creating. The name must be unique within the specified namespace.
							

	[image: 3] 
	
								The namespace to create the network attachment in. If you do not specify a value, then the default namespace is used.
							

	[image: 4] 
	
								A CNI plugin configuration in JSON format.
							




Configuration of an additional network from a YAML manifest




						The configuration for an additional network is specified from a YAML configuration file, such as in the following example:
					
apiVersion: k8s.cni.cncf.io/v1
kind: NetworkAttachmentDefinition
metadata:
  name: <name> [image: 1]
spec:
  config: |- [image: 2]
    {
      ...
    }
	[image: 1] 
	
								The name for the additional network attachment that you are creating.
							

	[image: 2] 
	
								A CNI plugin configuration in JSON format.
							





Configurations for additional network types




					The specific configuration fields for additional networks is described in the following sections.
				
Configuration for a bridge additional network




						The following object describes the configuration parameters for the bridge CNI plugin:
					
Table 20.2. Bridge CNI plugin JSON configuration object
	Field	Type	Description
	 
										cniVersion
									

									 	 
										string
									

									 	 
										The CNI specification version. The 0.3.1 value is required.
									

									 
	 
										name
									

									 	 
										string
									

									 	 
										The value for the name parameter you provided previously for the CNO configuration.
									

									 
	 
										type
									

									 	 
										string
									

									 	 
										The name of the CNI plugin to configure: bridge.
									

									 
	 
										ipam
									

									 	 
										object
									

									 	 
										The configuration object for the IPAM CNI plugin. The plugin manages IP address assignment for the attachment definition.
									

									 
	 
										bridge
									

									 	 
										string
									

									 	 
										Optional: Specify the name of the virtual bridge to use. If the bridge interface does not exist on the host, it is created. The default value is cni0.
									

									 
	 
										ipMasq
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to enable IP masquerading for traffic that leaves the virtual network. The source IP address for all traffic is rewritten to the bridge’s IP address. If the bridge does not have an IP address, this setting has no effect. The default value is false.
									

									 
	 
										isGateway
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to assign an IP address to the bridge. The default value is false.
									

									 
	 
										isDefaultGateway
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to configure the bridge as the default gateway for the virtual network. The default value is false. If isDefaultGateway is set to true, then isGateway is also set to true automatically.
									

									 
	 
										forceAddress
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to allow assignment of a previously assigned IP address to the virtual bridge. When set to false, if an IPv4 address or an IPv6 address from overlapping subsets is assigned to the virtual bridge, an error occurs. The default value is false.
									

									 
	 
										hairpinMode
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to allow the virtual bridge to send an Ethernet frame back through the virtual port it was received on. This mode is also known as reflective relay. The default value is false.
									

									 
	 
										promiscMode
									

									 	 
										boolean
									

									 	 
										Optional: Set to true to enable promiscuous mode on the bridge. The default value is false.
									

									 
	 
										vlan
									

									 	 
										string
									

									 	 
										Optional: Specify a virtual LAN (VLAN) tag as an integer value. By default, no VLAN tag is assigned.
									

									 
	 
										preserveDefaultVlan
									

									 	 
										string
									

									 	 
										Optional: Indicates whether the default vlan must be preserved on the veth end connected to the bridge. Defaults to true.
									

									 
	 
										vlanTrunk
									

									 	 
										list
									

									 	 
										Optional: Assign a VLAN trunk tag. The default value is none.
									

									 
	 
										mtu
									

									 	 
										string
									

									 	 
										Optional: Set the maximum transmission unit (MTU) to the specified value. The default value is automatically set by the kernel.
									

									 
	 
										enabledad
									

									 	 
										boolean
									

									 	 
										Optional: Enables duplicate address detection for the container side veth. The default value is false.
									

									 
	 
										macspoofchk
									

									 	 
										boolean
									

									 	 
										Optional: Enables mac spoof check, limiting the traffic originating from the container to the mac address of the interface. The default value is false.
									

									 



Note

							The VLAN parameter configures the VLAN tag on the host end of the veth and also enables the vlan_filtering feature on the bridge interface.
						

Note

							To configure uplink for a L2 network you need to allow the vlan on the uplink interface by using the following command:
						
$  bridge vlan add vid VLAN_ID dev DEV

bridge configuration example




							The following example configures an additional network named bridge-net:
						
{
  "cniVersion": "0.3.1",
  "name": "bridge-net",
  "type": "bridge",
  "isGateway": true,
  "vlan": 2,
  "ipam": {
    "type": "dhcp"
    }
}


Configuration for a host device additional network



Note

							Specify your network device by setting only one of the following parameters: device,hwaddr, kernelpath, or pciBusID.
						


						The following object describes the configuration parameters for the host-device CNI plugin:
					
Table 20.3. Host device CNI plugin JSON configuration object
	Field	Type	Description
	 
										cniVersion
									

									 	 
										string
									

									 	 
										The CNI specification version. The 0.3.1 value is required.
									

									 
	 
										name
									

									 	 
										string
									

									 	 
										The value for the name parameter you provided previously for the CNO configuration.
									

									 
	 
										type
									

									 	 
										string
									

									 	 
										The name of the CNI plugin to configure: host-device.
									

									 
	 
										device
									

									 	 
										string
									

									 	 
										Optional: The name of the device, such as eth0.
									

									 
	 
										hwaddr
									

									 	 
										string
									

									 	 
										Optional: The device hardware MAC address.
									

									 
	 
										kernelpath
									

									 	 
										string
									

									 	 
										Optional: The Linux kernel device path, such as /sys/devices/pci0000:00/0000:00:1f.6.
									

									 
	 
										pciBusID
									

									 	 
										string
									

									 	 
										Optional: The PCI address of the network device, such as 0000:00:1f.6.
									

									 



host-device configuration example




							The following example configures an additional network named hostdev-net:
						
{
  "cniVersion": "0.3.1",
  "name": "hostdev-net",
  "type": "host-device",
  "device": "eth1"
}


Configuration for an IPVLAN additional network




						The following object describes the configuration parameters for the IPVLAN CNI plugin:
					
Table 20.4. IPVLAN CNI plugin JSON configuration object
	Field	Type	Description
	 
										cniVersion
									

									 	 
										string
									

									 	 
										The CNI specification version. The 0.3.1 value is required.
									

									 
	 
										name
									

									 	 
										string
									

									 	 
										The value for the name parameter you provided previously for the CNO configuration.
									

									 
	 
										type
									

									 	 
										string
									

									 	 
										The name of the CNI plugin to configure: ipvlan.
									

									 
	 
										ipam
									

									 	 
										object
									

									 	 
										The configuration object for the IPAM CNI plugin. The plugin manages IP address assignment for the attachment definition. This is required unless the plugin is chained.
									

									 
	 
										mode
									

									 	 
										string
									

									 	 
										Optional: The operating mode for the virtual network. The value must be l2, l3, or l3s. The default value is l2.
									

									 
	 
										master
									

									 	 
										string
									

									 	 
										Optional: The Ethernet interface to associate with the network attachment. If a master is not specified, the interface for the default network route is used.
									

									 
	 
										mtu
									

									 	 
										integer
									

									 	 
										Optional: Set the maximum transmission unit (MTU) to the specified value. The default value is automatically set by the kernel.
									

									 



Note
	
									The ipvlan object does not allow virtual interfaces to communicate with the master interface. Therefore the container will not be able to reach the host by using the ipvlan interface. Be sure that the container joins a network that provides connectivity to the host, such as a network supporting the Precision Time Protocol (PTP).
								
	
									A single master interface cannot simultaneously be configured to use both macvlan and ipvlan.
								
	
									For IP allocation schemes that cannot be interface agnostic, the ipvlan plugin can be chained with an earlier plugin that handles this logic. If the master is omitted, then the previous result must contain a single interface name for the ipvlan plugin to enslave. If ipam is omitted, then the previous result is used to configure the ipvlan interface.
								



ipvlan configuration example




							The following example configures an additional network named ipvlan-net:
						
{
  "cniVersion": "0.3.1",
  "name": "ipvlan-net",
  "type": "ipvlan",
  "master": "eth1",
  "mode": "l3",
  "ipam": {
    "type": "static",
    "addresses": [
       {
         "address": "192.168.10.10/24"
       }
    ]
  }
}


Configuration for a MACVLAN additional network




						The following object describes the configuration parameters for the macvlan CNI plugin:
					
Table 20.5. MACVLAN CNI plugin JSON configuration object
	Field	Type	Description
	 
										cniVersion
									

									 	 
										string
									

									 	 
										The CNI specification version. The 0.3.1 value is required.
									

									 
	 
										name
									

									 	 
										string
									

									 	 
										The value for the name parameter you provided previously for the CNO configuration.
									

									 
	 
										type
									

									 	 
										string
									

									 	 
										The name of the CNI plugin to configure: macvlan.
									

									 
	 
										ipam
									

									 	 
										object
									

									 	 
										The configuration object for the IPAM CNI plugin. The plugin manages IP address assignment for the attachment definition.
									

									 
	 
										mode
									

									 	 
										string
									

									 	 
										Optional: Configures traffic visibility on the virtual network. Must be either bridge, passthru, private, or vepa. If a value is not provided, the default value is bridge.
									

									 
	 
										master
									

									 	 
										string
									

									 	 
										Optional: The host network interface to associate with the newly created macvlan interface. If a value is not specified, then the default route interface is used.
									

									 
	 
										mtu
									

									 	 
										string
									

									 	 
										Optional: The maximum transmission unit (MTU) to the specified value. The default value is automatically set by the kernel.
									

									 



Note

							If you specify the master key for the plugin configuration, use a different physical network interface than the one that is associated with your primary network plugin to avoid possible conflicts.
						

macvlan configuration example




							The following example configures an additional network named macvlan-net:
						
{
  "cniVersion": "0.3.1",
  "name": "macvlan-net",
  "type": "macvlan",
  "master": "eth1",
  "mode": "bridge",
  "ipam": {
    "type": "dhcp"
    }
}



Configuration of IP address assignment for an additional network




					The IP address management (IPAM) Container Network Interface (CNI) plugin provides IP addresses for other CNI plugins.
				

					You can use the following IP address assignment types:
				
	
							Static assignment.
						
	
							Dynamic assignment through a DHCP server. The DHCP server you specify must be reachable from the additional network.
						
	
							Dynamic assignment through the Whereabouts IPAM CNI plugin.
						


Static IP address assignment configuration




						The following table describes the configuration for static IP address assignment:
					
Table 20.6. ipam static configuration object
	Field	Type	Description
	 
										type
									

									 	 
										string
									

									 	 
										The IPAM address type. The value static is required.
									

									 
	 
										addresses
									

									 	 
										array
									

									 	 
										An array of objects specifying IP addresses to assign to the virtual interface. Both IPv4 and IPv6 IP addresses are supported.
									

									 
	 
										routes
									

									 	 
										array
									

									 	 
										An array of objects specifying routes to configure inside the pod.
									

									 
	 
										dns
									

									 	 
										array
									

									 	 
										Optional: An array of objects specifying the DNS configuration.
									

									 




						The addresses array requires objects with the following fields:
					
Table 20.7. ipam.addresses[] array
	Field	Type	Description
	 
										address
									

									 	 
										string
									

									 	 
										An IP address and network prefix that you specify. For example, if you specify 10.10.21.10/24, then the additional network is assigned an IP address of 10.10.21.10 and the netmask is 255.255.255.0.
									

									 
	 
										gateway
									

									 	 
										string
									

									 	 
										The default gateway to route egress network traffic to.
									

									 



Table 20.8. ipam.routes[] array
	Field	Type	Description
	 
										dst
									

									 	 
										string
									

									 	 
										The IP address range in CIDR format, such as 192.168.17.0/24 or 0.0.0.0/0 for the default route.
									

									 
	 
										gw
									

									 	 
										string
									

									 	 
										The gateway where network traffic is routed.
									

									 



Table 20.9. ipam.dns object
	Field	Type	Description
	 
										nameservers
									

									 	 
										array
									

									 	 
										An array of one or more IP addresses for to send DNS queries to.
									

									 
	 
										domain
									

									 	 
										array
									

									 	 
										The default domain to append to a hostname. For example, if the domain is set to example.com, a DNS lookup query for example-host is rewritten as example-host.example.com.
									

									 
	 
										search
									

									 	 
										array
									

									 	 
										An array of domain names to append to an unqualified hostname, such as example-host, during a DNS lookup query.
									

									 



Static IP address assignment configuration example

							

{
  "ipam": {
    "type": "static",
      "addresses": [
        {
          "address": "191.168.1.7/24"
        }
      ]
  }
}


						

Dynamic IP address (DHCP) assignment configuration




						The following JSON describes the configuration for dynamic IP address address assignment with DHCP.
					
Renewal of DHCP leases

							A pod obtains its original DHCP lease when it is created. The lease must be periodically renewed by a minimal DHCP server deployment running on the cluster.
						

							To trigger the deployment of the DHCP server, you must create a shim network attachment by editing the Cluster Network Operator configuration, as in the following example:
						
Example shim network attachment definition

								

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: dhcp-shim
    namespace: default
    type: Raw
    rawCNIConfig: |-
      {
        "name": "dhcp-shim",
        "cniVersion": "0.3.1",
        "type": "bridge",
        "ipam": {
          "type": "dhcp"
        }
      }
  # ...


							

Table 20.10. ipam DHCP configuration object
	Field	Type	Description
	 
										type
									

									 	 
										string
									

									 	 
										The IPAM address type. The value dhcp is required.
									

									 



Dynamic IP address (DHCP) assignment configuration example

							

{
  "ipam": {
    "type": "dhcp"
  }
}


						

Dynamic IP address assignment configuration with Whereabouts




						The Whereabouts CNI plugin allows the dynamic assignment of an IP address to an additional network without the use of a DHCP server.
					

						The following table describes the configuration for dynamic IP address assignment with Whereabouts:
					
Table 20.11. ipam whereabouts configuration object
	Field	Type	Description
	 
										type
									

									 	 
										string
									

									 	 
										The IPAM address type. The value whereabouts is required.
									

									 
	 
										range
									

									 	 
										string
									

									 	 
										An IP address and range in CIDR notation. IP addresses are assigned from within this range of addresses.
									

									 
	 
										exclude
									

									 	 
										array
									

									 	 
										Optional: A list of zero or more IP addresses and ranges in CIDR notation. IP addresses within an excluded address range are not assigned.
									

									 



Dynamic IP address assignment configuration example that uses Whereabouts

							

{
  "ipam": {
    "type": "whereabouts",
    "range": "192.0.2.192/27",
    "exclude": [
       "192.0.2.192/30",
       "192.0.2.196/32"
    ]
  }
}


						

Creating a Whereabouts reconciler daemon set




						The Whereabouts reconciler is responsible for managing dynamic IP address assignments for the pods within a cluster using the Whereabouts IP Address Management (IPAM) solution. It ensures that each pods gets a unique IP address from the specified IP address range. It also handles IP address releases when pods are deleted or scaled down.
					
Note

							You can also use a NetworkAttachmentDefinition custom resource for dynamic IP address assignment.
						


						The Whereabouts reconciler daemon set is automatically created when you configure an additional network through the Cluster Network Operator. It is not automatically created when you configure an additional network from a YAML manifest.
					

						To trigger the deployment of the Whereabouts reconciler daemonset, you must manually create a whereabouts-shim network attachment by editing the Cluster Network Operator custom resource file.
					

						Use the following procedure to deploy the Whereabouts reconciler daemonset.
					
Procedure
	
								Edit the Network.operator.openshift.io custom resource (CR) by running the following command:
							
$ oc edit network.operator.openshift.io cluster

	
								Modify the additionalNetworks parameter in the CR to add the whereabouts-shim network attachment definition. For example:
							
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: whereabouts-shim
    namespace: default
    rawCNIConfig: |-
      {
       "name": "whereabouts-shim",
       "cniVersion": "0.3.1",
       "type": "bridge",
       "ipam": {
         "type": "whereabouts"
       }
      }
    type: Raw

	
								Save the file and exit the text editor.
							
	
								Verify that the whereabouts-reconciler daemon set deployed successfully by running the following command:
							
$ oc get all -n openshift-multus | grep whereabouts-reconciler
Example output

									

pod/whereabouts-reconciler-jnp6g 1/1 Running 0 6s
pod/whereabouts-reconciler-k76gg 1/1 Running 0 6s
pod/whereabouts-reconciler-k86t9 1/1 Running 0 6s
pod/whereabouts-reconciler-p4sxw 1/1 Running 0 6s
pod/whereabouts-reconciler-rvfdv 1/1 Running 0 6s
pod/whereabouts-reconciler-svzw9 1/1 Running 0 6s
daemonset.apps/whereabouts-reconciler 6 6 6 6 6 kubernetes.io/os=linux 6s


								





Creating an additional network attachment with the Cluster Network Operator




					The Cluster Network Operator (CNO) manages additional network definitions. When you specify an additional network to create, the CNO creates the NetworkAttachmentDefinition object automatically.
				
Important

						Do not edit the NetworkAttachmentDefinition objects that the Cluster Network Operator manages. Doing so might disrupt network traffic on your additional network.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Optional: Create the namespace for the additional networks:
						
$ oc create namespace <namespace_name>

	
							To edit the CNO configuration, enter the following command:
						
$ oc edit networks.operator.openshift.io cluster

	
							Modify the CR that you are creating by adding the configuration for the additional network that you are creating, as in the following example CR.
						
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  # ...
  additionalNetworks:
  - name: tertiary-net
    namespace: namespace2
    type: Raw
    rawCNIConfig: |-
      {
        "cniVersion": "0.3.1",
        "name": "tertiary-net",
        "type": "ipvlan",
        "master": "eth1",
        "mode": "l2",
        "ipam": {
          "type": "static",
          "addresses": [
            {
              "address": "192.168.1.23/24"
            }
          ]
        }
      }

	
							Save your changes and quit the text editor to commit your changes.
						


Verification
	
							Confirm that the CNO created the NetworkAttachmentDefinition object by running the following command. There might be a delay before the CNO creates the object.
						
$ oc get network-attachment-definitions -n <namespace>

							where:
						
	<namespace>
	
										Specifies the namespace for the network attachment that you added to the CNO configuration.
									


Example output

								

NAME                 AGE
test-network-1       14m


							




Creating an additional network attachment by applying a YAML manifest



Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a YAML file with your additional network configuration, such as in the following example:
						
apiVersion: k8s.cni.cncf.io/v1
kind: NetworkAttachmentDefinition
metadata:
  name: next-net
spec:
  config: |-
    {
      "cniVersion": "0.3.1",
      "name": "work-network",
      "type": "host-device",
      "device": "eth1",
      "ipam": {
        "type": "dhcp"
      }
    }

	
							To create the additional network, enter the following command:
						
$ oc apply -f <file>.yaml

							where:
						
	<file>
	
										Specifies the name of the file contained the YAML manifest.
									







About virtual routing and forwarding



About virtual routing and forwarding




					Virtual routing and forwarding (VRF) devices combined with IP rules provide the ability to create virtual routing and forwarding domains. VRF reduces the number of permissions needed by CNF, and provides increased visibility of the network topology of secondary networks. VRF is used to provide multi-tenancy functionality, for example, where each tenant has its own unique routing tables and requires different default gateways.
				

					Processes can bind a socket to the VRF device. Packets through the binded socket use the routing table associated with the VRF device. An important feature of VRF is that it impacts only OSI model layer 3 traffic and above so L2 tools, such as LLDP, are not affected. This allows higher priority IP rules such as policy based routing to take precedence over the VRF device rules directing specific traffic.
				
Benefits of secondary networks for pods for telecommunications operators




						In telecommunications use cases, each CNF can potentially be connected to multiple different networks sharing the same address space. These secondary networks can potentially conflict with the cluster’s main network CIDR. Using the CNI VRF plugin, network functions can be connected to different customers' infrastructure using the same IP address, keeping different customers isolated. IP addresses are overlapped with OpenShift Container Platform IP space. The CNI VRF plugin also reduces the number of permissions needed by CNF and increases the visibility of network topologies of secondary networks.
					



Configuring multi-network policy




				As a cluster administrator, you can configure network policy for additional networks.
			
Note

					You can specify multi-network policy for only macvlan additional networks. Other types of additional networks, such as ipvlan, are not supported.
				

Differences between multi-network policy and network policy




					Although the MultiNetworkPolicy API implements the NetworkPolicy API, there are several important differences:
				
	
							You must use the MultiNetworkPolicy API:
						
apiVersion: k8s.cni.cncf.io/v1beta1
kind: MultiNetworkPolicy

	
							You must use the multi-networkpolicy resource name when using the CLI to interact with multi-network policies. For example, you can view a multi-network policy object with the oc get multi-networkpolicy <name> command where <name> is the name of a multi-network policy.
						
	
							You must specify an annotation with the name of the network attachment definition that defines the macvlan additional network:
						
apiVersion: k8s.cni.cncf.io/v1beta1
kind: MultiNetworkPolicy
metadata:
  annotations:
    k8s.v1.cni.cncf.io/policy-for: <network_name>

							where:
						
	<network_name>
	
										Specifies the name of a network attachment definition.
									






Enabling multi-network policy for the cluster




					As a cluster administrator, you can enable multi-network policy support on your cluster.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							Create the multinetwork-enable-patch.yaml file with the following YAML:
						
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  useMultiNetworkPolicy: true

	
							Configure the cluster to enable multi-network policy:
						
$ oc patch network.operator.openshift.io cluster --type=merge --patch-file=multinetwork-enable-patch.yaml
Example output

								

network.operator.openshift.io/cluster patched


							




Working with multi-network policy




					As a cluster administrator, you can create, edit, view, and delete multi-network policies.
				
Prerequisites



	
								You have enabled multi-network policy support for your cluster.
							



Creating a multi-network policy using the CLI




						To define granular rules describing ingress or egress network traffic allowed for namespaces in your cluster, you can create a multi-network policy.
					
Prerequisites
	
								Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
							
	
								You installed the OpenShift CLI (oc).
							
	
								You are logged in to the cluster with a user with cluster-admin privileges.
							
	
								You are working in the namespace that the multi-network policy applies to.
							


Procedure
	
								Create a policy rule:
							
	
										Create a <policy_name>.yaml file:
									
$ touch <policy_name>.yaml

										where:
									
	<policy_name>
	
													Specifies the multi-network policy file name.
												



	
										Define a multi-network policy in the file that you just created, such as in the following examples:
									
Deny ingress from all pods in all namespaces

											

apiVersion: k8s.cni.cncf.io/v1beta1
kind: MultiNetworkPolicy
metadata:
  name: deny-by-default
  annotations:
    k8s.v1.cni.cncf.io/policy-for: <network_name>
spec:
  podSelector:
  ingress: []


										

										where
									
	<network_name>
	
													Specifies the name of a network attachment definition.
												


Allow ingress from all pods in the same namespace

											

apiVersion: k8s.cni.cncf.io/v1beta1
kind: MultiNetworkPolicy
metadata:
  name: allow-same-namespace
  annotations:
    k8s.v1.cni.cncf.io/policy-for: <network_name>
spec:
  podSelector:
  ingress:
  - from:
    - podSelector: {}


										

										where
									
	<network_name>
	
													Specifies the name of a network attachment definition.
												






	
								To create the multi-network policy object, enter the following command:
							
$ oc apply -f <policy_name>.yaml -n <namespace>

								where:
							
	<policy_name>
	
											Specifies the multi-network policy file name.
										
	<namespace>
	
											Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
										


Example output

									

multinetworkpolicy.k8s.cni.cncf.io/default-deny created


								



Note

							If you log in to the web console with cluster-admin privileges, you have a choice of creating a network policy in any namespace in the cluster directly in YAML or from a form in the web console.
						


Editing a multi-network policy




						You can edit a multi-network policy in a namespace.
					
Prerequisites
	
								Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
							
	
								You installed the OpenShift CLI (oc).
							
	
								You are logged in to the cluster with a user with cluster-admin privileges.
							
	
								You are working in the namespace where the multi-network policy exists.
							


Procedure
	
								Optional: To list the multi-network policy objects in a namespace, enter the following command:
							
$ oc get multi-networkpolicy

								where:
							
	<namespace>
	
											Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
										



	
								Edit the multi-network policy object.
							
	
										If you saved the multi-network policy definition in a file, edit the file and make any necessary changes, and then enter the following command.
									
$ oc apply -n <namespace> -f <policy_file>.yaml

										where:
									
	<namespace>
	
													Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
												
	<policy_file>
	
													Specifies the name of the file containing the network policy.
												



	
										If you need to update the multi-network policy object directly, enter the following command:
									
$ oc edit multi-networkpolicy <policy_name> -n <namespace>

										where:
									
	<policy_name>
	
													Specifies the name of the network policy.
												
	<namespace>
	
													Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
												






	
								Confirm that the multi-network policy object is updated.
							
$ oc describe multi-networkpolicy <policy_name> -n <namespace>

								where:
							
	<policy_name>
	
											Specifies the name of the multi-network policy.
										
	<namespace>
	
											Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
										





Note

							If you log in to the web console with cluster-admin privileges, you have a choice of editing a network policy in any namespace in the cluster directly in YAML or from the policy in the web console through the Actions menu.
						


Viewing multi-network policies using the CLI




						You can examine the multi-network policies in a namespace.
					
Prerequisites
	
								You installed the OpenShift CLI (oc).
							
	
								You are logged in to the cluster with a user with cluster-admin privileges.
							
	
								You are working in the namespace where the multi-network policy exists.
							


Procedure
	
								List multi-network policies in a namespace:
							
	
										To view multi-network policy objects defined in a namespace, enter the following command:
									
$ oc get multi-networkpolicy

	
										Optional: To examine a specific multi-network policy, enter the following command:
									
$ oc describe multi-networkpolicy <policy_name> -n <namespace>

										where:
									
	<policy_name>
	
													Specifies the name of the multi-network policy to inspect.
												
	<namespace>
	
													Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
												








Note

							If you log in to the web console with cluster-admin privileges, you have a choice of viewing a network policy in any namespace in the cluster directly in YAML or from a form in the web console.
						


Deleting a multi-network policy using the CLI




						You can delete a multi-network policy in a namespace.
					
Prerequisites
	
								Your cluster uses a cluster network provider that supports NetworkPolicy objects, such as the OpenShift SDN network provider with mode: NetworkPolicy set. This mode is the default for OpenShift SDN.
							
	
								You installed the OpenShift CLI (oc).
							
	
								You are logged in to the cluster with a user with cluster-admin privileges.
							
	
								You are working in the namespace where the multi-network policy exists.
							


Procedure
	
								To delete a multi-network policy object, enter the following command:
							
$ oc delete multi-networkpolicy <policy_name> -n <namespace>

								where:
							
	<policy_name>
	
											Specifies the name of the multi-network policy.
										
	<namespace>
	
											Optional: Specifies the namespace if the object is defined in a different namespace than the current namespace.
										


Example output

									

multinetworkpolicy.k8s.cni.cncf.io/default-deny deleted


								



Note

							If you log in to the web console with cluster-admin privileges, you have a choice of deleting a network policy in any namespace in the cluster directly in YAML or from the policy in the web console through the Actions menu.
						



Additional resources



	
							About network policy
						
	
							Understanding multiple networks
						
	
							Configuring a macvlan network
						




Attaching a pod to an additional network




				As a cluster user you can attach a pod to an additional network.
			
Adding a pod to an additional network




					You can add a pod to an additional network. The pod continues to send normal cluster-related network traffic over the default network.
				

					When a pod is created additional networks are attached to it. However, if a pod already exists, you cannot attach additional networks to it.
				

					The pod must be in the same namespace as the additional network.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster.
						


Procedure
	
							Add an annotation to the Pod object. Only one of the following annotation formats can be used:
						
	
									To attach an additional network without any customization, add an annotation with the following format. Replace <network> with the name of the additional network to associate with the pod:
								
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: <network>[,<network>,...] [image: 1]
	[image: 1] 
	
											To specify more than one additional network, separate each network with a comma. Do not include whitespace between the comma. If you specify the same additional network multiple times, that pod will have multiple network interfaces attached to that network.
										




	
									To attach an additional network with customizations, add an annotation with the following format:
								
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {
          "name": "<network>", [image: 1]
          "namespace": "<namespace>", [image: 2]
          "default-route": ["<default-route>"] [image: 3]
        }
      ]
	[image: 1] 
	
											Specify the name of the additional network defined by a NetworkAttachmentDefinition object.
										

	[image: 2] 
	
											Specify the namespace where the NetworkAttachmentDefinition object is defined.
										

	[image: 3] 
	
											Optional: Specify an override for the default route, such as 192.168.17.1.
										







	
							To create the pod, enter the following command. Replace <name> with the name of the pod.
						
$ oc create -f <name>.yaml

	
							Optional: To Confirm that the annotation exists in the Pod CR, enter the following command, replacing <name> with the name of the pod.
						
$ oc get pod <name> -o yaml

							In the following example, the example-pod pod is attached to the net1 additional network:
						
$ oc get pod example-pod -o yaml
apiVersion: v1
kind: Pod
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: macvlan-bridge
    k8s.v1.cni.cncf.io/networks-status: |- [image: 1]
      [{
          "name": "openshift-sdn",
          "interface": "eth0",
          "ips": [
              "10.128.2.14"
          ],
          "default": true,
          "dns": {}
      },{
          "name": "macvlan-bridge",
          "interface": "net1",
          "ips": [
              "20.2.2.100"
          ],
          "mac": "22:2f:60:a5:f8:00",
          "dns": {}
      }]
  name: example-pod
  namespace: default
spec:
  ...
status:
  ...
	[image: 1] 
	
									The k8s.v1.cni.cncf.io/networks-status parameter is a JSON array of objects. Each object describes the status of an additional network attached to the pod. The annotation value is stored as a plain text value.
								






Specifying pod-specific addressing and routing options




						When attaching a pod to an additional network, you may want to specify further properties about that network in a particular pod. This allows you to change some aspects of routing, as well as specify static IP addresses and MAC addresses. To accomplish this, you can use the JSON formatted annotations.
					
Prerequisites
	
								The pod must be in the same namespace as the additional network.
							
	
								Install the OpenShift CLI (oc).
							
	
								You must log in to the cluster.
							


Procedure

							To add a pod to an additional network while specifying addressing and/or routing options, complete the following steps:
						
	
								Edit the Pod resource definition. If you are editing an existing Pod resource, run the following command to edit its definition in the default editor. Replace <name> with the name of the Pod resource to edit.
							
$ oc edit pod <name>

	
								In the Pod resource definition, add the k8s.v1.cni.cncf.io/networks parameter to the pod metadata mapping. The k8s.v1.cni.cncf.io/networks accepts a JSON string of a list of objects that reference the name of NetworkAttachmentDefinition custom resource (CR) names in addition to specifying additional properties.
							
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: '[<network>[,<network>,...]]' [image: 1]
	[image: 1] 
	
										Replace <network> with a JSON object as shown in the following examples. The single quotes are required.
									




	
								In the following example the annotation specifies which network attachment will have the default route, using the default-route parameter.
							
apiVersion: v1
kind: Pod
metadata:
  name: example-pod
  annotations:
    k8s.v1.cni.cncf.io/networks: '[
    {
      "name": "net1"
    },
    {
      "name": "net2", [image: 1]
      "default-route": ["192.0.2.1"] [image: 2]
    }]'
spec:
  containers:
  - name: example-pod
    command: ["/bin/bash", "-c", "sleep 2000000000000"]
    image: centos/tools
	[image: 1] 
	
										The name key is the name of the additional network to associate with the pod.
									

	[image: 2] 
	
										The default-route key specifies a value of a gateway for traffic to be routed over if no other routing entry is present in the routing table. If more than one default-route key is specified, this will cause the pod to fail to become active.
									







						The default route will cause any traffic that is not specified in other routes to be routed to the gateway.
					
Important

							Setting the default route to an interface other than the default network interface for OpenShift Container Platform may cause traffic that is anticipated for pod-to-pod traffic to be routed over another interface.
						


						To verify the routing properties of a pod, the oc command may be used to execute the ip command within a pod.
					
$ oc exec -it <pod_name> -- ip route
Note

							You may also reference the pod’s k8s.v1.cni.cncf.io/networks-status to see which additional network has been assigned the default route, by the presence of the default-route key in the JSON-formatted list of objects.
						


						To set a static IP address or MAC address for a pod you can use the JSON formatted annotations. This requires you create networks that specifically allow for this functionality. This can be specified in a rawCNIConfig for the CNO.
					
	
								Edit the CNO CR by running the following command:
							
$ oc edit networks.operator.openshift.io cluster




						The following YAML describes the configuration parameters for the CNO:
					
Cluster Network Operator YAML configuration

							

name: <name> [image: 1]
namespace: <namespace> [image: 2]
rawCNIConfig: '{ [image: 3]
  ...
}'
type: Raw


						
	[image: 1] 
	
								Specify a name for the additional network attachment that you are creating. The name must be unique within the specified namespace.
							

	[image: 2] 
	
								Specify the namespace to create the network attachment in. If you do not specify a value, then the default namespace is used.
							

	[image: 3] 
	
								Specify the CNI plugin configuration in JSON format, which is based on the following template.
							




						The following object describes the configuration parameters for utilizing static MAC address and IP address using the macvlan CNI plugin:
					
macvlan CNI plugin JSON configuration object using static IP and MAC address

							

{
  "cniVersion": "0.3.1",
  "name": "<name>", [image: 1]
  "plugins": [{ [image: 2]
      "type": "macvlan",
      "capabilities": { "ips": true }, [image: 3]
      "master": "eth0", [image: 4]
      "mode": "bridge",
      "ipam": {
        "type": "static"
      }
    }, {
      "capabilities": { "mac": true }, [image: 5]
      "type": "tuning"
    }]
}


						
	[image: 1] 
	
								Specifies the name for the additional network attachment to create. The name must be unique within the specified namespace.
							

	[image: 2] 
	
								Specifies an array of CNI plugin configurations. The first object specifies a macvlan plugin configuration and the second object specifies a tuning plugin configuration.
							

	[image: 3] 
	
								Specifies that a request is made to enable the static IP address functionality of the CNI plugin runtime configuration capabilities.
							

	[image: 4] 
	
								Specifies the interface that the macvlan plugin uses.
							

	[image: 5] 
	
								Specifies that a request is made to enable the static MAC address functionality of a CNI plugin.
							




						The above network attachment can be referenced in a JSON formatted annotation, along with keys to specify which static IP and MAC address will be assigned to a given pod.
					

						Edit the pod with:
					
$ oc edit pod <name>
macvlan CNI plugin JSON configuration object using static IP and MAC address

							

apiVersion: v1
kind: Pod
metadata:
  name: example-pod
  annotations:
    k8s.v1.cni.cncf.io/networks: '[
      {
        "name": "<name>", [image: 1]
        "ips": [ "192.0.2.205/24" ], [image: 2]
        "mac": "CA:FE:C0:FF:EE:00" [image: 3]
      }
    ]'


						
	[image: 1] 
	
								Use the <name> as provided when creating the rawCNIConfig above.
							

	[image: 2] 
	
								Provide an IP address including the subnet mask.
							

	[image: 3] 
	
								Provide the MAC address.
							



Note

							Static IP addresses and MAC addresses do not have to be used at the same time, you may use them individually, or together.
						


						To verify the IP address and MAC properties of a pod with additional networks, use the oc command to execute the ip command within a pod.
					
$ oc exec -it <pod_name> -- ip a



Removing a pod from an additional network




				As a cluster user you can remove a pod from an additional network.
			
Removing a pod from an additional network




					You can remove a pod from an additional network only by deleting the pod.
				
Prerequisites
	
							An additional network is attached to the pod.
						
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster.
						


Procedure
	
							To delete the pod, enter the following command:
						
$ oc delete pod <name> -n <namespace>
	
									<name> is the name of the pod.
								
	
									<namespace> is the namespace that contains the pod.
								







Editing an additional network




				As a cluster administrator you can modify the configuration for an existing additional network.
			
Modifying an additional network attachment definition




					As a cluster administrator, you can make changes to an existing additional network. Any existing pods attached to the additional network will not be updated.
				
Prerequisites
	
							You have configured an additional network for your cluster.
						
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure

						To edit an additional network for your cluster, complete the following steps:
					
	
							Run the following command to edit the Cluster Network Operator (CNO) CR in your default text editor:
						
$ oc edit networks.operator.openshift.io cluster

	
							In the additionalNetworks collection, update the additional network with your changes.
						
	
							Save your changes and quit the text editor to commit your changes.
						
	
							Optional: Confirm that the CNO updated the NetworkAttachmentDefinition object by running the following command. Replace <network-name> with the name of the additional network to display. There might be a delay before the CNO updates the NetworkAttachmentDefinition object to reflect your changes.
						
$ oc get network-attachment-definitions <network-name> -o yaml

							For example, the following console output displays a NetworkAttachmentDefinition object that is named net1:
						
$ oc get network-attachment-definitions net1 -o go-template='{{printf "%s\n" .spec.config}}'
{ "cniVersion": "0.3.1", "type": "macvlan",
"master": "ens5",
"mode": "bridge",
"ipam":       {"type":"static","routes":[{"dst":"0.0.0.0/0","gw":"10.128.2.1"}],"addresses":[{"address":"10.128.2.100/23","gateway":"10.128.2.1"}],"dns":{"nameservers":["172.30.0.10"],"domain":"us-west-2.compute.internal","search":["us-west-2.compute.internal"]}} }





Removing an additional network




				As a cluster administrator you can remove an additional network attachment.
			
Removing an additional network attachment definition




					As a cluster administrator, you can remove an additional network from your OpenShift Container Platform cluster. The additional network is not removed from any pods it is attached to.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure

						To remove an additional network from your cluster, complete the following steps:
					
	
							Edit the Cluster Network Operator (CNO) in your default text editor by running the following command:
						
$ oc edit networks.operator.openshift.io cluster

	
							Modify the CR by removing the configuration from the additionalNetworks collection for the network attachment definition you are removing.
						
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks: [] [image: 1]
	[image: 1] 
	
									If you are removing the configuration mapping for the only additional network attachment definition in the additionalNetworks collection, you must specify an empty collection.
								




	
							Save your changes and quit the text editor to commit your changes.
						
	
							Optional: Confirm that the additional network CR was deleted by running the following command:
						
$ oc get network-attachment-definition --all-namespaces





Assigning a secondary network to a VRF



Assigning a secondary network to a VRF




					As a cluster administrator, you can configure an additional network for your VRF domain by using the CNI VRF plugin. The virtual network created by this plugin is associated with a physical interface that you specify.
				
Note

						Applications that use VRFs need to bind to a specific device. The common usage is to use the SO_BINDTODEVICE option for a socket. SO_BINDTODEVICE binds the socket to a device that is specified in the passed interface name, for example, eth1. To use SO_BINDTODEVICE, the application must have CAP_NET_RAW capabilities.
					

						Using a VRF through the ip vrf exec command is not supported in OpenShift Container Platform pods. To use VRF, bind applications directly to the VRF interface.
					

Creating an additional network attachment with the CNI VRF plugin




						The Cluster Network Operator (CNO) manages additional network definitions. When you specify an additional network to create, the CNO creates the NetworkAttachmentDefinition custom resource (CR) automatically.
					
Note

							Do not edit the NetworkAttachmentDefinition CRs that the Cluster Network Operator manages. Doing so might disrupt network traffic on your additional network.
						


						To create an additional network attachment with the CNI VRF plugin, perform the following procedure.
					
Prerequisites
	
								Install the OpenShift Container Platform CLI (oc).
							
	
								Log in to the OpenShift cluster as a user with cluster-admin privileges.
							


Procedure
	
								Create the Network custom resource (CR) for the additional network attachment and insert the rawCNIConfig configuration for the additional network, as in the following example CR. Save the YAML as the file additional-network-attachment.yaml.
							
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
  spec:
  additionalNetworks:
  - name: test-network-1
    namespace: additional-network-1
    type: Raw
    rawCNIConfig: '{
      "cniVersion": "0.3.1",
      "name": "macvlan-vrf",
      "plugins": [  [image: 1]
      {
        "type": "macvlan",  [image: 2]
        "master": "eth1",
        "ipam": {
            "type": "static",
            "addresses": [
            {
                "address": "191.168.1.23/24"
            }
            ]
        }
      },
      {
        "type": "vrf",
        "vrfname": "example-vrf-name",  [image: 3]
        "table": 1001   [image: 4]
      }]
    }'
	[image: 1] 
	
										plugins must be a list. The first item in the list must be the secondary network underpinning the VRF network. The second item in the list is the VRF plugin configuration.
									

	[image: 2] 
	
										type must be set to vrf.
									

	[image: 3] 
	
										vrfname is the name of the VRF that the interface is assigned to. If it does not exist in the pod, it is created.
									

	[image: 4] 
	
										Optional. table is the routing table ID. By default, the tableid parameter is used. If it is not specified, the CNI assigns a free routing table ID to the VRF.
									



Note

									VRF functions correctly only when the resource is of type netdevice.
								


	
								Create the Network resource:
							
$ oc create -f additional-network-attachment.yaml

	
								Confirm that the CNO created the NetworkAttachmentDefinition CR by running the following command. Replace <namespace> with the namespace that you specified when configuring the network attachment, for example, additional-network-1.
							
$ oc get network-attachment-definitions -n <namespace>
Example output

									

NAME                       AGE
additional-network-1       14m


								
Note

									There might be a delay before the CNO creates the CR.
								




Verifying that the additional VRF network attachment is successful

							To verify that the VRF CNI is correctly configured and the additional network attachment is attached, do the following:
						
	
								Create a network that uses the VRF CNI.
							
	
								Assign the network to a pod.
							
	
								Verify that the pod network attachment is connected to the VRF additional network. Remote shell into the pod and run the following command:
							
$ ip vrf show
Example output

									

Name              Table
-----------------------
red                 10


								

	
								Confirm the VRF interface is master of the secondary interface:
							
$ ip link
Example output

									

5: net1: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc noqueue master red state UP mode


								







Chapter 21. Hardware networks



About Single Root I/O Virtualization (SR-IOV) hardware networks




				The Single Root I/O Virtualization (SR-IOV) specification is a standard for a type of PCI device assignment that can share a single device with multiple pods.
			

				SR-IOV can segment a compliant network device, recognized on the host node as a physical function (PF), into multiple virtual functions (VFs). The VF is used like any other network device. The SR-IOV network device driver for the device determines how the VF is exposed in the container:
			
	
						netdevice driver: A regular kernel network device in the netns of the container
					
	
						vfio-pci driver: A character device mounted in the container
					



				You can use SR-IOV network devices with additional networks on your OpenShift Container Platform cluster installed on bare metal or Red Hat OpenStack Platform (RHOSP) infrastructure for applications that require high bandwidth or low latency.
			

				You can enable SR-IOV on a node by using the following command:
			
$ oc label node <node_name> feature.node.kubernetes.io/network-sriov.capable="true"
Components that manage SR-IOV network devices




					The SR-IOV Network Operator creates and manages the components of the SR-IOV stack. It performs the following functions:
				
	
							Orchestrates discovery and management of SR-IOV network devices
						
	
							Generates NetworkAttachmentDefinition custom resources for the SR-IOV Container Network Interface (CNI)
						
	
							Creates and updates the configuration of the SR-IOV network device plugin
						
	
							Creates node specific SriovNetworkNodeState custom resources
						
	
							Updates the spec.interfaces field in each SriovNetworkNodeState custom resource
						



					The Operator provisions the following components:
				
	SR-IOV network configuration daemon
	
								A daemon set that is deployed on worker nodes when the SR-IOV Network Operator starts. The daemon is responsible for discovering and initializing SR-IOV network devices in the cluster.
							
	SR-IOV Network Operator webhook
	
								A dynamic admission controller webhook that validates the Operator custom resource and sets appropriate default values for unset fields.
							
	SR-IOV Network resources injector
	
								A dynamic admission controller webhook that provides functionality for patching Kubernetes pod specifications with requests and limits for custom network resources such as SR-IOV VFs. The SR-IOV network resources injector adds the resource field to only the first container in a pod automatically.
							
	SR-IOV network device plugin
	
								A device plugin that discovers, advertises, and allocates SR-IOV network virtual function (VF) resources. Device plugins are used in Kubernetes to enable the use of limited resources, typically in physical devices. Device plugins give the Kubernetes scheduler awareness of resource availability, so that the scheduler can schedule pods on nodes with sufficient resources.
							
	SR-IOV CNI plugin
	
								A CNI plugin that attaches VF interfaces allocated from the SR-IOV network device plugin directly into a pod.
							
	SR-IOV InfiniBand CNI plugin
	
								A CNI plugin that attaches InfiniBand (IB) VF interfaces allocated from the SR-IOV network device plugin directly into a pod.
							


Note

						The SR-IOV Network resources injector and SR-IOV Network Operator webhook are enabled by default and can be disabled by editing the default SriovOperatorConfig CR. Use caution when disabling the SR-IOV Network Operator Admission Controller webhook. You can disable the webhook under specific circumstances, such as troubleshooting, or if you want to use unsupported devices.
					

Supported platforms




						The SR-IOV Network Operator is supported on the following platforms:
					
	
								Bare metal
							
	
								Red Hat OpenStack Platform (RHOSP)
							



Supported devices




						OpenShift Container Platform supports the following network interface controllers:
					
Table 21.1. Supported network interface controllers
	Manufacturer	Model	Vendor ID	Device ID
	 
										Broadcom
									

									 	 
										BCM57414
									

									 	 
										14e4
									

									 	 
										16d7
									

									 
	 
										Broadcom
									

									 	 
										BCM57508
									

									 	 
										14e4
									

									 	 
										1750
									

									 
	 
										Intel
									

									 	 
										X710
									

									 	 
										8086
									

									 	 
										1572
									

									 
	 
										Intel
									

									 	 
										XL710
									

									 	 
										8086
									

									 	 
										1583
									

									 
	 
										Intel
									

									 	 
										XXV710
									

									 	 
										8086
									

									 	 
										158b
									

									 
	 
										Intel
									

									 	 
										E810-CQDA2
									

									 	 
										8086
									

									 	 
										1592
									

									 
	 
										Intel
									

									 	 
										E810-2CQDA2
									

									 	 
										8086
									

									 	 
										1592
									

									 
	 
										Intel
									

									 	 
										E810-XXVDA2
									

									 	 
										8086
									

									 	 
										159b
									

									 
	 
										Intel
									

									 	 
										E810-XXVDA4
									

									 	 
										8086
									

									 	 
										1593
									

									 
	 
										Mellanox
									

									 	 
										MT27700 Family [ConnectX‑4]
									

									 	 
										15b3
									

									 	 
										1013
									

									 
	 
										Mellanox
									

									 	 
										MT27710 Family [ConnectX‑4 Lx]
									

									 	 
										15b3
									

									 	 
										1015
									

									 
	 
										Mellanox
									

									 	 
										MT27800 Family [ConnectX‑5]
									

									 	 
										15b3
									

									 	 
										1017
									

									 
	 
										Mellanox
									

									 	 
										MT28880 Family [ConnectX‑5 Ex]
									

									 	 
										15b3
									

									 	 
										1019
									

									 
	 
										Mellanox
									

									 	 
										MT28908 Family [ConnectX‑6]
									

									 	 
										15b3
									

									 	 
										101b
									

									 
	 
										Mellanox
									

									 	 
										MT2892 Family [ConnectX‑6 Dx]
									

									 	 
										15b3
									

									 	 
										101d
									

									 
	 
										Mellanox
									

									 	 
										MT2894 Family [ConnectX‑6 Lx]
									

									 	 
										15b3
									

									 	 
										101f
									

									 
	 
										Pensando [1]
									

									 	 
										DSC-25 dual-port 25G distributed services card for ionic driver
									

									 	 
										0x1dd8
									

									 	 
										0x1002
									

									 
	 
										Pensando [1]
									

									 	 
										DSC-100 dual-port 100G distributed services card for ionic driver
									

									 	 
										0x1dd8
									

									 	 
										0x1003
									

									 



	
								OpenShift SR-IOV is supported, but you must set a static, Virtual Function (VF) media access control (MAC) address using the SR-IOV CNI config file when using SR-IOV.
							


Note

							For the most up-to-date list of supported cards and compatible OpenShift Container Platform versions available, see Openshift Single Root I/O Virtualization (SR-IOV) and PTP hardware networks Support Matrix.
						


Automated discovery of SR-IOV network devices




						The SR-IOV Network Operator searches your cluster for SR-IOV capable network devices on worker nodes. The Operator creates and updates a SriovNetworkNodeState custom resource (CR) for each worker node that provides a compatible SR-IOV network device.
					

						The CR is assigned the same name as the worker node. The status.interfaces list provides information about the network devices on a node.
					
Important

							Do not modify a SriovNetworkNodeState object. The Operator creates and manages these resources automatically.
						

Example SriovNetworkNodeState object




							The following YAML is an example of a SriovNetworkNodeState object created by the SR-IOV Network Operator:
						
An SriovNetworkNodeState object

								

apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodeState
metadata:
  name: node-25 [image: 1]
  namespace: openshift-sriov-network-operator
  ownerReferences:
  - apiVersion: sriovnetwork.openshift.io/v1
    blockOwnerDeletion: true
    controller: true
    kind: SriovNetworkNodePolicy
    name: default
spec:
  dpConfigVersion: "39824"
status:
  interfaces: [image: 2]
  - deviceID: "1017"
    driver: mlx5_core
    mtu: 1500
    name: ens785f0
    pciAddress: "0000:18:00.0"
    totalvfs: 8
    vendor: 15b3
  - deviceID: "1017"
    driver: mlx5_core
    mtu: 1500
    name: ens785f1
    pciAddress: "0000:18:00.1"
    totalvfs: 8
    vendor: 15b3
  - deviceID: 158b
    driver: i40e
    mtu: 1500
    name: ens817f0
    pciAddress: 0000:81:00.0
    totalvfs: 64
    vendor: "8086"
  - deviceID: 158b
    driver: i40e
    mtu: 1500
    name: ens817f1
    pciAddress: 0000:81:00.1
    totalvfs: 64
    vendor: "8086"
  - deviceID: 158b
    driver: i40e
    mtu: 1500
    name: ens803f0
    pciAddress: 0000:86:00.0
    totalvfs: 64
    vendor: "8086"
  syncStatus: Succeeded


							
	[image: 1] 
	
									The value of the name field is the same as the name of the worker node.
								

	[image: 2] 
	
									The interfaces stanza includes a list of all of the SR-IOV devices discovered by the Operator on the worker node.
								





Example use of a virtual function in a pod




						You can run a remote direct memory access (RDMA) or a Data Plane Development Kit (DPDK) application in a pod with SR-IOV VF attached.
					

						This example shows a pod using a virtual function (VF) in RDMA mode:
					
Pod spec that uses RDMA mode

							

apiVersion: v1
kind: Pod
metadata:
  name: rdma-app
  annotations:
    k8s.v1.cni.cncf.io/networks: sriov-rdma-mlnx
spec:
  containers:
  - name: testpmd
    image: <RDMA_image>
    imagePullPolicy: IfNotPresent
    securityContext:
      runAsUser: 0
      capabilities:
        add: ["IPC_LOCK","SYS_RESOURCE","NET_RAW"]
    command: ["sleep", "infinity"]


						

						The following example shows a pod with a VF in DPDK mode:
					
Pod spec that uses DPDK mode

							

apiVersion: v1
kind: Pod
metadata:
  name: dpdk-app
  annotations:
    k8s.v1.cni.cncf.io/networks: sriov-dpdk-net
spec:
  containers:
  - name: testpmd
    image: <DPDK_image>
    securityContext:
      runAsUser: 0
      capabilities:
        add: ["IPC_LOCK","SYS_RESOURCE","NET_RAW"]
    volumeMounts:
    - mountPath: /dev/hugepages
      name: hugepage
    resources:
      limits:
        memory: "1Gi"
        cpu: "2"
        hugepages-1Gi: "4Gi"
      requests:
        memory: "1Gi"
        cpu: "2"
        hugepages-1Gi: "4Gi"
    command: ["sleep", "infinity"]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages


						

DPDK library for use with container applications




						An optional library, app-netutil, provides several API methods for gathering network information about a pod from within a container running within that pod.
					

						This library can assist with integrating SR-IOV virtual functions (VFs) in Data Plane Development Kit (DPDK) mode into the container. The library provides both a Golang API and a C API.
					

						Currently there are three API methods implemented:
					
	GetCPUInfo()
	
									This function determines which CPUs are available to the container and returns the list.
								
	GetHugepages()
	
									This function determines the amount of huge page memory requested in the Pod spec for each container and returns the values.
								
	GetInterfaces()
	
									This function determines the set of interfaces in the container and returns the list. The return value includes the interface type and type-specific data for each interface.
								



						The repository for the library includes a sample Dockerfile to build a container image, dpdk-app-centos. The container image can run one of the following DPDK sample applications, depending on an environment variable in the pod specification: l2fwd, l3wd or testpmd. The container image provides an example of integrating the app-netutil library into the container image itself. The library can also integrate into an init container. The init container can collect the required data and pass the data to an existing DPDK workload.
					

Huge pages resource injection for Downward API




						When a pod specification includes a resource request or limit for huge pages, the Network Resources Injector automatically adds Downward API fields to the pod specification to provide the huge pages information to the container.
					

						The Network Resources Injector adds a volume that is named podnetinfo and is mounted at /etc/podnetinfo for each container in the pod. The volume uses the Downward API and includes a file for huge pages requests and limits. The file naming convention is as follows:
					
	
								/etc/podnetinfo/hugepages_1G_request_<container-name>
							
	
								/etc/podnetinfo/hugepages_1G_limit_<container-name>
							
	
								/etc/podnetinfo/hugepages_2M_request_<container-name>
							
	
								/etc/podnetinfo/hugepages_2M_limit_<container-name>
							



						The paths specified in the previous list are compatible with the app-netutil library. By default, the library is configured to search for resource information in the /etc/podnetinfo directory. If you choose to specify the Downward API path items yourself manually, the app-netutil library searches for the following paths in addition to the paths in the previous list.
					
	
								/etc/podnetinfo/hugepages_request
							
	
								/etc/podnetinfo/hugepages_limit
							
	
								/etc/podnetinfo/hugepages_1G_request
							
	
								/etc/podnetinfo/hugepages_1G_limit
							
	
								/etc/podnetinfo/hugepages_2M_request
							
	
								/etc/podnetinfo/hugepages_2M_limit
							



						As with the paths that the Network Resources Injector can create, the paths in the preceding list can optionally end with a _<container-name> suffix.
					


Next steps



	
							Installing the SR-IOV Network Operator
						
	
							Optional: Configuring the SR-IOV Network Operator
						
	
							Configuring an SR-IOV network device
						
	
							If you use OpenShift Virtualization: Connecting a virtual machine to an SR-IOV network
						
	
							Configuring an SR-IOV network attachment
						
	
							Adding a pod to an SR-IOV additional network
						




Installing the SR-IOV Network Operator




				You can install the Single Root I/O Virtualization (SR-IOV) Network Operator on your cluster to manage SR-IOV network devices and network attachments.
			
Installing SR-IOV Network Operator




					As a cluster administrator, you can install the SR-IOV Network Operator by using the OpenShift Container Platform CLI or the web console.
				
CLI: Installing the SR-IOV Network Operator




						As a cluster administrator, you can install the Operator using the CLI.
					
Prerequisites
	
								A cluster installed on bare-metal hardware with nodes that have hardware that supports SR-IOV.
							
	
								Install the OpenShift CLI (oc).
							
	
								An account with cluster-admin privileges.
							


Procedure
	
								To create the openshift-sriov-network-operator namespace, enter the following command:
							
$ cat << EOF| oc create -f -
apiVersion: v1
kind: Namespace
metadata:
  name: openshift-sriov-network-operator
  annotations:
    workload.openshift.io/allowed: management
EOF

	
								To create an OperatorGroup CR, enter the following command:
							
$ cat << EOF| oc create -f -
apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  name: sriov-network-operators
  namespace: openshift-sriov-network-operator
spec:
  targetNamespaces:
  - openshift-sriov-network-operator
EOF

	
								Subscribe to the SR-IOV Network Operator.
							
	
										Run the following command to get the OpenShift Container Platform major and minor version. It is required for the channel value in the next step.
									
$ OC_VERSION=$(oc version -o yaml | grep openshiftVersion | \
    grep -o '[0-9]*[.][0-9]*' | head -1)

	
										To create a Subscription CR for the SR-IOV Network Operator, enter the following command:
									
$ cat << EOF| oc create -f -
apiVersion: operators.coreos.com/v1alpha1
kind: Subscription
metadata:
  name: sriov-network-operator-subscription
  namespace: openshift-sriov-network-operator
spec:
  channel: "${OC_VERSION}"
  name: sriov-network-operator
  source: redhat-operators
  sourceNamespace: openshift-marketplace
EOF




	
								To verify that the Operator is installed, enter the following command:
							
$ oc get csv -n openshift-sriov-network-operator \
  -o custom-columns=Name:.metadata.name,Phase:.status.phase
Example output

									

Name                                         Phase
sriov-network-operator.4.12.0-202310121402   Succeeded


								




Web console: Installing the SR-IOV Network Operator




						As a cluster administrator, you can install the Operator using the web console.
					
Prerequisites
	
								A cluster installed on bare-metal hardware with nodes that have hardware that supports SR-IOV.
							
	
								Install the OpenShift CLI (oc).
							
	
								An account with cluster-admin privileges.
							


Procedure
	
								Install the SR-IOV Network Operator:
							
	
										In the OpenShift Container Platform web console, click Operators → OperatorHub.
									
	
										Select SR-IOV Network Operator from the list of available Operators, and then click Install.
									
	
										On the Install Operator page, under Installed Namespace, select Operator recommended Namespace.
									
	
										Click Install.
									



	
								Verify that the SR-IOV Network Operator is installed successfully:
							
	
										Navigate to the Operators → Installed Operators page.
									
	
										Ensure that SR-IOV Network Operator is listed in the openshift-sriov-network-operator project with a Status of InstallSucceeded.
									
Note

											During installation an Operator might display a Failed status. If the installation later succeeds with an InstallSucceeded message, you can ignore the Failed message.
										


										If the Operator does not appear as installed, to troubleshoot further:
									
	
												Inspect the Operator Subscriptions and Install Plans tabs for any failure or errors under Status.
											
	
												Navigate to the Workloads → Pods page and check the logs for pods in the openshift-sriov-network-operator project.
											
	
												Check the namespace of the YAML file. If the annotation is missing, you can add the annotation workload.openshift.io/allowed=management to the Operator namespace with the following command:
											
$ oc annotate ns/openshift-sriov-network-operator workload.openshift.io/allowed=management
Note

													For single-node OpenShift clusters, the annotation workload.openshift.io/allowed=management is required for the namespace.
												












Next steps



	
							Optional: Configuring the SR-IOV Network Operator
						




Configuring the SR-IOV Network Operator




				The Single Root I/O Virtualization (SR-IOV) Network Operator manages the SR-IOV network devices and network attachments in your cluster.
			
Configuring the SR-IOV Network Operator



Important

						Modifying the SR-IOV Network Operator configuration is not normally necessary. The default configuration is recommended for most use cases. Complete the steps to modify the relevant configuration only if the default behavior of the Operator is not compatible with your use case.
					


					The SR-IOV Network Operator adds the SriovOperatorConfig.sriovnetwork.openshift.io CustomResourceDefinition resource. The Operator automatically creates a SriovOperatorConfig custom resource (CR) named default in the openshift-sriov-network-operator namespace.
				
Note

						The default CR contains the SR-IOV Network Operator configuration for your cluster. To change the Operator configuration, you must modify this CR.
					

SR-IOV Network Operator config custom resource




						The fields for the sriovoperatorconfig custom resource are described in the following table:
					
Table 21.2. SR-IOV Network Operator config custom resource
	Field	Type	Description
	 
										metadata.name
									

									 	 
										string
									

									 	 
										Specifies the name of the SR-IOV Network Operator instance. The default value is default. Do not set a different value.
									

									 
	 
										metadata.namespace
									

									 	 
										string
									

									 	 
										Specifies the namespace of the SR-IOV Network Operator instance. The default value is openshift-sriov-network-operator. Do not set a different value.
									

									 
	 
										spec.configDaemonNodeSelector
									

									 	 
										string
									

									 	 
										Specifies the node selection to control scheduling the SR-IOV Network Config Daemon on selected nodes. By default, this field is not set and the Operator deploys the SR-IOV Network Config daemon set on worker nodes.
									

									 
	 
										spec.disableDrain
									

									 	 
										boolean
									

									 	 
										Specifies whether to disable the node draining process or enable the node draining process when you apply a new policy to configure the NIC on a node. Setting this field to true facilitates software development and installing OpenShift Container Platform on a single node. By default, this field is not set.
									

									 
										For single-node clusters, set this field to true after installing the Operator. This field must remain set to true.
									

									 
	 
										spec.enableInjector
									

									 	 
										boolean
									

									 	 
										Specifies whether to enable or disable the Network Resources Injector daemon set. By default, this field is set to true.
									

									 
	 
										spec.enableOperatorWebhook
									

									 	 
										boolean
									

									 	 
										Specifies whether to enable or disable the Operator Admission Controller webhook daemon set. By default, this field is set to true.
									

									 
	 
										spec.logLevel
									

									 	 
										integer
									

									 	 
										Specifies the log verbosity level of the Operator. Set to 0 to show only the basic logs. Set to 2 to show all the available logs. By default, this field is set to 2.
									

									 




About the Network Resources Injector




						The Network Resources Injector is a Kubernetes Dynamic Admission Controller application. It provides the following capabilities:
					
	
								Mutation of resource requests and limits in a pod specification to add an SR-IOV resource name according to an SR-IOV network attachment definition annotation.
							
	
								Mutation of a pod specification with a Downward API volume to expose pod annotations, labels, and huge pages requests and limits. Containers that run in the pod can access the exposed information as files under the /etc/podnetinfo path.
							



						By default, the Network Resources Injector is enabled by the SR-IOV Network Operator and runs as a daemon set on all control plane nodes. The following is an example of Network Resources Injector pods running in a cluster with three control plane nodes:
					
$ oc get pods -n openshift-sriov-network-operator
Example output

							

NAME                                      READY   STATUS    RESTARTS   AGE
network-resources-injector-5cz5p          1/1     Running   0          10m
network-resources-injector-dwqpx          1/1     Running   0          10m
network-resources-injector-lktz5          1/1     Running   0          10m


						

About the SR-IOV Network Operator admission controller webhook




						The SR-IOV Network Operator Admission Controller webhook is a Kubernetes Dynamic Admission Controller application. It provides the following capabilities:
					
	
								Validation of the SriovNetworkNodePolicy CR when it is created or updated.
							
	
								Mutation of the SriovNetworkNodePolicy CR by setting the default value for the priority and deviceType fields when the CR is created or updated.
							



						By default the SR-IOV Network Operator Admission Controller webhook is enabled by the Operator and runs as a daemon set on all control plane nodes.
					
Note

							Use caution when disabling the SR-IOV Network Operator Admission Controller webhook. You can disable the webhook under specific circumstances, such as troubleshooting, or if you want to use unsupported devices. For information about configuring unsupported devices, see Configuring the SR-IOV Network Operator to use an unsupported NIC.
						


						The following is an example of the Operator Admission Controller webhook pods running in a cluster with three control plane nodes:
					
$ oc get pods -n openshift-sriov-network-operator
Example output

							

NAME                                      READY   STATUS    RESTARTS   AGE
operator-webhook-9jkw6                    1/1     Running   0          16m
operator-webhook-kbr5p                    1/1     Running   0          16m
operator-webhook-rpfrl                    1/1     Running   0          16m


						

About custom node selectors




						The SR-IOV Network Config daemon discovers and configures the SR-IOV network devices on cluster nodes. By default, it is deployed to all the worker nodes in the cluster. You can use node labels to specify on which nodes the SR-IOV Network Config daemon runs.
					

Disabling or enabling the Network Resources Injector




						To disable or enable the Network Resources Injector, which is enabled by default, complete the following procedure.
					
Prerequisites
	
								Install the OpenShift CLI (oc).
							
	
								Log in as a user with cluster-admin privileges.
							
	
								You must have installed the SR-IOV Network Operator.
							


Procedure
	
								Set the enableInjector field. Replace <value> with false to disable the feature or true to enable the feature.
							
$ oc patch sriovoperatorconfig default \
  --type=merge -n openshift-sriov-network-operator \
  --patch '{ "spec": { "enableInjector": <value> } }'
Tip

								You can alternatively apply the following YAML to update the Operator:
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovOperatorConfig
metadata:
  name: default
  namespace: openshift-sriov-network-operator
spec:
  enableInjector: <value>





Disabling or enabling the SR-IOV Network Operator admission controller webhook




						To disable or enable the admission controller webhook, which is enabled by default, complete the following procedure.
					
Prerequisites
	
								Install the OpenShift CLI (oc).
							
	
								Log in as a user with cluster-admin privileges.
							
	
								You must have installed the SR-IOV Network Operator.
							


Procedure
	
								Set the enableOperatorWebhook field. Replace <value> with false to disable the feature or true to enable it:
							
$ oc patch sriovoperatorconfig default --type=merge \
  -n openshift-sriov-network-operator \
  --patch '{ "spec": { "enableOperatorWebhook": <value> } }'
Tip

								You can alternatively apply the following YAML to update the Operator:
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovOperatorConfig
metadata:
  name: default
  namespace: openshift-sriov-network-operator
spec:
  enableOperatorWebhook: <value>





Configuring a custom NodeSelector for the SR-IOV Network Config daemon




						The SR-IOV Network Config daemon discovers and configures the SR-IOV network devices on cluster nodes. By default, it is deployed to all the worker nodes in the cluster. You can use node labels to specify on which nodes the SR-IOV Network Config daemon runs.
					

						To specify the nodes where the SR-IOV Network Config daemon is deployed, complete the following procedure.
					
Important

							When you update the configDaemonNodeSelector field, the SR-IOV Network Config daemon is recreated on each selected node. While the daemon is recreated, cluster users are unable to apply any new SR-IOV Network node policy or create new SR-IOV pods.
						

Procedure
	
								To update the node selector for the operator, enter the following command:
							
$ oc patch sriovoperatorconfig default --type=json \
  -n openshift-sriov-network-operator \
  --patch '[{
      "op": "replace",
      "path": "/spec/configDaemonNodeSelector",
      "value": {<node_label>}
    }]'

								Replace <node_label> with a label to apply as in the following example: "node-role.kubernetes.io/worker": "".
							
Tip

								You can alternatively apply the following YAML to update the Operator:
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovOperatorConfig
metadata:
  name: default
  namespace: openshift-sriov-network-operator
spec:
  configDaemonNodeSelector:
    <node_label>





Configuring the SR-IOV Network Operator for single node installations




						By default, the SR-IOV Network Operator drains workloads from a node before every policy change. The Operator performs this action to ensure that there no workloads using the virtual functions before the reconfiguration.
					

						For installations on a single node, there are no other nodes to receive the workloads. As a result, the Operator must be configured not to drain the workloads from the single node.
					
Important

							After performing the following procedure to disable draining workloads, you must remove any workload that uses an SR-IOV network interface before you change any SR-IOV network node policy.
						

Prerequisites
	
								Install the OpenShift CLI (oc).
							
	
								Log in as a user with cluster-admin privileges.
							
	
								You must have installed the SR-IOV Network Operator.
							


Procedure
	
								To set the disableDrain field to true, enter the following command:
							
$ oc patch sriovoperatorconfig default --type=merge \
  -n openshift-sriov-network-operator \
  --patch '{ "spec": { "disableDrain": true } }'
Tip

								You can alternatively apply the following YAML to update the Operator:
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovOperatorConfig
metadata:
  name: default
  namespace: openshift-sriov-network-operator
spec:
  disableDrain: true






Next steps



	
							Configuring an SR-IOV network device
						




Configuring an SR-IOV network device




				You can configure a Single Root I/O Virtualization (SR-IOV) device in your cluster.
			
SR-IOV network node configuration object




					You specify the SR-IOV network device configuration for a node by creating an SR-IOV network node policy. The API object for the policy is part of the sriovnetwork.openshift.io API group.
				

					The following YAML describes an SR-IOV network node policy:
				
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: <name> [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: <sriov_resource_name> [image: 3]
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true" [image: 4]
  priority: <priority> [image: 5]
  mtu: <mtu> [image: 6]
  needVhostNet: false [image: 7]
  numVfs: <num> [image: 8]
  nicSelector: [image: 9]
    vendor: "<vendor_code>" [image: 10]
    deviceID: "<device_id>" [image: 11]
    pfNames: ["<pf_name>", ...] [image: 12]
    rootDevices: ["<pci_bus_id>", ...] [image: 13]
    netFilter: "<filter_string>" [image: 14]
  deviceType: <device_type> [image: 15]
  isRdma: false (16)
    linkType: <link_type> (17)
  eSwitchMode: "switchdev" (18)
	[image: 1] 
	
							The name for the custom resource object.
						

	[image: 2] 
	
							The namespace where the SR-IOV Network Operator is installed.
						

	[image: 3] 
	
							The resource name of the SR-IOV network device plugin. You can create multiple SR-IOV network node policies for a resource name.
						

							When specifying a name, be sure to use the accepted syntax expression ^[a-zA-Z0-9_]+$ in the resourceName.
						

	[image: 4] 
	
							The node selector specifies the nodes to configure. Only SR-IOV network devices on the selected nodes are configured. The SR-IOV Container Network Interface (CNI) plugin and device plugin are deployed on selected nodes only.
						
Important

								The SR-IOV Network Operator applies node network configuration policies to nodes in sequence. Before applying node network configuration policies, the SR-IOV Network Operator checks if the machine config pool (MCP) for a node is in an unhealthy state such as Degraded or Updating. If a node is in an unhealthy MCP, the process of applying node network configuration policies to all targeted nodes in the cluster pauses until the MCP returns to a healthy state.
							

								To avoid a node in an unhealthy MCP from blocking the application of node network configuration policies to other nodes, including nodes in other MCPs, you must create a separate node network configuration policy for each MCP.
							


	[image: 5] 
	
							Optional: The priority is an integer value between 0 and 99. A smaller value receives higher priority. For example, a priority of 10 is a higher priority than 99. The default value is 99.
						

	[image: 6] 
	
							Optional: The maximum transmission unit (MTU) of the virtual function. The maximum MTU value can vary for different network interface controller (NIC) models.
						
Important

								If you want to create virtual function on the default network interface, ensure that the MTU is set to a value that matches the cluster MTU.
							


	[image: 7] 
	
							Optional: Set needVhostNet to true to mount the /dev/vhost-net device in the pod. Use the mounted /dev/vhost-net device with Data Plane Development Kit (DPDK) to forward traffic to the kernel network stack.
						

	[image: 8] 
	
							The number of the virtual functions (VF) to create for the SR-IOV physical network device. For an Intel network interface controller (NIC), the number of VFs cannot be larger than the total VFs supported by the device. For a Mellanox NIC, the number of VFs cannot be larger than 128.
						

	[image: 9] 
	
							The NIC selector identifies the device for the Operator to configure. You do not have to specify values for all the parameters. It is recommended to identify the network device with enough precision to avoid selecting a device unintentionally.
						

							If you specify rootDevices, you must also specify a value for vendor, deviceID, or pfNames. If you specify both pfNames and rootDevices at the same time, ensure that they refer to the same device. If you specify a value for netFilter, then you do not need to specify any other parameter because a network ID is unique.
						

	[image: 10] 
	
							Optional: The vendor hexadecimal code of the SR-IOV network device. The only allowed values are 8086 and 15b3.
						

	[image: 11] 
	
							Optional: The device hexadecimal code of the SR-IOV network device. For example, 101b is the device ID for a Mellanox ConnectX-6 device.
						

	[image: 12] 
	
							Optional: An array of one or more physical function (PF) names for the device.
						

	[image: 13] 
	
							Optional: An array of one or more PCI bus addresses for the PF of the device. Provide the address in the following format: 0000:02:00.1.
						

	[image: 14] 
	
							Optional: The platform-specific network filter. The only supported platform is Red Hat OpenStack Platform (RHOSP). Acceptable values use the following format: openstack/NetworkID:xxxxxxxx-xxxx-xxxx-xxxx-xxxxxxxxxxxx. Replace xxxxxxxx-xxxx-xxxx-xxxx-xxxxxxxxxxxx with the value from the /var/config/openstack/latest/network_data.json metadata file.
						

	[image: 15] 
	
							Optional: The driver type for the virtual functions. The only allowed values are netdevice and vfio-pci. The default value is netdevice.
						

							For a Mellanox NIC to work in DPDK mode on bare metal nodes, use the netdevice driver type and set isRdma to true.
						

	(16) 
	
							Optional: Configures whether to enable remote direct memory access (RDMA) mode. The default value is false.
						

							If the isRdma parameter is set to true, you can continue to use the RDMA-enabled VF as a normal network device. A device can be used in either mode.
						

							Set isRdma to true and additionally set needVhostNet to true to configure a Mellanox NIC for use with Fast Datapath DPDK applications.
						

	(17) 
	
							Optional: The link type for the VFs. The default value is eth for Ethernet. Change this value to 'ib' for InfiniBand.
						

							When linkType is set to ib, isRdma is automatically set to true by the SR-IOV Network Operator webhook. When linkType is set to ib, deviceType should not be set to vfio-pci.
						

							Do not set linkType to 'eth' for SriovNetworkNodePolicy, because this can lead to an incorrect number of available devices reported by the device plugin.
						

	(18) 
	
							Optional: The NIC device mode. The only allowed values are legacy or switchdev.
						

							When eSwitchMode is set to legacy, the default SR-IOV behavior is enabled.
						

							When eSwitchMode is set to switchdev, hardware offloading is enabled.
						



SR-IOV network node configuration examples




						The following example describes the configuration for an InfiniBand device:
					
Example configuration for an InfiniBand device

							

apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policy-ib-net-1
  namespace: openshift-sriov-network-operator
spec:
  resourceName: ibnic1
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 4
  nicSelector:
    vendor: "15b3"
    deviceID: "101b"
    rootDevices:
      - "0000:19:00.0"
  linkType: ib
  isRdma: true


						

						The following example describes the configuration for an SR-IOV network device in a RHOSP virtual machine:
					
Example configuration for an SR-IOV device in a virtual machine

							

apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policy-sriov-net-openstack-1
  namespace: openshift-sriov-network-operator
spec:
  resourceName: sriovnic1
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 1 [image: 1]
  nicSelector:
    vendor: "15b3"
    deviceID: "101b"
    netFilter: "openstack/NetworkID:ea24bd04-8674-4f69-b0ee-fa0b3bd20509" [image: 2]


						
	[image: 1] 
	
								The numVfs field is always set to 1 when configuring the node network policy for a virtual machine.
							

	[image: 2] 
	
								The netFilter field must refer to a network ID when the virtual machine is deployed on RHOSP. Valid values for netFilter are available from an SriovNetworkNodeState object.
							




Virtual function (VF) partitioning for SR-IOV devices




						In some cases, you might want to split virtual functions (VFs) from the same physical function (PF) into multiple resource pools. For example, you might want some of the VFs to load with the default driver and the remaining VFs load with the vfio-pci driver. In such a deployment, the pfNames selector in your SriovNetworkNodePolicy custom resource (CR) can be used to specify a range of VFs for a pool using the following format: <pfname>#<first_vf>-<last_vf>.
					

						For example, the following YAML shows the selector for an interface named netpf0 with VF 2 through 7:
					
pfNames: ["netpf0#2-7"]
	
								netpf0 is the PF interface name.
							
	
								2 is the first VF index (0-based) that is included in the range.
							
	
								7 is the last VF index (0-based) that is included in the range.
							



						You can select VFs from the same PF by using different policy CRs if the following requirements are met:
					
	
								The numVfs value must be identical for policies that select the same PF.
							
	
								The VF index must be in the range of 0 to <numVfs>-1. For example, if you have a policy with numVfs set to 8, then the <first_vf> value must not be smaller than 0, and the <last_vf> must not be larger than 7.
							
	
								The VFs ranges in different policies must not overlap.
							
	
								The <first_vf> must not be larger than the <last_vf>.
							



						The following example illustrates NIC partitioning for an SR-IOV device.
					

						The policy policy-net-1 defines a resource pool net-1 that contains the VF 0 of PF netpf0 with the default VF driver. The policy policy-net-1-dpdk defines a resource pool net-1-dpdk that contains the VF 8 to 15 of PF netpf0 with the vfio VF driver.
					

						Policy policy-net-1:
					
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policy-net-1
  namespace: openshift-sriov-network-operator
spec:
  resourceName: net1
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 16
  nicSelector:
    pfNames: ["netpf0#0-0"]
  deviceType: netdevice

						Policy policy-net-1-dpdk:
					
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policy-net-1-dpdk
  namespace: openshift-sriov-network-operator
spec:
  resourceName: net1dpdk
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 16
  nicSelector:
    pfNames: ["netpf0#8-15"]
  deviceType: vfio-pci
Verifying that the interface is successfully partitioned

							Confirm that the interface partitioned to virtual functions (VFs) for the SR-IOV device by running the following command.
						
$ ip link show <interface> [image: 1]
	[image: 1] 
	
								Replace <interface> with the interface that you specified when partitioning to VFs for the SR-IOV device, for example, ens3f1.
							



Example output

							

5: ens3f1: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc mq state UP mode DEFAULT group default qlen 1000
link/ether 3c:fd:fe:d1:bc:01 brd ff:ff:ff:ff:ff:ff

vf 0     link/ether 5a:e7:88:25:ea:a0 brd ff:ff:ff:ff:ff:ff, spoof checking on, link-state auto, trust off
vf 1     link/ether 3e:1d:36:d7:3d:49 brd ff:ff:ff:ff:ff:ff, spoof checking on, link-state auto, trust off
vf 2     link/ether ce:09:56:97:df:f9 brd ff:ff:ff:ff:ff:ff, spoof checking on, link-state auto, trust off
vf 3     link/ether 5e:91:cf:88:d1:38 brd ff:ff:ff:ff:ff:ff, spoof checking on, link-state auto, trust off
vf 4     link/ether e6:06:a1:96:2f:de brd ff:ff:ff:ff:ff:ff, spoof checking on, link-state auto, trust off


						


Configuring SR-IOV network devices




					The SR-IOV Network Operator adds the SriovNetworkNodePolicy.sriovnetwork.openshift.io CustomResourceDefinition to OpenShift Container Platform. You can configure an SR-IOV network device by creating a SriovNetworkNodePolicy custom resource (CR).
				
Note

						When applying the configuration specified in a SriovNetworkNodePolicy object, the SR-IOV Operator might drain the nodes, and in some cases, reboot nodes.
					

						It might take several minutes for a configuration change to apply.
					

Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the SR-IOV Network Operator.
						
	
							You have enough available nodes in your cluster to handle the evicted workload from drained nodes.
						
	
							You have not selected any control plane nodes for SR-IOV network device configuration.
						


Procedure
	
							Create an SriovNetworkNodePolicy object, and then save the YAML in the <name>-sriov-node-network.yaml file. Replace <name> with the name for this configuration.
						
	
							Optional: Label the SR-IOV capable cluster nodes with SriovNetworkNodePolicy.Spec.NodeSelector if they are not already labeled. For more information about labeling nodes, see "Understanding how to update labels on nodes".
						
	
							Create the SriovNetworkNodePolicy object:
						
$ oc create -f <name>-sriov-node-network.yaml

							where <name> specifies the name for this configuration.
						

							After applying the configuration update, all the pods in sriov-network-operator namespace transition to the Running status.
						

	
							To verify that the SR-IOV network device is configured, enter the following command. Replace <node_name> with the name of a node with the SR-IOV network device that you just configured.
						
$ oc get sriovnetworknodestates -n openshift-sriov-network-operator <node_name> -o jsonpath='{.status.syncStatus}'



Additional resources
	
							Understanding how to update labels on nodes.
						



Troubleshooting SR-IOV configuration




					After following the procedure to configure an SR-IOV network device, the following sections address some error conditions.
				

					To display the state of nodes, run the following command:
				
$ oc get sriovnetworknodestates -n openshift-sriov-network-operator <node_name>

					where: <node_name> specifies the name of a node with an SR-IOV network device.
				
Error output: Cannot allocate memory

						

"lastSyncError": "write /sys/bus/pci/devices/0000:3b:00.1/sriov_numvfs: cannot allocate memory"


					

					When a node indicates that it cannot allocate memory, check the following items:
				
	
							Confirm that global SR-IOV settings are enabled in the BIOS for the node.
						
	
							Confirm that VT-d is enabled in the BIOS for the node.
						



Assigning an SR-IOV network to a VRF




					As a cluster administrator, you can assign an SR-IOV network interface to your VRF domain by using the CNI VRF plugin.
				

					To do this, add the VRF configuration to the optional metaPlugins parameter of the SriovNetwork resource.
				
Note

						Applications that use VRFs need to bind to a specific device. The common usage is to use the SO_BINDTODEVICE option for a socket. SO_BINDTODEVICE binds the socket to a device that is specified in the passed interface name, for example, eth1. To use SO_BINDTODEVICE, the application must have CAP_NET_RAW capabilities.
					

						Using a VRF through the ip vrf exec command is not supported in OpenShift Container Platform pods. To use VRF, bind applications directly to the VRF interface.
					

Creating an additional SR-IOV network attachment with the CNI VRF plugin




						The SR-IOV Network Operator manages additional network definitions. When you specify an additional SR-IOV network to create, the SR-IOV Network Operator creates the NetworkAttachmentDefinition custom resource (CR) automatically.
					
Note

							Do not edit NetworkAttachmentDefinition custom resources that the SR-IOV Network Operator manages. Doing so might disrupt network traffic on your additional network.
						


						To create an additional SR-IOV network attachment with the CNI VRF plugin, perform the following procedure.
					
Prerequisites
	
								Install the OpenShift Container Platform CLI (oc).
							
	
								Log in to the OpenShift Container Platform cluster as a user with cluster-admin privileges.
							


Procedure
	
								Create the SriovNetwork custom resource (CR) for the additional SR-IOV network attachment and insert the metaPlugins configuration, as in the following example CR. Save the YAML as the file sriov-network-attachment.yaml.
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: example-network
  namespace: additional-sriov-network-1
spec:
  ipam: |
    {
      "type": "host-local",
      "subnet": "10.56.217.0/24",
      "rangeStart": "10.56.217.171",
      "rangeEnd": "10.56.217.181",
      "routes": [{
        "dst": "0.0.0.0/0"
      }],
      "gateway": "10.56.217.1"
    }
  vlan: 0
  resourceName: intelnics
  metaPlugins : |
    {
      "type": "vrf", [image: 1]
      "vrfname": "example-vrf-name" [image: 2]
    }
	[image: 1] 
	
										type must be set to vrf.
									

	[image: 2] 
	
										vrfname is the name of the VRF that the interface is assigned to. If it does not exist in the pod, it is created.
									




	
								Create the SriovNetwork resource:
							
$ oc create -f sriov-network-attachment.yaml



Verifying that the NetworkAttachmentDefinition CR is successfully created
	
								Confirm that the SR-IOV Network Operator created the NetworkAttachmentDefinition CR by running the following command.
							
$ oc get network-attachment-definitions -n <namespace> [image: 1]
	[image: 1] 
	
										Replace <namespace> with the namespace that you specified when configuring the network attachment, for example, additional-sriov-network-1.
									



Example output

									

NAME                            AGE
additional-sriov-network-1      14m


								
Note

									There might be a delay before the SR-IOV Network Operator creates the CR.
								




Verifying that the additional SR-IOV network attachment is successful

							To verify that the VRF CNI is correctly configured and the additional SR-IOV network attachment is attached, do the following:
						
	
								Create an SR-IOV network that uses the VRF CNI.
							
	
								Assign the network to a pod.
							
	
								Verify that the pod network attachment is connected to the SR-IOV additional network. Remote shell into the pod and run the following command:
							
$ ip vrf show
Example output

									

Name              Table
-----------------------
red                 10


								

	
								Confirm the VRF interface is master of the secondary interface:
							
$ ip link
Example output

									

...
5: net1: <BROADCAST,MULTICAST,UP,LOWER_UP> mtu 1500 qdisc noqueue master red state UP mode
...


								





Next steps



	
							Configuring an SR-IOV network attachment
						




Configuring an SR-IOV Ethernet network attachment




				You can configure an Ethernet network attachment for an Single Root I/O Virtualization (SR-IOV) device in the cluster.
			
Ethernet device configuration object




					You can configure an Ethernet network device by defining an SriovNetwork object.
				

					The following YAML describes an SriovNetwork object:
				
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: <name> [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: <sriov_resource_name> [image: 3]
  networkNamespace: <target_namespace> [image: 4]
  vlan: <vlan> [image: 5]
  spoofChk: "<spoof_check>" [image: 6]
  ipam: |- [image: 7]
    {}
  linkState: <link_state> [image: 8]
  maxTxRate: <max_tx_rate> [image: 9]
  minTxRate: <min_tx_rate> [image: 10]
  vlanQoS: <vlan_qos> [image: 11]
  trust: "<trust_vf>" [image: 12]
  capabilities: <capabilities> [image: 13]
	[image: 1] 
	
							A name for the object. The SR-IOV Network Operator creates a NetworkAttachmentDefinition object with same name.
						

	[image: 2] 
	
							The namespace where the SR-IOV Network Operator is installed.
						

	[image: 3] 
	
							The value for the spec.resourceName parameter from the SriovNetworkNodePolicy object that defines the SR-IOV hardware for this additional network.
						

	[image: 4] 
	
							The target namespace for the SriovNetwork object. Only pods in the target namespace can attach to the additional network.
						

	[image: 5] 
	
							Optional: A Virtual LAN (VLAN) ID for the additional network. The integer value must be from 0 to 4095. The default value is 0.
						

	[image: 6] 
	
							Optional: The spoof check mode of the VF. The allowed values are the strings "on" and "off".
						
Important

								You must enclose the value you specify in quotes or the object is rejected by the SR-IOV Network Operator.
							


	[image: 7] 
	
							A configuration object for the IPAM CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
						

	[image: 8] 
	
							Optional: The link state of virtual function (VF). Allowed value are enable, disable and auto.
						

	[image: 9] 
	
							Optional: A maximum transmission rate, in Mbps, for the VF.
						

	[image: 10] 
	
							Optional: A minimum transmission rate, in Mbps, for the VF. This value must be less than or equal to the maximum transmission rate.
						
Note

								Intel NICs do not support the minTxRate parameter. For more information, see BZ#1772847.
							


	[image: 11] 
	
							Optional: An IEEE 802.1p priority level for the VF. The default value is 0.
						

	[image: 12] 
	
							Optional: The trust mode of the VF. The allowed values are the strings "on" and "off".
						
Important

								You must enclose the value that you specify in quotes, or the SR-IOV Network Operator rejects the object.
							


	[image: 13] 
	
							Optional: The capabilities to configure for this additional network. You can specify "{ "ips": true }" to enable IP address support or "{ "mac": true }" to enable MAC address support.
						



Configuration of IP address assignment for an additional network




						The IP address management (IPAM) Container Network Interface (CNI) plugin provides IP addresses for other CNI plugins.
					

						You can use the following IP address assignment types:
					
	
								Static assignment.
							
	
								Dynamic assignment through a DHCP server. The DHCP server you specify must be reachable from the additional network.
							
	
								Dynamic assignment through the Whereabouts IPAM CNI plugin.
							


Static IP address assignment configuration




							The following table describes the configuration for static IP address assignment:
						
Table 21.3. ipam static configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value static is required.
										

										 
	 
											addresses
										

										 	 
											array
										

										 	 
											An array of objects specifying IP addresses to assign to the virtual interface. Both IPv4 and IPv6 IP addresses are supported.
										

										 
	 
											routes
										

										 	 
											array
										

										 	 
											An array of objects specifying routes to configure inside the pod.
										

										 
	 
											dns
										

										 	 
											array
										

										 	 
											Optional: An array of objects specifying the DNS configuration.
										

										 




							The addresses array requires objects with the following fields:
						
Table 21.4. ipam.addresses[] array
	Field	Type	Description
	 
											address
										

										 	 
											string
										

										 	 
											An IP address and network prefix that you specify. For example, if you specify 10.10.21.10/24, then the additional network is assigned an IP address of 10.10.21.10 and the netmask is 255.255.255.0.
										

										 
	 
											gateway
										

										 	 
											string
										

										 	 
											The default gateway to route egress network traffic to.
										

										 



Table 21.5. ipam.routes[] array
	Field	Type	Description
	 
											dst
										

										 	 
											string
										

										 	 
											The IP address range in CIDR format, such as 192.168.17.0/24 or 0.0.0.0/0 for the default route.
										

										 
	 
											gw
										

										 	 
											string
										

										 	 
											The gateway where network traffic is routed.
										

										 



Table 21.6. ipam.dns object
	Field	Type	Description
	 
											nameservers
										

										 	 
											array
										

										 	 
											An array of one or more IP addresses for to send DNS queries to.
										

										 
	 
											domain
										

										 	 
											array
										

										 	 
											The default domain to append to a hostname. For example, if the domain is set to example.com, a DNS lookup query for example-host is rewritten as example-host.example.com.
										

										 
	 
											search
										

										 	 
											array
										

										 	 
											An array of domain names to append to an unqualified hostname, such as example-host, during a DNS lookup query.
										

										 



Static IP address assignment configuration example

								

{
  "ipam": {
    "type": "static",
      "addresses": [
        {
          "address": "191.168.1.7/24"
        }
      ]
  }
}


							

Dynamic IP address (DHCP) assignment configuration




							The following JSON describes the configuration for dynamic IP address address assignment with DHCP.
						
Renewal of DHCP leases

								A pod obtains its original DHCP lease when it is created. The lease must be periodically renewed by a minimal DHCP server deployment running on the cluster.
							

								The SR-IOV Network Operator does not create a DHCP server deployment; The Cluster Network Operator is responsible for creating the minimal DHCP server deployment.
							

								To trigger the deployment of the DHCP server, you must create a shim network attachment by editing the Cluster Network Operator configuration, as in the following example:
							
Example shim network attachment definition

									

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: dhcp-shim
    namespace: default
    type: Raw
    rawCNIConfig: |-
      {
        "name": "dhcp-shim",
        "cniVersion": "0.3.1",
        "type": "bridge",
        "ipam": {
          "type": "dhcp"
        }
      }
  # ...


								

Table 21.7. ipam DHCP configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value dhcp is required.
										

										 



Dynamic IP address (DHCP) assignment configuration example

								

{
  "ipam": {
    "type": "dhcp"
  }
}


							

Dynamic IP address assignment configuration with Whereabouts




							The Whereabouts CNI plugin allows the dynamic assignment of an IP address to an additional network without the use of a DHCP server.
						

							The following table describes the configuration for dynamic IP address assignment with Whereabouts:
						
Table 21.8. ipam whereabouts configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value whereabouts is required.
										

										 
	 
											range
										

										 	 
											string
										

										 	 
											An IP address and range in CIDR notation. IP addresses are assigned from within this range of addresses.
										

										 
	 
											exclude
										

										 	 
											array
										

										 	 
											Optional: A list of zero or more IP addresses and ranges in CIDR notation. IP addresses within an excluded address range are not assigned.
										

										 



Dynamic IP address assignment configuration example that uses Whereabouts

								

{
  "ipam": {
    "type": "whereabouts",
    "range": "192.0.2.192/27",
    "exclude": [
       "192.0.2.192/30",
       "192.0.2.196/32"
    ]
  }
}


							

Creating a Whereabouts reconciler daemon set




							The Whereabouts reconciler is responsible for managing dynamic IP address assignments for the pods within a cluster using the Whereabouts IP Address Management (IPAM) solution. It ensures that each pods gets a unique IP address from the specified IP address range. It also handles IP address releases when pods are deleted or scaled down.
						
Note

								You can also use a NetworkAttachmentDefinition custom resource for dynamic IP address assignment.
							


							The Whereabouts reconciler daemon set is automatically created when you configure an additional network through the Cluster Network Operator. It is not automatically created when you configure an additional network from a YAML manifest.
						

							To trigger the deployment of the Whereabouts reconciler daemonset, you must manually create a whereabouts-shim network attachment by editing the Cluster Network Operator custom resource file.
						

							Use the following procedure to deploy the Whereabouts reconciler daemonset.
						
Procedure
	
									Edit the Network.operator.openshift.io custom resource (CR) by running the following command:
								
$ oc edit network.operator.openshift.io cluster

	
									Modify the additionalNetworks parameter in the CR to add the whereabouts-shim network attachment definition. For example:
								
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: whereabouts-shim
    namespace: default
    rawCNIConfig: |-
      {
       "name": "whereabouts-shim",
       "cniVersion": "0.3.1",
       "type": "bridge",
       "ipam": {
         "type": "whereabouts"
       }
      }
    type: Raw

	
									Save the file and exit the text editor.
								
	
									Verify that the whereabouts-reconciler daemon set deployed successfully by running the following command:
								
$ oc get all -n openshift-multus | grep whereabouts-reconciler
Example output

										

pod/whereabouts-reconciler-jnp6g 1/1 Running 0 6s
pod/whereabouts-reconciler-k76gg 1/1 Running 0 6s
pod/whereabouts-reconciler-k86t9 1/1 Running 0 6s
pod/whereabouts-reconciler-p4sxw 1/1 Running 0 6s
pod/whereabouts-reconciler-rvfdv 1/1 Running 0 6s
pod/whereabouts-reconciler-svzw9 1/1 Running 0 6s
daemonset.apps/whereabouts-reconciler 6 6 6 6 6 kubernetes.io/os=linux 6s


									






Configuring SR-IOV additional network




					You can configure an additional network that uses SR-IOV hardware by creating an SriovNetwork object. When you create an SriovNetwork object, the SR-IOV Network Operator automatically creates a NetworkAttachmentDefinition object.
				
Note

						Do not modify or delete an SriovNetwork object if it is attached to any pods in a running state.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a SriovNetwork object, and then save the YAML in the <name>.yaml file, where <name> is a name for this additional network. The object specification might resemble the following example:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: attach1
  namespace: openshift-sriov-network-operator
spec:
  resourceName: net1
  networkNamespace: project2
  ipam: |-
    {
      "type": "host-local",
      "subnet": "10.56.217.0/24",
      "rangeStart": "10.56.217.171",
      "rangeEnd": "10.56.217.181",
      "gateway": "10.56.217.1"
    }

	
							To create the object, enter the following command:
						
$ oc create -f <name>.yaml

							where <name> specifies the name of the additional network.
						

	
							Optional: To confirm that the NetworkAttachmentDefinition object that is associated with the SriovNetwork object that you created in the previous step exists, enter the following command. Replace <namespace> with the networkNamespace you specified in the SriovNetwork object.
						
$ oc get net-attach-def -n <namespace>




Next steps



	
							Adding a pod to an SR-IOV additional network
						



Additional resources



	
							Configuring an SR-IOV network device
						




Configuring an SR-IOV InfiniBand network attachment




				You can configure an InfiniBand (IB) network attachment for an Single Root I/O Virtualization (SR-IOV) device in the cluster.
			
InfiniBand device configuration object




					You can configure an InfiniBand (IB) network device by defining an SriovIBNetwork object.
				

					The following YAML describes an SriovIBNetwork object:
				
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovIBNetwork
metadata:
  name: <name> [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: <sriov_resource_name> [image: 3]
  networkNamespace: <target_namespace> [image: 4]
  ipam: |- [image: 5]
    {}
  linkState: <link_state> [image: 6]
  capabilities: <capabilities> [image: 7]
	[image: 1] 
	
							A name for the object. The SR-IOV Network Operator creates a NetworkAttachmentDefinition object with same name.
						

	[image: 2] 
	
							The namespace where the SR-IOV Operator is installed.
						

	[image: 3] 
	
							The value for the spec.resourceName parameter from the SriovNetworkNodePolicy object that defines the SR-IOV hardware for this additional network.
						

	[image: 4] 
	
							The target namespace for the SriovIBNetwork object. Only pods in the target namespace can attach to the network device.
						

	[image: 5] 
	
							Optional: A configuration object for the IPAM CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
						

	[image: 6] 
	
							Optional: The link state of virtual function (VF). Allowed values are enable, disable and auto.
						

	[image: 7] 
	
							Optional: The capabilities to configure for this network. You can specify "{ "ips": true }" to enable IP address support or "{ "infinibandGUID": true }" to enable IB Global Unique Identifier (GUID) support.
						



Configuration of IP address assignment for an additional network




						The IP address management (IPAM) Container Network Interface (CNI) plugin provides IP addresses for other CNI plugins.
					

						You can use the following IP address assignment types:
					
	
								Static assignment.
							
	
								Dynamic assignment through a DHCP server. The DHCP server you specify must be reachable from the additional network.
							
	
								Dynamic assignment through the Whereabouts IPAM CNI plugin.
							


Static IP address assignment configuration




							The following table describes the configuration for static IP address assignment:
						
Table 21.9. ipam static configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value static is required.
										

										 
	 
											addresses
										

										 	 
											array
										

										 	 
											An array of objects specifying IP addresses to assign to the virtual interface. Both IPv4 and IPv6 IP addresses are supported.
										

										 
	 
											routes
										

										 	 
											array
										

										 	 
											An array of objects specifying routes to configure inside the pod.
										

										 
	 
											dns
										

										 	 
											array
										

										 	 
											Optional: An array of objects specifying the DNS configuration.
										

										 




							The addresses array requires objects with the following fields:
						
Table 21.10. ipam.addresses[] array
	Field	Type	Description
	 
											address
										

										 	 
											string
										

										 	 
											An IP address and network prefix that you specify. For example, if you specify 10.10.21.10/24, then the additional network is assigned an IP address of 10.10.21.10 and the netmask is 255.255.255.0.
										

										 
	 
											gateway
										

										 	 
											string
										

										 	 
											The default gateway to route egress network traffic to.
										

										 



Table 21.11. ipam.routes[] array
	Field	Type	Description
	 
											dst
										

										 	 
											string
										

										 	 
											The IP address range in CIDR format, such as 192.168.17.0/24 or 0.0.0.0/0 for the default route.
										

										 
	 
											gw
										

										 	 
											string
										

										 	 
											The gateway where network traffic is routed.
										

										 



Table 21.12. ipam.dns object
	Field	Type	Description
	 
											nameservers
										

										 	 
											array
										

										 	 
											An array of one or more IP addresses for to send DNS queries to.
										

										 
	 
											domain
										

										 	 
											array
										

										 	 
											The default domain to append to a hostname. For example, if the domain is set to example.com, a DNS lookup query for example-host is rewritten as example-host.example.com.
										

										 
	 
											search
										

										 	 
											array
										

										 	 
											An array of domain names to append to an unqualified hostname, such as example-host, during a DNS lookup query.
										

										 



Static IP address assignment configuration example

								

{
  "ipam": {
    "type": "static",
      "addresses": [
        {
          "address": "191.168.1.7/24"
        }
      ]
  }
}


							

Dynamic IP address (DHCP) assignment configuration




							The following JSON describes the configuration for dynamic IP address address assignment with DHCP.
						
Renewal of DHCP leases

								A pod obtains its original DHCP lease when it is created. The lease must be periodically renewed by a minimal DHCP server deployment running on the cluster.
							

								To trigger the deployment of the DHCP server, you must create a shim network attachment by editing the Cluster Network Operator configuration, as in the following example:
							
Example shim network attachment definition

									

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: dhcp-shim
    namespace: default
    type: Raw
    rawCNIConfig: |-
      {
        "name": "dhcp-shim",
        "cniVersion": "0.3.1",
        "type": "bridge",
        "ipam": {
          "type": "dhcp"
        }
      }
  # ...


								

Table 21.13. ipam DHCP configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value dhcp is required.
										

										 



Dynamic IP address (DHCP) assignment configuration example

								

{
  "ipam": {
    "type": "dhcp"
  }
}


							

Dynamic IP address assignment configuration with Whereabouts




							The Whereabouts CNI plugin allows the dynamic assignment of an IP address to an additional network without the use of a DHCP server.
						

							The following table describes the configuration for dynamic IP address assignment with Whereabouts:
						
Table 21.14. ipam whereabouts configuration object
	Field	Type	Description
	 
											type
										

										 	 
											string
										

										 	 
											The IPAM address type. The value whereabouts is required.
										

										 
	 
											range
										

										 	 
											string
										

										 	 
											An IP address and range in CIDR notation. IP addresses are assigned from within this range of addresses.
										

										 
	 
											exclude
										

										 	 
											array
										

										 	 
											Optional: A list of zero or more IP addresses and ranges in CIDR notation. IP addresses within an excluded address range are not assigned.
										

										 



Dynamic IP address assignment configuration example that uses Whereabouts

								

{
  "ipam": {
    "type": "whereabouts",
    "range": "192.0.2.192/27",
    "exclude": [
       "192.0.2.192/30",
       "192.0.2.196/32"
    ]
  }
}


							

Creating a Whereabouts reconciler daemon set




							The Whereabouts reconciler is responsible for managing dynamic IP address assignments for the pods within a cluster using the Whereabouts IP Address Management (IPAM) solution. It ensures that each pods gets a unique IP address from the specified IP address range. It also handles IP address releases when pods are deleted or scaled down.
						
Note

								You can also use a NetworkAttachmentDefinition custom resource for dynamic IP address assignment.
							


							The Whereabouts reconciler daemon set is automatically created when you configure an additional network through the Cluster Network Operator. It is not automatically created when you configure an additional network from a YAML manifest.
						

							To trigger the deployment of the Whereabouts reconciler daemonset, you must manually create a whereabouts-shim network attachment by editing the Cluster Network Operator custom resource file.
						

							Use the following procedure to deploy the Whereabouts reconciler daemonset.
						
Procedure
	
									Edit the Network.operator.openshift.io custom resource (CR) by running the following command:
								
$ oc edit network.operator.openshift.io cluster

	
									Modify the additionalNetworks parameter in the CR to add the whereabouts-shim network attachment definition. For example:
								
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  additionalNetworks:
  - name: whereabouts-shim
    namespace: default
    rawCNIConfig: |-
      {
       "name": "whereabouts-shim",
       "cniVersion": "0.3.1",
       "type": "bridge",
       "ipam": {
         "type": "whereabouts"
       }
      }
    type: Raw

	
									Save the file and exit the text editor.
								
	
									Verify that the whereabouts-reconciler daemon set deployed successfully by running the following command:
								
$ oc get all -n openshift-multus | grep whereabouts-reconciler
Example output

										

pod/whereabouts-reconciler-jnp6g 1/1 Running 0 6s
pod/whereabouts-reconciler-k76gg 1/1 Running 0 6s
pod/whereabouts-reconciler-k86t9 1/1 Running 0 6s
pod/whereabouts-reconciler-p4sxw 1/1 Running 0 6s
pod/whereabouts-reconciler-rvfdv 1/1 Running 0 6s
pod/whereabouts-reconciler-svzw9 1/1 Running 0 6s
daemonset.apps/whereabouts-reconciler 6 6 6 6 6 kubernetes.io/os=linux 6s


									






Configuring SR-IOV additional network




					You can configure an additional network that uses SR-IOV hardware by creating an SriovIBNetwork object. When you create an SriovIBNetwork object, the SR-IOV Network Operator automatically creates a NetworkAttachmentDefinition object.
				
Note

						Do not modify or delete an SriovIBNetwork object if it is attached to any pods in a running state.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a SriovIBNetwork object, and then save the YAML in the <name>.yaml file, where <name> is a name for this additional network. The object specification might resemble the following example:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovIBNetwork
metadata:
  name: attach1
  namespace: openshift-sriov-network-operator
spec:
  resourceName: net1
  networkNamespace: project2
  ipam: |-
    {
      "type": "host-local",
      "subnet": "10.56.217.0/24",
      "rangeStart": "10.56.217.171",
      "rangeEnd": "10.56.217.181",
      "gateway": "10.56.217.1"
    }

	
							To create the object, enter the following command:
						
$ oc create -f <name>.yaml

							where <name> specifies the name of the additional network.
						

	
							Optional: To confirm that the NetworkAttachmentDefinition object that is associated with the SriovIBNetwork object that you created in the previous step exists, enter the following command. Replace <namespace> with the networkNamespace you specified in the SriovIBNetwork object.
						
$ oc get net-attach-def -n <namespace>




Next steps



	
							Adding a pod to an SR-IOV additional network
						



Additional resources



	
							Configuring an SR-IOV network device
						




Adding a pod to an SR-IOV additional network




				You can add a pod to an existing Single Root I/O Virtualization (SR-IOV) network.
			
Runtime configuration for a network attachment




					When attaching a pod to an additional network, you can specify a runtime configuration to make specific customizations for the pod. For example, you can request a specific MAC hardware address.
				

					You specify the runtime configuration by setting an annotation in the pod specification. The annotation key is k8s.v1.cni.cncf.io/networks, and it accepts a JSON object that describes the runtime configuration.
				
Runtime configuration for an Ethernet-based SR-IOV attachment




						The following JSON describes the runtime configuration options for an Ethernet-based SR-IOV network attachment.
					
[
  {
    "name": "<name>", [image: 1]
    "mac": "<mac_address>", [image: 2]
    "ips": ["<cidr_range>"] [image: 3]
  }
]
	[image: 1] 
	
								The name of the SR-IOV network attachment definition CR.
							

	[image: 2] 
	
								Optional: The MAC address for the SR-IOV device that is allocated from the resource type defined in the SR-IOV network attachment definition CR. To use this feature, you also must specify { "mac": true } in the SriovNetwork object.
							

	[image: 3] 
	
								Optional: IP addresses for the SR-IOV device that is allocated from the resource type defined in the SR-IOV network attachment definition CR. Both IPv4 and IPv6 addresses are supported. To use this feature, you also must specify { "ips": true } in the SriovNetwork object.
							



Example runtime configuration

							

apiVersion: v1
kind: Pod
metadata:
  name: sample-pod
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {
          "name": "net1",
          "mac": "20:04:0f:f1:88:01",
          "ips": ["192.168.10.1/24", "2001::1/64"]
        }
      ]
spec:
  containers:
  - name: sample-container
    image: <image>
    imagePullPolicy: IfNotPresent
    command: ["sleep", "infinity"]


						

Runtime configuration for an InfiniBand-based SR-IOV attachment




						The following JSON describes the runtime configuration options for an InfiniBand-based SR-IOV network attachment.
					
[
  {
    "name": "<network_attachment>", [image: 1]
    "infiniband-guid": "<guid>", [image: 2]
    "ips": ["<cidr_range>"] [image: 3]
  }
]
	[image: 1] 
	
								The name of the SR-IOV network attachment definition CR.
							

	[image: 2] 
	
								The InfiniBand GUID for the SR-IOV device. To use this feature, you also must specify { "infinibandGUID": true } in the SriovIBNetwork object.
							

	[image: 3] 
	
								The IP addresses for the SR-IOV device that is allocated from the resource type defined in the SR-IOV network attachment definition CR. Both IPv4 and IPv6 addresses are supported. To use this feature, you also must specify { "ips": true } in the SriovIBNetwork object.
							



Example runtime configuration

							

apiVersion: v1
kind: Pod
metadata:
  name: sample-pod
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {
          "name": "ib1",
          "infiniband-guid": "c2:11:22:33:44:55:66:77",
          "ips": ["192.168.10.1/24", "2001::1/64"]
        }
      ]
spec:
  containers:
  - name: sample-container
    image: <image>
    imagePullPolicy: IfNotPresent
    command: ["sleep", "infinity"]


						


Adding a pod to an additional network




					You can add a pod to an additional network. The pod continues to send normal cluster-related network traffic over the default network.
				

					When a pod is created additional networks are attached to it. However, if a pod already exists, you cannot attach additional networks to it.
				

					The pod must be in the same namespace as the additional network.
				
Note

						The SR-IOV Network Resource Injector adds the resource field to the first container in a pod automatically.
					

						If you are using an Intel network interface controller (NIC) in Data Plane Development Kit (DPDK) mode, only the first container in your pod is configured to access the NIC. Your SR-IOV additional network is configured for DPDK mode if the deviceType is set to vfio-pci in the SriovNetworkNodePolicy object.
					

						You can work around this issue by either ensuring that the container that needs access to the NIC is the first container defined in the Pod object or by disabling the Network Resource Injector. For more information, see BZ#1990953.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster.
						
	
							Install the SR-IOV Operator.
						
	
							Create either an SriovNetwork object or an SriovIBNetwork object to attach the pod to.
						


Procedure
	
							Add an annotation to the Pod object. Only one of the following annotation formats can be used:
						
	
									To attach an additional network without any customization, add an annotation with the following format. Replace <network> with the name of the additional network to associate with the pod:
								
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: <network>[,<network>,...] [image: 1]
	[image: 1] 
	
											To specify more than one additional network, separate each network with a comma. Do not include whitespace between the comma. If you specify the same additional network multiple times, that pod will have multiple network interfaces attached to that network.
										




	
									To attach an additional network with customizations, add an annotation with the following format:
								
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {
          "name": "<network>", [image: 1]
          "namespace": "<namespace>", [image: 2]
          "default-route": ["<default-route>"] [image: 3]
        }
      ]
	[image: 1] 
	
											Specify the name of the additional network defined by a NetworkAttachmentDefinition object.
										

	[image: 2] 
	
											Specify the namespace where the NetworkAttachmentDefinition object is defined.
										

	[image: 3] 
	
											Optional: Specify an override for the default route, such as 192.168.17.1.
										







	
							To create the pod, enter the following command. Replace <name> with the name of the pod.
						
$ oc create -f <name>.yaml

	
							Optional: To Confirm that the annotation exists in the Pod CR, enter the following command, replacing <name> with the name of the pod.
						
$ oc get pod <name> -o yaml

							In the following example, the example-pod pod is attached to the net1 additional network:
						
$ oc get pod example-pod -o yaml
apiVersion: v1
kind: Pod
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: macvlan-bridge
    k8s.v1.cni.cncf.io/networks-status: |- [image: 1]
      [{
          "name": "openshift-sdn",
          "interface": "eth0",
          "ips": [
              "10.128.2.14"
          ],
          "default": true,
          "dns": {}
      },{
          "name": "macvlan-bridge",
          "interface": "net1",
          "ips": [
              "20.2.2.100"
          ],
          "mac": "22:2f:60:a5:f8:00",
          "dns": {}
      }]
  name: example-pod
  namespace: default
spec:
  ...
status:
  ...
	[image: 1] 
	
									The k8s.v1.cni.cncf.io/networks-status parameter is a JSON array of objects. Each object describes the status of an additional network attached to the pod. The annotation value is stored as a plain text value.
								







Creating a non-uniform memory access (NUMA) aligned SR-IOV pod




					You can create a NUMA aligned SR-IOV pod by restricting SR-IOV and the CPU resources allocated from the same NUMA node with restricted or single-numa-node Topology Manager polices.
				
Prerequisites
	
							You have installed the OpenShift CLI (oc).
						
	
							You have configured the CPU Manager policy to static. For more information on CPU Manager, see the "Additional resources" section.
						
	
							You have configured the Topology Manager policy to single-numa-node.
						
Note

								When single-numa-node is unable to satisfy the request, you can configure the Topology Manager policy to restricted.
							




Procedure
	
							Create the following SR-IOV pod spec, and then save the YAML in the <name>-sriov-pod.yaml file. Replace <name> with a name for this pod.
						

							The following example shows an SR-IOV pod spec:
						
apiVersion: v1
kind: Pod
metadata:
  name: sample-pod
  annotations:
    k8s.v1.cni.cncf.io/networks: <name> [image: 1]
spec:
  containers:
  - name: sample-container
    image: <image> [image: 2]
    command: ["sleep", "infinity"]
    resources:
      limits:
        memory: "1Gi" [image: 3]
        cpu: "2" [image: 4]
      requests:
        memory: "1Gi"
        cpu: "2"
	[image: 1] 
	
									Replace <name> with the name of the SR-IOV network attachment definition CR.
								

	[image: 2] 
	
									Replace <image> with the name of the sample-pod image.
								

	[image: 3] 
	
									To create the SR-IOV pod with guaranteed QoS, set memory limits equal to memory requests.
								

	[image: 4] 
	
									To create the SR-IOV pod with guaranteed QoS, set cpu limits equals to cpu requests.
								




	
							Create the sample SR-IOV pod by running the following command:
						
$ oc create -f <filename> [image: 1]
	[image: 1] 
	
									Replace <filename> with the name of the file you created in the previous step.
								




	
							Confirm that the sample-pod is configured with guaranteed QoS.
						
$ oc describe pod sample-pod

	
							Confirm that the sample-pod is allocated with exclusive CPUs.
						
$ oc exec sample-pod -- cat /sys/fs/cgroup/cpuset/cpuset.cpus

	
							Confirm that the SR-IOV device and CPUs that are allocated for the sample-pod are on the same NUMA node.
						
$ oc exec sample-pod -- cat /sys/fs/cgroup/cpuset/cpuset.cpus




A test pod template for clusters that use SR-IOV on OpenStack




					The following testpmd pod demonstrates container creation with huge pages, reserved CPUs, and the SR-IOV port.
				
An example testpmd pod

						

apiVersion: v1
kind: Pod
metadata:
  name: testpmd-sriov
  namespace: mynamespace
  annotations:
    cpu-load-balancing.crio.io: "disable"
    cpu-quota.crio.io: "disable"
# ...
spec:
  containers:
  - name: testpmd
    command: ["sleep", "99999"]
    image: registry.redhat.io/openshift4/dpdk-base-rhel8:v4.9
    securityContext:
      capabilities:
        add: ["IPC_LOCK","SYS_ADMIN"]
      privileged: true
      runAsUser: 0
    resources:
      requests:
        memory: 1000Mi
        hugepages-1Gi: 1Gi
        cpu: '2'
        openshift.io/sriov1: 1
      limits:
        hugepages-1Gi: 1Gi
        cpu: '2'
        memory: 1000Mi
        openshift.io/sriov1: 1
    volumeMounts:
      - mountPath: /dev/hugepages
        name: hugepage
        readOnly: False
  runtimeClassName: performance-cnf-performanceprofile [image: 1]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages


					
	[image: 1] 
	
							This example assumes that the name of the performance profile is cnf-performance profile.
						




Additional resources



	
							Configuring an SR-IOV Ethernet network attachment
						
	
							Configuring an SR-IOV InfiniBand network attachment
						
	
							Using CPU Manager
						




Configuring interface-level network sysctl settings for SR-IOV networks




				As a cluster administrator, you can modify interface-level network sysctls using the tuning Container Network Interface (CNI) meta plugin for a pod connected to a SR-IOV network device.
			
Labeling nodes with an SR-IOV enabled NIC




					If you want to enable SR-IOV on only SR-IOV capable nodes there are a couple of ways to do this:
				
	
							Install the Node Feature Discovery (NFD) Operator. NFD detects the presence of SR-IOV enabled NICs and labels the nodes with node.alpha.kubernetes-incubator.io/nfd-network-sriov.capable = true.
						
	
							Examine the SriovNetworkNodeState CR for each node. The interfaces stanza includes a list of all of the SR-IOV devices discovered by the SR-IOV Network Operator on the worker node. Label each node with feature.node.kubernetes.io/network-sriov.capable: "true" by using the following command:
						
$ oc label node <node_name> feature.node.kubernetes.io/network-sriov.capable="true"
Note

								You can label the nodes with whatever name you want.
							





Setting one sysctl flag




					You can set interface-level network sysctl settings for a pod connected to a SR-IOV network device.
				

					In this example, net.ipv4.conf.IFNAME.accept_redirects is set to 1 on the created virtual interfaces.
				

					The sysctl-tuning-test is a namespace used in this example.
				
	
							Use the following command to create the sysctl-tuning-test namespace:
						
$ oc create namespace sysctl-tuning-test



Setting one sysctl flag on nodes with SR-IOV network devices




						The SR-IOV Network Operator adds the SriovNetworkNodePolicy.sriovnetwork.openshift.io custom resource definition (CRD) to OpenShift Container Platform. You can configure an SR-IOV network device by creating a SriovNetworkNodePolicy custom resource (CR).
					
Note

							When applying the configuration specified in a SriovNetworkNodePolicy object, the SR-IOV Operator might drain and reboot the nodes.
						

							It can take several minutes for a configuration change to apply.
						


						Follow this procedure to create a SriovNetworkNodePolicy custom resource (CR).
					
Procedure
	
								Create an SriovNetworkNodePolicy custom resource (CR). For example, save the following YAML as the file policyoneflag-sriov-node-network.yaml:
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policyoneflag [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: policyoneflag [image: 3]
  nodeSelector: [image: 4]
    feature.node.kubernetes.io/network-sriov.capable="true"
  priority: 10 [image: 5]
  numVfs: 5 [image: 6]
  nicSelector: [image: 7]
    pfNames: ["ens5"] [image: 8]
  deviceType: "netdevice" [image: 9]
  isRdma: false [image: 10]
	[image: 1] 
	
										The name for the custom resource object.
									

	[image: 2] 
	
										The namespace where the SR-IOV Network Operator is installed.
									

	[image: 3] 
	
										The resource name of the SR-IOV network device plugin. You can create multiple SR-IOV network node policies for a resource name.
									

	[image: 4] 
	
										The node selector specifies the nodes to configure. Only SR-IOV network devices on the selected nodes are configured. The SR-IOV Container Network Interface (CNI) plugin and device plugin are deployed on selected nodes only.
									

	[image: 5] 
	
										Optional: The priority is an integer value between 0 and 99. A smaller value receives higher priority. For example, a priority of 10 is a higher priority than 99. The default value is 99.
									

	[image: 6] 
	
										The number of the virtual functions (VFs) to create for the SR-IOV physical network device. For an Intel network interface controller (NIC), the number of VFs cannot be larger than the total VFs supported by the device. For a Mellanox NIC, the number of VFs cannot be larger than 128.
									

	[image: 7] 
	
										The NIC selector identifies the device for the Operator to configure. You do not have to specify values for all the parameters. It is recommended to identify the network device with enough precision to avoid selecting a device unintentionally. If you specify rootDevices, you must also specify a value for vendor, deviceID, or pfNames. If you specify both pfNames and rootDevices at the same time, ensure that they refer to the same device. If you specify a value for netFilter, then you do not need to specify any other parameter because a network ID is unique.
									

	[image: 8] 
	
										Optional: An array of one or more physical function (PF) names for the device.
									

	[image: 9] 
	
										Optional: The driver type for the virtual functions. The only allowed value is netdevice. For a Mellanox NIC to work in DPDK mode on bare metal nodes, set isRdma to true.
									

	[image: 10] 
	
										Optional: Configures whether to enable remote direct memory access (RDMA) mode. The default value is false. If the isRdma parameter is set to true, you can continue to use the RDMA-enabled VF as a normal network device. A device can be used in either mode. Set isRdma to true and additionally set needVhostNet to true to configure a Mellanox NIC for use with Fast Datapath DPDK applications.
									



Note

									The vfio-pci driver type is not supported.
								


	
								Create the SriovNetworkNodePolicy object:
							
$ oc create -f policyoneflag-sriov-node-network.yaml

								After applying the configuration update, all the pods in sriov-network-operator namespace change to the Running status.
							

	
								To verify that the SR-IOV network device is configured, enter the following command. Replace <node_name> with the name of a node with the SR-IOV network device that you just configured.
							
$ oc get sriovnetworknodestates -n openshift-sriov-network-operator <node_name> -o jsonpath='{.status.syncStatus}'
Example output

									

Succeeded


								




Configuring sysctl on a SR-IOV network




						You can set interface specific sysctl settings on virtual interfaces created by SR-IOV by adding the tuning configuration to the optional metaPlugins parameter of the SriovNetwork resource.
					

						The SR-IOV Network Operator manages additional network definitions. When you specify an additional SR-IOV network to create, the SR-IOV Network Operator creates the NetworkAttachmentDefinition custom resource (CR) automatically.
					
Note

							Do not edit NetworkAttachmentDefinition custom resources that the SR-IOV Network Operator manages. Doing so might disrupt network traffic on your additional network.
						


						To change the interface-level network net.ipv4.conf.IFNAME.accept_redirects sysctl settings, create an additional SR-IOV network with the Container Network Interface (CNI) tuning plugin.
					
Prerequisites
	
								Install the OpenShift Container Platform CLI (oc).
							
	
								Log in to the OpenShift Container Platform cluster as a user with cluster-admin privileges.
							


Procedure
	
								Create the SriovNetwork custom resource (CR) for the additional SR-IOV network attachment and insert the metaPlugins configuration, as in the following example CR. Save the YAML as the file sriov-network-interface-sysctl.yaml.
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: onevalidflag [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: policyoneflag [image: 3]
  networkNamespace: sysctl-tuning-test [image: 4]
  ipam: '{ "type": "static" }' [image: 5]
  capabilities: '{ "mac": true, "ips": true }' [image: 6]
  metaPlugins : | [image: 7]
    {
      "type": "tuning",
      "capabilities":{
        "mac":true
      },
      "sysctl":{
         "net.ipv4.conf.IFNAME.accept_redirects": "1"
      }
    }
	[image: 1] 
	
										A name for the object. The SR-IOV Network Operator creates a NetworkAttachmentDefinition object with same name.
									

	[image: 2] 
	
										The namespace where the SR-IOV Network Operator is installed.
									

	[image: 3] 
	
										The value for the spec.resourceName parameter from the SriovNetworkNodePolicy object that defines the SR-IOV hardware for this additional network.
									

	[image: 4] 
	
										The target namespace for the SriovNetwork object. Only pods in the target namespace can attach to the additional network.
									

	[image: 5] 
	
										A configuration object for the IPAM CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
									

	[image: 6] 
	
										Optional: Set capabilities for the additional network. You can specify "{ "ips": true }" to enable IP address support or "{ "mac": true }" to enable MAC address support.
									

	[image: 7] 
	
										Optional: The metaPlugins parameter is used to add additional capabilities to the device. In this use case set the type field to tuning. Specify the interface-level network sysctl you want to set in the sysctl field.
									




	
								Create the SriovNetwork resource:
							
$ oc create -f sriov-network-interface-sysctl.yaml



Verifying that the NetworkAttachmentDefinition CR is successfully created
	
								Confirm that the SR-IOV Network Operator created the NetworkAttachmentDefinition CR by running the following command:
							
$ oc get network-attachment-definitions -n <namespace> [image: 1]
	[image: 1] 
	
										Replace <namespace> with the value for networkNamespace that you specified in the SriovNetwork object. For example, sysctl-tuning-test.
									



Example output

									

NAME                                  AGE
onevalidflag                          14m


								
Note

									There might be a delay before the SR-IOV Network Operator creates the CR.
								




Verifying that the additional SR-IOV network attachment is successful

							To verify that the tuning CNI is correctly configured and the additional SR-IOV network attachment is attached, do the following:
						
	
								Create a Pod CR. Save the following YAML as the file examplepod.yaml:
							
apiVersion: v1
kind: Pod
metadata:
  name: tunepod
  namespace: sysctl-tuning-test
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {
          "name": "onevalidflag",  [image: 1]
          "mac": "0a:56:0a:83:04:0c", [image: 2]
          "ips": ["10.100.100.200/24"] [image: 3]
       }
      ]
spec:
  containers:
  - name: podexample
    image: centos
    command: ["/bin/bash", "-c", "sleep INF"]
    securityContext:
      runAsUser: 2000
      runAsGroup: 3000
      allowPrivilegeEscalation: false
      capabilities:
        drop: ["ALL"]
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
	[image: 1] 
	
										The name of the SR-IOV network attachment definition CR.
									

	[image: 2] 
	
										Optional: The MAC address for the SR-IOV device that is allocated from the resource type defined in the SR-IOV network attachment definition CR. To use this feature, you also must specify { "mac": true } in the SriovNetwork object.
									

	[image: 3] 
	
										Optional: IP addresses for the SR-IOV device that are allocated from the resource type defined in the SR-IOV network attachment definition CR. Both IPv4 and IPv6 addresses are supported. To use this feature, you also must specify { "ips": true } in the SriovNetwork object.
									




	
								Create the Pod CR:
							
$ oc apply -f examplepod.yaml

	
								Verify that the pod is created by running the following command:
							
$ oc get pod -n sysctl-tuning-test
Example output

									

NAME      READY   STATUS    RESTARTS   AGE
tunepod   1/1     Running   0          47s


								

	
								Log in to the pod by running the following command:
							
$ oc rsh -n sysctl-tuning-test tunepod

	
								Verify the values of the configured sysctl flag. Find the value net.ipv4.conf.IFNAME.accept_redirects by running the following command::
							
$ sysctl net.ipv4.conf.net1.accept_redirects
Example output

									

net.ipv4.conf.net1.accept_redirects = 1


								





Configuring sysctl settings for pods associated with bonded SR-IOV interface flag




					You can set interface-level network sysctl settings for a pod connected to a bonded SR-IOV network device.
				

					In this example, the specific network interface-level sysctl settings that can be configured are set on the bonded interface.
				

					The sysctl-tuning-test is a namespace used in this example.
				
	
							Use the following command to create the sysctl-tuning-test namespace:
						
$ oc create namespace sysctl-tuning-test



Setting all sysctl flag on nodes with bonded SR-IOV network devices




						The SR-IOV Network Operator adds the SriovNetworkNodePolicy.sriovnetwork.openshift.io custom resource definition (CRD) to OpenShift Container Platform. You can configure an SR-IOV network device by creating a SriovNetworkNodePolicy custom resource (CR).
					
Note

							When applying the configuration specified in a SriovNetworkNodePolicy object, the SR-IOV Operator might drain the nodes, and in some cases, reboot nodes.
						

							It might take several minutes for a configuration change to apply.
						


						Follow this procedure to create a SriovNetworkNodePolicy custom resource (CR).
					
Procedure
	
								Create an SriovNetworkNodePolicy custom resource (CR). Save the following YAML as the file policyallflags-sriov-node-network.yaml. Replace policyallflags with the name for the configuration.
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policyallflags [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: policyallflags [image: 3]
  nodeSelector: [image: 4]
    node.alpha.kubernetes-incubator.io/nfd-network-sriov.capable = `true`
  priority: 10 [image: 5]
  numVfs: 5 [image: 6]
  nicSelector: [image: 7]
    pfNames: ["ens1f0"]  [image: 8]
  deviceType: "netdevice" [image: 9]
  isRdma: false [image: 10]
	[image: 1] 
	
										The name for the custom resource object.
									

	[image: 2] 
	
										The namespace where the SR-IOV Network Operator is installed.
									

	[image: 3] 
	
										The resource name of the SR-IOV network device plugin. You can create multiple SR-IOV network node policies for a resource name.
									

	[image: 4] 
	
										The node selector specifies the nodes to configure. Only SR-IOV network devices on the selected nodes are configured. The SR-IOV Container Network Interface (CNI) plugin and device plugin are deployed on selected nodes only.
									

	[image: 5] 
	
										Optional: The priority is an integer value between 0 and 99. A smaller value receives higher priority. For example, a priority of 10 is a higher priority than 99. The default value is 99.
									

	[image: 6] 
	
										The number of virtual functions (VFs) to create for the SR-IOV physical network device. For an Intel network interface controller (NIC), the number of VFs cannot be larger than the total VFs supported by the device. For a Mellanox NIC, the number of VFs cannot be larger than 128.
									

	[image: 7] 
	
										The NIC selector identifies the device for the Operator to configure. You do not have to specify values for all the parameters. It is recommended to identify the network device with enough precision to avoid selecting a device unintentionally. If you specify rootDevices, you must also specify a value for vendor, deviceID, or pfNames. If you specify both pfNames and rootDevices at the same time, ensure that they refer to the same device. If you specify a value for netFilter, then you do not need to specify any other parameter because a network ID is unique.
									

	[image: 8] 
	
										Optional: An array of one or more physical function (PF) names for the device.
									

	[image: 9] 
	
										Optional: The driver type for the virtual functions. The only allowed value is netdevice. For a Mellanox NIC to work in DPDK mode on bare metal nodes, set isRdma to true.
									

	[image: 10] 
	
										Optional: Configures whether to enable remote direct memory access (RDMA) mode. The default value is false. If the isRdma parameter is set to true, you can continue to use the RDMA-enabled VF as a normal network device. A device can be used in either mode. Set isRdma to true and additionally set needVhostNet to true to configure a Mellanox NIC for use with Fast Datapath DPDK applications.
									



Note

									The vfio-pci driver type is not supported.
								


	
								Create the SriovNetworkNodePolicy object:
							
$ oc create -f policyallflags-sriov-node-network.yaml

								After applying the configuration update, all the pods in sriov-network-operator namespace change to the Running status.
							

	
								To verify that the SR-IOV network device is configured, enter the following command. Replace <node_name> with the name of a node with the SR-IOV network device that you just configured.
							
$ oc get sriovnetworknodestates -n openshift-sriov-network-operator <node_name> -o jsonpath='{.status.syncStatus}'
Example output

									

Succeeded


								




Configuring sysctl on a bonded SR-IOV network




						You can set interface specific sysctl settings on a bonded interface created from two SR-IOV interfaces. Do this by adding the tuning configuration to the optional Plugins parameter of the bond network attachment definition.
					
Note

							Do not edit NetworkAttachmentDefinition custom resources that the SR-IOV Network Operator manages. Doing so might disrupt network traffic on your additional network.
						


						To change specific interface-level network sysctl settings create the SriovNetwork custom resource (CR) with the Container Network Interface (CNI) tuning plugin by using the following procedure.
					
Prerequisites
	
								Install the OpenShift Container Platform CLI (oc).
							
	
								Log in to the OpenShift Container Platform cluster as a user with cluster-admin privileges.
							


Procedure
	
								Create the SriovNetwork custom resource (CR) for the bonded interface as in the following example CR. Save the YAML as the file sriov-network-attachment.yaml.
							
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: allvalidflags [image: 1]
  namespace: openshift-sriov-network-operator [image: 2]
spec:
  resourceName: policyallflags [image: 3]
  networkNamespace: sysctl-tuning-test [image: 4]
  capabilities: '{ "mac": true, "ips": true }' [image: 5]
	[image: 1] 
	
										A name for the object. The SR-IOV Network Operator creates a NetworkAttachmentDefinition object with same name.
									

	[image: 2] 
	
										The namespace where the SR-IOV Network Operator is installed.
									

	[image: 3] 
	
										The value for the spec.resourceName parameter from the SriovNetworkNodePolicy object that defines the SR-IOV hardware for this additional network.
									

	[image: 4] 
	
										The target namespace for the SriovNetwork object. Only pods in the target namespace can attach to the additional network.
									

	[image: 5] 
	
										Optional: The capabilities to configure for this additional network. You can specify "{ "ips": true }" to enable IP address support or "{ "mac": true }" to enable MAC address support.
									




	
								Create the SriovNetwork resource:
							
$ oc create -f sriov-network-attachment.yaml

	
								Create a bond network attachment definition as in the following example CR. Save the YAML as the file sriov-bond-network-interface.yaml.
							
apiVersion: "k8s.cni.cncf.io/v1"
kind: NetworkAttachmentDefinition
metadata:
  name: bond-sysctl-network
  namespace: sysctl-tuning-test
spec:
  config: '{
  "cniVersion":"0.4.0",
  "name":"bound-net",
  "plugins":[
    {
      "type":"bond", [image: 1]
      "mode": "active-backup", [image: 2]
      "failOverMac": 1, [image: 3]
      "linksInContainer": true, [image: 4]
      "miimon": "100",
      "links": [ [image: 5]
        {"name": "net1"},
        {"name": "net2"}
      ],
      "ipam":{ [image: 6]
        "type":"static"
      }
    },
    {
      "type":"tuning", [image: 7]
      "capabilities":{
        "mac":true
      },
      "sysctl":{
        "net.ipv4.conf.IFNAME.accept_redirects": "0",
        "net.ipv4.conf.IFNAME.accept_source_route": "0",
        "net.ipv4.conf.IFNAME.disable_policy": "1",
        "net.ipv4.conf.IFNAME.secure_redirects": "0",
        "net.ipv4.conf.IFNAME.send_redirects": "0",
        "net.ipv6.conf.IFNAME.accept_redirects": "0",
        "net.ipv6.conf.IFNAME.accept_source_route": "1",
        "net.ipv6.neigh.IFNAME.base_reachable_time_ms": "20000",
        "net.ipv6.neigh.IFNAME.retrans_time_ms": "2000"
      }
    }
  ]
}'
	[image: 1] 
	
										The type is bond.
									

	[image: 2] 
	
										The mode attribute specifies the bonding mode. The bonding modes supported are:
									
	
												balance-rr - 0
											
	
												active-backup - 1
											
	
												balance-xor - 2
											

												For balance-rr or balance-xor modes, you must set the trust mode to on for the SR-IOV virtual function.
											




	[image: 3] 
	
										The failover attribute is mandatory for active-backup mode.
									

	[image: 4] 
	
										The linksInContainer=true flag informs the Bond CNI that the required interfaces are to be found inside the container. By default, Bond CNI looks for these interfaces on the host which does not work for integration with SRIOV and Multus.
									

	[image: 5] 
	
										The links section defines which interfaces will be used to create the bond. By default, Multus names the attached interfaces as: "net", plus a consecutive number, starting with one.
									

	[image: 6] 
	
										A configuration object for the IPAM CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition. In this pod example IP addresses are configured manually, so in this case,ipam is set to static.
									

	[image: 7] 
	
										Add additional capabilities to the device. For example, set the type field to tuning. Specify the interface-level network sysctl you want to set in the sysctl field. This example sets all interface-level network sysctl settings that can be set.
									




	
								Create the bond network attachment resource:
							
$ oc create -f sriov-bond-network-interface.yaml



Verifying that the NetworkAttachmentDefinition CR is successfully created
	
								Confirm that the SR-IOV Network Operator created the NetworkAttachmentDefinition CR by running the following command:
							
$ oc get network-attachment-definitions -n <namespace> [image: 1]
	[image: 1] 
	
										Replace <namespace> with the networkNamespace that you specified when configuring the network attachment, for example, sysctl-tuning-test.
									



Example output

									

NAME                          AGE
bond-sysctl-network           22m
allvalidflags                 47m


								
Note

									There might be a delay before the SR-IOV Network Operator creates the CR.
								




Verifying that the additional SR-IOV network resource is successful

							To verify that the tuning CNI is correctly configured and the additional SR-IOV network attachment is attached, do the following:
						
	
								Create a Pod CR. For example, save the following YAML as the file examplepod.yaml:
							
apiVersion: v1
kind: Pod
metadata:
  name: tunepod
  namespace: sysctl-tuning-test
  annotations:
    k8s.v1.cni.cncf.io/networks: |-
      [
        {"name": "allvalidflags"}, [image: 1]
        {"name": "allvalidflags"},
        {
          "name": "bond-sysctl-network",
          "interface": "bond0",
          "mac": "0a:56:0a:83:04:0c", [image: 2]
          "ips": ["10.100.100.200/24"] [image: 3]
       }
      ]
spec:
  containers:
  - name: podexample
    image: centos
    command: ["/bin/bash", "-c", "sleep INF"]
    securityContext:
      runAsUser: 2000
      runAsGroup: 3000
      allowPrivilegeEscalation: false
      capabilities:
        drop: ["ALL"]
  securityContext:
    runAsNonRoot: true
    seccompProfile:
      type: RuntimeDefault
	[image: 1] 
	
										The name of the SR-IOV network attachment definition CR.
									

	[image: 2] 
	
										Optional: The MAC address for the SR-IOV device that is allocated from the resource type defined in the SR-IOV network attachment definition CR. To use this feature, you also must specify { "mac": true } in the SriovNetwork object.
									

	[image: 3] 
	
										Optional: IP addresses for the SR-IOV device that are allocated from the resource type defined in the SR-IOV network attachment definition CR. Both IPv4 and IPv6 addresses are supported. To use this feature, you also must specify { "ips": true } in the SriovNetwork object.
									




	
								Apply the YAML:
							
$ oc apply -f examplepod.yaml

	
								Verify that the pod is created by running the following command:
							
$ oc get pod -n sysctl-tuning-test
Example output

									

NAME      READY   STATUS    RESTARTS   AGE
tunepod   1/1     Running   0          47s


								

	
								Log in to the pod by running the following command:
							
$ oc rsh -n sysctl-tuning-test tunepod

	
								Verify the values of the configured sysctl flag. Find the value net.ipv6.neigh.IFNAME.base_reachable_time_ms by running the following command::
							
$ sysctl net.ipv6.neigh.bond0.base_reachable_time_ms
Example output

									

net.ipv6.neigh.bond0.base_reachable_time_ms = 20000


								






Using high performance multicast




				You can use multicast on your Single Root I/O Virtualization (SR-IOV) hardware network.
			
High performance multicast




					The OpenShift SDN default Container Network Interface (CNI) network provider supports multicast between pods on the default network. This is best used for low-bandwidth coordination or service discovery, and not high-bandwidth applications. For applications such as streaming media, like Internet Protocol television (IPTV) and multipoint videoconferencing, you can utilize Single Root I/O Virtualization (SR-IOV) hardware to provide near-native performance.
				

					When using additional SR-IOV interfaces for multicast:
				
	
							Multicast packages must be sent or received by a pod through the additional SR-IOV interface.
						
	
							The physical network which connects the SR-IOV interfaces decides the multicast routing and topology, which is not controlled by OpenShift Container Platform.
						



Configuring an SR-IOV interface for multicast




					The follow procedure creates an example SR-IOV interface for multicast.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Create a SriovNetworkNodePolicy object:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: policy-example
  namespace: openshift-sriov-network-operator
spec:
  resourceName: example
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 4
  nicSelector:
    vendor: "8086"
    pfNames: ['ens803f0']
    rootDevices: ['0000:86:00.0']

	
							Create a SriovNetwork object:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: net-example
  namespace: openshift-sriov-network-operator
spec:
  networkNamespace: default
  ipam: | [image: 1]
    {
      "type": "host-local", [image: 2]
      "subnet": "10.56.217.0/24",
      "rangeStart": "10.56.217.171",
      "rangeEnd": "10.56.217.181",
      "routes": [
        {"dst": "224.0.0.0/5"},
        {"dst": "232.0.0.0/5"}
      ],
      "gateway": "10.56.217.1"
    }
  resourceName: example
	[image: 1] [image: 2] 
	
									If you choose to configure DHCP as IPAM, ensure that you provision the following default routes through your DHCP server: 224.0.0.0/5 and 232.0.0.0/5. This is to override the static multicast route set by the default network provider.
								




	
							Create a pod with multicast application:
						
apiVersion: v1
kind: Pod
metadata:
  name: testpmd
  namespace: default
  annotations:
    k8s.v1.cni.cncf.io/networks: nic1
spec:
  containers:
  - name: example
    image: rhel7:latest
    securityContext:
      capabilities:
        add: ["NET_ADMIN"] [image: 1]
    command: [ "sleep", "infinity"]
	[image: 1] 
	
									The NET_ADMIN capability is required only if your application needs to assign the multicast IP address to the SR-IOV interface. Otherwise, it can be omitted.
								








Using DPDK and RDMA




				The containerized Data Plane Development Kit (DPDK) application is supported on OpenShift Container Platform. You can use Single Root I/O Virtualization (SR-IOV) network hardware with the Data Plane Development Kit (DPDK) and with remote direct memory access (RDMA).
			

				For information on supported devices, refer to Supported devices.
			
Using a virtual function in DPDK mode with an Intel NIC



Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Install the SR-IOV Network Operator.
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create the following SriovNetworkNodePolicy object, and then save the YAML in the intel-dpdk-node-policy.yaml file.
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: intel-dpdk-node-policy
  namespace: openshift-sriov-network-operator
spec:
  resourceName: intelnics
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  priority: <priority>
  numVfs: <num>
  nicSelector:
    vendor: "8086"
    deviceID: "158b"
    pfNames: ["<pf_name>", ...]
    rootDevices: ["<pci_bus_id>", "..."]
  deviceType: vfio-pci [image: 1]
	[image: 1] 
	
									Specify the driver type for the virtual functions to vfio-pci.
								



Note

								See the Configuring SR-IOV network devices section for a detailed explanation on each option in SriovNetworkNodePolicy.
							

								When applying the configuration specified in a SriovNetworkNodePolicy object, the SR-IOV Operator may drain the nodes, and in some cases, reboot nodes. It may take several minutes for a configuration change to apply. Ensure that there are enough available nodes in your cluster to handle the evicted workload beforehand.
							

								After the configuration update is applied, all the pods in openshift-sriov-network-operator namespace will change to a Running status.
							


	
							Create the SriovNetworkNodePolicy object by running the following command:
						
$ oc create -f intel-dpdk-node-policy.yaml

	
							Create the following SriovNetwork object, and then save the YAML in the intel-dpdk-network.yaml file.
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: intel-dpdk-network
  namespace: openshift-sriov-network-operator
spec:
  networkNamespace: <target_namespace>
  ipam: |-
# ... [image: 1]
  vlan: <vlan>
  resourceName: intelnics
	[image: 1] 
	
									Specify a configuration object for the ipam CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
								



Note

								See the "Configuring SR-IOV additional network" section for a detailed explanation on each option in SriovNetwork.
							


							An optional library, app-netutil, provides several API methods for gathering network information about a container’s parent pod.
						

	
							Create the SriovNetwork object by running the following command:
						
$ oc create -f intel-dpdk-network.yaml

	
							Create the following Pod spec, and then save the YAML in the intel-dpdk-pod.yaml file.
						
apiVersion: v1
kind: Pod
metadata:
  name: dpdk-app
  namespace: <target_namespace> [image: 1]
  annotations:
    k8s.v1.cni.cncf.io/networks: intel-dpdk-network
spec:
  containers:
  - name: testpmd
    image: <DPDK_image> [image: 2]
    securityContext:
      runAsUser: 0
      capabilities:
        add: ["IPC_LOCK","SYS_RESOURCE","NET_RAW"] [image: 3]
    volumeMounts:
    - mountPath: /mnt/huge [image: 4]
      name: hugepage
    resources:
      limits:
        openshift.io/intelnics: "1" [image: 5]
        memory: "1Gi"
        cpu: "4" [image: 6]
        hugepages-1Gi: "4Gi" [image: 7]
      requests:
        openshift.io/intelnics: "1"
        memory: "1Gi"
        cpu: "4"
        hugepages-1Gi: "4Gi"
    command: ["sleep", "infinity"]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages
	[image: 1] 
	
									Specify the same target_namespace where the SriovNetwork object intel-dpdk-network is created. If you would like to create the pod in a different namespace, change target_namespace in both the Pod spec and the SriovNetwork object.
								

	[image: 2] 
	
									Specify the DPDK image which includes your application and the DPDK library used by application.
								

	[image: 3] 
	
									Specify additional capabilities required by the application inside the container for hugepage allocation, system resource allocation, and network interface access.
								

	[image: 4] 
	
									Mount a hugepage volume to the DPDK pod under /mnt/huge. The hugepage volume is backed by the emptyDir volume type with the medium being Hugepages.
								

	[image: 5] 
	
									Optional: Specify the number of DPDK devices allocated to DPDK pod. This resource request and limit, if not explicitly specified, will be automatically added by the SR-IOV network resource injector. The SR-IOV network resource injector is an admission controller component managed by the SR-IOV Operator. It is enabled by default and can be disabled by setting enableInjector option to false in the default SriovOperatorConfig CR.
								

	[image: 6] 
	
									Specify the number of CPUs. The DPDK pod usually requires exclusive CPUs to be allocated from the kubelet. This is achieved by setting CPU Manager policy to static and creating a pod with Guaranteed QoS.
								

	[image: 7] 
	
									Specify hugepage size hugepages-1Gi or hugepages-2Mi and the quantity of hugepages that will be allocated to the DPDK pod. Configure 2Mi and 1Gi hugepages separately. Configuring 1Gi hugepage requires adding kernel arguments to Nodes. For example, adding kernel arguments default_hugepagesz=1GB, hugepagesz=1G and hugepages=16 will result in 16*1Gi hugepages be allocated during system boot.
								




	
							Create the DPDK pod by running the following command:
						
$ oc create -f intel-dpdk-pod.yaml




Using a virtual function in DPDK mode with a Mellanox NIC




					You can create a network node policy and create a Data Plane Development Kit (DPDK) pod using a virtual function in DPDK mode with a Mellanox NIC.
				
Prerequisites
	
							You have installed the OpenShift CLI (oc).
						
	
							You have installed the Single Root I/O Virtualization (SR-IOV) Network Operator.
						
	
							You have logged in as a user with cluster-admin privileges.
						


Procedure
	
							Save the following SriovNetworkNodePolicy YAML configuration to an mlx-dpdk-node-policy.yaml file:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: mlx-dpdk-node-policy
  namespace: openshift-sriov-network-operator
spec:
  resourceName: mlxnics
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  priority: <priority>
  numVfs: <num>
  nicSelector:
    vendor: "15b3"
    deviceID: "1015" [image: 1]
    pfNames: ["<pf_name>", ...]
    rootDevices: ["<pci_bus_id>", "..."]
  deviceType: netdevice [image: 2]
  isRdma: true [image: 3]
	[image: 1] 
	
									Specify the device hex code of the SR-IOV network device.
								

	[image: 2] 
	
									Specify the driver type for the virtual functions to netdevice. A Mellanox SR-IOV Virtual Function (VF) can work in DPDK mode without using the vfio-pci device type. The VF device appears as a kernel network interface inside a container.
								

	[image: 3] 
	
									Enable Remote Direct Memory Access (RDMA) mode. This is required for Mellanox cards to work in DPDK mode.
								



Note

								See Configuring an SR-IOV network device for a detailed explanation of each option in the SriovNetworkNodePolicy object.
							

								When applying the configuration specified in an SriovNetworkNodePolicy object, the SR-IOV Operator might drain the nodes, and in some cases, reboot nodes. It might take several minutes for a configuration change to apply. Ensure that there are enough available nodes in your cluster to handle the evicted workload beforehand.
							

								After the configuration update is applied, all the pods in the openshift-sriov-network-operator namespace will change to a Running status.
							


	
							Create the SriovNetworkNodePolicy object by running the following command:
						
$ oc create -f mlx-dpdk-node-policy.yaml

	
							Save the following SriovNetwork YAML configuration to an mlx-dpdk-network.yaml file:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: mlx-dpdk-network
  namespace: openshift-sriov-network-operator
spec:
  networkNamespace: <target_namespace>
  ipam: |- [image: 1]
...
  vlan: <vlan>
  resourceName: mlxnics
	[image: 1] 
	
									Specify a configuration object for the IP Address Management (IPAM) Container Network Interface (CNI) plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
								



Note

								See Configuring an SR-IOV network device for a detailed explanation on each option in the SriovNetwork object.
							


							The app-netutil option library provides several API methods for gathering network information about the parent pod of a container.
						

	
							Create the SriovNetwork object by running the following command:
						
$ oc create -f mlx-dpdk-network.yaml

	
							Save the following Pod YAML configuration to an mlx-dpdk-pod.yaml file:
						
apiVersion: v1
kind: Pod
metadata:
  name: dpdk-app
  namespace: <target_namespace> [image: 1]
  annotations:
    k8s.v1.cni.cncf.io/networks: mlx-dpdk-network
spec:
  containers:
  - name: testpmd
    image: <DPDK_image> [image: 2]
    securityContext:
      runAsUser: 0
      capabilities:
        add: ["IPC_LOCK","SYS_RESOURCE","NET_RAW"] [image: 3]
    volumeMounts:
    - mountPath: /mnt/huge [image: 4]
      name: hugepage
    resources:
      limits:
        openshift.io/mlxnics: "1" [image: 5]
        memory: "1Gi"
        cpu: "4" [image: 6]
        hugepages-1Gi: "4Gi" [image: 7]
      requests:
        openshift.io/mlxnics: "1"
        memory: "1Gi"
        cpu: "4"
        hugepages-1Gi: "4Gi"
    command: ["sleep", "infinity"]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages
	[image: 1] 
	
									Specify the same target_namespace where SriovNetwork object mlx-dpdk-network is created. To create the pod in a different namespace, change target_namespace in both the Pod spec and SriovNetwork object.
								

	[image: 2] 
	
									Specify the DPDK image which includes your application and the DPDK library used by the application.
								

	[image: 3] 
	
									Specify additional capabilities required by the application inside the container for hugepage allocation, system resource allocation, and network interface access.
								

	[image: 4] 
	
									Mount the hugepage volume to the DPDK pod under /mnt/huge. The hugepage volume is backed by the emptyDir volume type with the medium being Hugepages.
								

	[image: 5] 
	
									Optional: Specify the number of DPDK devices allocated for the DPDK pod. If not explicitly specified, this resource request and limit is automatically added by the SR-IOV network resource injector. The SR-IOV network resource injector is an admission controller component managed by SR-IOV Operator. It is enabled by default and can be disabled by setting the enableInjector option to false in the default SriovOperatorConfig CR.
								

	[image: 6] 
	
									Specify the number of CPUs. The DPDK pod usually requires that exclusive CPUs be allocated from the kubelet. To do this, set the CPU Manager policy to static and create a pod with Guaranteed Quality of Service (QoS).
								

	[image: 7] 
	
									Specify hugepage size hugepages-1Gi or hugepages-2Mi and the quantity of hugepages that will be allocated to the DPDK pod. Configure 2Mi and 1Gi hugepages separately. Configuring 1Gi hugepages requires adding kernel arguments to Nodes.
								




	
							Create the DPDK pod by running the following command:
						
$ oc create -f mlx-dpdk-pod.yaml




Overview of achieving a specific DPDK line rate




					To achieve a specific Data Plane Development Kit (DPDK) line rate, deploy a Node Tuning Operator and configure Single Root I/O Virtualization (SR-IOV). You must also tune the DPDK settings for the following resources:
				
	
							Isolated CPUs
						
	
							Hugepages
						
	
							The topology scheduler
						


Note

						In previous versions of OpenShift Container Platform, the Performance Addon Operator was used to implement automatic tuning to achieve low latency performance for OpenShift Container Platform applications. In OpenShift Container Platform 4.11 and later, this functionality is part of the Node Tuning Operator.
					

DPDK test environment

						The following diagram shows the components of a traffic-testing environment:
					
[image: DPDK test environment]

	
							Traffic generator: An application that can generate high-volume packet traffic.
						
	
							SR-IOV-supporting NIC: A network interface card compatible with SR-IOV. The card runs a number of virtual functions on a physical interface.
						
	
							Physical Function (PF): A PCI Express (PCIe) function of a network adapter that supports the SR-IOV interface.
						
	
							Virtual Function (VF): A lightweight PCIe function on a network adapter that supports SR-IOV. The VF is associated with the PCIe PF on the network adapter. The VF represents a virtualized instance of the network adapter.
						
	
							Switch: A network switch. Nodes can also be connected back-to-back.
						
	
							testpmd: An example application included with DPDK. The testpmd application can be used to test the DPDK in a packet-forwarding mode. The testpmd application is also an example of how to build a fully-fledged application using the DPDK Software Development Kit (SDK).
						
	
							worker 0 and worker 1: OpenShift Container Platform nodes.
						



Using SR-IOV and the Node Tuning Operator to achieve a DPDK line rate




					You can use the Node Tuning Operator to configure isolated CPUs, hugepages, and a topology scheduler. You can then use the Node Tuning Operator with Single Root I/O Virtualization (SR-IOV) to achieve a specific Data Plane Development Kit (DPDK) line rate.
				
Prerequisites
	
							You have installed the OpenShift CLI (oc).
						
	
							You have installed the SR-IOV Network Operator.
						
	
							You have logged in as a user with cluster-admin privileges.
						
	
							You have deployed a standalone Node Tuning Operator.
						
Note

								In previous versions of OpenShift Container Platform, the Performance Addon Operator was used to implement automatic tuning to achieve low latency performance for OpenShift applications. In OpenShift Container Platform 4.11 and later, this functionality is part of the Node Tuning Operator.
							




Procedure
	
							Create a PerformanceProfile object based on the following example:
						
apiVersion: performance.openshift.io/v2
kind: PerformanceProfile
metadata:
  name: performance
spec:
  globallyDisableIrqLoadBalancing: true
  cpu:
    isolated: 21-51,73-103 [image: 1]
    reserved: 0-20,52-72 [image: 2]
  hugepages:
    defaultHugepagesSize: 1G [image: 3]
    pages:
      - count: 32
        size: 1G
  net:
    userLevelNetworking: true
  numa:
    topologyPolicy: "single-numa-node"
  nodeSelector:
    node-role.kubernetes.io/worker-cnf: ""
	[image: 1] 
	
									If hyperthreading is enabled on the system, allocate the relevant symbolic links to the isolated and reserved CPU groups. If the system contains multiple non-uniform memory access nodes (NUMAs), allocate CPUs from both NUMAs to both groups. You can also use the Performance Profile Creator for this task. For more information, see Creating a performance profile.
								

	[image: 2] 
	
									You can also specify a list of devices that will have their queues set to the reserved CPU count. For more information, see Reducing NIC queues using the Node Tuning Operator.
								

	[image: 3] 
	
									Allocate the number and size of hugepages needed. You can specify the NUMA configuration for the hugepages. By default, the system allocates an even number to every NUMA node on the system. If needed, you can request the use of a realtime kernel for the nodes. See Provisioning a worker with real-time capabilities for more information.
								




	
							Save the yaml file as mlx-dpdk-perfprofile-policy.yaml.
						
	
							Apply the performance profile using the following command:
						
$ oc create -f mlx-dpdk-perfprofile-policy.yaml



Example SR-IOV Network Operator for virtual functions




						You can use the Single Root I/O Virtualization (SR-IOV) Network Operator to allocate and configure Virtual Functions (VFs) from SR-IOV-supporting Physical Function NICs on the nodes.
					

						For more information on deploying the Operator, see Installing the SR-IOV Network Operator. For more information on configuring an SR-IOV network device, see Configuring an SR-IOV network device.
					

						There are some differences between running Data Plane Development Kit (DPDK) workloads on Intel VFs and Mellanox VFs. This section provides object configuration examples for both VF types. The following is an example of an sriovNetworkNodePolicy object used to run DPDK applications on Intel NICs:
					
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: dpdk-nic-1
  namespace: openshift-sriov-network-operator
spec:
  deviceType: vfio-pci [image: 1]
  needVhostNet: true [image: 2]
  nicSelector:
    pfNames: ["ens3f0"]
  nodeSelector:
    node-role.kubernetes.io/worker-cnf: ""
  numVfs: 10
  priority: 99
  resourceName: dpdk_nic_1
---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: dpdk-nic-1
  namespace: openshift-sriov-network-operator
spec:
  deviceType: vfio-pci
  needVhostNet: true
  nicSelector:
    pfNames: ["ens3f1"]
  nodeSelector:
  node-role.kubernetes.io/worker-cnf: ""
  numVfs: 10
  priority: 99
  resourceName: dpdk_nic_2
	[image: 1] 
	
								For Intel NICs, deviceType must be vfio-pci.
							

	[image: 2] 
	
								If kernel communication with DPDK workloads is required, add needVhostNet: true. This mounts the /dev/net/tun and /dev/vhost-net devices into the container so the application can create a tap device and connect the tap device to the DPDK workload.
							




						The following is an example of an sriovNetworkNodePolicy object for Mellanox NICs:
					
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: dpdk-nic-1
  namespace: openshift-sriov-network-operator
spec:
  deviceType: netdevice [image: 1]
  isRdma: true [image: 2]
  nicSelector:
    rootDevices:
      - "0000:5e:00.1"
  nodeSelector:
    node-role.kubernetes.io/worker-cnf: ""
  numVfs: 5
  priority: 99
  resourceName: dpdk_nic_1
---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: dpdk-nic-2
  namespace: openshift-sriov-network-operator
spec:
  deviceType: netdevice
  isRdma: true
  nicSelector:
    rootDevices:
      - "0000:5e:00.0"
  nodeSelector:
    node-role.kubernetes.io/worker-cnf: ""
  numVfs: 5
  priority: 99
  resourceName: dpdk_nic_2
	[image: 1] 
	
								For Mellanox devices the deviceType must be netdevice.
							

	[image: 2] 
	
								For Mellanox devices isRdma must be true. Mellanox cards are connected to DPDK applications using Flow Bifurcation. This mechanism splits traffic between Linux user space and kernel space, and can enhance line rate processing capability.
							




Example SR-IOV network operator




						The following is an example definition of an sriovNetwork object. In this case, Intel and Mellanox configurations are identical:
					
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: dpdk-network-1
  namespace: openshift-sriov-network-operator
spec:
  ipam: '{"type": "host-local","ranges": [[{"subnet": "10.0.1.0/24"}]],"dataDir":
   "/run/my-orchestrator/container-ipam-state-1"}' [image: 1]
  networkNamespace: dpdk-test [image: 2]
  spoofChk: "off"
  trust: "on"
  resourceName: dpdk_nic_1 [image: 3]
---
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: dpdk-network-2
  namespace: openshift-sriov-network-operator
spec:
  ipam: '{"type": "host-local","ranges": [[{"subnet": "10.0.2.0/24"}]],"dataDir":
   "/run/my-orchestrator/container-ipam-state-1"}'
  networkNamespace: dpdk-test
  spoofChk: "off"
  trust: "on"
  resourceName: dpdk_nic_2
	[image: 1] 
	
								You can use a different IP Address Management (IPAM) implementation, such as Whereabouts. For more information, see Dynamic IP address assignment configuration with Whereabouts.
							

	[image: 2] 
	
								You must request the networkNamespace where the network attachment definition will be created. You must create the sriovNetwork CR under the openshift-sriov-network-operator namespace.
							

	[image: 3] 
	
								The resourceName value must match that of the resourceName created under the sriovNetworkNodePolicy.
							




Example DPDK base workload




						The following is an example of a Data Plane Development Kit (DPDK) container:
					
apiVersion: v1
kind: Namespace
metadata:
  name: dpdk-test
---
apiVersion: v1
kind: Pod
metadata:
  annotations:
    k8s.v1.cni.cncf.io/networks: '[ [image: 1]
     {
      "name": "dpdk-network-1",
      "namespace": "dpdk-test"
     },
     {
      "name": "dpdk-network-2",
      "namespace": "dpdk-test"
     }
   ]'
    irq-load-balancing.crio.io: "disable" [image: 2]
    cpu-load-balancing.crio.io: "disable"
    cpu-quota.crio.io: "disable"
  labels:
    app: dpdk
  name: testpmd
  namespace: dpdk-test
spec:
  runtimeClassName: performance-performance [image: 3]
  containers:
    - command:
        - /bin/bash
        - -c
        - sleep INF
      image: registry.redhat.io/openshift4/dpdk-base-rhel8
      imagePullPolicy: Always
      name: dpdk
      resources: [image: 4]
        limits:
          cpu: "16"
          hugepages-1Gi: 8Gi
          memory: 2Gi
        requests:
          cpu: "16"
          hugepages-1Gi: 8Gi
          memory: 2Gi
      securityContext:
        capabilities:
          add:
            - IPC_LOCK
            - SYS_RESOURCE
            - NET_RAW
            - NET_ADMIN
        runAsUser: 0
      volumeMounts:
        - mountPath: /mnt/huge
          name: hugepages
  terminationGracePeriodSeconds: 5
  volumes:
    - emptyDir:
        medium: HugePages
      name: hugepages
	[image: 1] 
	
								Request the SR-IOV networks you need. Resources for the devices will be injected automatically.
							

	[image: 2] 
	
								Disable the CPU and IRQ load balancing base. See Disabling interrupt processing for individual pods for more information.
							

	[image: 3] 
	
								Set the runtimeClass to performance-performance. Do not set the runtimeClass to HostNetwork or privileged.
							

	[image: 4] 
	
								Request an equal number of resources for requests and limits to start the pod with Guaranteed Quality of Service (QoS).
							



Note

							Do not start the pod with SLEEP and then exec into the pod to start the testpmd or the DPDK workload. This can add additional interrupts as the exec process is not pinned to any CPU.
						


Example testpmd script




						The following is an example script for running testpmd:
					
#!/bin/bash
set -ex
export CPU=$(cat /sys/fs/cgroup/cpuset/cpuset.cpus)
echo ${CPU}

dpdk-testpmd -l ${CPU} -a ${PCIDEVICE_OPENSHIFT_IO_DPDK_NIC_1} -a ${PCIDEVICE_OPENSHIFT_IO_DPDK_NIC_2} -n 4 -- -i --nb-cores=15 --rxd=4096 --txd=4096 --rxq=7 --txq=7 --forward-mode=mac --eth-peer=0,50:00:00:00:00:01 --eth-peer=1,50:00:00:00:00:02

						This example uses two different sriovNetwork CRs. The environment variable contains the Virtual Function (VF) PCI address that was allocated for the pod. If you use the same network in the pod definition, you must split the pciAddress. It is important to configure the correct MAC addresses of the traffic generator. This example uses custom MAC addresses.
					


Using a virtual function in RDMA mode with a Mellanox NIC



Important

						RDMA over Converged Ethernet (RoCE) is a Technology Preview feature only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production. These features provide early access to upcoming product features, enabling customers to test functionality and provide feedback during the development process.
					

						For more information about the support scope of Red Hat Technology Preview features, see Technology Preview Features Support Scope.
					


					RDMA over Converged Ethernet (RoCE) is the only supported mode when using RDMA on OpenShift Container Platform.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Install the SR-IOV Network Operator.
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create the following SriovNetworkNodePolicy object, and then save the YAML in the mlx-rdma-node-policy.yaml file.
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: mlx-rdma-node-policy
  namespace: openshift-sriov-network-operator
spec:
  resourceName: mlxnics
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  priority: <priority>
  numVfs: <num>
  nicSelector:
    vendor: "15b3"
    deviceID: "1015" [image: 1]
    pfNames: ["<pf_name>", ...]
    rootDevices: ["<pci_bus_id>", "..."]
  deviceType: netdevice [image: 2]
  isRdma: true [image: 3]
	[image: 1] 
	
									Specify the device hex code of the SR-IOV network device.
								

	[image: 2] 
	
									Specify the driver type for the virtual functions to netdevice.
								

	[image: 3] 
	
									Enable RDMA mode.
								



Note

								See the Configuring SR-IOV network devices section for a detailed explanation on each option in SriovNetworkNodePolicy.
							

								When applying the configuration specified in a SriovNetworkNodePolicy object, the SR-IOV Operator may drain the nodes, and in some cases, reboot nodes. It may take several minutes for a configuration change to apply. Ensure that there are enough available nodes in your cluster to handle the evicted workload beforehand.
							

								After the configuration update is applied, all the pods in the openshift-sriov-network-operator namespace will change to a Running status.
							


	
							Create the SriovNetworkNodePolicy object by running the following command:
						
$ oc create -f mlx-rdma-node-policy.yaml

	
							Create the following SriovNetwork object, and then save the YAML in the mlx-rdma-network.yaml file.
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetwork
metadata:
  name: mlx-rdma-network
  namespace: openshift-sriov-network-operator
spec:
  networkNamespace: <target_namespace>
  ipam: |- [image: 1]
# ...
  vlan: <vlan>
  resourceName: mlxnics
	[image: 1] 
	
									Specify a configuration object for the ipam CNI plugin as a YAML block scalar. The plugin manages IP address assignment for the attachment definition.
								



Note

								See the "Configuring SR-IOV additional network" section for a detailed explanation on each option in SriovNetwork.
							


							An optional library, app-netutil, provides several API methods for gathering network information about a container’s parent pod.
						

	
							Create the SriovNetworkNodePolicy object by running the following command:
						
$ oc create -f mlx-rdma-network.yaml

	
							Create the following Pod spec, and then save the YAML in the mlx-rdma-pod.yaml file.
						
apiVersion: v1
kind: Pod
metadata:
  name: rdma-app
  namespace: <target_namespace> [image: 1]
  annotations:
    k8s.v1.cni.cncf.io/networks: mlx-rdma-network
spec:
  containers:
  - name: testpmd
    image: <RDMA_image> [image: 2]
    securityContext:
      runAsUser: 0
      capabilities:
        add: ["IPC_LOCK","SYS_RESOURCE","NET_RAW"] [image: 3]
    volumeMounts:
    - mountPath: /mnt/huge [image: 4]
      name: hugepage
    resources:
      limits:
        memory: "1Gi"
        cpu: "4" [image: 5]
        hugepages-1Gi: "4Gi" [image: 6]
      requests:
        memory: "1Gi"
        cpu: "4"
        hugepages-1Gi: "4Gi"
    command: ["sleep", "infinity"]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages
	[image: 1] 
	
									Specify the same target_namespace where SriovNetwork object mlx-rdma-network is created. If you would like to create the pod in a different namespace, change target_namespace in both Pod spec and SriovNetwork object.
								

	[image: 2] 
	
									Specify the RDMA image which includes your application and RDMA library used by application.
								

	[image: 3] 
	
									Specify additional capabilities required by the application inside the container for hugepage allocation, system resource allocation, and network interface access.
								

	[image: 4] 
	
									Mount the hugepage volume to RDMA pod under /mnt/huge. The hugepage volume is backed by the emptyDir volume type with the medium being Hugepages.
								

	[image: 5] 
	
									Specify number of CPUs. The RDMA pod usually requires exclusive CPUs be allocated from the kubelet. This is achieved by setting CPU Manager policy to static and create pod with Guaranteed QoS.
								

	[image: 6] 
	
									Specify hugepage size hugepages-1Gi or hugepages-2Mi and the quantity of hugepages that will be allocated to the RDMA pod. Configure 2Mi and 1Gi hugepages separately. Configuring 1Gi hugepage requires adding kernel arguments to Nodes.
								




	
							Create the RDMA pod by running the following command:
						
$ oc create -f mlx-rdma-pod.yaml




A test pod template for clusters that use OVS-DPDK on OpenStack




					The following testpmd pod demonstrates container creation with huge pages, reserved CPUs, and the SR-IOV port.
				
An example testpmd pod

						

apiVersion: v1
kind: Pod
metadata:
  name: testpmd-dpdk
  namespace: mynamespace
  annotations:
    cpu-load-balancing.crio.io: "disable"
    cpu-quota.crio.io: "disable"
# ...
spec:
  containers:
  - name: testpmd
    command: ["sleep", "99999"]
    image: registry.redhat.io/openshift4/dpdk-base-rhel8:v4.9
    securityContext:
      capabilities:
        add: ["IPC_LOCK","SYS_ADMIN"]
      privileged: true
      runAsUser: 0
    resources:
      requests:
        memory: 1000Mi
        hugepages-1Gi: 1Gi
        cpu: '2'
        openshift.io/dpdk1: 1 [image: 1]
      limits:
        hugepages-1Gi: 1Gi
        cpu: '2'
        memory: 1000Mi
        openshift.io/dpdk1: 1
    volumeMounts:
      - mountPath: /mnt/huge
        name: hugepage
        readOnly: False
  runtimeClassName: performance-cnf-performanceprofile [image: 2]
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages


					
	[image: 1] 
	
							The name dpdk1 in this example is a user-created SriovNetworkNodePolicy resource. You can substitute this name for that of a resource that you create.
						

	[image: 2] 
	
							If your performance profile is not named cnf-performance profile, replace that string with the correct performance profile name.
						




A test pod template for clusters that use OVS hardware offloading on OpenStack




					The following testpmd pod demonstrates Open vSwitch (OVS) hardware offloading on Red Hat OpenStack Platform (RHOSP).
				
An example testpmd pod

						

apiVersion: v1
kind: Pod
metadata:
  name: testpmd-sriov
  namespace: mynamespace
  annotations:
    k8s.v1.cni.cncf.io/networks: hwoffload1
spec:
  runtimeClassName: performance-cnf-performanceprofile [image: 1]
  containers:
  - name: testpmd
    command: ["sleep", "99999"]
    image: registry.redhat.io/openshift4/dpdk-base-rhel8:v4.9
    securityContext:
      capabilities:
        add: ["IPC_LOCK","SYS_ADMIN"]
      privileged: true
      runAsUser: 0
    resources:
      requests:
        memory: 1000Mi
        hugepages-1Gi: 1Gi
        cpu: '2'
      limits:
        hugepages-1Gi: 1Gi
        cpu: '2'
        memory: 1000Mi
    volumeMounts:
      - mountPath: /mnt/huge
        name: hugepage
        readOnly: False
  volumes:
  - name: hugepage
    emptyDir:
      medium: HugePages


					
	[image: 1] 
	
							If your performance profile is not named cnf-performance profile, replace that string with the correct performance profile name.
						




Additional resources



	
							Creating a performance profile
						
	
							Reducing NIC queues using the Node Tuning Operator
						
	
							Provisioning a worker with real-time capabilities
						
	
							Installing the SR-IOV Network Operator
						
	
							Configuring an SR-IOV network device
						
	
							Dynamic IP address assignment configuration with Whereabouts
						
	
							Disabling interrupt processing for individual pods
						
	
							Configuring an SR-IOV Ethernet network attachment
						
	
							The app-netutil library provides several API methods for gathering network information about a container’s parent pod.
						




Using pod-level bonding




				Bonding at the pod level is vital to enable workloads inside pods that require high availability and more throughput. With pod-level bonding, you can create a bond interface from multiple single root I/O virtualization (SR-IOV) virtual function interfaces in a kernel mode interface. The SR-IOV virtual functions are passed into the pod and attached to a kernel driver.
			

				One scenario where pod level bonding is required is creating a bond interface from multiple SR-IOV virtual functions on different physical functions. Creating a bond interface from two different physical functions on the host can be used to achieve high availability and throughput at pod level.
			

				For guidance on tasks such as creating a SR-IOV network, network policies, network attachment definitions and pods, see Configuring an SR-IOV network device.
			
Configuring a bond interface from two SR-IOV interfaces




					Bonding enables multiple network interfaces to be aggregated into a single logical "bonded" interface. Bond Container Network Interface (Bond-CNI) brings bond capability into containers.
				

					Bond-CNI can be created using Single Root I/O Virtualization (SR-IOV) virtual functions and placing them in the container network namespace.
				

					OpenShift Container Platform only supports Bond-CNI using SR-IOV virtual functions. The SR-IOV Network Operator provides the SR-IOV CNI plugin needed to manage the virtual functions. Other CNIs or types of interfaces are not supported.
				
Prerequisites
	
							The SR-IOV Network Operator must be installed and configured to obtain virtual functions in a container.
						
	
							To configure SR-IOV interfaces, an SR-IOV network and policy must be created for each interface.
						
	
							The SR-IOV Network Operator creates a network attachment definition for each SR-IOV interface, based on the SR-IOV network and policy defined.
						
	
							The linkState is set to the default value auto for the SR-IOV virtual function.
						


Creating a bond network attachment definition




						Now that the SR-IOV virtual functions are available, you can create a bond network attachment definition.
					
apiVersion: "k8s.cni.cncf.io/v1"
    kind: NetworkAttachmentDefinition
    metadata:
      name: bond-net1
      namespace: demo
    spec:
      config: '{
      "type": "bond", [image: 1]
      "cniVersion": "0.3.1",
      "name": "bond-net1",
      "mode": "active-backup", [image: 2]
      "failOverMac": 1, [image: 3]
      "linksInContainer": true, [image: 4]
      "miimon": "100",
      "mtu": 1500,
      "links": [ [image: 5]
            {"name": "net1"},
            {"name": "net2"}
        ],
      "ipam": {
            "type": "host-local",
            "subnet": "10.56.217.0/24",
            "routes": [{
            "dst": "0.0.0.0/0"
            }],
            "gateway": "10.56.217.1"
        }
      }'
	[image: 1] 
	
								The cni-type is always set to bond.
							

	[image: 2] 
	
								The mode attribute specifies the bonding mode.
							
Note

									The bonding modes supported are:
								
	
											balance-rr - 0
										
	
											active-backup - 1
										
	
											balance-xor - 2
										



									For balance-rr or balance-xor modes, you must set the trust mode to on for the SR-IOV virtual function.
								


	[image: 3] 
	
								The failover attribute is mandatory for active-backup mode and must be set to 1.
							

	[image: 4] 
	
								The linksInContainer=true flag informs the Bond CNI that the required interfaces are to be found inside the container. By default, Bond CNI looks for these interfaces on the host which does not work for integration with SRIOV and Multus.
							

	[image: 5] 
	
								The links section defines which interfaces will be used to create the bond. By default, Multus names the attached interfaces as: "net", plus a consecutive number, starting with one.
							




Creating a pod using a bond interface



	
								Test the setup by creating a pod with a YAML file named for example podbonding.yaml with content similar to the following:
							
apiVersion: v1
    kind: Pod
    metadata:
      name: bondpod1
      namespace: demo
      annotations:
        k8s.v1.cni.cncf.io/networks: demo/sriovnet1, demo/sriovnet2, demo/bond-net1 [image: 1]
    spec:
      containers:
      - name: podexample
        image: quay.io/openshift/origin-network-interface-bond-cni:4.11.0
        command: ["/bin/bash", "-c", "sleep INF"]
	[image: 1] 
	
										Note the network annotation: it contains two SR-IOV network attachments, and one bond network attachment. The bond attachment uses the two SR-IOV interfaces as bonded port interfaces.
									




	
								Apply the yaml by running the following command:
							
$ oc apply -f podbonding.yaml

	
								Inspect the pod interfaces with the following command:
							
$ oc rsh -n demo bondpod1
sh-4.4#
sh-4.4# ip a
1: lo: <LOOPBACK,UP,LOWER_UP> mtu 65536 qdisc noqueue state UNKNOWN qlen 1000
link/loopback 00:00:00:00:00:00 brd 00:00:00:00:00:00
inet 127.0.0.1/8 scope host lo
valid_lft forever preferred_lft forever
3: eth0@if150: <BROADCAST,MULTICAST,UP,LOWER_UP,M-DOWN> mtu 1450 qdisc noqueue state UP
link/ether 62:b1:b5:c8:fb:7a brd ff:ff:ff:ff:ff:ff
inet 10.244.1.122/24 brd 10.244.1.255 scope global eth0
valid_lft forever preferred_lft forever
4: net3: <BROADCAST,MULTICAST,UP,LOWER_UP400> mtu 1500 qdisc noqueue state UP qlen 1000
link/ether 9e:23:69:42:fb:8a brd ff:ff:ff:ff:ff:ff [image: 1]
inet 10.56.217.66/24 scope global bond0
valid_lft forever preferred_lft forever
43: net1: <BROADCAST,MULTICAST,UP,LOWER_UP800> mtu 1500 qdisc mq master bond0 state UP qlen 1000
link/ether 9e:23:69:42:fb:8a brd ff:ff:ff:ff:ff:ff [image: 2]
44: net2: <BROADCAST,MULTICAST,UP,LOWER_UP800> mtu 1500 qdisc mq master bond0 state UP qlen 1000
link/ether 9e:23:69:42:fb:8a brd ff:ff:ff:ff:ff:ff [image: 3]
	[image: 1] 
	
										The bond interface is automatically named net3. To set a specific interface name add @name suffix to the pod’s k8s.v1.cni.cncf.io/networks annotation.
									

	[image: 2] 
	
										The net1 interface is based on an SR-IOV virtual function.
									

	[image: 3] 
	
										The net2 interface is based on an SR-IOV virtual function.
									



Note

									If no interface names are configured in the pod annotation, interface names are assigned automatically as net<n>, with <n> starting at 1.
								


	
								Optional: If you want to set a specific interface name for example bond0, edit the k8s.v1.cni.cncf.io/networks annotation and set bond0 as the interface name as follows:
							
annotations:
        k8s.v1.cni.cncf.io/networks: demo/sriovnet1, demo/sriovnet2, demo/bond-net1@bond0






Configuring hardware offloading




				As a cluster administrator, you can configure hardware offloading on compatible nodes to increase data processing performance and reduce load on host CPUs.
			
About hardware offloading




					Open vSwitch hardware offloading is a method of processing network tasks by diverting them away from the CPU and offloading them to a dedicated processor on a network interface controller. As a result, clusters can benefit from faster data transfer speeds, reduced CPU workloads, and lower computing costs.
				

					The key element for this feature is a modern class of network interface controllers known as SmartNICs. A SmartNIC is a network interface controller that is able to handle computationally-heavy network processing tasks. In the same way that a dedicated graphics card can improve graphics performance, a SmartNIC can improve network performance. In each case, a dedicated processor improves performance for a specific type of processing task.
				

					In OpenShift Container Platform, you can configure hardware offloading for bare metal nodes that have a compatible SmartNIC. Hardware offloading is configured and enabled by the SR-IOV Network Operator.
				

					Hardware offloading is not compatible with all workloads or application types. Only the following two communication types are supported:
				
	
							pod-to-pod
						
	
							pod-to-service, where the service is a ClusterIP service backed by a regular pod
						



					In all cases, hardware offloading takes place only when those pods and services are assigned to nodes that have a compatible SmartNIC. Suppose, for example, that a pod on a node with hardware offloading tries to communicate with a service on a regular node. On the regular node, all the processing takes place in the kernel, so the overall performance of the pod-to-service communication is limited to the maximum performance of that regular node. Hardware offloading is not compatible with DPDK applications.
				

					Enabling hardware offloading on a node, but not configuring pods to use, it can result in decreased throughput performance for pod traffic. You cannot configure hardware offloading for pods that are managed by OpenShift Container Platform.
				

Supported devices




					Hardware offloading is supported on the following network interface controllers:
				
Table 21.15. Supported network interface controllers
	Manufacturer	Model	Vendor ID	Device ID
	 
									Mellanox
								

								 	 
									MT27800 Family [ConnectX‑5]
								

								 	 
									15b3
								

								 	 
									1017
								

								 
	 
									Mellanox
								

								 	 
									MT28880 Family [ConnectX‑5 Ex]
								

								 	 
									15b3
								

								 	 
									1019
								

								 




Prerequisites



	
							Your cluster has at least one bare metal machine with a network interface controller that is supported for hardware offloading.
						
	
							You installed the SR-IOV Network Operator.
						
	
							Your cluster uses the OVN-Kubernetes CNI.
						
	
							In your OVN-Kubernetes CNI configuration, the gatewayConfig.routingViaHost field is set to false.
						



Configuring a machine config pool for hardware offloading




					To enable hardware offloading, you must first create a dedicated machine config pool and configure it to work with the SR-IOV Network Operator.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You have access to the cluster as a user with the cluster-admin role.
						


Procedure
	
							Create a machine config pool for machines you want to use hardware offloading on.
						
	
									Create a file, such as mcp-offloading.yaml, with content like the following example:
								
apiVersion: machineconfiguration.openshift.io/v1
kind: MachineConfigPool
metadata:
  name: mcp-offloading [image: 1]
spec:
  machineConfigSelector:
    matchExpressions:
      - {key: machineconfiguration.openshift.io/role, operator: In, values: [worker,mcp-offloading]} [image: 2]
  nodeSelector:
    matchLabels:
      node-role.kubernetes.io/mcp-offloading: "" [image: 3]
	[image: 1] [image: 2] 
	
											The name of your machine config pool for hardware offloading.
										

	[image: 3] 
	
											This node role label is used to add nodes to the machine config pool.
										




	
									Apply the configuration for the machine config pool:
								
$ oc create -f mcp-offloading.yaml




	
							Add nodes to the machine config pool. Label each node with the node role label of your pool:
						
$ oc label node worker-2 node-role.kubernetes.io/mcp-offloading=""

	
							Optional: To verify that the new pool is created, run the following command:
						
$ oc get nodes
Example output

								

NAME       STATUS   ROLES                   AGE   VERSION
master-0   Ready    master                  2d    v1.24.0
master-1   Ready    master                  2d    v1.24.0
master-2   Ready    master                  2d    v1.24.0
worker-0   Ready    worker                  2d    v1.24.0
worker-1   Ready    worker                  2d    v1.24.0
worker-2   Ready    mcp-offloading,worker   47h   v1.24.0
worker-3   Ready    mcp-offloading,worker   47h   v1.24.0


							

	
							Add this machine config pool to the SriovNetworkPoolConfig custom resource:
						
	
									Create a file, such as sriov-pool-config.yaml, with content like the following example:
								
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkPoolConfig
metadata:
  name: sriovnetworkpoolconfig-offload
  namespace: openshift-sriov-network-operator
spec:
  ovsHardwareOffloadConfig:
    name: mcp-offloading [image: 1]
	[image: 1] 
	
											The name of your machine config pool for hardware offloading.
										




	
									Apply the configuration:
								
$ oc create -f <SriovNetworkPoolConfig_name>.yaml
Note

										When you apply the configuration specified in a SriovNetworkPoolConfig object, the SR-IOV Operator drains and restarts the nodes in the machine config pool.
									

										It might take several minutes for a configuration changes to apply.
									








Configuring the SR-IOV network node policy




					You can create an SR-IOV network device configuration for a node by creating an SR-IOV network node policy. To enable hardware offloading, you must define the .spec.eSwitchMode field with the value "switchdev".
				

					The following procedure creates an SR-IOV interface for a network interface controller with hardware offloading.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You have access to the cluster as a user with the cluster-admin role.
						


Procedure
	
							Create a file, such as sriov-node-policy.yaml, with content like the following example:
						
apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: sriov-node-policy <.>
  namespace: openshift-sriov-network-operator
spec:
  deviceType: netdevice <.>
  eSwitchMode: "switchdev" <.>
  nicSelector:
    deviceID: "1019"
    rootDevices:
    - 0000:d8:00.0
    vendor: "15b3"
    pfNames:
    - ens8f0
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: "true"
  numVfs: 6
  priority: 5
  resourceName: mlxnics

							<.> The name for the custom resource object. <.> Required. Hardware offloading is not supported with vfio-pci. <.> Required.
						

	
							Apply the configuration for the policy:
						
$ oc create -f sriov-node-policy.yaml
Note

								When you apply the configuration specified in a SriovNetworkPoolConfig object, the SR-IOV Operator drains and restarts the nodes in the machine config pool.
							

								It might take several minutes for a configuration change to apply.
							




An example SR-IOV network node policy for OpenStack




						The following example describes an SR-IOV interface for a network interface controller (NIC) with hardware offloading on Red Hat OpenStack Platform (RHOSP).
					
An SR-IOV interface for a NIC with hardware offloading on RHOSP

							

apiVersion: sriovnetwork.openshift.io/v1
kind: SriovNetworkNodePolicy
metadata:
  name: ${name}
  namespace: openshift-sriov-network-operator
spec:
  deviceType: switchdev
  isRdma: true
  nicSelector:
    netFilter: openstack/NetworkID:${net_id}
  nodeSelector:
    feature.node.kubernetes.io/network-sriov.capable: 'true'
  numVfs: 1
  priority: 99
  resourceName: ${name}


						


Creating a network attachment definition




					After you define the machine config pool and the SR-IOV network node policy, you can create a network attachment definition for the network interface card you specified.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You have access to the cluster as a user with the cluster-admin role.
						


Procedure
	
							Create a file, such as net-attach-def.yaml, with content like the following example:
						
apiVersion: "k8s.cni.cncf.io/v1"
kind: NetworkAttachmentDefinition
metadata:
  name: net-attach-def <.>
  namespace: net-attach-def <.>
  annotations:
    k8s.v1.cni.cncf.io/resourceName: openshift.io/mlxnics <.>
spec:
  config: '{"cniVersion":"0.3.1","name":"ovn-kubernetes","type":"ovn-k8s-cni-overlay","ipam":{},"dns":{}}'

							<.> The name for your network attachment definition. <.> The namespace for your network attachment definition. <.> This is the value of the spec.resourceName field you specified in the SriovNetworkNodePolicy object.
						

	
							Apply the configuration for the network attachment definition:
						
$ oc create -f net-attach-def.yaml



Verification
	
							Run the following command to see whether the new definition is present:
						
$ oc get net-attach-def -A
Example output

								

NAMESPACE         NAME             AGE
net-attach-def    net-attach-def   43h


							




Adding the network attachment definition to your pods




					After you create the machine config pool, the SriovNetworkPoolConfig and SriovNetworkNodePolicy custom resources, and the network attachment definition, you can apply these configurations to your pods by adding the network attachment definition to your pod specifications.
				
Procedure
	
							In the pod specification, add the .metadata.annotations.k8s.v1.cni.cncf.io/networks field and specify the network attachment definition you created for hardware offloading:
						
....
metadata:
  annotations:
    v1.multus-cni.io/default-network: net-attach-def/net-attach-def <.>

							<.> The value must be the name and namespace of the network attachment definition you created for hardware offloading.
						





Uninstalling the SR-IOV Network Operator




				To uninstall the SR-IOV Network Operator, you must delete any running SR-IOV workloads, uninstall the Operator, and delete the webhooks that the Operator used.
			
Uninstalling the SR-IOV Network Operator




					As a cluster administrator, you can uninstall the SR-IOV Network Operator.
				
Prerequisites
	
							You have access to an OpenShift Container Platform cluster using an account with cluster-admin permissions.
						
	
							You have the SR-IOV Network Operator installed.
						


Procedure
	
							Delete all SR-IOV custom resources (CRs):
						
$ oc delete sriovnetwork -n openshift-sriov-network-operator --all
$ oc delete sriovnetworknodepolicy -n openshift-sriov-network-operator --all
$ oc delete sriovibnetwork -n openshift-sriov-network-operator --all

	
							Follow the instructions in the "Deleting Operators from a cluster" section to remove the SR-IOV Network Operator from your cluster.
						
	
							Delete the SR-IOV custom resource definitions that remain in the cluster after the SR-IOV Network Operator is uninstalled:
						
$ oc delete crd sriovibnetworks.sriovnetwork.openshift.io
$ oc delete crd sriovnetworknodepolicies.sriovnetwork.openshift.io
$ oc delete crd sriovnetworknodestates.sriovnetwork.openshift.io
$ oc delete crd sriovnetworkpoolconfigs.sriovnetwork.openshift.io
$ oc delete crd sriovnetworks.sriovnetwork.openshift.io
$ oc delete crd sriovoperatorconfigs.sriovnetwork.openshift.io

	
							Delete the SR-IOV webhooks:
						
$ oc delete mutatingwebhookconfigurations network-resources-injector-config
$ oc delete MutatingWebhookConfiguration sriov-operator-webhook-config
$ oc delete ValidatingWebhookConfiguration sriov-operator-webhook-config

	
							Delete the SR-IOV Network Operator namespace:
						
$ oc delete namespace openshift-sriov-network-operator



Additional resources
	
							Deleting Operators from a cluster
						





Chapter 22. OpenShift SDN default CNI network provider



About the OpenShift SDN default CNI network provider




				OpenShift Container Platform uses a software-defined networking (SDN) approach to provide a unified cluster network that enables communication between pods across the OpenShift Container Platform cluster. This pod network is established and maintained by the OpenShift SDN, which configures an overlay network using Open vSwitch (OVS).
			
OpenShift SDN network isolation modes




					OpenShift SDN provides three SDN modes for configuring the pod network:
				
	
							Network policy mode allows project administrators to configure their own isolation policies using NetworkPolicy objects. Network policy is the default mode in OpenShift Container Platform 4.11.
						
	
							Multitenant mode provides project-level isolation for pods and services. Pods from different projects cannot send packets to or receive packets from pods and services of a different project. You can disable isolation for a project, allowing it to send network traffic to all pods and services in the entire cluster and receive network traffic from those pods and services.
						
	
							Subnet mode provides a flat pod network where every pod can communicate with every other pod and service. The network policy mode provides the same functionality as subnet mode.
						



Supported default CNI network provider feature matrix




					OpenShift Container Platform offers two supported choices, OpenShift SDN and OVN-Kubernetes, for the default Container Network Interface (CNI) network provider. The following table summarizes the current feature support for both network providers:
				
Table 22.1. Default CNI network provider feature comparison
	Feature	OpenShift SDN	OVN-Kubernetes
	 
									Egress IPs
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Egress firewall [1]
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Egress router
								

								 	 
									Supported
								

								 	 
									Supported [2]
								

								 
	 
									Hybrid networking
								

								 	 
									Not supported
								

								 	 
									Supported
								

								 
	 
									IPsec encryption
								

								 	 
									Not supported
								

								 	 
									Supported
								

								 
	 
									IPv6
								

								 	 
									Not supported
								

								 	 
									Supported [3] [4]
								

								 
	 
									Kubernetes network policy
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Kubernetes network policy logs
								

								 	 
									Not supported
								

								 	 
									Supported
								

								 
	 
									Multicast
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Hardware offloading
								

								 	 
									Not supported
								

								 	 
									Supported
								

								 



	
							Egress firewall is also known as egress network policy in OpenShift SDN. This is not the same as network policy egress.
						
	
							Egress router for OVN-Kubernetes supports only redirect mode.
						
	
							IPv6 is supported only on bare metal clusters.
						
	
							IPv6 single stack does not support Kubernetes NMState.
						




Configuring egress IPs for a project




				As a cluster administrator, you can configure the OpenShift SDN Container Network Interface (CNI) cluster network provider to assign one or more egress IP addresses to a project.
			
Egress IP address architectural design and implementation




					The OpenShift Container Platform egress IP address functionality allows you to ensure that the traffic from one or more pods in one or more namespaces has a consistent source IP address for services outside the cluster network.
				

					For example, you might have a pod that periodically queries a database that is hosted on a server outside of your cluster. To enforce access requirements for the server, a packet filtering device is configured to allow traffic only from specific IP addresses. To ensure that you can reliably allow access to the server from only that specific pod, you can configure a specific egress IP address for the pod that makes the requests to the server.
				

					An egress IP address assigned to a namespace is different from an egress router, which is used to send traffic to specific destinations.
				

					In some cluster configurations, application pods and ingress router pods run on the same node. If you configure an egress IP address for an application project in this scenario, the IP address is not used when you send a request to a route from the application project.
				

					An egress IP address is implemented as an additional IP address on the primary network interface of a node and must be in the same subnet as the primary IP address of the node. The additional IP address must not be assigned to any other node in the cluster.
				
Important

						Egress IP addresses must not be configured in any Linux network configuration files, such as ifcfg-eth0.
					

Platform support




						Support for the egress IP address functionality on various platforms is summarized in the following table:
					
	Platform	Supported
	 
										Bare metal
									

									 	 
										Yes
									

									 
	 
										VMware vSphere
									

									 	 
										Yes
									

									 
	 
										Red Hat OpenStack Platform (RHOSP)
									

									 	 
										No
									

									 
	 
										Amazon Web Services (AWS)
									

									 	 
										Yes
									

									 
	 
										Google Cloud Platform (GCP)
									

									 	 
										Yes
									

									 
	 
										Microsoft Azure
									

									 	 
										Yes
									

									 


Important

							The assignment of egress IP addresses to control plane nodes with the EgressIP feature is not supported on a cluster provisioned on Amazon Web Services (AWS). (BZ#2039656)
						


Public cloud platform considerations




						For clusters provisioned on public cloud infrastructure, there is a constraint on the absolute number of assignable IP addresses per node. The maximum number of assignable IP addresses per node, or the IP capacity, can be described in the following formula:
					
IP capacity = public cloud default capacity - sum(current IP assignments)

						While the Egress IPs capability manages the IP address capacity per node, it is important to plan for this constraint in your deployments. For example, for a cluster installed on bare-metal infrastructure with 8 nodes you can configure 150 egress IP addresses. However, if a public cloud provider limits IP address capacity to 10 IP addresses per node, the total number of assignable IP addresses is only 80. To achieve the same IP address capacity in this example cloud provider, you would need to allocate 7 additional nodes.
					

						To confirm the IP capacity and subnets for any node in your public cloud environment, you can enter the oc get node <node_name> -o yaml command. The cloud.network.openshift.io/egress-ipconfig annotation includes capacity and subnet information for the node.
					

						The annotation value is an array with a single object with fields that provide the following information for the primary network interface:
					
	
								interface: Specifies the interface ID on AWS and Azure and the interface name on GCP.
							
	
								ifaddr: Specifies the subnet mask for one or both IP address families.
							
	
								capacity: Specifies the IP address capacity for the node. On AWS, the IP address capacity is provided per IP address family. On Azure and GCP, the IP address capacity includes both IPv4 and IPv6 addresses.
							



						The following examples illustrate the annotation from nodes on several public cloud providers. The annotations are indented for readability.
					
Example cloud.network.openshift.io/egress-ipconfig annotation on AWS

							

cloud.network.openshift.io/egress-ipconfig: [
  {
    "interface":"eni-078d267045138e436",
    "ifaddr":{"ipv4":"10.0.128.0/18"},
    "capacity":{"ipv4":14,"ipv6":15}
  }
]


						
Example cloud.network.openshift.io/egress-ipconfig annotation on GCP

							

cloud.network.openshift.io/egress-ipconfig: [
  {
    "interface":"nic0",
    "ifaddr":{"ipv4":"10.0.128.0/18"},
    "capacity":{"ip":14}
  }
]


						

						The following sections describe the IP address capacity for supported public cloud environments for use in your capacity calculation.
					
Amazon Web Services (AWS) IP address capacity limits




							On AWS, constraints on IP address assignments depend on the instance type configured. For more information, see IP addresses per network interface per instance type
						

Google Cloud Platform (GCP) IP address capacity limits




							On GCP, the networking model implements additional node IP addresses through IP address aliasing, rather than IP address assignments. However, IP address capacity maps directly to IP aliasing capacity.
						

							The following capacity limits exist for IP aliasing assignment:
						
	
									Per node, the maximum number of IP aliases, both IPv4 and IPv6, is 10.
								
	
									Per VPC, the maximum number of IP aliases is unspecified, but OpenShift Container Platform scalability testing reveals the maximum to be approximately 15,000.
								



							For more information, see Per instance quotas and Alias IP ranges overview.
						

Microsoft Azure IP address capacity limits




							On Azure, the following capacity limits exist for IP address assignment:
						
	
									Per NIC, the maximum number of assignable IP addresses, for both IPv4 and IPv6, is 256.
								
	
									Per virtual network, the maximum number of assigned IP addresses cannot exceed 65,536.
								



							For more information, see Networking limits.
						


Limitations




						The following limitations apply when using egress IP addresses with the OpenShift SDN cluster network provider:
					
	
								You cannot use manually assigned and automatically assigned egress IP addresses on the same nodes.
							
	
								If you manually assign egress IP addresses from an IP address range, you must not make that range available for automatic IP assignment.
							
	
								You cannot share egress IP addresses across multiple namespaces using the OpenShift SDN egress IP address implementation.
							



						If you need to share IP addresses across namespaces, the OVN-Kubernetes cluster network provider egress IP address implementation allows you to span IP addresses across multiple namespaces.
					
Note

							If you use OpenShift SDN in multitenant mode, you cannot use egress IP addresses with any namespace that is joined to another namespace by the projects that are associated with them. For example, if project1 and project2 are joined by running the oc adm pod-network join-projects --to=project1 project2 command, neither project can use an egress IP address. For more information, see BZ#1645577.
						


IP address assignment approaches




						You can assign egress IP addresses to namespaces by setting the egressIPs parameter of the NetNamespace object. After an egress IP address is associated with a project, OpenShift SDN allows you to assign egress IP addresses to hosts in two ways:
					
	
								In the automatically assigned approach, an egress IP address range is assigned to a node.
							
	
								In the manually assigned approach, a list of one or more egress IP address is assigned to a node.
							



						Namespaces that request an egress IP address are matched with nodes that can host those egress IP addresses, and then the egress IP addresses are assigned to those nodes. If the egressIPs parameter is set on a NetNamespace object, but no node hosts that egress IP address, then egress traffic from the namespace will be dropped.
					

						High availability of nodes is automatic. If a node that hosts an egress IP address is unreachable and there are nodes that are able to host that egress IP address, then the egress IP address will move to a new node. When the unreachable node comes back online, the egress IP address automatically moves to balance egress IP addresses across nodes.
					
Considerations when using automatically assigned egress IP addresses




							When using the automatic assignment approach for egress IP addresses the following considerations apply:
						
	
									You set the egressCIDRs parameter of each node’s HostSubnet resource to indicate the range of egress IP addresses that can be hosted by a node. OpenShift Container Platform sets the egressIPs parameter of the HostSubnet resource based on the IP address range you specify.
								



							If the node hosting the namespace’s egress IP address is unreachable, OpenShift Container Platform will reassign the egress IP address to another node with a compatible egress IP address range. The automatic assignment approach works best for clusters installed in environments with flexibility in associating additional IP addresses with nodes.
						

Considerations when using manually assigned egress IP addresses




							This approach allows you to control which nodes can host an egress IP address.
						
Note

								If your cluster is installed on public cloud infrastructure, you must ensure that each node that you assign egress IP addresses to has sufficient spare capacity to host the IP addresses. For more information, see "Platform considerations" in a previous section.
							


							When using the manual assignment approach for egress IP addresses the following considerations apply:
						
	
									You set the egressIPs parameter of each node’s HostSubnet resource to indicate the IP addresses that can be hosted by a node.
								
	
									Multiple egress IP addresses per namespace are supported.
								



							If a namespace has multiple egress IP addresses and those addresses are hosted on multiple nodes, the following additional considerations apply:
						
	
									If a pod is on a node that is hosting an egress IP address, that pod always uses the egress IP address on the node.
								
	
									If a pod is not on a node that is hosting an egress IP address, that pod uses an egress IP address at random.
								





Configuring automatically assigned egress IP addresses for a namespace




					In OpenShift Container Platform you can enable automatic assignment of an egress IP address for a specific namespace across one or more nodes.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							Update the NetNamespace object with the egress IP address using the following JSON:
						
 $ oc patch netnamespace <project_name> --type=merge -p \
  '{
    "egressIPs": [
      "<ip_address>"
    ]
  }'

							where:
						
	<project_name>
	
										Specifies the name of the project.
									
	<ip_address>
	
										Specifies one or more egress IP addresses for the egressIPs array.
									



							For example, to assign project1 to an IP address of 192.168.1.100 and project2 to an IP address of 192.168.1.101:
						
$ oc patch netnamespace project1 --type=merge -p \
  '{"egressIPs": ["192.168.1.100"]}'
$ oc patch netnamespace project2 --type=merge -p \
  '{"egressIPs": ["192.168.1.101"]}'
Note

								Because OpenShift SDN manages the NetNamespace object, you can make changes only by modifying the existing NetNamespace object. Do not create a new NetNamespace object.
							


	
							Indicate which nodes can host egress IP addresses by setting the egressCIDRs parameter for each host using the following JSON:
						
$ oc patch hostsubnet <node_name> --type=merge -p \
  '{
    "egressCIDRs": [
      "<ip_address_range>", "<ip_address_range>"
    ]
  }'

							where:
						
	<node_name>
	
										Specifies a node name.
									
	<ip_address_range>
	
										Specifies an IP address range in CIDR format. You can specify more than one address range for the egressCIDRs array.
									



							For example, to set node1 and node2 to host egress IP addresses in the range 192.168.1.0 to 192.168.1.255:
						
$ oc patch hostsubnet node1 --type=merge -p \
  '{"egressCIDRs": ["192.168.1.0/24"]}'
$ oc patch hostsubnet node2 --type=merge -p \
  '{"egressCIDRs": ["192.168.1.0/24"]}'

							OpenShift Container Platform automatically assigns specific egress IP addresses to available nodes in a balanced way. In this case, it assigns the egress IP address 192.168.1.100 to node1 and the egress IP address 192.168.1.101 to node2 or vice versa.
						




Configuring manually assigned egress IP addresses for a namespace




					In OpenShift Container Platform you can associate one or more egress IP addresses with a namespace.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							Update the NetNamespace object by specifying the following JSON object with the desired IP addresses:
						
 $ oc patch netnamespace <project_name> --type=merge -p \
  '{
    "egressIPs": [
      "<ip_address>"
    ]
  }'

							where:
						
	<project_name>
	
										Specifies the name of the project.
									
	<ip_address>
	
										Specifies one or more egress IP addresses for the egressIPs array.
									



							For example, to assign the project1 project to the IP addresses 192.168.1.100 and 192.168.1.101:
						
$ oc patch netnamespace project1 --type=merge \
  -p '{"egressIPs": ["192.168.1.100","192.168.1.101"]}'

							To provide high availability, set the egressIPs value to two or more IP addresses on different nodes. If multiple egress IP addresses are set, then pods use all egress IP addresses roughly equally.
						
Note

								Because OpenShift SDN manages the NetNamespace object, you can make changes only by modifying the existing NetNamespace object. Do not create a new NetNamespace object.
							


	
							Manually assign the egress IP address to the node hosts.
						

							If your cluster is installed on public cloud infrastructure, you must confirm that the node has available IP address capacity.
						

							Set the egressIPs parameter on the HostSubnet object on the node host. Using the following JSON, include as many IP addresses as you want to assign to that node host:
						
$ oc patch hostsubnet <node_name> --type=merge -p \
  '{
    "egressIPs": [
      "<ip_address>",
      "<ip_address>"
      ]
  }'

							where:
						
	<node_name>
	
										Specifies a node name.
									
	<ip_address>
	
										Specifies an IP address. You can specify more than one IP address for the egressIPs array.
									



							For example, to specify that node1 should have the egress IPs 192.168.1.100, 192.168.1.101, and 192.168.1.102:
						
$ oc patch hostsubnet node1 --type=merge -p \
  '{"egressIPs": ["192.168.1.100", "192.168.1.101", "192.168.1.102"]}'

							In the previous example, all egress traffic for project1 will be routed to the node hosting the specified egress IP, and then connected through Network Address Translation (NAT) to that IP address.
						




Additional resources



	
							If you are configuring manual egress IP address assignment, see Platform considerations for information about IP capacity planning.
						




Configuring an egress firewall for a project




				As a cluster administrator, you can create an egress firewall for a project that restricts egress traffic leaving your OpenShift Container Platform cluster.
			
How an egress firewall works in a project




					As a cluster administrator, you can use an egress firewall to limit the external hosts that some or all pods can access from within the cluster. An egress firewall supports the following scenarios:
				
	
							A pod can only connect to internal hosts and cannot initiate connections to the public internet.
						
	
							A pod can only connect to the public internet and cannot initiate connections to internal hosts that are outside the OpenShift Container Platform cluster.
						
	
							A pod cannot reach specified internal subnets or hosts outside the OpenShift Container Platform cluster.
						
	
							A pod can connect to only specific external hosts.
						



					For example, you can allow one project access to a specified IP range but deny the same access to a different project. Or you can restrict application developers from updating from Python pip mirrors, and force updates to come only from approved sources.
				
Note

						Egress firewall does not apply to the host network namespace. Pods with host networking enabled are unaffected by egress firewall rules.
					


					You configure an egress firewall policy by creating an EgressNetworkPolicy custom resource (CR) object. The egress firewall matches network traffic that meets any of the following criteria:
				
	
							An IP address range in CIDR format
						
	
							A DNS name that resolves to an IP address
						


Important

						If your egress firewall includes a deny rule for 0.0.0.0/0, access to your OpenShift Container Platform API servers is blocked. To ensure that pods can access the OpenShift Container Platform API servers, you must include the built-in join network 100.64.0.0/16 of Open Virtual Network (OVN) to allow access when using node ports together with an EgressFirewall. You must also include the IP address range that the API servers listen on in your egress firewall rules, as in the following example:
					
apiVersion: network.openshift.io/v1
kind: EgressNetworkPolicy
metadata:
  name: default
  namespace: <namespace> [image: 1]
spec:
  egress:
  - to:
      cidrSelector: <api_server_address_range> [image: 2]
    type: Allow
# ...
  - to:
      cidrSelector: 0.0.0.0/0 [image: 3]
    type: Deny
	[image: 1] 
	
								The namespace for the egress firewall.
							

	[image: 2] 
	
								The IP address range that includes your OpenShift Container Platform API servers.
							

	[image: 3] 
	
								A global deny rule prevents access to the OpenShift Container Platform API servers.
							




						To find the IP address for your API servers, run oc get ep kubernetes -n default.
					

						For more information, see BZ#1988324.
					

Important

						You must have OpenShift SDN configured to use either the network policy or multitenant mode to configure an egress firewall.
					

						If you use network policy mode, an egress firewall is compatible with only one policy per namespace and will not work with projects that share a network, such as global projects.
					

Warning

						Egress firewall rules do not apply to traffic that goes through routers. Any user with permission to create a Route CR object can bypass egress firewall policy rules by creating a route that points to a forbidden destination.
					

Limitations of an egress firewall




						An egress firewall has the following limitations:
					
	
								No project can have more than one EgressNetworkPolicy object.
							
Important

									The creation of more than one EgressNetworkPolicy object is allowed, however it should not be done. When you create more than one EgressNetworkPolicy object, the following message is returned: dropping all rules. In actuality, all external traffic is dropped, which can cause security risks for your organization.
								


	
								A maximum of one EgressNetworkPolicy object with a maximum of 1,000 rules can be defined per project.
							
	
								The default project cannot use an egress firewall.
							
	
								When using the OpenShift SDN default Container Network Interface (CNI) network provider in multitenant mode, the following limitations apply:
							
	
										Global projects cannot use an egress firewall. You can make a project global by using the oc adm pod-network make-projects-global command.
									
	
										Projects merged by using the oc adm pod-network join-projects command cannot use an egress firewall in any of the joined projects.
									






						Violating any of these restrictions results in a broken egress firewall for the project. Consequently, all external network traffic is dropped, which can cause security risks for your organization.
					

						An Egress Firewall resource can be created in the kube-node-lease, kube-public, kube-system, openshift and openshift- projects.
					

Matching order for egress firewall policy rules




						The egress firewall policy rules are evaluated in the order that they are defined, from first to last. The first rule that matches an egress connection from a pod applies. Any subsequent rules are ignored for that connection.
					

How Domain Name Server (DNS) resolution works




						If you use DNS names in any of your egress firewall policy rules, proper resolution of the domain names is subject to the following restrictions:
					
	
								Domain name updates are polled based on a time-to-live (TTL) duration. By default, the duration is 30 seconds. When the egress firewall controller queries the local name servers for a domain name, if the response includes a TTL that is less than 30 seconds, the controller sets the duration to the returned value. If the TTL in the response is greater than 30 minutes, the controller sets the duration to 30 minutes. If the TTL is between 30 seconds and 30 minutes, the controller ignores the value and sets the duration to 30 seconds.
							
	
								The pod must resolve the domain from the same local name servers when necessary. Otherwise the IP addresses for the domain known by the egress firewall controller and the pod can be different. If the IP addresses for a hostname differ, the egress firewall might not be enforced consistently.
							
	
								Because the egress firewall controller and pods asynchronously poll the same local name server, the pod might obtain the updated IP address before the egress controller does, which causes a race condition. Due to this current limitation, domain name usage in EgressNetworkPolicy objects is only recommended for domains with infrequent IP address changes.
							


Note

							The egress firewall always allows pods access to the external interface of the node that the pod is on for DNS resolution.
						

							If you use domain names in your egress firewall policy and your DNS resolution is not handled by a DNS server on the local node, then you must add egress firewall rules that allow access to your DNS server’s IP addresses. if you are using domain names in your pods.
						



EgressNetworkPolicy custom resource (CR) object




					You can define one or more rules for an egress firewall. A rule is either an Allow rule or a Deny rule, with a specification for the traffic that the rule applies to.
				

					The following YAML describes an EgressNetworkPolicy CR object:
				
EgressNetworkPolicy object

						

apiVersion: network.openshift.io/v1
kind: EgressNetworkPolicy
metadata:
  name: <name> [image: 1]
spec:
  egress: [image: 2]
    ...


					
	[image: 1] 
	
							A name for your egress firewall policy.
						

	[image: 2] 
	
							A collection of one or more egress network policy rules as described in the following section.
						



EgressNetworkPolicy rules




						The following YAML describes an egress firewall rule object. The egress stanza expects an array of one or more objects.
					
Egress policy rule stanza

							

egress:
- type: <type> [image: 1]
  to: [image: 2]
    cidrSelector: <cidr> [image: 3]
    dnsName: <dns_name> [image: 4]


						
	[image: 1] 
	
								The type of rule. The value must be either Allow or Deny.
							

	[image: 2] 
	
								A stanza describing an egress traffic match rule. A value for either the cidrSelector field or the dnsName field for the rule. You cannot use both fields in the same rule.
							

	[image: 3] 
	
								An IP address range in CIDR format.
							

	[image: 4] 
	
								A domain name.
							




Example EgressNetworkPolicy CR objects




						The following example defines several egress firewall policy rules:
					
apiVersion: network.openshift.io/v1
kind: EgressNetworkPolicy
metadata:
  name: default
spec:
  egress: [image: 1]
  - type: Allow
    to:
      cidrSelector: 1.2.3.0/24
  - type: Allow
    to:
      dnsName: www.example.com
  - type: Deny
    to:
      cidrSelector: 0.0.0.0/0
	[image: 1] 
	
								A collection of egress firewall policy rule objects.
							





Creating an egress firewall policy object




					As a cluster administrator, you can create an egress firewall policy object for a project.
				
Important

						If the project already has an EgressNetworkPolicy object defined, you must edit the existing policy to make changes to the egress firewall rules.
					

Prerequisites
	
							A cluster that uses the OpenShift SDN default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Create a policy rule:
						
	
									Create a <policy_name>.yaml file where <policy_name> describes the egress policy rules.
								
	
									In the file you created, define an egress policy object.
								



	
							Enter the following command to create the policy object. Replace <policy_name> with the name of the policy and <project> with the project that the rule applies to.
						
$ oc create -f <policy_name>.yaml -n <project>

							In the following example, a new EgressNetworkPolicy object is created in a project named project1:
						
$ oc create -f default.yaml -n project1
Example output

								

egressnetworkpolicy.network.openshift.io/v1 created


							

	
							Optional: Save the <policy_name>.yaml file so that you can make changes later.
						




Editing an egress firewall for a project




				As a cluster administrator, you can modify network traffic rules for an existing egress firewall.
			
Viewing an EgressNetworkPolicy object




					You can view an EgressNetworkPolicy object in your cluster.
				
Prerequisites
	
							A cluster using the OpenShift SDN default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift Command-line Interface (CLI), commonly known as oc.
						
	
							You must log in to the cluster.
						


Procedure
	
							Optional: To view the names of the EgressNetworkPolicy objects defined in your cluster, enter the following command:
						
$ oc get egressnetworkpolicy --all-namespaces

	
							To inspect a policy, enter the following command. Replace <policy_name> with the name of the policy to inspect.
						
$ oc describe egressnetworkpolicy <policy_name>
Example output

								

Name:		default
Namespace:	project1
Created:	20 minutes ago
Labels:		<none>
Annotations:	<none>
Rule:		Allow to 1.2.3.0/24
Rule:		Allow to www.example.com
Rule:		Deny to 0.0.0.0/0


							





Editing an egress firewall for a project




				As a cluster administrator, you can modify network traffic rules for an existing egress firewall.
			
Editing an EgressNetworkPolicy object




					As a cluster administrator, you can update the egress firewall for a project.
				
Prerequisites
	
							A cluster using the OpenShift SDN default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Find the name of the EgressNetworkPolicy object for the project. Replace <project> with the name of the project.
						
$ oc get -n <project> egressnetworkpolicy

	
							Optional: If you did not save a copy of the EgressNetworkPolicy object when you created the egress network firewall, enter the following command to create a copy.
						
$ oc get -n <project> egressnetworkpolicy <name> -o yaml > <filename>.yaml

							Replace <project> with the name of the project. Replace <name> with the name of the object. Replace <filename> with the name of the file to save the YAML to.
						

	
							After making changes to the policy rules, enter the following command to replace the EgressNetworkPolicy object. Replace <filename> with the name of the file containing the updated EgressNetworkPolicy object.
						
$ oc replace -f <filename>.yaml





Removing an egress firewall from a project




				As a cluster administrator, you can remove an egress firewall from a project to remove all restrictions on network traffic from the project that leaves the OpenShift Container Platform cluster.
			
Removing an EgressNetworkPolicy object




					As a cluster administrator, you can remove an egress firewall from a project.
				
Prerequisites
	
							A cluster using the OpenShift SDN default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Find the name of the EgressNetworkPolicy object for the project. Replace <project> with the name of the project.
						
$ oc get -n <project> egressnetworkpolicy

	
							Enter the following command to delete the EgressNetworkPolicy object. Replace <project> with the name of the project and <name> with the name of the object.
						
$ oc delete -n <project> egressnetworkpolicy <name>





Considerations for the use of an egress router pod



About an egress router pod




					The OpenShift Container Platform egress router pod redirects traffic to a specified remote server from a private source IP address that is not used for any other purpose. An egress router pod can send network traffic to servers that are set up to allow access only from specific IP addresses.
				
Note

						The egress router pod is not intended for every outgoing connection. Creating large numbers of egress router pods can exceed the limits of your network hardware. For example, creating an egress router pod for every project or application could exceed the number of local MAC addresses that the network interface can handle before reverting to filtering MAC addresses in software.
					

Important

						The egress router image is not compatible with Amazon AWS, Azure Cloud, or any other cloud platform that does not support layer 2 manipulations due to their incompatibility with macvlan traffic.
					

Egress router modes




						In redirect mode, an egress router pod configures iptables rules to redirect traffic from its own IP address to one or more destination IP addresses. Client pods that need to use the reserved source IP address must be configured to access the service for the egress router rather than connecting directly to the destination IP. You can access the destination service and port from the application pod by using the curl command. For example:
					
$ curl <router_service_IP> <port>

						In HTTP proxy mode, an egress router pod runs as an HTTP proxy on port 8080. This mode only works for clients that are connecting to HTTP-based or HTTPS-based services, but usually requires fewer changes to the client pods to get them to work. Many programs can be told to use an HTTP proxy by setting an environment variable.
					

						In DNS proxy mode, an egress router pod runs as a DNS proxy for TCP-based services from its own IP address to one or more destination IP addresses. To make use of the reserved, source IP address, client pods must be modified to connect to the egress router pod rather than connecting directly to the destination IP address. This modification ensures that external destinations treat traffic as though it were coming from a known source.
					

						Redirect mode works for all services except for HTTP and HTTPS. For HTTP and HTTPS services, use HTTP proxy mode. For TCP-based services with IP addresses or domain names, use DNS proxy mode.
					

Egress router pod implementation




						The egress router pod setup is performed by an initialization container. That container runs in a privileged context so that it can configure the macvlan interface and set up iptables rules. After the initialization container finishes setting up the iptables rules, it exits. Next the egress router pod executes the container to handle the egress router traffic. The image used varies depending on the egress router mode.
					

						The environment variables determine which addresses the egress-router image uses. The image configures the macvlan interface to use EGRESS_SOURCE as its IP address, with EGRESS_GATEWAY as the IP address for the gateway.
					

						Network Address Translation (NAT) rules are set up so that connections to the cluster IP address of the pod on any TCP or UDP port are redirected to the same port on IP address specified by the EGRESS_DESTINATION variable.
					

						If only some of the nodes in your cluster are capable of claiming the specified source IP address and using the specified gateway, you can specify a nodeName or nodeSelector to identify which nodes are acceptable.
					

Deployment considerations




						An egress router pod adds an additional IP address and MAC address to the primary network interface of the node. As a result, you might need to configure your hypervisor or cloud provider to allow the additional address.
					
	Red Hat OpenStack Platform (RHOSP)
	
									If you deploy OpenShift Container Platform on RHOSP, you must allow traffic from the IP and MAC addresses of the egress router pod on your OpenStack environment. If you do not allow the traffic, then communication will fail:
								
$ openstack port set --allowed-address \
  ip_address=<ip_address>,mac_address=<mac_address> <neutron_port_uuid>

	Red Hat Virtualization (RHV)
	
									If you are using RHV, you must select No Network Filter for the Virtual network interface controller (vNIC).
								
	VMware vSphere
	
									If you are using VMware vSphere, see the VMware documentation for securing vSphere standard switches. View and change VMware vSphere default settings by selecting the host virtual switch from the vSphere Web Client.
								



						Specifically, ensure that the following are enabled:
					
	
								MAC Address Changes
							
	
								Forged Transits
							
	
								Promiscuous Mode Operation
							



Failover configuration




						To avoid downtime, you can deploy an egress router pod with a Deployment resource, as in the following example. To create a new Service object for the example deployment, use the oc expose deployment/egress-demo-controller command.
					
apiVersion: apps/v1
kind: Deployment
metadata:
  name: egress-demo-controller
spec:
  replicas: 1 [image: 1]
  selector:
    matchLabels:
      name: egress-router
  template:
    metadata:
      name: egress-router
      labels:
        name: egress-router
      annotations:
        pod.network.openshift.io/assign-macvlan: "true"
    spec: [image: 2]
      initContainers:
        ...
      containers:
        ...
	[image: 1] 
	
								Ensure that replicas is set to 1, because only one pod can use a given egress source IP address at any time. This means that only a single copy of the router runs on a node.
							

	[image: 2] 
	
								Specify the Pod object template for the egress router pod.
							





Additional resources



	
							Deploying an egress router in redirection mode
						
	
							Deploying an egress router in HTTP proxy mode
						
	
							Deploying an egress router in DNS proxy mode
						




Deploying an egress router pod in redirect mode




				As a cluster administrator, you can deploy an egress router pod that is configured to redirect traffic to specified destination IP addresses.
			
Egress router pod specification for redirect mode




					Define the configuration for an egress router pod in the Pod object. The following YAML describes the fields for the configuration of an egress router pod in redirect mode:
				
apiVersion: v1
kind: Pod
metadata:
  name: egress-1
  labels:
    name: egress-1
  annotations:
    pod.network.openshift.io/assign-macvlan: "true" [image: 1]
spec:
  initContainers:
  - name: egress-router
    image: registry.redhat.io/openshift4/ose-egress-router
    securityContext:
      privileged: true
    env:
    - name: EGRESS_SOURCE [image: 2]
      value: <egress_router>
    - name: EGRESS_GATEWAY [image: 3]
      value: <egress_gateway>
    - name: EGRESS_DESTINATION [image: 4]
      value: <egress_destination>
    - name: EGRESS_ROUTER_MODE
      value: init
  containers:
  - name: egress-router-wait
    image: registry.redhat.io/openshift4/ose-pod
	[image: 1] 
	
							The annotation tells OpenShift Container Platform to create a macvlan network interface on the primary network interface controller (NIC) and move that macvlan interface into the pod’s network namespace. You must include the quotation marks around the "true" value. To have OpenShift Container Platform create the macvlan interface on a different NIC interface, set the annotation value to the name of that interface. For example, eth1.
						

	[image: 2] 
	
							IP address from the physical network that the node is on that is reserved for use by the egress router pod. Optional: You can include the subnet length, the /24 suffix, so that a proper route to the local subnet is set. If you do not specify a subnet length, then the egress router can access only the host specified with the EGRESS_GATEWAY variable and no other hosts on the subnet.
						

	[image: 3] 
	
							Same value as the default gateway used by the node.
						

	[image: 4] 
	
							External server to direct traffic to. Using this example, connections to the pod are redirected to 203.0.113.25, with a source IP address of 192.168.12.99.
						



Example egress router pod specification

						

apiVersion: v1
kind: Pod
metadata:
  name: egress-multi
  labels:
    name: egress-multi
  annotations:
    pod.network.openshift.io/assign-macvlan: "true"
spec:
  initContainers:
  - name: egress-router
    image: registry.redhat.io/openshift4/ose-egress-router
    securityContext:
      privileged: true
    env:
    - name: EGRESS_SOURCE
      value: 192.168.12.99/24
    - name: EGRESS_GATEWAY
      value: 192.168.12.1
    - name: EGRESS_DESTINATION
      value: |
        80   tcp 203.0.113.25
        8080 tcp 203.0.113.26 80
        8443 tcp 203.0.113.26 443
        203.0.113.27
    - name: EGRESS_ROUTER_MODE
      value: init
  containers:
  - name: egress-router-wait
    image: registry.redhat.io/openshift4/ose-pod


					

Egress destination configuration format




					When an egress router pod is deployed in redirect mode, you can specify redirection rules by using one or more of the following formats:
				
	
							<port> <protocol> <ip_address> - Incoming connections to the given <port> should be redirected to the same port on the given <ip_address>. <protocol> is either tcp or udp.
						
	
							<port> <protocol> <ip_address> <remote_port> - As above, except that the connection is redirected to a different <remote_port> on <ip_address>.
						
	
							<ip_address> - If the last line is a single IP address, then any connections on any other port will be redirected to the corresponding port on that IP address. If there is no fallback IP address then connections on other ports are rejected.
						



					In the example that follows several rules are defined:
				
	
							The first line redirects traffic from local port 80 to port 80 on 203.0.113.25.
						
	
							The second and third lines redirect local ports 8080 and 8443 to remote ports 80 and 443 on 203.0.113.26.
						
	
							The last line matches traffic for any ports not specified in the previous rules.
						


Example configuration

						

80   tcp 203.0.113.25
8080 tcp 203.0.113.26 80
8443 tcp 203.0.113.26 443
203.0.113.27


					

Deploying an egress router pod in redirect mode




					In redirect mode, an egress router pod sets up iptables rules to redirect traffic from its own IP address to one or more destination IP addresses. Client pods that need to use the reserved source IP address must be configured to access the service for the egress router rather than connecting directly to the destination IP. You can access the destination service and port from the application pod by using the curl command. For example:
				
$ curl <router_service_IP> <port>
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an egress router pod.
						
	
							To ensure that other pods can find the IP address of the egress router pod, create a service to point to the egress router pod, as in the following example:
						
apiVersion: v1
kind: Service
metadata:
  name: egress-1
spec:
  ports:
  - name: http
    port: 80
  - name: https
    port: 443
  type: ClusterIP
  selector:
    name: egress-1

							Your pods can now connect to this service. Their connections are redirected to the corresponding ports on the external server, using the reserved egress IP address.
						




Additional resources



	
							Configuring an egress router destination mappings with a ConfigMap
						




Deploying an egress router pod in HTTP proxy mode




				As a cluster administrator, you can deploy an egress router pod configured to proxy traffic to specified HTTP and HTTPS-based services.
			
Egress router pod specification for HTTP mode




					Define the configuration for an egress router pod in the Pod object. The following YAML describes the fields for the configuration of an egress router pod in HTTP mode:
				
apiVersion: v1
kind: Pod
metadata:
  name: egress-1
  labels:
    name: egress-1
  annotations:
    pod.network.openshift.io/assign-macvlan: "true" [image: 1]
spec:
  initContainers:
  - name: egress-router
    image: registry.redhat.io/openshift4/ose-egress-router
    securityContext:
      privileged: true
    env:
    - name: EGRESS_SOURCE [image: 2]
      value: <egress-router>
    - name: EGRESS_GATEWAY [image: 3]
      value: <egress-gateway>
    - name: EGRESS_ROUTER_MODE
      value: http-proxy
  containers:
  - name: egress-router-pod
    image: registry.redhat.io/openshift4/ose-egress-http-proxy
    env:
    - name: EGRESS_HTTP_PROXY_DESTINATION [image: 4]
      value: |-
        ...
    ...
	[image: 1] 
	
							The annotation tells OpenShift Container Platform to create a macvlan network interface on the primary network interface controller (NIC) and move that macvlan interface into the pod’s network namespace. You must include the quotation marks around the "true" value. To have OpenShift Container Platform create the macvlan interface on a different NIC interface, set the annotation value to the name of that interface. For example, eth1.
						

	[image: 2] 
	
							IP address from the physical network that the node is on that is reserved for use by the egress router pod. Optional: You can include the subnet length, the /24 suffix, so that a proper route to the local subnet is set. If you do not specify a subnet length, then the egress router can access only the host specified with the EGRESS_GATEWAY variable and no other hosts on the subnet.
						

	[image: 3] 
	
							Same value as the default gateway used by the node.
						

	[image: 4] 
	
							A string or YAML multi-line string specifying how to configure the proxy. Note that this is specified as an environment variable in the HTTP proxy container, not with the other environment variables in the init container.
						




Egress destination configuration format




					When an egress router pod is deployed in HTTP proxy mode, you can specify redirection rules by using one or more of the following formats. Each line in the configuration specifies one group of connections to allow or deny:
				
	
							An IP address allows connections to that IP address, such as 192.168.1.1.
						
	
							A CIDR range allows connections to that CIDR range, such as 192.168.1.0/24.
						
	
							A hostname allows proxying to that host, such as www.example.com.
						
	
							A domain name preceded by *. allows proxying to that domain and all of its subdomains, such as *.example.com.
						
	
							A ! followed by any of the previous match expressions denies the connection instead.
						
	
							If the last line is *, then anything that is not explicitly denied is allowed. Otherwise, anything that is not allowed is denied.
						



					You can also use * to allow connections to all remote destinations.
				
Example configuration

						

!*.example.com
!192.168.1.0/24
192.168.2.1
*


					

Deploying an egress router pod in HTTP proxy mode




					In HTTP proxy mode, an egress router pod runs as an HTTP proxy on port 8080. This mode only works for clients that are connecting to HTTP-based or HTTPS-based services, but usually requires fewer changes to the client pods to get them to work. Many programs can be told to use an HTTP proxy by setting an environment variable.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an egress router pod.
						
	
							To ensure that other pods can find the IP address of the egress router pod, create a service to point to the egress router pod, as in the following example:
						
apiVersion: v1
kind: Service
metadata:
  name: egress-1
spec:
  ports:
  - name: http-proxy
    port: 8080 [image: 1]
  type: ClusterIP
  selector:
    name: egress-1
	[image: 1] 
	
									Ensure the http port is set to 8080.
								




	
							To configure the client pod (not the egress proxy pod) to use the HTTP proxy, set the http_proxy or https_proxy variables:
						
apiVersion: v1
kind: Pod
metadata:
  name: app-1
  labels:
    name: app-1
spec:
  containers:
    env:
    - name: http_proxy
      value: http://egress-1:8080/ [image: 1]
    - name: https_proxy
      value: http://egress-1:8080/
    ...
	[image: 1] 
	
									The service created in the previous step.
								



Note

								Using the http_proxy and https_proxy environment variables is not necessary for all setups. If the above does not create a working setup, then consult the documentation for the tool or software you are running in the pod.
							





Additional resources



	
							Configuring an egress router destination mappings with a ConfigMap
						




Deploying an egress router pod in DNS proxy mode




				As a cluster administrator, you can deploy an egress router pod configured to proxy traffic to specified DNS names and IP addresses.
			
Egress router pod specification for DNS mode




					Define the configuration for an egress router pod in the Pod object. The following YAML describes the fields for the configuration of an egress router pod in DNS mode:
				
apiVersion: v1
kind: Pod
metadata:
  name: egress-1
  labels:
    name: egress-1
  annotations:
    pod.network.openshift.io/assign-macvlan: "true" [image: 1]
spec:
  initContainers:
  - name: egress-router
    image: registry.redhat.io/openshift4/ose-egress-router
    securityContext:
      privileged: true
    env:
    - name: EGRESS_SOURCE [image: 2]
      value: <egress-router>
    - name: EGRESS_GATEWAY [image: 3]
      value: <egress-gateway>
    - name: EGRESS_ROUTER_MODE
      value: dns-proxy
  containers:
  - name: egress-router-pod
    image: registry.redhat.io/openshift4/ose-egress-dns-proxy
    securityContext:
      privileged: true
    env:
    - name: EGRESS_DNS_PROXY_DESTINATION [image: 4]
      value: |-
        ...
    - name: EGRESS_DNS_PROXY_DEBUG [image: 5]
      value: "1"
    ...
	[image: 1] 
	
							The annotation tells OpenShift Container Platform to create a macvlan network interface on the primary network interface controller (NIC) and move that macvlan interface into the pod’s network namespace. You must include the quotation marks around the "true" value. To have OpenShift Container Platform create the macvlan interface on a different NIC interface, set the annotation value to the name of that interface. For example, eth1.
						

	[image: 2] 
	
							IP address from the physical network that the node is on that is reserved for use by the egress router pod. Optional: You can include the subnet length, the /24 suffix, so that a proper route to the local subnet is set. If you do not specify a subnet length, then the egress router can access only the host specified with the EGRESS_GATEWAY variable and no other hosts on the subnet.
						

	[image: 3] 
	
							Same value as the default gateway used by the node.
						

	[image: 4] 
	
							Specify a list of one or more proxy destinations.
						

	[image: 5] 
	
							Optional: Specify to output the DNS proxy log output to stdout.
						




Egress destination configuration format




					When the router is deployed in DNS proxy mode, you specify a list of port and destination mappings. A destination may be either an IP address or a DNS name.
				

					An egress router pod supports the following formats for specifying port and destination mappings:
				
	Port and remote address
	
								You can specify a source port and a destination host by using the two field format: <port> <remote_address>.
							



					The host can be an IP address or a DNS name. If a DNS name is provided, DNS resolution occurs at runtime. For a given host, the proxy connects to the specified source port on the destination host when connecting to the destination host IP address.
				
Port and remote address pair example

						

80 172.16.12.11
100 example.com


					
	Port, remote address, and remote port
	
								You can specify a source port, a destination host, and a destination port by using the three field format: <port> <remote_address> <remote_port>.
							



					The three field format behaves identically to the two field version, with the exception that the destination port can be different than the source port.
				
Port, remote address, and remote port example

						

8080 192.168.60.252 80
8443 web.example.com 443


					

Deploying an egress router pod in DNS proxy mode




					In DNS proxy mode, an egress router pod acts as a DNS proxy for TCP-based services from its own IP address to one or more destination IP addresses.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an egress router pod.
						
	
							Create a service for the egress router pod:
						
	
									Create a file named egress-router-service.yaml that contains the following YAML. Set spec.ports to the list of ports that you defined previously for the EGRESS_DNS_PROXY_DESTINATION environment variable.
								
apiVersion: v1
kind: Service
metadata:
  name: egress-dns-svc
spec:
  ports:
    ...
  type: ClusterIP
  selector:
    name: egress-dns-proxy

									For example:
								
apiVersion: v1
kind: Service
metadata:
  name: egress-dns-svc
spec:
  ports:
  - name: con1
    protocol: TCP
    port: 80
    targetPort: 80
  - name: con2
    protocol: TCP
    port: 100
    targetPort: 100
  type: ClusterIP
  selector:
    name: egress-dns-proxy

	
									To create the service, enter the following command:
								
$ oc create -f egress-router-service.yaml

									Pods can now connect to this service. The connections are proxied to the corresponding ports on the external server, using the reserved egress IP address.
								







Additional resources



	
							Configuring an egress router destination mappings with a ConfigMap
						




Configuring an egress router pod destination list from a config map




				As a cluster administrator, you can define a ConfigMap object that specifies destination mappings for an egress router pod. The specific format of the configuration depends on the type of egress router pod. For details on the format, refer to the documentation for the specific egress router pod.
			
Configuring an egress router destination mappings with a config map




					For a large or frequently-changing set of destination mappings, you can use a config map to externally maintain the list. An advantage of this approach is that permission to edit the config map can be delegated to users without cluster-admin privileges. Because the egress router pod requires a privileged container, it is not possible for users without cluster-admin privileges to edit the pod definition directly.
				
Note

						The egress router pod does not automatically update when the config map changes. You must restart the egress router pod to get updates.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a file containing the mapping data for the egress router pod, as in the following example:
						
# Egress routes for Project "Test", version 3

80   tcp 203.0.113.25

8080 tcp 203.0.113.26 80
8443 tcp 203.0.113.26 443

# Fallback
203.0.113.27

							You can put blank lines and comments into this file.
						

	
							Create a ConfigMap object from the file:
						
$ oc delete configmap egress-routes --ignore-not-found
$ oc create configmap egress-routes \
  --from-file=destination=my-egress-destination.txt

							In the previous command, the egress-routes value is the name of the ConfigMap object to create and my-egress-destination.txt is the name of the file that the data is read from.
						
Tip

							You can alternatively apply the following YAML to create the config map:
						
apiVersion: v1
kind: ConfigMap
metadata:
  name: egress-routes
data:
  destination: |
    # Egress routes for Project "Test", version 3

    80   tcp 203.0.113.25

    8080 tcp 203.0.113.26 80
    8443 tcp 203.0.113.26 443

    # Fallback
    203.0.113.27


	
							Create an egress router pod definition and specify the configMapKeyRef stanza for the EGRESS_DESTINATION field in the environment stanza:
						
...
env:
- name: EGRESS_DESTINATION
  valueFrom:
    configMapKeyRef:
      name: egress-routes
      key: destination
...




Additional resources



	
							Redirect mode
						
	
							HTTP proxy mode
						
	
							DNS proxy mode
						




Enabling multicast for a project



About multicast




					With IP multicast, data is broadcast to many IP addresses simultaneously.
				
Important
	
								At this time, multicast is best used for low-bandwidth coordination or service discovery and not a high-bandwidth solution.
							
	
								By default, network policies affect all connections in a namespace. However, multicast is unaffected by network policies. If multicast is enabled in the same namespace as your network policies, it is always allowed, even if there is a deny-all network policy. Cluster administrators should consider the implications to the exemption of multicast from network policies before enabling it.
							




					Multicast traffic between OpenShift Container Platform pods is disabled by default. If you are using the OpenShift SDN default Container Network Interface (CNI) network provider, you can enable multicast on a per-project basis.
				

					When using the OpenShift SDN network plugin in networkpolicy isolation mode:
				
	
							Multicast packets sent by a pod will be delivered to all other pods in the project, regardless of NetworkPolicy objects. Pods might be able to communicate over multicast even when they cannot communicate over unicast.
						
	
							Multicast packets sent by a pod in one project will never be delivered to pods in any other project, even if there are NetworkPolicy objects that allow communication between the projects.
						



					When using the OpenShift SDN network plugin in multitenant isolation mode:
				
	
							Multicast packets sent by a pod will be delivered to all other pods in the project.
						
	
							Multicast packets sent by a pod in one project will be delivered to pods in other projects only if each project is joined together and multicast is enabled in each joined project.
						



Enabling multicast between pods




					You can enable multicast between pods for your project.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Run the following command to enable multicast for a project. Replace <namespace> with the namespace for the project you want to enable multicast for.
						
$ oc annotate netnamespace <namespace> \
    netnamespace.network.openshift.io/multicast-enabled=true



Verification

						To verify that multicast is enabled for a project, complete the following procedure:
					
	
							Change your current project to the project that you enabled multicast for. Replace <project> with the project name.
						
$ oc project <project>

	
							Create a pod to act as a multicast receiver:
						
$ cat <<EOF| oc create -f -
apiVersion: v1
kind: Pod
metadata:
  name: mlistener
  labels:
    app: multicast-verify
spec:
  containers:
    - name: mlistener
      image: registry.access.redhat.com/ubi8
      command: ["/bin/sh", "-c"]
      args:
        ["dnf -y install socat hostname && sleep inf"]
      ports:
        - containerPort: 30102
          name: mlistener
          protocol: UDP
EOF

	
							Create a pod to act as a multicast sender:
						
$ cat <<EOF| oc create -f -
apiVersion: v1
kind: Pod
metadata:
  name: msender
  labels:
    app: multicast-verify
spec:
  containers:
    - name: msender
      image: registry.access.redhat.com/ubi8
      command: ["/bin/sh", "-c"]
      args:
        ["dnf -y install socat && sleep inf"]
EOF

	
							In a new terminal window or tab, start the multicast listener.
						
	
									Get the IP address for the Pod:
								
$ POD_IP=$(oc get pods mlistener -o jsonpath='{.status.podIP}')

	
									Start the multicast listener by entering the following command:
								
$ oc exec mlistener -i -t -- \
    socat UDP4-RECVFROM:30102,ip-add-membership=224.1.0.1:$POD_IP,fork EXEC:hostname




	
							Start the multicast transmitter.
						
	
									Get the pod network IP address range:
								
$ CIDR=$(oc get Network.config.openshift.io cluster \
    -o jsonpath='{.status.clusterNetwork[0].cidr}')

	
									To send a multicast message, enter the following command:
								
$ oc exec msender -i -t -- \
    /bin/bash -c "echo | socat STDIO UDP4-DATAGRAM:224.1.0.1:30102,range=$CIDR,ip-multicast-ttl=64"

									If multicast is working, the previous command returns the following output:
								
mlistener








Disabling multicast for a project



Disabling multicast between pods




					You can disable multicast between pods for your project.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Disable multicast by running the following command:
						
$ oc annotate netnamespace <namespace> \ [image: 1]
    netnamespace.network.openshift.io/multicast-enabled-
	[image: 1] 
	
									The namespace for the project you want to disable multicast for.
								








Configuring network isolation using OpenShift SDN




				When your cluster is configured to use the multitenant isolation mode for the OpenShift SDN CNI plugin, each project is isolated by default. Network traffic is not allowed between pods or services in different projects in multitenant isolation mode.
			

				You can change the behavior of multitenant isolation for a project in two ways:
			
	
						You can join one or more projects, allowing network traffic between pods and services in different projects.
					
	
						You can disable network isolation for a project. It will be globally accessible, accepting network traffic from pods and services in all other projects. A globally accessible project can access pods and services in all other projects.
					


Prerequisites



	
							You must have a cluster configured to use the OpenShift SDN Container Network Interface (CNI) plugin in multitenant isolation mode.
						



Joining projects




					You can join two or more projects to allow network traffic between pods and services in different projects.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Use the following command to join projects to an existing project network:
						
$ oc adm pod-network join-projects --to=<project1> <project2> <project3>

							Alternatively, instead of specifying specific project names, you can use the --selector=<project_selector> option to specify projects based upon an associated label.
						

	
							Optional: Run the following command to view the pod networks that you have joined together:
						
$ oc get netnamespaces

							Projects in the same pod-network have the same network ID in the NETID column.
						




Isolating a project




					You can isolate a project so that pods and services in other projects cannot access its pods and services.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							To isolate the projects in the cluster, run the following command:
						
$ oc adm pod-network isolate-projects <project1> <project2>

							Alternatively, instead of specifying specific project names, you can use the --selector=<project_selector> option to specify projects based upon an associated label.
						




Disabling network isolation for a project




					You can disable network isolation for a project.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Run the following command for the project:
						
$ oc adm pod-network make-projects-global <project1> <project2>

							Alternatively, instead of specifying specific project names, you can use the --selector=<project_selector> option to specify projects based upon an associated label.
						





Configuring kube-proxy




				The Kubernetes network proxy (kube-proxy) runs on each node and is managed by the Cluster Network Operator (CNO). kube-proxy maintains network rules for forwarding connections for endpoints associated with services.
			
About iptables rules synchronization




					The synchronization period determines how frequently the Kubernetes network proxy (kube-proxy) syncs the iptables rules on a node.
				

					A sync begins when either of the following events occurs:
				
	
							An event occurs, such as service or endpoint is added to or removed from the cluster.
						
	
							The time since the last sync exceeds the sync period defined for kube-proxy.
						



kube-proxy configuration parameters




					You can modify the following kubeProxyConfig parameters.
				
Note

						Because of performance improvements introduced in OpenShift Container Platform 4.3 and greater, adjusting the iptablesSyncPeriod parameter is no longer necessary.
					

Table 22.2. Parameters
	Parameter	Description	Values	Default
	 
									iptablesSyncPeriod
								

								 	 
									The refresh period for iptables rules.
								

								 	 
									A time interval, such as 30s or 2m. Valid suffixes include s, m, and h and are described in the Go time package documentation.
								

								 	 
									30s
								

								 
	 
									proxyArguments.iptables-min-sync-period
								

								 	 
									The minimum duration before refreshing iptables rules. This parameter ensures that the refresh does not happen too frequently. By default, a refresh starts as soon as a change that affects iptables rules occurs.
								

								 	 
									A time interval, such as 30s or 2m. Valid suffixes include s, m, and h and are described in the Go time package
								

								 	 
									0s
								

								 




Modifying the kube-proxy configuration




					You can modify the Kubernetes network proxy configuration for your cluster.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to a running cluster with the cluster-admin role.
						


Procedure
	
							Edit the Network.operator.openshift.io custom resource (CR) by running the following command:
						
$ oc edit network.operator.openshift.io cluster

	
							Modify the kubeProxyConfig parameter in the CR with your changes to the kube-proxy configuration, such as in the following example CR:
						
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  kubeProxyConfig:
    iptablesSyncPeriod: 30s
    proxyArguments:
      iptables-min-sync-period: ["30s"]

	
							Save the file and exit the text editor.
						

							The syntax is validated by the oc command when you save the file and exit the editor. If your modifications contain a syntax error, the editor opens the file and displays an error message.
						

	
							Enter the following command to confirm the configuration update:
						
$ oc get networks.operator.openshift.io -o yaml
Example output

								

apiVersion: v1
items:
- apiVersion: operator.openshift.io/v1
  kind: Network
  metadata:
    name: cluster
  spec:
    clusterNetwork:
    - cidr: 10.128.0.0/14
      hostPrefix: 23
    defaultNetwork:
      type: OpenShiftSDN
    kubeProxyConfig:
      iptablesSyncPeriod: 30s
      proxyArguments:
        iptables-min-sync-period:
        - 30s
    serviceNetwork:
    - 172.30.0.0/16
  status: {}
kind: List


							

	
							Optional: Enter the following command to confirm that the Cluster Network Operator accepted the configuration change:
						
$ oc get clusteroperator network
Example output

								

NAME      VERSION     AVAILABLE   PROGRESSING   DEGRADED   SINCE
network   4.1.0-0.9   True        False         False      1m


							

							The AVAILABLE field is True when the configuration update is applied successfully.
						






Chapter 23. OVN-Kubernetes default CNI network provider



About the OVN-Kubernetes default Container Network Interface (CNI) network provider




				The OpenShift Container Platform cluster uses a virtualized network for pod and service networks. The OVN-Kubernetes Container Network Interface (CNI) plugin is a network provider for the default cluster network. OVN-Kubernetes is based on Open Virtual Network (OVN) and provides an overlay-based networking implementation. A cluster that uses the OVN-Kubernetes network provider also runs Open vSwitch (OVS) on each node. OVN configures OVS on each node to implement the declared network configuration.
			

				OVN-Kubernetes is the default networking solution for single-node OpenShift deployments only.
			
OVN-Kubernetes features




					The OVN-Kubernetes Container Network Interface (CNI) cluster network provider implements the following features:
				
	
							Uses OVN (Open Virtual Network) to manage network traffic flows. OVN is a community developed, vendor-agnostic network virtualization solution.
						
	
							Implements Kubernetes network policy support, including ingress and egress rules.
						
	
							Uses the Geneve (Generic Network Virtualization Encapsulation) protocol rather than VXLAN to create an overlay network between nodes.
						



Supported default CNI network provider feature matrix




					OpenShift Container Platform offers two supported choices, OpenShift SDN and OVN-Kubernetes, for the default Container Network Interface (CNI) network provider. The following table summarizes the current feature support for both network providers:
				
Table 23.1. Default CNI network provider feature comparison
	Feature	OVN-Kubernetes	OpenShift SDN
	 
									Egress IPs
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Egress firewall [1]
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Egress router
								

								 	 
									Supported [2]
								

								 	 
									Supported
								

								 
	 
									Hybrid networking
								

								 	 
									Supported
								

								 	 
									Not supported
								

								 
	 
									IPsec encryption for intra-cluster communication
								

								 	 
									Supported
								

								 	 
									Not supported
								

								 
	 
									IPv6
								

								 	 
									Supported [3] [4]
								

								 	 
									Not supported
								

								 
	 
									Kubernetes network policy
								

								 	 
									Supported
								

								 	 
									Supported
								

								 
	 
									Kubernetes network policy logs
								

								 	 
									Supported
								

								 	 
									Not supported
								

								 
	 
									Hardware offloading
								

								 	 
									Supported
								

								 	 
									Not supported
								

								 
	 
									Multicast
								

								 	 
									Supported
								

								 	 
									Supported
								

								 



	
							Egress firewall is also known as egress network policy in OpenShift SDN. This is not the same as network policy egress.
						
	
							Egress router for OVN-Kubernetes supports only redirect mode.
						
	
							IPv6 is supported only on bare metal clusters.
						
	
							IPv6 single stack does not support Kubernetes NMState.
						



OVN-Kubernetes limitations




					The OVN-Kubernetes Container Network Interface (CNI) cluster network provider has the following limitations:
				
	
							The sessionAffinityConfig.clientIP.timeoutSeconds service has no effect in an OpenShift OVN environment, but does in an OpenShift SDN environment. This incompatibility can make it difficult for users to migrate from OpenShift SDN to OVN.
						


	
							For clusters configured for dual-stack networking, both IPv4 and IPv6 traffic must use the same network interface as the default gateway. If this requirement is not met, pods on the host in the ovnkube-node daemon set enter the CrashLoopBackOff state. If you display a pod with a command such as oc get pod -n openshift-ovn-kubernetes -l app=ovnkube-node -o yaml, the status field contains more than one message about the default gateway, as shown in the following output:
						
I1006 16:09:50.985852   60651 helper_linux.go:73] Found default gateway interface br-ex 192.168.127.1
I1006 16:09:50.985923   60651 helper_linux.go:73] Found default gateway interface ens4 fe80::5054:ff:febe:bcd4
F1006 16:09:50.985939   60651 ovnkube.go:130] multiple gateway interfaces detected: br-ex ens4

							The only resolution is to reconfigure the host networking so that both IP families use the same network interface for the default gateway.
						

	
							For clusters configured for dual-stack networking, both the IPv4 and IPv6 routing tables must contain the default gateway. If this requirement is not met, pods on the host in the ovnkube-node daemon set enter the CrashLoopBackOff state. If you display a pod with a command such as oc get pod -n openshift-ovn-kubernetes -l app=ovnkube-node -o yaml, the status field contains more than one message about the default gateway, as shown in the following output:
						
I0512 19:07:17.589083  108432 helper_linux.go:74] Found default gateway interface br-ex 192.168.123.1
F0512 19:07:17.589141  108432 ovnkube.go:133] failed to get default gateway interface

							The only resolution is to reconfigure the host networking so that both IP families contain the default gateway.
						



Additional resources
	
							Configuring an egress firewall for a project
						
	
							About network policy
						
	
							Logging network policy events
						
	
							Enabling multicast for a project
						
	
							Configuring IPsec encryption
						
	
							Network [operator.openshift.io/v1]
						




Migrating from the OpenShift SDN cluster network provider




				As a cluster administrator, you can migrate to the OVN-Kubernetes Container Network Interface (CNI) cluster network provider from the OpenShift SDN CNI cluster network provider.
			

				To learn more about OVN-Kubernetes, read About the OVN-Kubernetes network provider.
			
Migration to the OVN-Kubernetes network provider




					Migrating to the OVN-Kubernetes Container Network Interface (CNI) cluster network provider is a manual process that includes some downtime during which your cluster is unreachable. Although a rollback procedure is provided, the migration is intended to be a one-way process.
				

					A migration to the OVN-Kubernetes cluster network provider is supported on the following platforms:
				
	
							Bare metal hardware
						
	
							Amazon Web Services (AWS)
						
	
							Google Cloud Platform (GCP)
						
	
							Microsoft Azure
						
	
							Red Hat OpenStack Platform (RHOSP)
						
	
							Red Hat Virtualization (RHV)
						
	
							VMware vSphere
						


Important

						Migrating to or from the OVN-Kubernetes network plugin is not supported for managed OpenShift cloud services such as Red Hat OpenShift Dedicated, Azure Red Hat OpenShift(ARO), and Red Hat OpenShift Service on AWS (ROSA).
					

						Migrating from OpenShift SDN network plugin to OVN-Kubernetes network plugin is not supported on Nutanix.
					

Considerations for migrating to the OVN-Kubernetes network provider




						If you have more than 150 nodes in your OpenShift Container Platform cluster, then open a support case for consultation on your migration to the OVN-Kubernetes network plugin.
					

						The subnets assigned to nodes and the IP addresses assigned to individual pods are not preserved during the migration.
					

						While the OVN-Kubernetes network provider implements many of the capabilities present in the OpenShift SDN network provider, the configuration is not the same.
					
	
								If your cluster uses any of the following OpenShift SDN capabilities, you must manually configure the same capability in OVN-Kubernetes:
							
	
										Namespace isolation
									
	
										Egress IP addresses
									
	
										Egress network policies
									
	
										Egress router pods
									
	
										Multicast
									



	
								If your cluster uses any part of the 100.64.0.0/16 IP address range, you cannot migrate to OVN-Kubernetes because it uses this IP address range internally.
							



						The following sections highlight the differences in configuration between the aforementioned capabilities in OVN-Kubernetes and OpenShift SDN.
					
Namespace isolation

						OVN-Kubernetes supports only the network policy isolation mode.
					
Important

							If your cluster uses OpenShift SDN configured in either the multitenant or subnet isolation modes, you cannot migrate to the OVN-Kubernetes network provider.
						

Egress IP addresses

						The differences in configuring an egress IP address between OVN-Kubernetes and OpenShift SDN is described in the following table:
					
Table 23.2. Differences in egress IP address configuration
	OVN-Kubernetes	OpenShift SDN
	 	
												Create an EgressIPs object
											
	
												Add an annotation on a Node object
											



									 	 	
												Patch a NetNamespace object
											
	
												Patch a HostSubnet object
											



									 




						For more information on using egress IP addresses in OVN-Kubernetes, see "Configuring an egress IP address".
					
Egress network policies

						The difference in configuring an egress network policy, also known as an egress firewall, between OVN-Kubernetes and OpenShift SDN is described in the following table:
					
Table 23.3. Differences in egress network policy configuration
	OVN-Kubernetes	OpenShift SDN
	 	
												Create an EgressFirewall object in a namespace
											



									 	 	
												Create an EgressNetworkPolicy object in a namespace
											



									 




						For more information on using an egress firewall in OVN-Kubernetes, see "Configuring an egress firewall for a project".
					
Egress router pods

						OVN-Kubernetes supports egress router pods in redirect mode. OVN-Kubernetes does not support egress router pods in HTTP proxy mode or DNS proxy mode.
					

						When you deploy an egress router with the Cluster Network Operator, you cannot specify a node selector to control which node is used to host the egress router pod.
					
Multicast

						The difference between enabling multicast traffic on OVN-Kubernetes and OpenShift SDN is described in the following table:
					
Table 23.4. Differences in multicast configuration
	OVN-Kubernetes	OpenShift SDN
	 	
												Add an annotation on a Namespace object
											



									 	 	
												Add an annotation on a NetNamespace object
											



									 




						For more information on using multicast in OVN-Kubernetes, see "Enabling multicast for a project".
					
Network policies

						OVN-Kubernetes fully supports the Kubernetes NetworkPolicy API in the networking.k8s.io/v1 API group. No changes are necessary in your network policies when migrating from OpenShift SDN.
					

How the migration process works




						The following table summarizes the migration process by segmenting between the user-initiated steps in the process and the actions that the migration performs in response.
					
Table 23.5. Migrating to OVN-Kubernetes from OpenShift SDN
	User-initiated steps	Migration activity
	 
										Set the migration field of the Network.operator.openshift.io custom resource (CR) named cluster to OVNKubernetes. Make sure the migration field is null before setting it to a value.
									

									 	 	Cluster Network Operator (CNO)
	
													Updates the status of the Network.config.openshift.io CR named cluster accordingly.
												
	Machine Config Operator (MCO)
	
													Rolls out an update to the systemd configuration necessary for OVN-Kubernetes; The MCO updates a single machine per pool at a time by default, causing the total time the migration takes to increase with the size of the cluster.
												



									 
	 
										Update the networkType field of the Network.config.openshift.io CR.
									

									 	 	CNO
	
													Performs the following actions:
												
	
															Destroys the OpenShift SDN control plane pods.
														
	
															Deploys the OVN-Kubernetes control plane pods.
														
	
															Updates the Multus objects to reflect the new cluster network provider.
														






									 
	 
										Reboot each node in the cluster.
									

									 	 	Cluster
	
													As nodes reboot, the cluster assigns IP addresses to pods on the OVN-Kubernetes cluster network.
												



									 




						If a rollback to OpenShift SDN is required, the following table describes the process.
					
Table 23.6. Performing a rollback to OpenShift SDN
	User-initiated steps	Migration activity
	 
										Suspend the MCO to ensure that it does not interrupt the migration.
									

									 	 
										The MCO stops.
									

									 
	 
										Set the migration field of the Network.operator.openshift.io custom resource (CR) named cluster to OpenShiftSDN. Make sure the migration field is null before setting it to a value.
									

									 	 	CNO
	
													Updates the status of the Network.config.openshift.io CR named cluster accordingly.
												



									 
	 
										Update the networkType field.
									

									 	 	CNO
	
													Performs the following actions:
												
	
															Destroys the OVN-Kubernetes control plane pods.
														
	
															Deploys the OpenShift SDN control plane pods.
														
	
															Updates the Multus objects to reflect the new cluster network provider.
														






									 
	 
										Reboot each node in the cluster.
									

									 	 	Cluster
	
													As nodes reboot, the cluster assigns IP addresses to pods on the OpenShift-SDN network.
												



									 
	 
										Enable the MCO after all nodes in the cluster reboot.
									

									 	 	MCO
	
													Rolls out an update to the systemd configuration necessary for OpenShift SDN; The MCO updates a single machine per pool at a time by default, so the total time the migration takes increases with the size of the cluster.
												



									 





Migrating to the OVN-Kubernetes default CNI network provider




					As a cluster administrator, you can change the default Container Network Interface (CNI) network provider for your cluster to OVN-Kubernetes. During the migration, you must reboot every node in your cluster.
				
Important

						While performing the migration, your cluster is unavailable and workloads might be interrupted. Perform the migration only when an interruption in service is acceptable.
					

Prerequisites
	
							A cluster configured with the OpenShift SDN CNI cluster network provider in the network policy isolation mode.
						
	
							Install the OpenShift CLI (oc).
						
	
							Access to the cluster as a user with the cluster-admin role.
						
	
							A recent backup of the etcd database is available.
						
	
							A reboot can be triggered manually for each node.
						
	
							The cluster is in a known good state, without any errors.
						
	
							On all cloud platforms after updating software, a security group rule must be in place to allow UDP packets on port 6081 for all nodes.
						


Procedure
	
							To backup the configuration for the cluster network, enter the following command:
						
$ oc get Network.config.openshift.io cluster -o yaml > cluster-openshift-sdn.yaml

	
							To prepare all the nodes for the migration, set the migration field on the Cluster Network Operator configuration object by entering the following command:
						
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "migration": {"networkType": "OVNKubernetes" } } }'
Note

								This step does not deploy OVN-Kubernetes immediately. Instead, specifying the migration field triggers the Machine Config Operator (MCO) to apply new machine configs to all the nodes in the cluster in preparation for the OVN-Kubernetes deployment.
							


	
							Optional: You can customize the following settings for OVN-Kubernetes to meet your network infrastructure requirements:
						
	
									Maximum transmission unit (MTU). Consider the following before customizing the MTU for this optional step:
								
	
											If you use the default MTU, and you want to keep the default MTU during migration, this step can be ignored.
										
	
											If you used a custom MTU, and you want to keep the custom MTU during migration, you must declare the custom MTU value in this step.
										
	
											This step does not work if you want to change the MTU value during migration. Instead, you must first follow the instructions for "Changing the cluster MTU". You can then keep the custom MTU value by performing this procedure and declaring the custom MTU value in this step.
										
Note

												OpenShift-SDN and OVN-Kubernetes have different overlay overhead. MTU values should be selected by following the guidelines found on the "MTU value selection" page.
											





	
									Geneve (Generic Network Virtualization Encapsulation) overlay network port
								



							To customize either of the previously noted settings, enter and customize the following command. If you do not need to change the default value, omit the key from the patch.
						
$ oc patch Network.operator.openshift.io cluster --type=merge \
  --patch '{
    "spec":{
      "defaultNetwork":{
        "ovnKubernetesConfig":{
          "mtu":<mtu>,
          "genevePort":<port>
    }}}}'
	mtu
	
										The MTU for the Geneve overlay network. This value is normally configured automatically, but if the nodes in your cluster do not all use the same MTU, then you must set this explicitly to 100 less than the smallest node MTU value.
									
	port
	
										The UDP port for the Geneve overlay network. If a value is not specified, the default is 6081. The port cannot be the same as the VXLAN port that is used by OpenShift SDN. The default value for the VXLAN port is 4789.
									


Example patch command to update mtu field

								

$ oc patch Network.operator.openshift.io cluster --type=merge \
  --patch '{
    "spec":{
      "defaultNetwork":{
        "ovnKubernetesConfig":{
          "mtu":1200
    }}}}'


							

	
							As the MCO updates machines in each machine config pool, it reboots each node one by one. You must wait until all the nodes are updated. Check the machine config pool status by entering the following command:
						
$ oc get mcp

							A successfully updated node has the following status: UPDATED=true, UPDATING=false, DEGRADED=false.
						
Note

								By default, the MCO updates one machine per pool at a time, causing the total time the migration takes to increase with the size of the cluster.
							


	
							Confirm the status of the new machine configuration on the hosts:
						
	
									To list the machine configuration state and the name of the applied machine configuration, enter the following command:
								
$ oc describe node | egrep "hostname|machineconfig"
Example output

										

kubernetes.io/hostname=master-0
machineconfiguration.openshift.io/currentConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/desiredConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/reason:
machineconfiguration.openshift.io/state: Done


									

									Verify that the following statements are true:
								
	
											The value of machineconfiguration.openshift.io/state field is Done.
										
	
											The value of the machineconfiguration.openshift.io/currentConfig field is equal to the value of the machineconfiguration.openshift.io/desiredConfig field.
										



	
									To confirm that the machine config is correct, enter the following command:
								
$ oc get machineconfig <config_name> -o yaml | grep ExecStart

									where <config_name> is the name of the machine config from the machineconfiguration.openshift.io/currentConfig field.
								

									The machine config must include the following update to the systemd configuration:
								
ExecStart=/usr/local/bin/configure-ovs.sh OVNKubernetes

	
									If a node is stuck in the NotReady state, investigate the machine config daemon pod logs and resolve any errors.
								
	
											To list the pods, enter the following command:
										
$ oc get pod -n openshift-machine-config-operator
Example output

												

NAME                                         READY   STATUS    RESTARTS   AGE
machine-config-controller-75f756f89d-sjp8b   1/1     Running   0          37m
machine-config-daemon-5cf4b                  2/2     Running   0          43h
machine-config-daemon-7wzcd                  2/2     Running   0          43h
machine-config-daemon-fc946                  2/2     Running   0          43h
machine-config-daemon-g2v28                  2/2     Running   0          43h
machine-config-daemon-gcl4f                  2/2     Running   0          43h
machine-config-daemon-l5tnv                  2/2     Running   0          43h
machine-config-operator-79d9c55d5-hth92      1/1     Running   0          37m
machine-config-server-bsc8h                  1/1     Running   0          43h
machine-config-server-hklrm                  1/1     Running   0          43h
machine-config-server-k9rtx                  1/1     Running   0          43h


											

											The names for the config daemon pods are in the following format: machine-config-daemon-<seq>. The <seq> value is a random five character alphanumeric sequence.
										

	
											Display the pod log for the first machine config daemon pod shown in the previous output by enter the following command:
										
$ oc logs <pod> -n openshift-machine-config-operator

											where pod is the name of a machine config daemon pod.
										

	
											Resolve any errors in the logs shown by the output from the previous command.
										






	
							To start the migration, configure the OVN-Kubernetes cluster network provider by using one of the following commands:
						
	
									To specify the network provider without changing the cluster network IP address block, enter the following command:
								
$ oc patch Network.config.openshift.io cluster \
  --type='merge' --patch '{ "spec": { "networkType": "OVNKubernetes" } }'

	
									To specify a different cluster network IP address block, enter the following command:
								
$ oc patch Network.config.openshift.io cluster \
  --type='merge' --patch '{
    "spec": {
      "clusterNetwork": [
        {
          "cidr": "<cidr>",
          "hostPrefix": <prefix>
        }
      ],
      "networkType": "OVNKubernetes"
    }
  }'

									where cidr is a CIDR block and prefix is the slice of the CIDR block apportioned to each node in your cluster. You cannot use any CIDR block that overlaps with the 100.64.0.0/16 CIDR block because the OVN-Kubernetes network provider uses this block internally.
								
Important

										You cannot change the service network address block during the migration.
									





	
							Verify that the Multus daemon set rollout is complete before continuing with subsequent steps:
						
$ oc -n openshift-multus rollout status daemonset/multus

							The name of the Multus pods is in the form of multus-<xxxxx> where <xxxxx> is a random sequence of letters. It might take several moments for the pods to restart.
						
Example output

								

Waiting for daemon set "multus" rollout to finish: 1 out of 6 new pods have been updated...
...
Waiting for daemon set "multus" rollout to finish: 5 of 6 updated pods are available...
daemon set "multus" successfully rolled out


							

	
							To complete the migration, reboot each node in your cluster. For example, you can use a bash script similar to the following example. The script assumes that you can connect to each host by using ssh and that you have configured sudo to not prompt for a password.
						
#!/bin/bash

for ip in $(oc get nodes  -o jsonpath='{.items[*].status.addresses[?(@.type=="InternalIP")].address}')
do
   echo "reboot node $ip"
   ssh -o StrictHostKeyChecking=no core@$ip sudo shutdown -r -t 3
done

							If ssh access is not available, you might be able to reboot each node through the management portal for your infrastructure provider.
						

	
							Confirm that the migration succeeded:
						
	
									To confirm that the CNI cluster network provider is OVN-Kubernetes, enter the following command. The value of status.networkType must be OVNKubernetes.
								
$ oc get network.config/cluster -o jsonpath='{.status.networkType}{"\n"}'

	
									To confirm that the cluster nodes are in the Ready state, enter the following command:
								
$ oc get nodes

	
									To confirm that your pods are not in an error state, enter the following command:
								
$ oc get pods --all-namespaces -o wide --sort-by='{.spec.nodeName}'

									If pods on a node are in an error state, reboot that node.
								

	
									To confirm that all of the cluster Operators are not in an abnormal state, enter the following command:
								
$ oc get co

									The status of every cluster Operator must be the following: AVAILABLE="True", PROGRESSING="False", DEGRADED="False". If a cluster Operator is not available or degraded, check the logs for the cluster Operator for more information.
								




	
							Complete the following steps only if the migration succeeds and your cluster is in a good state:
						
	
									To remove the migration configuration from the CNO configuration object, enter the following command:
								
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "migration": null } }'

	
									To remove custom configuration for the OpenShift SDN network provider, enter the following command:
								
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "defaultNetwork": { "openshiftSDNConfig": null } } }'

	
									To remove the OpenShift SDN network provider namespace, enter the following command:
								
$ oc delete namespace openshift-sdn







Additional resources



	
							Configuration parameters for the OVN-Kubernetes default CNI network provider
						
	
							Backing up etcd
						
	
							About network policy
						
	
							Changing the cluster MTU
						
	
							MTU value selection
						
	
							OVN-Kubernetes capabilities
						
	
									Configuring an egress IP address
								
	
									Configuring an egress firewall for a project
								
	
									Enabling multicast for a project
								



	
							OpenShift SDN capabilities
						
	
									Configuring egress IPs for a project
								
	
									Configuring an egress firewall for a project
								
	
									Enabling multicast for a project
								



	
							Network [operator.openshift.io/v1]
						




Rolling back to the OpenShift SDN network provider




				As a cluster administrator, you can rollback to the OpenShift SDN Container Network Interface (CNI) cluster network provider from the OVN-Kubernetes CNI cluster network provider if the migration to OVN-Kubernetes is unsuccessful.
			
Rolling back the default CNI network provider to OpenShift SDN




					As a cluster administrator, you can rollback your cluster to the OpenShift SDN Container Network Interface (CNI) cluster network provider. During the rollback, you must reboot every node in your cluster.
				
Important

						Only rollback to OpenShift SDN if the migration to OVN-Kubernetes fails.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Access to the cluster as a user with the cluster-admin role.
						
	
							A cluster installed on infrastructure configured with the OVN-Kubernetes CNI cluster network provider.
						


Procedure
	
							Stop all of the machine configuration pools managed by the Machine Config Operator (MCO):
						
	
									Stop the master configuration pool:
								
$ oc patch MachineConfigPool master --type='merge' --patch \
  '{ "spec": { "paused": true } }'

	
									Stop the worker machine configuration pool:
								
$ oc patch MachineConfigPool worker --type='merge' --patch \
  '{ "spec":{ "paused" :true } }'




	
							To start the migration, set the cluster network provider back to OpenShift SDN by entering the following commands:
						
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "migration": { "networkType": "OpenShiftSDN" } } }'

$ oc patch Network.config.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "networkType": "OpenShiftSDN" } }'

	
							Optional: You can customize the following settings for OpenShift SDN to meet your network infrastructure requirements:
						
	
									Maximum transmission unit (MTU)
								
	
									VXLAN port
								



							To customize either or both of the previously noted settings, customize and enter the following command. If you do not need to change the default value, omit the key from the patch.
						
$ oc patch Network.operator.openshift.io cluster --type=merge \
  --patch '{
    "spec":{
      "defaultNetwork":{
        "openshiftSDNConfig":{
          "mtu":<mtu>,
          "vxlanPort":<port>
    }}}}'
	mtu
	
										The MTU for the VXLAN overlay network. This value is normally configured automatically, but if the nodes in your cluster do not all use the same MTU, then you must set this explicitly to 50 less than the smallest node MTU value.
									
	port
	
										The UDP port for the VXLAN overlay network. If a value is not specified, the default is 4789. The port cannot be the same as the Geneve port that is used by OVN-Kubernetes. The default value for the Geneve port is 6081.
									


Example patch command

								

$ oc patch Network.operator.openshift.io cluster --type=merge \
  --patch '{
    "spec":{
      "defaultNetwork":{
        "openshiftSDNConfig":{
          "mtu":1200
    }}}}'


							

	
							Wait until the Multus daemon set rollout completes.
						
$ oc -n openshift-multus rollout status daemonset/multus

							The name of the Multus pods is in form of multus-<xxxxx> where <xxxxx> is a random sequence of letters. It might take several moments for the pods to restart.
						
Example output

								

Waiting for daemon set "multus" rollout to finish: 1 out of 6 new pods have been updated...
...
Waiting for daemon set "multus" rollout to finish: 5 of 6 updated pods are available...
daemon set "multus" successfully rolled out


							

	
							To complete the rollback, reboot each node in your cluster. For example, you could use a bash script similar to the following. The script assumes that you can connect to each host by using ssh and that you have configured sudo to not prompt for a password.
						
#!/bin/bash

for ip in $(oc get nodes  -o jsonpath='{.items[*].status.addresses[?(@.type=="InternalIP")].address}')
do
   echo "reboot node $ip"
   ssh -o StrictHostKeyChecking=no core@$ip sudo shutdown -r -t 3
done

							If ssh access is not available, you might be able to reboot each node through the management portal for your infrastructure provider.
						

	
							After the nodes in your cluster have rebooted, start all of the machine configuration pools:
						
	
									Start the master configuration pool:
								
$ oc patch MachineConfigPool master --type='merge' --patch \
  '{ "spec": { "paused": false } }'

	
									Start the worker configuration pool:
								
$ oc patch MachineConfigPool worker --type='merge' --patch \
  '{ "spec": { "paused": false } }'




							As the MCO updates machines in each config pool, it reboots each node.
						

							By default the MCO updates a single machine per pool at a time, so the time that the migration requires to complete grows with the size of the cluster.
						

	
							Confirm the status of the new machine configuration on the hosts:
						
	
									To list the machine configuration state and the name of the applied machine configuration, enter the following command:
								
$ oc describe node | egrep "hostname|machineconfig"
Example output

										

kubernetes.io/hostname=master-0
machineconfiguration.openshift.io/currentConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/desiredConfig: rendered-master-c53e221d9d24e1c8bb6ee89dd3d8ad7b
machineconfiguration.openshift.io/reason:
machineconfiguration.openshift.io/state: Done


									

									Verify that the following statements are true:
								
	
											The value of machineconfiguration.openshift.io/state field is Done.
										
	
											The value of the machineconfiguration.openshift.io/currentConfig field is equal to the value of the machineconfiguration.openshift.io/desiredConfig field.
										



	
									To confirm that the machine config is correct, enter the following command:
								
$ oc get machineconfig <config_name> -o yaml

									where <config_name> is the name of the machine config from the machineconfiguration.openshift.io/currentConfig field.
								




	
							Confirm that the migration succeeded:
						
	
									To confirm that the default CNI network provider is OpenShift SDN, enter the following command. The value of status.networkType must be OpenShiftSDN.
								
$ oc get network.config/cluster -o jsonpath='{.status.networkType}{"\n"}'

	
									To confirm that the cluster nodes are in the Ready state, enter the following command:
								
$ oc get nodes

	
									If a node is stuck in the NotReady state, investigate the machine config daemon pod logs and resolve any errors.
								
	
											To list the pods, enter the following command:
										
$ oc get pod -n openshift-machine-config-operator
Example output

												

NAME                                         READY   STATUS    RESTARTS   AGE
machine-config-controller-75f756f89d-sjp8b   1/1     Running   0          37m
machine-config-daemon-5cf4b                  2/2     Running   0          43h
machine-config-daemon-7wzcd                  2/2     Running   0          43h
machine-config-daemon-fc946                  2/2     Running   0          43h
machine-config-daemon-g2v28                  2/2     Running   0          43h
machine-config-daemon-gcl4f                  2/2     Running   0          43h
machine-config-daemon-l5tnv                  2/2     Running   0          43h
machine-config-operator-79d9c55d5-hth92      1/1     Running   0          37m
machine-config-server-bsc8h                  1/1     Running   0          43h
machine-config-server-hklrm                  1/1     Running   0          43h
machine-config-server-k9rtx                  1/1     Running   0          43h


											

											The names for the config daemon pods are in the following format: machine-config-daemon-<seq>. The <seq> value is a random five character alphanumeric sequence.
										

	
											To display the pod log for each machine config daemon pod shown in the previous output, enter the following command:
										
$ oc logs <pod> -n openshift-machine-config-operator

											where pod is the name of a machine config daemon pod.
										

	
											Resolve any errors in the logs shown by the output from the previous command.
										



	
									To confirm that your pods are not in an error state, enter the following command:
								
$ oc get pods --all-namespaces -o wide --sort-by='{.spec.nodeName}'

									If pods on a node are in an error state, reboot that node.
								




	
							Complete the following steps only if the migration succeeds and your cluster is in a good state:
						
	
									To remove the migration configuration from the Cluster Network Operator configuration object, enter the following command:
								
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "migration": null } }'

	
									To remove the OVN-Kubernetes configuration, enter the following command:
								
$ oc patch Network.operator.openshift.io cluster --type='merge' \
  --patch '{ "spec": { "defaultNetwork": { "ovnKubernetesConfig":null } } }'

	
									To remove the OVN-Kubernetes network provider namespace, enter the following command:
								
$ oc delete namespace openshift-ovn-kubernetes








Converting to IPv4/IPv6 dual-stack networking




				As a cluster administrator, you can convert your IPv4 single-stack cluster to a dual-network cluster network that supports IPv4 and IPv6 address families. After converting to dual-stack, all newly created pods are dual-stack enabled.
			
Note

					A dual-stack network is supported on clusters provisioned on bare metal, IBM Power infrastructure, and single node OpenShift clusters.
				

Note

					While using dual-stack networking, you cannot use IPv4-mapped IPv6 addresses, such as ::FFFF:198.51.100.1, where IPv6 is required.
				

Converting to a dual-stack cluster network




					As a cluster administrator, you can convert your single-stack cluster network to a dual-stack cluster network.
				
Note

						After converting to dual-stack networking only newly created pods are assigned IPv6 addresses. Any pods created before the conversion must be recreated to receive an IPv6 address.
					

Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with cluster-admin privileges.
						
	
							Your cluster uses the OVN-Kubernetes cluster network provider.
						
	
							The cluster nodes have IPv6 addresses.
						
	
							You have configured an IPv6-enabled router based on your infrastructure.
						


Procedure
	
							To specify IPv6 address blocks for the cluster and service networks, create a file containing the following YAML:
						
- op: add
  path: /spec/clusterNetwork/-
  value: [image: 1]
    cidr: fd01::/48
    hostPrefix: 64
- op: add
  path: /spec/serviceNetwork/-
  value: fd02::/112 [image: 2]
	[image: 1] 
	
									Specify an object with the cidr and hostPrefix fields. The host prefix must be 64 or greater. The IPv6 CIDR prefix must be large enough to accommodate the specified host prefix.
								

	[image: 2] 
	
									Specify an IPv6 CIDR with a prefix of 112. Kubernetes uses only the lowest 16 bits. For a prefix of 112, IP addresses are assigned from 112 to 128 bits.
								




	
							To patch the cluster network configuration, enter the following command:
						
$ oc patch network.config.openshift.io cluster \
  --type='json' --patch-file <file>.yaml

							where:
						
	file
	
										Specifies the name of the file you created in the previous step.
									


Example output

								

network.config.openshift.io/cluster patched


							



Verification

						Complete the following step to verify that the cluster network recognizes the IPv6 address blocks that you specified in the previous procedure.
					
	
							Display the network configuration:
						
$ oc describe network
Example output

								

Status:
  Cluster Network:
    Cidr:               10.128.0.0/14
    Host Prefix:        23
    Cidr:               fd01::/48
    Host Prefix:        64
  Cluster Network MTU:  1400
  Network Type:         OVNKubernetes
  Service Network:
    172.30.0.0/16
    fd02::/112


							




Converting to a single-stack cluster network




					As a cluster administrator, you can convert your dual-stack cluster network to a single-stack cluster network.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with cluster-admin privileges.
						
	
							Your cluster uses the OVN-Kubernetes cluster network provider.
						
	
							The cluster nodes have IPv6 addresses.
						
	
							You have enabled dual-stack networking.
						


Procedure
	
							Edit the networks.config.openshift.io custom resource (CR) by running the following command:
						
$ oc edit networks.config.openshift.io

	
							Remove the IPv6 specific configuration that you have added to the cidr and hostPrefix fields in the previous procedure.
						




Configuring IPsec encryption




				With IPsec enabled, all pod-to-pod network traffic between nodes on the OVN-Kubernetes cluster network is encrypted with IPsec Transport mode.
			

				IPsec is disabled by default. It can be enabled either during or after installing the cluster. For information about cluster installation, see OpenShift Container Platform installation overview. If you need to enable IPsec after cluster installation, you must first resize your cluster MTU to account for the overhead of the IPsec ESP IP header.
			

				The following documentation describes how to enable and disable IPSec after cluster installation.
			
Prerequisites



	
							You have decreased the size of the cluster MTU by 46 bytes to allow for the additional overhead of the IPsec ESP header. For more information on resizing the MTU that your cluster uses, see Changing the MTU for the cluster network.
						



Types of network traffic flows encrypted by IPsec




					With IPsec enabled, only the following network traffic flows between pods are encrypted:
				
	
							Traffic between pods on different nodes on the cluster network
						
	
							Traffic from a pod on the host network to a pod on the cluster network
						



					The following traffic flows are not encrypted:
				
	
							Traffic between pods on the same node on the cluster network
						
	
							Traffic between pods on the host network
						
	
							Traffic from a pod on the cluster network to a pod on the host network
						



					The encrypted and unencrypted flows are illustrated in the following diagram:
				
[image: IPsec encrypted and unencrypted traffic flows]

Network connectivity requirements when IPsec is enabled




						You must configure the network connectivity between machines to allow OpenShift Container Platform cluster components to communicate. Each machine must be able to resolve the hostnames of all other machines in the cluster.
					
Table 23.7. Ports used for all-machine to all-machine communications
	Protocol	Port	Description
	 
										UDP
									

									 	 
										500
									

									 	 
										IPsec IKE packets
									

									 
	 
										4500
									

									 	 
										IPsec NAT-T packets
									

									 
	 
										ESP
									

									 	 
										N/A
									

									 	 
										IPsec Encapsulating Security Payload (ESP)
									

									 





Encryption protocol and IPsec mode




					The encrypt cipher used is AES-GCM-16-256. The integrity check value (ICV) is 16 bytes. The key length is 256 bits.
				

					The IPsec mode used is Transport mode, a mode that encrypts end-to-end communication by adding an Encapsulated Security Payload (ESP) header to the IP header of the original packet and encrypts the packet data. OpenShift Container Platform does not currently use or support IPsec Tunnel mode for pod-to-pod communication.
				

Security certificate generation and rotation




					The Cluster Network Operator (CNO) generates a self-signed X.509 certificate authority (CA) that is used by IPsec for encryption. Certificate signing requests (CSRs) from each node are automatically fulfilled by the CNO.
				

					The CA is valid for 10 years. The individual node certificates are valid for 5 years and are automatically rotated after 4 1/2 years elapse.
				

Enabling IPsec encryption




					As a cluster administrator, you can enable IPsec encryption after cluster installation.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						
	
							You have reduced the size of your cluster MTU by 46 bytes to allow for the overhead of the IPsec ESP header.
						


Procedure
	
							To enable IPsec encryption, enter the following command:
						
$ oc patch networks.operator.openshift.io cluster --type=merge \
-p '{"spec":{"defaultNetwork":{"ovnKubernetesConfig":{"ipsecConfig":{ }}}}}'




Verifying that IPsec is enabled




					As a cluster administrator, you can verify that IPsec is enabled.
				
Verification
	
							To find the names of the OVN-Kubernetes control plane pods, enter the following command:
						
$ oc get pods -n openshift-ovn-kubernetes | grep ovnkube-master
Example output

								

ovnkube-master-4496s        1/1     Running   0          6h39m
ovnkube-master-d6cht        1/1     Running   0          6h42m
ovnkube-master-skblc        1/1     Running   0          6h51m
ovnkube-master-vf8rf        1/1     Running   0          6h51m
ovnkube-master-w7hjr        1/1     Running   0          6h51m
ovnkube-master-zsk7x        1/1     Running   0          6h42m


							

	
							Verify that IPsec is enabled on your cluster:
						
$ oc -n openshift-ovn-kubernetes -c nbdb rsh ovnkube-master-<XXXXX> \
  ovn-nbctl --no-leader-only get nb_global . ipsec

							where:
						
	<XXXXX>
	
										Specifies the random sequence of letters for a pod from the previous step.
									


Example output

								

true


							




Disabling IPsec encryption




					As a cluster administrator, you can disable IPsec encryption only if you enabled IPsec after cluster installation.
				
Note

						If you enabled IPsec when you installed your cluster, you cannot disable IPsec with this procedure.
					

Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							To disable IPsec encryption, enter the following command:
						
$ oc patch networks.operator.openshift.io/cluster --type=json \
  -p='[{"op":"remove", "path":"/spec/defaultNetwork/ovnKubernetesConfig/ipsecConfig"}]'

	
							Optional: You can increase the size of your cluster MTU by 46 bytes because there is no longer any overhead from the IPsec ESP header in IP packets.
						



Additional resources



	
							About the OVN-Kubernetes Container Network Interface (CNI) network provider
						
	
							Changing the MTU for the cluster network
						
	
							Network [operator.openshift.io/v1] API
						




Configuring an egress firewall for a project




				As a cluster administrator, you can create an egress firewall for a project that restricts egress traffic leaving your OpenShift Container Platform cluster.
			
How an egress firewall works in a project




					As a cluster administrator, you can use an egress firewall to limit the external hosts that some or all pods can access from within the cluster. An egress firewall supports the following scenarios:
				
	
							A pod can only connect to internal hosts and cannot initiate connections to the public internet.
						
	
							A pod can only connect to the public internet and cannot initiate connections to internal hosts that are outside the OpenShift Container Platform cluster.
						
	
							A pod cannot reach specified internal subnets or hosts outside the OpenShift Container Platform cluster.
						
	
							A pod can connect to only specific external hosts.
						



					For example, you can allow one project access to a specified IP range but deny the same access to a different project. Or you can restrict application developers from updating from Python pip mirrors, and force updates to come only from approved sources.
				
Note

						Egress firewall does not apply to the host network namespace. Pods with host networking enabled are unaffected by egress firewall rules.
					


					You configure an egress firewall policy by creating an EgressFirewall custom resource (CR) object. The egress firewall matches network traffic that meets any of the following criteria:
				
	
							An IP address range in CIDR format
						
	
							A DNS name that resolves to an IP address
						
	
							A port number
						
	
							A protocol that is one of the following protocols: TCP, UDP, and SCTP
						


Important

						If your egress firewall includes a deny rule for 0.0.0.0/0, access to your OpenShift Container Platform API servers is blocked. To ensure that pods can access the OpenShift Container Platform API servers, you must include the built-in join network 100.64.0.0/16 of Open Virtual Network (OVN) to allow access when using node ports together with an EgressFirewall. You must also include the IP address range that the API servers listen on in your egress firewall rules, as in the following example:
					
apiVersion: k8s.ovn.org/v1
kind: EgressFirewall
metadata:
  name: default
  namespace: <namespace> [image: 1]
spec:
  egress:
  - to:
      cidrSelector: <api_server_address_range> [image: 2]
    type: Allow
# ...
  - to:
      cidrSelector: 0.0.0.0/0 [image: 3]
    type: Deny
	[image: 1] 
	
								The namespace for the egress firewall.
							

	[image: 2] 
	
								The IP address range that includes your OpenShift Container Platform API servers.
							

	[image: 3] 
	
								A global deny rule prevents access to the OpenShift Container Platform API servers.
							




						To find the IP address for your API servers, run oc get ep kubernetes -n default.
					

						For more information, see BZ#1988324.
					

Warning

						Egress firewall rules do not apply to traffic that goes through routers. Any user with permission to create a Route CR object can bypass egress firewall policy rules by creating a route that points to a forbidden destination.
					

Limitations of an egress firewall




						An egress firewall has the following limitations:
					
	
								No project can have more than one EgressFirewall object.
							
	
								A maximum of one EgressFirewall object with a maximum of 8,000 rules can be defined per project.
							
	
								If you are using the OVN-Kubernetes network plugin with shared gateway mode in Red Hat OpenShift Networking, return ingress replies are affected by egress firewall rules. If the egress firewall rules drop the ingress reply destination IP, the traffic is dropped.
							



						Violating any of these restrictions results in a broken egress firewall for the project. Consequently, all external network traffic is dropped, which can cause security risks for your organization.
					

						An Egress Firewall resource can be created in the kube-node-lease, kube-public, kube-system, openshift and openshift- projects.
					

Matching order for egress firewall policy rules




						The egress firewall policy rules are evaluated in the order that they are defined, from first to last. The first rule that matches an egress connection from a pod applies. Any subsequent rules are ignored for that connection.
					

How Domain Name Server (DNS) resolution works




						If you use DNS names in any of your egress firewall policy rules, proper resolution of the domain names is subject to the following restrictions:
					
	
								Domain name updates are polled based on a time-to-live (TTL) duration. By default, the duration is 30 minutes. When the egress firewall controller queries the local name servers for a domain name, if the response includes a TTL and the TTL is less than 30 minutes, the controller sets the duration for that DNS name to the returned value. Each DNS name is queried after the TTL for the DNS record expires.
							
	
								The pod must resolve the domain from the same local name servers when necessary. Otherwise the IP addresses for the domain known by the egress firewall controller and the pod can be different. If the IP addresses for a hostname differ, the egress firewall might not be enforced consistently.
							
	
								Because the egress firewall controller and pods asynchronously poll the same local name server, the pod might obtain the updated IP address before the egress controller does, which causes a race condition. Due to this current limitation, domain name usage in EgressFirewall objects is only recommended for domains with infrequent IP address changes.
							


Note

							The egress firewall always allows pods access to the external interface of the node that the pod is on for DNS resolution.
						

							If you use domain names in your egress firewall policy and your DNS resolution is not handled by a DNS server on the local node, then you must add egress firewall rules that allow access to your DNS server’s IP addresses. if you are using domain names in your pods.
						



EgressFirewall custom resource (CR) object




					You can define one or more rules for an egress firewall. A rule is either an Allow rule or a Deny rule, with a specification for the traffic that the rule applies to.
				

					The following YAML describes an EgressFirewall CR object:
				
EgressFirewall object

						

apiVersion: k8s.ovn.org/v1
kind: EgressFirewall
metadata:
  name: <name> [image: 1]
spec:
  egress: [image: 2]
    ...


					
	[image: 1] 
	
							The name for the object must be default.
						

	[image: 2] 
	
							A collection of one or more egress network policy rules as described in the following section.
						



EgressFirewall rules




						The following YAML describes an egress firewall rule object. The egress stanza expects an array of one or more objects.
					
Egress policy rule stanza

							

egress:
- type: <type> [image: 1]
  to: [image: 2]
    cidrSelector: <cidr> [image: 3]
    dnsName: <dns_name> [image: 4]
  ports: [image: 5]
      ...


						
	[image: 1] 
	
								The type of rule. The value must be either Allow or Deny.
							

	[image: 2] 
	
								A stanza describing an egress traffic match rule that specifies the cidrSelector field or the dnsName field. You cannot use both fields in the same rule.
							

	[image: 3] 
	
								An IP address range in CIDR format.
							

	[image: 4] 
	
								A DNS domain name.
							

	[image: 5] 
	
								Optional: A stanza describing a collection of network ports and protocols for the rule.
							



Ports stanza

							

ports:
- port: <port> [image: 1]
  protocol: <protocol> [image: 2]


						
	[image: 1] 
	
								A network port, such as 80 or 443. If you specify a value for this field, you must also specify a value for protocol.
							

	[image: 2] 
	
								A network protocol. The value must be either TCP, UDP, or SCTP.
							




Example EgressFirewall CR objects




						The following example defines several egress firewall policy rules:
					
apiVersion: k8s.ovn.org/v1
kind: EgressFirewall
metadata:
  name: default
spec:
  egress: [image: 1]
  - type: Allow
    to:
      cidrSelector: 1.2.3.0/24
  - type: Deny
    to:
      cidrSelector: 0.0.0.0/0
	[image: 1] 
	
								A collection of egress firewall policy rule objects.
							




						The following example defines a policy rule that denies traffic to the host at the 172.16.1.1 IP address, if the traffic is using either the TCP protocol and destination port 80 or any protocol and destination port 443.
					
apiVersion: k8s.ovn.org/v1
kind: EgressFirewall
metadata:
  name: default
spec:
  egress:
  - type: Deny
    to:
      cidrSelector: 172.16.1.1
    ports:
    - port: 80
      protocol: TCP
    - port: 443


Creating an egress firewall policy object




					As a cluster administrator, you can create an egress firewall policy object for a project.
				
Important

						If the project already has an EgressFirewall object defined, you must edit the existing policy to make changes to the egress firewall rules.
					

Prerequisites
	
							A cluster that uses the OVN-Kubernetes default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Create a policy rule:
						
	
									Create a <policy_name>.yaml file where <policy_name> describes the egress policy rules.
								
	
									In the file you created, define an egress policy object.
								



	
							Enter the following command to create the policy object. Replace <policy_name> with the name of the policy and <project> with the project that the rule applies to.
						
$ oc create -f <policy_name>.yaml -n <project>

							In the following example, a new EgressFirewall object is created in a project named project1:
						
$ oc create -f default.yaml -n project1
Example output

								

egressfirewall.k8s.ovn.org/v1 created


							

	
							Optional: Save the <policy_name>.yaml file so that you can make changes later.
						




Viewing an egress firewall for a project




				As a cluster administrator, you can list the names of any existing egress firewalls and view the traffic rules for a specific egress firewall.
			
Viewing an EgressFirewall object




					You can view an EgressFirewall object in your cluster.
				
Prerequisites
	
							A cluster using the OVN-Kubernetes default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift Command-line Interface (CLI), commonly known as oc.
						
	
							You must log in to the cluster.
						


Procedure
	
							Optional: To view the names of the EgressFirewall objects defined in your cluster, enter the following command:
						
$ oc get egressfirewall --all-namespaces

	
							To inspect a policy, enter the following command. Replace <policy_name> with the name of the policy to inspect.
						
$ oc describe egressfirewall <policy_name>
Example output

								

Name:		default
Namespace:	project1
Created:	20 minutes ago
Labels:		<none>
Annotations:	<none>
Rule:		Allow to 1.2.3.0/24
Rule:		Allow to www.example.com
Rule:		Deny to 0.0.0.0/0


							





Editing an egress firewall for a project




				As a cluster administrator, you can modify network traffic rules for an existing egress firewall.
			
Editing an EgressFirewall object




					As a cluster administrator, you can update the egress firewall for a project.
				
Prerequisites
	
							A cluster using the OVN-Kubernetes default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Find the name of the EgressFirewall object for the project. Replace <project> with the name of the project.
						
$ oc get -n <project> egressfirewall

	
							Optional: If you did not save a copy of the EgressFirewall object when you created the egress network firewall, enter the following command to create a copy.
						
$ oc get -n <project> egressfirewall <name> -o yaml > <filename>.yaml

							Replace <project> with the name of the project. Replace <name> with the name of the object. Replace <filename> with the name of the file to save the YAML to.
						

	
							After making changes to the policy rules, enter the following command to replace the EgressFirewall object. Replace <filename> with the name of the file containing the updated EgressFirewall object.
						
$ oc replace -f <filename>.yaml





Removing an egress firewall from a project




				As a cluster administrator, you can remove an egress firewall from a project to remove all restrictions on network traffic from the project that leaves the OpenShift Container Platform cluster.
			
Removing an EgressFirewall object




					As a cluster administrator, you can remove an egress firewall from a project.
				
Prerequisites
	
							A cluster using the OVN-Kubernetes default Container Network Interface (CNI) network provider plugin.
						
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster as a cluster administrator.
						


Procedure
	
							Find the name of the EgressFirewall object for the project. Replace <project> with the name of the project.
						
$ oc get -n <project> egressfirewall

	
							Enter the following command to delete the EgressFirewall object. Replace <project> with the name of the project and <name> with the name of the object.
						
$ oc delete -n <project> egressfirewall <name>





Configuring an egress IP address




				As a cluster administrator, you can configure the OVN-Kubernetes Container Network Interface (CNI) cluster network provider to assign one or more egress IP addresses to a namespace, or to specific pods in a namespace.
			
Egress IP address architectural design and implementation




					The OpenShift Container Platform egress IP address functionality allows you to ensure that the traffic from one or more pods in one or more namespaces has a consistent source IP address for services outside the cluster network.
				

					For example, you might have a pod that periodically queries a database that is hosted on a server outside of your cluster. To enforce access requirements for the server, a packet filtering device is configured to allow traffic only from specific IP addresses. To ensure that you can reliably allow access to the server from only that specific pod, you can configure a specific egress IP address for the pod that makes the requests to the server.
				

					An egress IP address assigned to a namespace is different from an egress router, which is used to send traffic to specific destinations.
				

					In some cluster configurations, application pods and ingress router pods run on the same node. If you configure an egress IP address for an application project in this scenario, the IP address is not used when you send a request to a route from the application project.
				
Important

						Egress IP addresses must not be configured in any Linux network configuration files, such as ifcfg-eth0.
					

Platform support




						Support for the egress IP address functionality on various platforms is summarized in the following table:
					
	Platform	Supported
	 
										Bare metal
									

									 	 
										Yes
									

									 
	 
										VMware vSphere
									

									 	 
										Yes
									

									 
	 
										Red Hat OpenStack Platform (RHOSP)
									

									 	 
										No
									

									 
	 
										Amazon Web Services (AWS)
									

									 	 
										Yes
									

									 
	 
										Google Cloud Platform (GCP)
									

									 	 
										Yes
									

									 
	 
										Microsoft Azure
									

									 	 
										Yes
									

									 


Important

							The assignment of egress IP addresses to control plane nodes with the EgressIP feature is not supported on a cluster provisioned on Amazon Web Services (AWS). (BZ#2039656)
						


Public cloud platform considerations




						For clusters provisioned on public cloud infrastructure, there is a constraint on the absolute number of assignable IP addresses per node. The maximum number of assignable IP addresses per node, or the IP capacity, can be described in the following formula:
					
IP capacity = public cloud default capacity - sum(current IP assignments)

						While the Egress IPs capability manages the IP address capacity per node, it is important to plan for this constraint in your deployments. For example, for a cluster installed on bare-metal infrastructure with 8 nodes you can configure 150 egress IP addresses. However, if a public cloud provider limits IP address capacity to 10 IP addresses per node, the total number of assignable IP addresses is only 80. To achieve the same IP address capacity in this example cloud provider, you would need to allocate 7 additional nodes.
					

						To confirm the IP capacity and subnets for any node in your public cloud environment, you can enter the oc get node <node_name> -o yaml command. The cloud.network.openshift.io/egress-ipconfig annotation includes capacity and subnet information for the node.
					

						The annotation value is an array with a single object with fields that provide the following information for the primary network interface:
					
	
								interface: Specifies the interface ID on AWS and Azure and the interface name on GCP.
							
	
								ifaddr: Specifies the subnet mask for one or both IP address families.
							
	
								capacity: Specifies the IP address capacity for the node. On AWS, the IP address capacity is provided per IP address family. On Azure and GCP, the IP address capacity includes both IPv4 and IPv6 addresses.
							



						The following examples illustrate the annotation from nodes on several public cloud providers. The annotations are indented for readability.
					
Example cloud.network.openshift.io/egress-ipconfig annotation on AWS

							

cloud.network.openshift.io/egress-ipconfig: [
  {
    "interface":"eni-078d267045138e436",
    "ifaddr":{"ipv4":"10.0.128.0/18"},
    "capacity":{"ipv4":14,"ipv6":15}
  }
]


						
Example cloud.network.openshift.io/egress-ipconfig annotation on GCP

							

cloud.network.openshift.io/egress-ipconfig: [
  {
    "interface":"nic0",
    "ifaddr":{"ipv4":"10.0.128.0/18"},
    "capacity":{"ip":14}
  }
]


						

						The following sections describe the IP address capacity for supported public cloud environments for use in your capacity calculation.
					
Amazon Web Services (AWS) IP address capacity limits




							On AWS, constraints on IP address assignments depend on the instance type configured. For more information, see IP addresses per network interface per instance type
						

Google Cloud Platform (GCP) IP address capacity limits




							On GCP, the networking model implements additional node IP addresses through IP address aliasing, rather than IP address assignments. However, IP address capacity maps directly to IP aliasing capacity.
						

							The following capacity limits exist for IP aliasing assignment:
						
	
									Per node, the maximum number of IP aliases, both IPv4 and IPv6, is 10.
								
	
									Per VPC, the maximum number of IP aliases is unspecified, but OpenShift Container Platform scalability testing reveals the maximum to be approximately 15,000.
								



							For more information, see Per instance quotas and Alias IP ranges overview.
						

Microsoft Azure IP address capacity limits




							On Azure, the following capacity limits exist for IP address assignment:
						
	
									Per NIC, the maximum number of assignable IP addresses, for both IPv4 and IPv6, is 256.
								
	
									Per virtual network, the maximum number of assigned IP addresses cannot exceed 65,536.
								



							For more information, see Networking limits.
						


Assignment of egress IPs to pods




						To assign one or more egress IPs to a namespace or specific pods in a namespace, the following conditions must be satisfied:
					
	
								At least one node in your cluster must have the k8s.ovn.org/egress-assignable: "" label.
							
	
								An EgressIP object exists that defines one or more egress IP addresses to use as the source IP address for traffic leaving the cluster from pods in a namespace.
							


Important

							If you create EgressIP objects prior to labeling any nodes in your cluster for egress IP assignment, OpenShift Container Platform might assign every egress IP address to the first node with the k8s.ovn.org/egress-assignable: "" label.
						

							To ensure that egress IP addresses are widely distributed across nodes in the cluster, always apply the label to the nodes you intent to host the egress IP addresses before creating any EgressIP objects.
						


Assignment of egress IPs to nodes




						When creating an EgressIP object, the following conditions apply to nodes that are labeled with the k8s.ovn.org/egress-assignable: "" label:
					
	
								An egress IP address is never assigned to more than one node at a time.
							
	
								An egress IP address is equally balanced between available nodes that can host the egress IP address.
							
	
								If the spec.EgressIPs array in an EgressIP object specifies more than one IP address, the following conditions apply:
							
	
										No node will ever host more than one of the specified IP addresses.
									
	
										Traffic is balanced roughly equally between the specified IP addresses for a given namespace.
									



	
								If a node becomes unavailable, any egress IP addresses assigned to it are automatically reassigned, subject to the previously described conditions.
							



						When a pod matches the selector for multiple EgressIP objects, there is no guarantee which of the egress IP addresses that are specified in the EgressIP objects is assigned as the egress IP address for the pod.
					

						Additionally, if an EgressIP object specifies multiple egress IP addresses, there is no guarantee which of the egress IP addresses might be used. For example, if a pod matches a selector for an EgressIP object with two egress IP addresses, 10.10.20.1 and 10.10.20.2, either might be used for each TCP connection or UDP conversation.
					

Architectural diagram of an egress IP address configuration




						The following diagram depicts an egress IP address configuration. The diagram describes four pods in two different namespaces running on three nodes in a cluster. The nodes are assigned IP addresses from the 192.168.126.0/18 CIDR block on the host network.
					



						Both Node 1 and Node 3 are labeled with k8s.ovn.org/egress-assignable: "" and thus available for the assignment of egress IP addresses.
					

						The dashed lines in the diagram depict the traffic flow from pod1, pod2, and pod3 traveling through the pod network to egress the cluster from Node 1 and Node 3. When an external service receives traffic from any of the pods selected by the example EgressIP object, the source IP address is either 192.168.126.10 or 192.168.126.102. The traffic is balanced roughly equally between these two nodes.
					

						The following resources from the diagram are illustrated in detail:
					
	Namespace objects
	
									The namespaces are defined in the following manifest:
								
Namespace objects

										

apiVersion: v1
kind: Namespace
metadata:
  name: namespace1
  labels:
    env: prod
---
apiVersion: v1
kind: Namespace
metadata:
  name: namespace2
  labels:
    env: prod


									

	EgressIP object
	
									The following EgressIP object describes a configuration that selects all pods in any namespace with the env label set to prod. The egress IP addresses for the selected pods are 192.168.126.10 and 192.168.126.102.
								
EgressIP object

										

apiVersion: k8s.ovn.org/v1
kind: EgressIP
metadata:
  name: egressips-prod
spec:
  egressIPs:
  - 192.168.126.10
  - 192.168.126.102
  namespaceSelector:
    matchLabels:
      env: prod
status:
  items:
  - node: node1
    egressIP: 192.168.126.10
  - node: node3
    egressIP: 192.168.126.102


									

									For the configuration in the previous example, OpenShift Container Platform assigns both egress IP addresses to the available nodes. The status field reflects whether and where the egress IP addresses are assigned.
								





EgressIP object




					The following YAML describes the API for the EgressIP object. The scope of the object is cluster-wide; it is not created in a namespace.
				
apiVersion: k8s.ovn.org/v1
kind: EgressIP
metadata:
  name: <name> [image: 1]
spec:
  egressIPs: [image: 2]
  - <ip_address>
  namespaceSelector: [image: 3]
    ...
  podSelector: [image: 4]
    ...
	[image: 1] 
	
							The name for the EgressIPs object.
						

	[image: 2] 
	
							An array of one or more IP addresses.
						

	[image: 3] 
	
							One or more selectors for the namespaces to associate the egress IP addresses with.
						

	[image: 4] 
	
							Optional: One or more selectors for pods in the specified namespaces to associate egress IP addresses with. Applying these selectors allows for the selection of a subset of pods within a namespace.
						




					The following YAML describes the stanza for the namespace selector:
				
Namespace selector stanza

						

namespaceSelector: [image: 1]
  matchLabels:
    <label_name>: <label_value>


					
	[image: 1] 
	
							One or more matching rules for namespaces. If more than one match rule is provided, all matching namespaces are selected.
						




					The following YAML describes the optional stanza for the pod selector:
				
Pod selector stanza

						

podSelector: [image: 1]
  matchLabels:
    <label_name>: <label_value>


					
	[image: 1] 
	
							Optional: One or more matching rules for pods in the namespaces that match the specified namespaceSelector rules. If specified, only pods that match are selected. Others pods in the namespace are not selected.
						




					In the following example, the EgressIP object associates the 192.168.126.11 and 192.168.126.102 egress IP addresses with pods that have the app label set to web and are in the namespaces that have the env label set to prod:
				
Example EgressIP object

						

apiVersion: k8s.ovn.org/v1
kind: EgressIP
metadata:
  name: egress-group1
spec:
  egressIPs:
  - 192.168.126.11
  - 192.168.126.102
  podSelector:
    matchLabels:
      app: web
  namespaceSelector:
    matchLabels:
      env: prod


					

					In the following example, the EgressIP object associates the 192.168.127.30 and 192.168.127.40 egress IP addresses with any pods that do not have the environment label set to development:
				
Example EgressIP object

						

apiVersion: k8s.ovn.org/v1
kind: EgressIP
metadata:
  name: egress-group2
spec:
  egressIPs:
  - 192.168.127.30
  - 192.168.127.40
  namespaceSelector:
    matchExpressions:
    - key: environment
      operator: NotIn
      values:
      - development


					

Labeling a node to host egress IP addresses




					You can apply the k8s.ovn.org/egress-assignable="" label to a node in your cluster so that OpenShift Container Platform can assign one or more egress IP addresses to the node.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster as a cluster administrator.
						


Procedure
	
							To label a node so that it can host one or more egress IP addresses, enter the following command:
						
$ oc label nodes <node_name> k8s.ovn.org/egress-assignable="" [image: 1]
	[image: 1] 
	
									The name of the node to label.
								



Tip

							You can alternatively apply the following YAML to add the label to a node:
						
apiVersion: v1
kind: Node
metadata:
  labels:
    k8s.ovn.org/egress-assignable: ""
  name: <node_name>





Next steps



	
							Assigning egress IPs
						



Additional resources



	
							LabelSelector meta/v1
						
	
							LabelSelectorRequirement meta/v1
						




Assigning an egress IP address




				As a cluster administrator, you can assign an egress IP address for traffic leaving the cluster from a namespace or from specific pods in a namespace.
			
Assigning an egress IP address to a namespace




					You can assign one or more egress IP addresses to a namespace or to specific pods in a namespace.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in to the cluster as a cluster administrator.
						
	
							Configure at least one node to host an egress IP address.
						


Procedure
	
							Create an EgressIP object:
						
	
									Create a <egressips_name>.yaml file where <egressips_name> is the name of the object.
								
	
									In the file that you created, define an EgressIP object, as in the following example:
								
apiVersion: k8s.ovn.org/v1
kind: EgressIP
metadata:
  name: egress-project1
spec:
  egressIPs:
  - 192.168.127.10
  - 192.168.127.11
  namespaceSelector:
    matchLabels:
      env: qa




	
							To create the object, enter the following command.
						
$ oc apply -f <egressips_name>.yaml [image: 1]
	[image: 1] 
	
									Replace <egressips_name> with the name of the object.
								



Example output

								

egressips.k8s.ovn.org/<egressips_name> created


							

	
							Optional: Save the <egressips_name>.yaml file so that you can make changes later.
						
	
							Add labels to the namespace that requires egress IP addresses. To add a label to the namespace of an EgressIP object defined in step 1, run the following command:
						
$ oc label ns <namespace> env=qa [image: 1]
	[image: 1] 
	
									Replace <namespace> with the namespace that requires egress IP addresses.
								







Additional resources



	
							Configuring egress IP addresses
						




Considerations for the use of an egress router pod



About an egress router pod




					The OpenShift Container Platform egress router pod redirects traffic to a specified remote server from a private source IP address that is not used for any other purpose. An egress router pod can send network traffic to servers that are set up to allow access only from specific IP addresses.
				
Note

						The egress router pod is not intended for every outgoing connection. Creating large numbers of egress router pods can exceed the limits of your network hardware. For example, creating an egress router pod for every project or application could exceed the number of local MAC addresses that the network interface can handle before reverting to filtering MAC addresses in software.
					

Important

						The egress router image is not compatible with Amazon AWS, Azure Cloud, or any other cloud platform that does not support layer 2 manipulations due to their incompatibility with macvlan traffic.
					

Egress router modes




						In redirect mode, an egress router pod configures iptables rules to redirect traffic from its own IP address to one or more destination IP addresses. Client pods that need to use the reserved source IP address must be configured to access the service for the egress router rather than connecting directly to the destination IP. You can access the destination service and port from the application pod by using the curl command. For example:
					
$ curl <router_service_IP> <port>
Note

							The egress router CNI plugin supports redirect mode only. This is a difference with the egress router implementation that you can deploy with OpenShift SDN. Unlike the egress router for OpenShift SDN, the egress router CNI plugin does not support HTTP proxy mode or DNS proxy mode.
						


Egress router pod implementation




						The egress router implementation uses the egress router Container Network Interface (CNI) plugin. The plugin adds a secondary network interface to a pod.
					

						An egress router is a pod that has two network interfaces. For example, the pod can have eth0 and net1 network interfaces. The eth0 interface is on the cluster network and the pod continues to use the interface for ordinary cluster-related network traffic. The net1 interface is on a secondary network and has an IP address and gateway for that network. Other pods in the OpenShift Container Platform cluster can access the egress router service and the service enables the pods to access external services. The egress router acts as a bridge between pods and an external system.
					

						Traffic that leaves the egress router exits through a node, but the packets have the MAC address of the net1 interface from the egress router pod.
					

						When you add an egress router custom resource, the Cluster Network Operator creates the following objects:
					
	
								The network attachment definition for the net1 secondary network interface of the pod.
							
	
								A deployment for the egress router.
							



						If you delete an egress router custom resource, the Operator deletes the two objects in the preceding list that are associated with the egress router.
					

Deployment considerations




						An egress router pod adds an additional IP address and MAC address to the primary network interface of the node. As a result, you might need to configure your hypervisor or cloud provider to allow the additional address.
					
	Red Hat OpenStack Platform (RHOSP)
	
									If you deploy OpenShift Container Platform on RHOSP, you must allow traffic from the IP and MAC addresses of the egress router pod on your OpenStack environment. If you do not allow the traffic, then communication will fail:
								
$ openstack port set --allowed-address \
  ip_address=<ip_address>,mac_address=<mac_address> <neutron_port_uuid>

	Red Hat Virtualization (RHV)
	
									If you are using RHV, you must select No Network Filter for the Virtual network interface controller (vNIC).
								
	VMware vSphere
	
									If you are using VMware vSphere, see the VMware documentation for securing vSphere standard switches. View and change VMware vSphere default settings by selecting the host virtual switch from the vSphere Web Client.
								



						Specifically, ensure that the following are enabled:
					
	
								MAC Address Changes
							
	
								Forged Transits
							
	
								Promiscuous Mode Operation
							



Failover configuration




						To avoid downtime, the Cluster Network Operator deploys the egress router pod as a deployment resource. The deployment name is egress-router-cni-deployment. The pod that corresponds to the deployment has a label of app=egress-router-cni.
					

						To create a new service for the deployment, use the oc expose deployment/egress-router-cni-deployment --port <port_number> command or create a file like the following example:
					
apiVersion: v1
kind: Service
metadata:
  name: app-egress
spec:
  ports:
  - name: tcp-8080
    protocol: TCP
    port: 8080
  - name: tcp-8443
    protocol: TCP
    port: 8443
  - name: udp-80
    protocol: UDP
    port: 80
  type: ClusterIP
  selector:
    app: egress-router-cni


Additional resources



	
							Deploying an egress router in redirection mode
						




Deploying an egress router pod in redirect mode




				As a cluster administrator, you can deploy an egress router pod to redirect traffic to specified destination IP addresses from a reserved source IP address.
			

				The egress router implementation uses the egress router Container Network Interface (CNI) plugin.
			
Egress router custom resource




					Define the configuration for an egress router pod in an egress router custom resource. The following YAML describes the fields for the configuration of an egress router in redirect mode:
				
apiVersion: network.operator.openshift.io/v1
kind: EgressRouter
metadata:
  name: <egress_router_name>
  namespace: <namespace>  <.>
spec:
  addresses: [  <.>
    {
      ip: "<egress_router>",  <.>
      gateway: "<egress_gateway>"  <.>
    }
  ]
  mode: Redirect
  redirect: {
    redirectRules: [  <.>
      {
        destinationIP: "<egress_destination>",
        port: <egress_router_port>,
        targetPort: <target_port>,  <.>
        protocol: <network_protocol>  <.>
      },
      ...
    ],
    fallbackIP: "<egress_destination>" <.>
  }

					<.> Optional: The namespace field specifies the namespace to create the egress router in. If you do not specify a value in the file or on the command line, the default namespace is used.
				

					<.> The addresses field specifies the IP addresses to configure on the secondary network interface.
				

					<.> The ip field specifies the reserved source IP address and netmask from the physical network that the node is on to use with egress router pod. Use CIDR notation to specify the IP address and netmask.
				

					<.> The gateway field specifies the IP address of the network gateway.
				

					<.> Optional: The redirectRules field specifies a combination of egress destination IP address, egress router port, and protocol. Incoming connections to the egress router on the specified port and protocol are routed to the destination IP address.
				

					<.> Optional: The targetPort field specifies the network port on the destination IP address. If this field is not specified, traffic is routed to the same network port that it arrived on.
				

					<.> The protocol field supports TCP, UDP, or SCTP.
				

					<.> Optional: The fallbackIP field specifies a destination IP address. If you do not specify any redirect rules, the egress router sends all traffic to this fallback IP address. If you specify redirect rules, any connections to network ports that are not defined in the rules are sent by the egress router to this fallback IP address. If you do not specify this field, the egress router rejects connections to network ports that are not defined in the rules.
				
Example egress router specification

						

apiVersion: network.operator.openshift.io/v1
kind: EgressRouter
metadata:
  name: egress-router-redirect
spec:
  networkInterface: {
    macvlan: {
      mode: "Bridge"
    }
  }
  addresses: [
    {
      ip: "192.168.12.99/24",
      gateway: "192.168.12.1"
    }
  ]
  mode: Redirect
  redirect: {
    redirectRules: [
      {
        destinationIP: "10.0.0.99",
        port: 80,
        protocol: UDP
      },
      {
        destinationIP: "203.0.113.26",
        port: 8080,
        targetPort: 80,
        protocol: TCP
      },
      {
        destinationIP: "203.0.113.27",
        port: 8443,
        targetPort: 443,
        protocol: TCP
      }
    ]
  }


					

Deploying an egress router in redirect mode




					You can deploy an egress router to redirect traffic from its own reserved source IP address to one or more destination IP addresses.
				

					After you add an egress router, the client pods that need to use the reserved source IP address must be modified to connect to the egress router rather than connecting directly to the destination IP.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an egress router definition.
						
	
							To ensure that other pods can find the IP address of the egress router pod, create a service that uses the egress router, as in the following example:
						
apiVersion: v1
kind: Service
metadata:
  name: egress-1
spec:
  ports:
  - name: web-app
    protocol: TCP
    port: 8080
  type: ClusterIP
  selector:
    app: egress-router-cni <.>

							<.> Specify the label for the egress router. The value shown is added by the Cluster Network Operator and is not configurable.
						

							After you create the service, your pods can connect to the service. The egress router pod redirects traffic to the corresponding port on the destination IP address. The connections originate from the reserved source IP address.
						



Verification

						To verify that the Cluster Network Operator started the egress router, complete the following procedure:
					
	
							View the network attachment definition that the Operator created for the egress router:
						
$ oc get network-attachment-definition egress-router-cni-nad

							The name of the network attachment definition is not configurable.
						
Example output

								

NAME                    AGE
egress-router-cni-nad   18m


							

	
							View the deployment for the egress router pod:
						
$ oc get deployment egress-router-cni-deployment

							The name of the deployment is not configurable.
						
Example output

								

NAME                           READY   UP-TO-DATE   AVAILABLE   AGE
egress-router-cni-deployment   1/1     1            1           18m


							

	
							View the status of the egress router pod:
						
$ oc get pods -l app=egress-router-cni
Example output

								

NAME                                            READY   STATUS    RESTARTS   AGE
egress-router-cni-deployment-575465c75c-qkq6m   1/1     Running   0          18m


							

	
							View the logs and the routing table for the egress router pod.
						


	
							Get the node name for the egress router pod:
						
$ POD_NODENAME=$(oc get pod -l app=egress-router-cni -o jsonpath="{.items[0].spec.nodeName}")

	
							Enter into a debug session on the target node. This step instantiates a debug pod called <node_name>-debug:
						
$ oc debug node/$POD_NODENAME

	
							Set /host as the root directory within the debug shell. The debug pod mounts the root file system of the host in /host within the pod. By changing the root directory to /host, you can run binaries from the executable paths of the host:
						
# chroot /host

	
							From within the chroot environment console, display the egress router logs:
						
# cat /tmp/egress-router-log
Example output

								

2021-04-26T12:27:20Z [debug] Called CNI ADD
2021-04-26T12:27:20Z [debug] Gateway: 192.168.12.1
2021-04-26T12:27:20Z [debug] IP Source Addresses: [192.168.12.99/24]
2021-04-26T12:27:20Z [debug] IP Destinations: [80 UDP 10.0.0.99/30 8080 TCP 203.0.113.26/30 80 8443 TCP 203.0.113.27/30 443]
2021-04-26T12:27:20Z [debug] Created macvlan interface
2021-04-26T12:27:20Z [debug] Renamed macvlan to "net1"
2021-04-26T12:27:20Z [debug] Adding route to gateway 192.168.12.1 on macvlan interface
2021-04-26T12:27:20Z [debug] deleted default route {Ifindex: 3 Dst: <nil> Src: <nil> Gw: 10.128.10.1 Flags: [] Table: 254}
2021-04-26T12:27:20Z [debug] Added new default route with gateway 192.168.12.1
2021-04-26T12:27:20Z [debug] Added iptables rule: iptables -t nat PREROUTING -i eth0 -p UDP --dport 80 -j DNAT --to-destination 10.0.0.99
2021-04-26T12:27:20Z [debug] Added iptables rule: iptables -t nat PREROUTING -i eth0 -p TCP --dport 8080 -j DNAT --to-destination 203.0.113.26:80
2021-04-26T12:27:20Z [debug] Added iptables rule: iptables -t nat PREROUTING -i eth0 -p TCP --dport 8443 -j DNAT --to-destination 203.0.113.27:443
2021-04-26T12:27:20Z [debug] Added iptables rule: iptables -t nat -o net1 -j SNAT --to-source 192.168.12.99


							

							The logging file location and logging level are not configurable when you start the egress router by creating an EgressRouter object as described in this procedure.
						

	
							From within the chroot environment console, get the container ID:
						
# crictl ps --name egress-router-cni-pod | awk '{print $1}'
Example output

								

CONTAINER
bac9fae69ddb6


							

	
							Determine the process ID of the container. In this example, the container ID is bac9fae69ddb6:
						
# crictl inspect -o yaml bac9fae69ddb6 | grep 'pid:' | awk '{print $2}'
Example output

								

68857


							

	
							Enter the network namespace of the container:
						
# nsenter -n -t 68857

	
							Display the routing table:
						
# ip route

							In the following example output, the net1 network interface is the default route. Traffic for the cluster network uses the eth0 network interface. Traffic for the 192.168.12.0/24 network uses the net1 network interface and originates from the reserved source IP address 192.168.12.99. The pod routes all other traffic to the gateway at IP address 192.168.12.1. Routing for the service network is not shown.
						
Example output

								

default via 192.168.12.1 dev net1
10.128.10.0/23 dev eth0 proto kernel scope link src 10.128.10.18
192.168.12.0/24 dev net1 proto kernel scope link src 192.168.12.99
192.168.12.1 dev net1


							





Enabling multicast for a project



About multicast




					With IP multicast, data is broadcast to many IP addresses simultaneously.
				
Important
	
								At this time, multicast is best used for low-bandwidth coordination or service discovery and not a high-bandwidth solution.
							
	
								By default, network policies affect all connections in a namespace. However, multicast is unaffected by network policies. If multicast is enabled in the same namespace as your network policies, it is always allowed, even if there is a deny-all network policy. Cluster administrators should consider the implications to the exemption of multicast from network policies before enabling it.
							




					Multicast traffic between OpenShift Container Platform pods is disabled by default. If you are using the OVN-Kubernetes default Container Network Interface (CNI) network provider, you can enable multicast on a per-project basis.
				

Enabling multicast between pods




					You can enable multicast between pods for your project.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Run the following command to enable multicast for a project. Replace <namespace> with the namespace for the project you want to enable multicast for.
						
$ oc annotate namespace <namespace> \
    k8s.ovn.org/multicast-enabled=true
Tip

							You can alternatively apply the following YAML to add the annotation:
						
apiVersion: v1
kind: Namespace
metadata:
  name: <namespace>
  annotations:
    k8s.ovn.org/multicast-enabled: "true"




Verification

						To verify that multicast is enabled for a project, complete the following procedure:
					
	
							Change your current project to the project that you enabled multicast for. Replace <project> with the project name.
						
$ oc project <project>

	
							Create a pod to act as a multicast receiver:
						
$ cat <<EOF| oc create -f -
apiVersion: v1
kind: Pod
metadata:
  name: mlistener
  labels:
    app: multicast-verify
spec:
  containers:
    - name: mlistener
      image: registry.access.redhat.com/ubi8
      command: ["/bin/sh", "-c"]
      args:
        ["dnf -y install socat hostname && sleep inf"]
      ports:
        - containerPort: 30102
          name: mlistener
          protocol: UDP
EOF

	
							Create a pod to act as a multicast sender:
						
$ cat <<EOF| oc create -f -
apiVersion: v1
kind: Pod
metadata:
  name: msender
  labels:
    app: multicast-verify
spec:
  containers:
    - name: msender
      image: registry.access.redhat.com/ubi8
      command: ["/bin/sh", "-c"]
      args:
        ["dnf -y install socat && sleep inf"]
EOF

	
							In a new terminal window or tab, start the multicast listener.
						
	
									Get the IP address for the Pod:
								
$ POD_IP=$(oc get pods mlistener -o jsonpath='{.status.podIP}')

	
									Start the multicast listener by entering the following command:
								
$ oc exec mlistener -i -t -- \
    socat UDP4-RECVFROM:30102,ip-add-membership=224.1.0.1:$POD_IP,fork EXEC:hostname




	
							Start the multicast transmitter.
						
	
									Get the pod network IP address range:
								
$ CIDR=$(oc get Network.config.openshift.io cluster \
    -o jsonpath='{.status.clusterNetwork[0].cidr}')

	
									To send a multicast message, enter the following command:
								
$ oc exec msender -i -t -- \
    /bin/bash -c "echo | socat STDIO UDP4-DATAGRAM:224.1.0.1:30102,range=$CIDR,ip-multicast-ttl=64"

									If multicast is working, the previous command returns the following output:
								
mlistener








Disabling multicast for a project



Disabling multicast between pods




					You can disable multicast between pods for your project.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							You must log in to the cluster with a user that has the cluster-admin role.
						


Procedure
	
							Disable multicast by running the following command:
						
$ oc annotate namespace <namespace> \ [image: 1]
    k8s.ovn.org/multicast-enabled-
	[image: 1] 
	
									The namespace for the project you want to disable multicast for.
								



Tip

							You can alternatively apply the following YAML to delete the annotation:
						
apiVersion: v1
kind: Namespace
metadata:
  name: <namespace>
  annotations:
    k8s.ovn.org/multicast-enabled: null






Tracking network flows




				As a cluster administrator, you can collect information about pod network flows from your cluster to assist with the following areas:
			
	
						Monitor ingress and egress traffic on the pod network.
					
	
						Troubleshoot performance issues.
					
	
						Gather data for capacity planning and security audits.
					



				When you enable the collection of the network flows, only the metadata about the traffic is collected. For example, packet data is not collected, but the protocol, source address, destination address, port numbers, number of bytes, and other packet-level information is collected.
			

				The data is collected in one or more of the following record formats:
			
	
						NetFlow
					
	
						sFlow
					
	
						IPFIX
					



				When you configure the Cluster Network Operator (CNO) with one or more collector IP addresses and port numbers, the Operator configures Open vSwitch (OVS) on each node to send the network flows records to each collector.
			

				You can configure the Operator to send records to more than one type of network flow collector. For example, you can send records to NetFlow collectors and also send records to sFlow collectors.
			

				When OVS sends data to the collectors, each type of collector receives identical records. For example, if you configure two NetFlow collectors, OVS on a node sends identical records to the two collectors. If you also configure two sFlow collectors, the two sFlow collectors receive identical records. However, each collector type has a unique record format.
			

				Collecting the network flows data and sending the records to collectors affects performance. Nodes process packets at a slower rate. If the performance impact is too great, you can delete the destinations for collectors to disable collecting network flows data and restore performance.
			
Note

					Enabling network flow collectors might have an impact on the overall performance of the cluster network.
				

Network object configuration for tracking network flows




					The fields for configuring network flows collectors in the Cluster Network Operator (CNO) are shown in the following table:
				
Table 23.8. Network flows configuration
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									The name of the CNO object. This name is always cluster.
								

								 
	 
									spec.exportNetworkFlows
								

								 	 
									object
								

								 	 
									One or more of netFlow, sFlow, or ipfix.
								

								 
	 
									spec.exportNetworkFlows.netFlow.collectors
								

								 	 
									array
								

								 	 
									A list of IP address and network port pairs for up to 10 collectors.
								

								 
	 
									spec.exportNetworkFlows.sFlow.collectors
								

								 	 
									array
								

								 	 
									A list of IP address and network port pairs for up to 10 collectors.
								

								 
	 
									spec.exportNetworkFlows.ipfix.collectors
								

								 	 
									array
								

								 	 
									A list of IP address and network port pairs for up to 10 collectors.
								

								 




					After applying the following manifest to the CNO, the Operator configures Open vSwitch (OVS) on each node in the cluster to send network flows records to the NetFlow collector that is listening at 192.168.1.99:2056.
				
Example configuration for tracking network flows

						

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  exportNetworkFlows:
    netFlow:
      collectors:
        - 192.168.1.99:2056


					

Adding destinations for network flows collectors




					As a cluster administrator, you can configure the Cluster Network Operator (CNO) to send network flows metadata about the pod network to a network flows collector.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with cluster-admin privileges.
						
	
							You have a network flows collector and know the IP address and port that it listens on.
						


Procedure
	
							Create a patch file that specifies the network flows collector type and the IP address and port information of the collectors:
						
spec:
  exportNetworkFlows:
    netFlow:
      collectors:
        - 192.168.1.99:2056

	
							Configure the CNO with the network flows collectors:
						
$ oc patch network.operator cluster --type merge -p "$(cat <file_name>.yaml)"
Example output

								

network.operator.openshift.io/cluster patched


							



Verification

						Verification is not typically necessary. You can run the following command to confirm that Open vSwitch (OVS) on each node is configured to send network flows records to one or more collectors.
					
	
							View the Operator configuration to confirm that the exportNetworkFlows field is configured:
						
$ oc get network.operator cluster -o jsonpath="{.spec.exportNetworkFlows}"
Example output

								

{"netFlow":{"collectors":["192.168.1.99:2056"]}}


							

	
							View the network flows configuration in OVS from each node:
						
$ for pod in $(oc get pods -n openshift-ovn-kubernetes -l app=ovnkube-node -o jsonpath='{range@.items[*]}{.metadata.name}{"\n"}{end}');
  do ;
    echo;
    echo $pod;
    oc -n openshift-ovn-kubernetes exec -c ovnkube-node $pod \
      -- bash -c 'for type in ipfix sflow netflow ; do ovs-vsctl find $type ; done';
done
Example output

								

ovnkube-node-xrn4p
_uuid               : a4d2aaca-5023-4f3d-9400-7275f92611f9
active_timeout      : 60
add_id_to_interface : false
engine_id           : []
engine_type         : []
external_ids        : {}
targets             : ["192.168.1.99:2056"]

ovnkube-node-z4vq9
_uuid               : 61d02fdb-9228-4993-8ff5-b27f01a29bd6
active_timeout      : 60
add_id_to_interface : false
engine_id           : []
engine_type         : []
external_ids        : {}
targets             : ["192.168.1.99:2056"]-

...


							




Deleting all destinations for network flows collectors




					As a cluster administrator, you can configure the Cluster Network Operator (CNO) to stop sending network flows metadata to a network flows collector.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in to the cluster with a user with cluster-admin privileges.
						


Procedure
	
							Remove all network flows collectors:
						
$ oc patch network.operator cluster --type='json' \
    -p='[{"op":"remove", "path":"/spec/exportNetworkFlows"}]'
Example output

								

network.operator.openshift.io/cluster patched


							




Additional resources



	
							Network [operator.openshift.io/v1]
						




Configuring hybrid networking




				As a cluster administrator, you can configure the OVN-Kubernetes Container Network Interface (CNI) cluster network provider to allow Linux and Windows nodes to host Linux and Windows workloads, respectively.
			
Configuring hybrid networking with OVN-Kubernetes




					You can configure your cluster to use hybrid networking with OVN-Kubernetes. This allows a hybrid cluster that supports different node networking configurations. For example, this is necessary to run both Linux and Windows nodes in a cluster.
				
Important

						You must configure hybrid networking with OVN-Kubernetes during the installation of your cluster. You cannot switch to hybrid networking after the installation process.
					

Prerequisites
	
							You defined OVNKubernetes for the networking.networkType parameter in the install-config.yaml file. See the installation documentation for configuring OpenShift Container Platform network customizations on your chosen cloud provider for more information.
						


Procedure
	
							Change to the directory that contains the installation program and create the manifests:
						
$ ./openshift-install create manifests --dir <installation_directory>

							where:
						
	<installation_directory>
	
										Specifies the name of the directory that contains the install-config.yaml file for your cluster.
									



	
							Create a stub manifest file for the advanced network configuration that is named cluster-network-03-config.yml in the <installation_directory>/manifests/ directory:
						
$ cat <<EOF > <installation_directory>/manifests/cluster-network-03-config.yml
apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
EOF

							where:
						
	<installation_directory>
	
										Specifies the directory name that contains the manifests/ directory for your cluster.
									



	
							Open the cluster-network-03-config.yml file in an editor and configure OVN-Kubernetes with hybrid networking, such as in the following example:
						
Specify a hybrid networking configuration

								

apiVersion: operator.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  defaultNetwork:
    ovnKubernetesConfig:
      hybridOverlayConfig:
        hybridClusterNetwork: [image: 1]
        - cidr: 10.132.0.0/14
          hostPrefix: 23
        hybridOverlayVXLANPort: 9898 [image: 2]


							
	[image: 1] 
	
									Specify the CIDR configuration used for nodes on the additional overlay network. The hybridClusterNetwork CIDR cannot overlap with the clusterNetwork CIDR.
								

	[image: 2] 
	
									Specify a custom VXLAN port for the additional overlay network. This is required for running Windows nodes in a cluster installed on vSphere, and must not be configured for any other cloud provider. The custom port can be any open port excluding the default 4789 port. For more information on this requirement, see the Microsoft documentation on Pod-to-pod connectivity between hosts is broken.
								



Note

								Windows Server Long-Term Servicing Channel (LTSC): Windows Server 2019 is not supported on clusters with a custom hybridOverlayVXLANPort value because this Windows server version does not support selecting a custom VXLAN port.
							


	
							Save the cluster-network-03-config.yml file and quit the text editor.
						
	
							Optional: Back up the manifests/cluster-network-03-config.yml file. The installation program deletes the manifests/ directory when creating the cluster.
						



					Complete any further installation configurations, and then create your cluster. Hybrid networking is enabled when the installation process is finished.
				

Additional resources



	
							Understanding Windows container workloads
						
	
							Enabling Windows container workloads
						
	
							Installing a cluster on AWS with network customizations
						
	
							Installing a cluster on Azure with network customizations
						





Chapter 24. Configuring Routes



Route configuration



Creating an HTTP-based route




					A route allows you to host your application at a public URL. It can either be secure or unsecured, depending on the network security configuration of your application. An HTTP-based route is an unsecured route that uses the basic HTTP routing protocol and exposes a service on an unsecured application port.
				

					The following procedure describes how to create a simple HTTP-based route to a web application, using the hello-openshift application as an example.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in as an administrator.
						
	
							You have a web application that exposes a port and a TCP endpoint listening for traffic on the port.
						


Procedure
	
							Create a project called hello-openshift by running the following command:
						
$ oc new-project hello-openshift

	
							Create a pod in the project by running the following command:
						
$ oc create -f https://raw.githubusercontent.com/openshift/origin/master/examples/hello-openshift/hello-pod.json

	
							Create a service called hello-openshift by running the following command:
						
$ oc expose pod/hello-openshift

	
							Create an unsecured route to the hello-openshift application by running the following command:
						
$ oc expose svc hello-openshift



Verification
	
							To verify that the route resource that you created, run the following command:
						
$ oc get routes -o yaml <name of resource> [image: 1]
	[image: 1] 
	
									In this example, the route is named hello-openshift.
								






Sample YAML definition of the created unsecured route:

						

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: hello-openshift
spec:
  host: hello-openshift-hello-openshift.<Ingress_Domain> [image: 1]
  port:
    targetPort: 8080 [image: 2]
  to:
    kind: Service
    name: hello-openshift


					
	[image: 1] 
	
							<Ingress_Domain> is the default ingress domain name. The ingresses.config/cluster object is created during the installation and cannot be changed. If you want to specify a different domain, you can specify an alternative cluster domain using the appsDomain option.
						

	[image: 2] 
	
							targetPort is the target port on pods that is selected by the service that this route points to.
						
Note

								To display your default ingress domain, run the following command:
							
$ oc get ingresses.config/cluster -o jsonpath={.spec.domain}





Creating a route for Ingress Controller sharding




					A route allows you to host your application at a URL. In this case, the hostname is not set and the route uses a subdomain instead. When you specify a subdomain, you automatically use the domain of the Ingress Controller that exposes the route. For situations where a route is exposed by multiple Ingress Controllers, the route is hosted at multiple URLs.
				

					The following procedure describes how to create a route for Ingress Controller sharding, using the hello-openshift application as an example.
				

					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in as a project administrator.
						
	
							You have a web application that exposes a port and an HTTP or TLS endpoint listening for traffic on the port.
						
	
							You have configured the Ingress Controller for sharding.
						


Procedure
	
							Create a project called hello-openshift by running the following command:
						
$ oc new-project hello-openshift

	
							Create a pod in the project by running the following command:
						
$ oc create -f https://raw.githubusercontent.com/openshift/origin/master/examples/hello-openshift/hello-pod.json

	
							Create a service called hello-openshift by running the following command:
						
$ oc expose pod/hello-openshift

	
							Create a route definition called hello-openshift-route.yaml:
						
YAML definition of the created route for sharding:

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded [image: 1]
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift [image: 2]
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift


							
	[image: 1] 
	
									Both the label key and its corresponding label value must match the ones specified in the Ingress Controller. In this example, the Ingress Controller has the label key and value type: sharded.
								

	[image: 2] 
	
									The route will be exposed using the value of the subdomain field. When you specify the subdomain field, you must leave the hostname unset. If you specify both the host and subdomain fields, then the route will use the value of the host field, and ignore the subdomain field.
								




	
							Use hello-openshift-route.yaml to create a route to the hello-openshift application by running the following command:
						
$ oc -n hello-openshift create -f hello-openshift-route.yaml



Verification
	
							Get the status of the route with the following command:
						
$ oc -n hello-openshift get routes/hello-openshift-edge -o yaml

							The resulting Route resource should look similar to the following:
						
Example output

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift
status:
  ingress:
  - host: hello-openshift.<apps-sharded.basedomain.example.net> [image: 1]
    routerCanonicalHostname: router-sharded.<apps-sharded.basedomain.example.net> [image: 2]
    routerName: sharded [image: 3]


							
	[image: 1] 
	
									The hostname the Ingress Controller, or router, uses to expose the route. The value of the host field is automatically determined by the Ingress Controller, and uses its domain. In this example, the domain of the Ingress Controller is <apps-sharded.basedomain.example.net>.
								

	[image: 2] 
	
									The hostname of the Ingress Controller.
								

	[image: 3] 
	
									The name of the Ingress Controller. In this example, the Ingress Controller has the name sharded.
								







Configuring route timeouts




					You can configure the default timeouts for an existing route when you have services in need of a low timeout, which is required for Service Level Availability (SLA) purposes, or a high timeout, for cases with a slow back end.
				
Prerequisites
	
							You need a deployed Ingress Controller on a running cluster.
						


Procedure
	
							Using the oc annotate command, add the timeout to the route:
						
$ oc annotate route <route_name> \
    --overwrite haproxy.router.openshift.io/timeout=<timeout><time_unit> [image: 1]
	[image: 1] 
	
									Supported time units are microseconds (us), milliseconds (ms), seconds (s), minutes (m), hours (h), or days (d).
								




							The following example sets a timeout of two seconds on a route named myroute:
						
$ oc annotate route myroute --overwrite haproxy.router.openshift.io/timeout=2s




HTTP Strict Transport Security




					HTTP Strict Transport Security (HSTS) policy is a security enhancement, which signals to the browser client that only HTTPS traffic is allowed on the route host. HSTS also optimizes web traffic by signaling HTTPS transport is required, without using HTTP redirects. HSTS is useful for speeding up interactions with websites.
				

					When HSTS policy is enforced, HSTS adds a Strict Transport Security header to HTTP and HTTPS responses from the site. You can use the insecureEdgeTerminationPolicy value in a route to redirect HTTP to HTTPS. When HSTS is enforced, the client changes all requests from the HTTP URL to HTTPS before the request is sent, eliminating the need for a redirect.
				

					Cluster administrators can configure HSTS to do the following:
				
	
							Enable HSTS per-route
						
	
							Disable HSTS per-route
						
	
							Enforce HSTS per-domain, for a set of domains, or use namespace labels in combination with domains
						


Important

						HSTS works only with secure routes, either edge-terminated or re-encrypt. The configuration is ineffective on HTTP or passthrough routes.
					

Enabling HTTP Strict Transport Security per-route




						HTTP strict transport security (HSTS) is implemented in the HAProxy template and applied to edge and re-encrypt routes that have the haproxy.router.openshift.io/hsts_header annotation.
					
Prerequisites
	
								You are logged in to the cluster with a user with administrator privileges for the project.
							
	
								You installed the oc CLI.
							


Procedure
	
								To enable HSTS on a route, add the haproxy.router.openshift.io/hsts_header value to the edge-terminated or re-encrypt route. You can use the oc annotate tool to do this by running the following command:
							
$ oc annotate route <route_name> -n <namespace> --overwrite=true "haproxy.router.openshift.io/hsts_header"="max-age=31536000;\ [image: 1]
includeSubDomains;preload"
	[image: 1] 
	
										In this example, the maximum age is set to 31536000 ms, which is approximately eight and a half hours.
									



Note

									In this example, the equal sign (=) is in quotes. This is required to properly execute the annotate command.
								

Example route configured with an annotation

									

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  annotations:
    haproxy.router.openshift.io/hsts_header: max-age=31536000;includeSubDomains;preload [image: 1] [image: 2] [image: 3]
...
spec:
  host: def.abc.com
  tls:
    termination: "reencrypt"
    ...
  wildcardPolicy: "Subdomain"


								
	[image: 1] 
	
										Required. max-age measures the length of time, in seconds, that the HSTS policy is in effect. If set to 0, it negates the policy.
									

	[image: 2] 
	
										Optional. When included, includeSubDomains tells the client that all subdomains of the host must have the same HSTS policy as the host.
									

	[image: 3] 
	
										Optional. When max-age is greater than 0, you can add preload in haproxy.router.openshift.io/hsts_header to allow external services to include this site in their HSTS preload lists. For example, sites such as Google can construct a list of sites that have preload set. Browsers can then use these lists to determine which sites they can communicate with over HTTPS, even before they have interacted with the site. Without preload set, browsers must have interacted with the site over HTTPS, at least once, to get the header.
									







Disabling HTTP Strict Transport Security per-route




						To disable HTTP strict transport security (HSTS) per-route, you can set the max-age value in the route annotation to 0.
					
Prerequisites
	
								You are logged in to the cluster with a user with administrator privileges for the project.
							
	
								You installed the oc CLI.
							


Procedure
	
								To disable HSTS, set the max-age value in the route annotation to 0, by entering the following command:
							
$ oc annotate route <route_name> -n <namespace> --overwrite=true "haproxy.router.openshift.io/hsts_header"="max-age=0"
Tip

								You can alternatively apply the following YAML to create the config map:
							
Example of disabling HSTS per-route

									

metadata:
  annotations:
    haproxy.router.openshift.io/hsts_header: max-age=0


								


	
								To disable HSTS for every route in a namespace, enter the following command:
							
$ oc annotate route --all -n <namespace> --overwrite=true "haproxy.router.openshift.io/hsts_header"="max-age=0"



Verification
	
								To query the annotation for all routes, enter the following command:
							
$ oc get route  --all-namespaces -o go-template='{{range .items}}{{if .metadata.annotations}}{{$a := index .metadata.annotations "haproxy.router.openshift.io/hsts_header"}}{{$n := .metadata.name}}{{with $a}}Name: {{$n}} HSTS: {{$a}}{{"\n"}}{{else}}{{""}}{{end}}{{end}}{{end}}'
Example output

									

Name: routename HSTS: max-age=0


								




Enforcing HTTP Strict Transport Security per-domain




						To enforce HTTP Strict Transport Security (HSTS) per-domain for secure routes, add a requiredHSTSPolicies record to the Ingress spec to capture the configuration of the HSTS policy.
					

						If you configure a requiredHSTSPolicy to enforce HSTS, then any newly created route must be configured with a compliant HSTS policy annotation.
					
Note

							To handle upgraded clusters with non-compliant HSTS routes, you can update the manifests at the source and apply the updates.
						

Note

							You cannot use oc expose route or oc create route commands to add a route in a domain that enforces HSTS, because the API for these commands does not accept annotations.
						

Important

							HSTS cannot be applied to insecure, or non-TLS routes, even if HSTS is requested for all routes globally.
						

Prerequisites
	
								You are logged in to the cluster with a user with administrator privileges for the project.
							
	
								You installed the oc CLI.
							


Procedure
	
								Edit the Ingress config file:
							
$ oc edit ingresses.config.openshift.io/cluster
Example HSTS policy

									

apiVersion: config.openshift.io/v1
kind: Ingress
metadata:
  name: cluster
spec:
  domain: 'hello-openshift-default.apps.username.devcluster.openshift.com'
  requiredHSTSPolicies: [image: 1]
  - domainPatterns: [image: 2]
    - '*hello-openshift-default.apps.username.devcluster.openshift.com'
    - '*hello-openshift-default2.apps.username.devcluster.openshift.com'
    namespaceSelector: [image: 3]
      matchLabels:
        myPolicy: strict
    maxAge: [image: 4]
      smallestMaxAge: 1
      largestMaxAge: 31536000
    preloadPolicy: RequirePreload [image: 5]
    includeSubDomainsPolicy: RequireIncludeSubDomains [image: 6]
  - domainPatterns: [image: 7]
    - 'abc.example.com'
    - '*xyz.example.com'
    namespaceSelector:
      matchLabels: {}
    maxAge: {}
    preloadPolicy: NoOpinion
    includeSubDomainsPolicy: RequireNoIncludeSubDomains


								
	[image: 1] 
	
										Required. requiredHSTSPolicies are validated in order, and the first matching domainPatterns applies.
									

	[image: 2] [image: 7] 
	
										Required. You must specify at least one domainPatterns hostname. Any number of domains can be listed. You can include multiple sections of enforcing options for different domainPatterns.
									

	[image: 3] 
	
										Optional. If you include namespaceSelector, it must match the labels of the project where the routes reside, to enforce the set HSTS policy on the routes. Routes that only match the namespaceSelector and not the domainPatterns are not validated.
									

	[image: 4] 
	
										Required. max-age measures the length of time, in seconds, that the HSTS policy is in effect. This policy setting allows for a smallest and largest max-age to be enforced.
									
	
												The largestMaxAge value must be between 0 and 2147483647. It can be left unspecified, which means no upper limit is enforced.
											
	
												The smallestMaxAge value must be between 0 and 2147483647. Enter 0 to disable HSTS for troubleshooting, otherwise enter 1 if you never want HSTS to be disabled. It can be left unspecified, which means no lower limit is enforced.
											



	[image: 5] 
	
										Optional. Including preload in haproxy.router.openshift.io/hsts_header allows external services to include this site in their HSTS preload lists. Browsers can then use these lists to determine which sites they can communicate with over HTTPS, before they have interacted with the site. Without preload set, browsers need to interact at least once with the site to get the header. preload can be set with one of the following:
									
	
												RequirePreload: preload is required by the RequiredHSTSPolicy.
											
	
												RequireNoPreload: preload is forbidden by the RequiredHSTSPolicy.
											
	
												NoOpinion: preload does not matter to the RequiredHSTSPolicy.
											



	[image: 6] 
	
										Optional. includeSubDomainsPolicy can be set with one of the following:
									
	
												RequireIncludeSubDomains: includeSubDomains is required by the RequiredHSTSPolicy.
											
	
												RequireNoIncludeSubDomains: includeSubDomains is forbidden by the RequiredHSTSPolicy.
											
	
												NoOpinion: includeSubDomains does not matter to the RequiredHSTSPolicy.
											






	
								You can apply HSTS to all routes in the cluster or in a particular namespace by entering the oc annotate command.
							
	
										To apply HSTS to all routes in the cluster, enter the oc annotate command. For example:
									
$ oc annotate route --all --all-namespaces --overwrite=true "haproxy.router.openshift.io/hsts_header"="max-age=31536000"

	
										To apply HSTS to all routes in a particular namespace, enter the oc annotate command. For example:
									
$ oc annotate route --all -n my-namespace --overwrite=true "haproxy.router.openshift.io/hsts_header"="max-age=31536000"






Verification

							You can review the HSTS policy you configured. For example:
						
	
								To review the maxAge set for required HSTS policies, enter the following command:
							
$ oc get clusteroperator/ingress -n openshift-ingress-operator -o jsonpath='{range .spec.requiredHSTSPolicies[*]}{.spec.requiredHSTSPolicies.maxAgePolicy.largestMaxAge}{"\n"}{end}'

	
								To review the HSTS annotations on all routes, enter the following command:
							
$ oc get route  --all-namespaces -o go-template='{{range .items}}{{if .metadata.annotations}}{{$a := index .metadata.annotations "haproxy.router.openshift.io/hsts_header"}}{{$n := .metadata.name}}{{with $a}}Name: {{$n}} HSTS: {{$a}}{{"\n"}}{{else}}{{""}}{{end}}{{end}}{{end}}'
Example output

									

Name: <_routename_> HSTS: max-age=31536000;preload;includeSubDomains


								





Throughput issue troubleshooting methods




					Sometimes applications deployed by using OpenShift Container Platform can cause network throughput issues, such as unusually high latency between specific services.
				

					If pod logs do not reveal any cause of the problem, use the following methods to analyze performance issues:
				
	
							Use a packet analyzer, such as ping or tcpdump to analyze traffic between a pod and its node.
						

							For example, run the tcpdump tool on each pod while reproducing the behavior that led to the issue. Review the captures on both sides to compare send and receive timestamps to analyze the latency of traffic to and from a pod. Latency can occur in OpenShift Container Platform if a node interface is overloaded with traffic from other pods, storage devices, or the data plane.
						
$ tcpdump -s 0 -i any -w /tmp/dump.pcap host <podip 1> && host <podip 2> [image: 1]
	[image: 1] 
	
									podip is the IP address for the pod. Run the oc get pod <pod_name> -o wide command to get the IP address of a pod.
								




							The tcpdump command generates a file at /tmp/dump.pcap containing all traffic between these two pods. You can run the analyzer shortly before the issue is reproduced and stop the analyzer shortly after the issue is finished reproducing to minimize the size of the file. You can also run a packet analyzer between the nodes (eliminating the SDN from the equation) with:
						
$ tcpdump -s 0 -i any -w /tmp/dump.pcap port 4789

	
							Use a bandwidth measuring tool, such as iperf, to measure streaming throughput and UDP throughput. Locate any bottlenecks by running the tool from the pods first, and then running it from the nodes.
						
	
									For information on installing and using iperf, see this Red Hat Solution.
								



	
							In some cases, the cluster may mark the node with the router pod as unhealthy due to latency issues. Use worker latency profiles to adjust the frequency that the cluster waits for a status update from the node before taking action.
						
	
							If your cluster has designated lower-latency and higher-latency nodes, configure the spec.nodePlacement field in the Ingress Controller to control the placement of the router pod.
						


Additional resources
	
							Latency spikes or temporary reduction in throughput to remote workers
						
	
							Ingress Controller configuration parameters
						



Using cookies to keep route statefulness




					OpenShift Container Platform provides sticky sessions, which enables stateful application traffic by ensuring all traffic hits the same endpoint. However, if the endpoint pod terminates, whether through restart, scaling, or a change in configuration, this statefulness can disappear.
				

					OpenShift Container Platform can use cookies to configure session persistence. The Ingress controller selects an endpoint to handle any user requests, and creates a cookie for the session. The cookie is passed back in the response to the request and the user sends the cookie back with the next request in the session. The cookie tells the Ingress Controller which endpoint is handling the session, ensuring that client requests use the cookie so that they are routed to the same pod.
				
Note

						Cookies cannot be set on passthrough routes, because the HTTP traffic cannot be seen. Instead, a number is calculated based on the source IP address, which determines the backend.
					

						If backends change, the traffic can be directed to the wrong server, making it less sticky. If you are using a load balancer, which hides source IP, the same number is set for all connections and traffic is sent to the same pod.
					

Annotating a route with a cookie




						You can set a cookie name to overwrite the default, auto-generated one for the route. This allows the application receiving route traffic to know the cookie name. By deleting the cookie it can force the next request to re-choose an endpoint. So, if a server was overloaded it tries to remove the requests from the client and redistribute them.
					
Procedure
	
								Annotate the route with the specified cookie name:
							
$ oc annotate route <route_name> router.openshift.io/cookie_name="<cookie_name>"

								where:
							
	<route_name>
	
											Specifies the name of the route.
										
	<cookie_name>
	
											Specifies the name for the cookie.
										



								For example, to annotate the route my_route with the cookie name my_cookie:
							
$ oc annotate route my_route router.openshift.io/cookie_name="my_cookie"

	
								Capture the route hostname in a variable:
							
$ ROUTE_NAME=$(oc get route <route_name> -o jsonpath='{.spec.host}')

								where:
							
	<route_name>
	
											Specifies the name of the route.
										



	
								Save the cookie, and then access the route:
							
$ curl $ROUTE_NAME -k -c /tmp/cookie_jar

								Use the cookie saved by the previous command when connecting to the route:
							
$ curl $ROUTE_NAME -k -b /tmp/cookie_jar





Path-based routes




					Path-based routes specify a path component that can be compared against a URL, which requires that the traffic for the route be HTTP based. Thus, multiple routes can be served using the same hostname, each with a different path. Routers should match routes based on the most specific path to the least. However, this depends on the router implementation.
				

					The following table shows example routes and their accessibility:
				
Table 24.1. Route availability
	Route	When Compared to	Accessible
	 
									www.example.com/test
								

								 	 
									www.example.com/test
								

								 	 
									Yes
								

								 
	 
									www.example.com
								

								 	 
									No
								

								 
	 
									www.example.com/test and www.example.com
								

								 	 
									www.example.com/test
								

								 	 
									Yes
								

								 
	 
									www.example.com
								

								 	 
									Yes
								

								 
	 
									www.example.com
								

								 	 
									www.example.com/text
								

								 	 
									Yes (Matched by the host, not the route)
								

								 
	 
									www.example.com
								

								 	 
									Yes
								

								 



An unsecured route with a path

						

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: route-unsecured
spec:
  host: www.example.com
  path: "/test" [image: 1]
  to:
    kind: Service
    name: service-name


					
	[image: 1] 
	
							The path is the only added attribute for a path-based route.
						



Note

						Path-based routing is not available when using passthrough TLS, as the router does not terminate TLS in that case and cannot read the contents of the request.
					


Route-specific annotations




					The Ingress Controller can set the default options for all the routes it exposes. An individual route can override some of these defaults by providing specific configurations in its annotations. Red Hat does not support adding a route annotation to an operator-managed route.
				
Important

						To create a whitelist with multiple source IPs or subnets, use a space-delimited list. Any other delimiter type causes the list to be ignored without a warning or error message.
					

Table 24.2. Route annotations
	Variable	Description	Environment variable used as default
	 
									haproxy.router.openshift.io/balance
								

								 	 
									Sets the load-balancing algorithm. Available options are random, source, roundrobin, and leastconn. The default value is source for TLS passthrough routes. For all other routes, the default is random.
								

								 	 
									ROUTER_TCP_BALANCE_SCHEME for passthrough routes. Otherwise, use ROUTER_LOAD_BALANCE_ALGORITHM.
								

								 
	 
									haproxy.router.openshift.io/disable_cookies
								

								 	 
									Disables the use of cookies to track related connections. If set to 'true' or 'TRUE', the balance algorithm is used to choose which back-end serves connections for each incoming HTTP request.
								

								 	 
	 
									router.openshift.io/cookie_name
								

								 	 
									Specifies an optional cookie to use for this route. The name must consist of any combination of upper and lower case letters, digits, "_", and "-". The default is the hashed internal key name for the route.
								

								 	 
	 
									haproxy.router.openshift.io/pod-concurrent-connections
								

								 	 
									Sets the maximum number of connections that are allowed to a backing pod from a router.
 Note: If there are multiple pods, each can have this many connections. If you have multiple routers, there is no coordination among them, each may connect this many times. If not set, or set to 0, there is no limit.
								

								 	 
	 
									haproxy.router.openshift.io/rate-limit-connections
								

								 	 
									Setting 'true' or 'TRUE' enables rate limiting functionality which is implemented through stick-tables on the specific backend per route.
 Note: Using this annotation provides basic protection against denial-of-service attacks.
								

								 	 
	 
									haproxy.router.openshift.io/rate-limit-connections.concurrent-tcp
								

								 	 
									Limits the number of concurrent TCP connections made through the same source IP address. It accepts a numeric value.
 Note: Using this annotation provides basic protection against denial-of-service attacks.
								

								 	 
	 
									haproxy.router.openshift.io/rate-limit-connections.rate-http
								

								 	 
									Limits the rate at which a client with the same source IP address can make HTTP requests. It accepts a numeric value. 
 Note: Using this annotation provides basic protection against denial-of-service attacks.
								

								 	 
	 
									haproxy.router.openshift.io/rate-limit-connections.rate-tcp
								

								 	 
									Limits the rate at which a client with the same source IP address can make TCP connections. It accepts a numeric value. 
 Note: Using this annotation provides basic protection against denial-of-service attacks.
								

								 	 
	 
									haproxy.router.openshift.io/timeout
								

								 	 
									Sets a server-side timeout for the route. (TimeUnits)
								

								 	 
									ROUTER_DEFAULT_SERVER_TIMEOUT
								

								 
	 
									haproxy.router.openshift.io/timeout-tunnel
								

								 	 
									This timeout applies to a tunnel connection, for example, WebSocket over cleartext, edge, reencrypt, or passthrough routes. With cleartext, edge, or reencrypt route types, this annotation is applied as a timeout tunnel with the existing timeout value. For the passthrough route types, the annotation takes precedence over any existing timeout value set.
								

								 	 
									ROUTER_DEFAULT_TUNNEL_TIMEOUT
								

								 
	 
									ingresses.config/cluster ingress.operator.openshift.io/hard-stop-after
								

								 	 
									You can set either an IngressController or the ingress config . This annotation redeploys the router and configures the HA proxy to emit the haproxy hard-stop-after global option, which defines the maximum time allowed to perform a clean soft-stop.
								

								 	 
									ROUTER_HARD_STOP_AFTER
								

								 
	 
									router.openshift.io/haproxy.health.check.interval
								

								 	 
									Sets the interval for the back-end health checks. (TimeUnits)
								

								 	 
									ROUTER_BACKEND_CHECK_INTERVAL
								

								 
	 
									haproxy.router.openshift.io/ip_whitelist
								

								 	 
									Sets an allowlist for the route. The allowlist is a space-separated list of IP addresses and CIDR ranges for the approved source addresses. Requests from IP addresses that are not in the allowlist are dropped.
								

								 
									The maximum number of IP addresses and CIDR ranges directly visible in the haproxy.config file is 61. [1]
								

								 	 
	 
									haproxy.router.openshift.io/hsts_header
								

								 	 
									Sets a Strict-Transport-Security header for the edge terminated or re-encrypt route.
								

								 	 
	 
									haproxy.router.openshift.io/log-send-hostname
								

								 	 
									Sets the hostname field in the Syslog header. Uses the hostname of the system. log-send-hostname is enabled by default if any Ingress API logging method, such as sidecar or Syslog facility, is enabled for the router.
								

								 	 
	 
									haproxy.router.openshift.io/rewrite-target
								

								 	 
									Sets the rewrite path of the request on the backend.
								

								 	 
	 
									router.openshift.io/cookie-same-site
								

								 	 
									Sets a value to restrict cookies. The values are:
								

								 
									Lax: cookies are transferred between the visited site and third-party sites.
								

								 
									Strict: cookies are restricted to the visited site.
								

								 
									None: cookies are restricted to the visited site.
								

								 
									This value is applicable to re-encrypt and edge routes only. For more information, see the SameSite cookies documentation.
								

								 	 
	 
									haproxy.router.openshift.io/set-forwarded-headers
								

								 	 
									Sets the policy for handling the Forwarded and X-Forwarded-For HTTP headers per route. The values are:
								

								 
									append: appends the header, preserving any existing header. This is the default value.
								

								 
									replace: sets the header, removing any existing header.
								

								 
									never: never sets the header, but preserves any existing header.
								

								 
									if-none: sets the header if it is not already set.
								

								 	 
									ROUTER_SET_FORWARDED_HEADERS
								

								 



	
							If the number of IP addresses and CIDR ranges in an allowlist exceeds 61, they are written into a separate file that is then referenced from haproxy.config. This file is stored in the var/lib/haproxy/router/whitelists folder.
						
Note

								To ensure that the addresses are written to the allowlist, check that the full list of CIDR ranges are listed in the Ingress Controller configuration file. The etcd object size limit restricts how large a route annotation can be. Because of this, it creates a threshold for the maximum number of IP addresses and CIDR ranges that you can include in an allowlist.
							




Note

						Environment variables cannot be edited.
					

Router timeout variables

						TimeUnits are represented by a number followed by the unit: us *(microseconds), ms (milliseconds, default), s (seconds), m (minutes), h *(hours), d (days).
					

					The regular expression is: [1-9][0-9]*(us\|ms\|s\|m\|h\|d).
				
	Variable	Default	Description
	 
									ROUTER_BACKEND_CHECK_INTERVAL
								

								 	 
									5000ms
								

								 	 
									Length of time between subsequent liveness checks on back ends.
								

								 
	 
									ROUTER_CLIENT_FIN_TIMEOUT
								

								 	 
									1s
								

								 	 
									Controls the TCP FIN timeout period for the client connecting to the route. If the FIN sent to close the connection does not answer within the given time, HAProxy closes the connection. This is harmless if set to a low value and uses fewer resources on the router.
								

								 
	 
									ROUTER_DEFAULT_CLIENT_TIMEOUT
								

								 	 
									30s
								

								 	 
									Length of time that a client has to acknowledge or send data.
								

								 
	 
									ROUTER_DEFAULT_CONNECT_TIMEOUT
								

								 	 
									5s
								

								 	 
									The maximum connection time.
								

								 
	 
									ROUTER_DEFAULT_SERVER_FIN_TIMEOUT
								

								 	 
									1s
								

								 	 
									Controls the TCP FIN timeout from the router to the pod backing the route.
								

								 
	 
									ROUTER_DEFAULT_SERVER_TIMEOUT
								

								 	 
									30s
								

								 	 
									Length of time that a server has to acknowledge or send data.
								

								 
	 
									ROUTER_DEFAULT_TUNNEL_TIMEOUT
								

								 	 
									1h
								

								 	 
									Length of time for TCP or WebSocket connections to remain open. This timeout period resets whenever HAProxy reloads.
								

								 
	 
									ROUTER_SLOWLORIS_HTTP_KEEPALIVE
								

								 	 
									300s
								

								 	 
									Set the maximum time to wait for a new HTTP request to appear. If this is set too low, it can cause problems with browsers and applications not expecting a small keepalive value.
								

								 
									Some effective timeout values can be the sum of certain variables, rather than the specific expected timeout. For example, ROUTER_SLOWLORIS_HTTP_KEEPALIVE adjusts timeout http-keep-alive. It is set to 300s by default, but HAProxy also waits on tcp-request inspect-delay, which is set to 5s. In this case, the overall timeout would be 300s plus 5s.
								

								 
	 
									ROUTER_SLOWLORIS_TIMEOUT
								

								 	 
									10s
								

								 	 
									Length of time the transmission of an HTTP request can take.
								

								 
	 
									RELOAD_INTERVAL
								

								 	 
									5s
								

								 	 
									Allows the minimum frequency for the router to reload and accept new changes.
								

								 
	 
									ROUTER_METRICS_HAPROXY_TIMEOUT
								

								 	 
									5s
								

								 	 
									Timeout for the gathering of HAProxy metrics.
								

								 


A route setting custom timeout

						

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  annotations:
    haproxy.router.openshift.io/timeout: 5500ms [image: 1]
...


					
	[image: 1] 
	
							Specifies the new timeout with HAProxy supported units (us, ms, s, m, h, d). If the unit is not provided, ms is the default.
						



Note

						Setting a server-side timeout value for passthrough routes too low can cause WebSocket connections to timeout frequently on that route.
					

A route that allows only one specific IP address

						

metadata:
  annotations:
    haproxy.router.openshift.io/ip_whitelist: 192.168.1.10


					
A route that allows several IP addresses

						

metadata:
  annotations:
    haproxy.router.openshift.io/ip_whitelist: 192.168.1.10 192.168.1.11 192.168.1.12


					
A route that allows an IP address CIDR network

						

metadata:
  annotations:
    haproxy.router.openshift.io/ip_whitelist: 192.168.1.0/24


					
A route that allows both IP an address and IP address CIDR networks

						

metadata:
  annotations:
    haproxy.router.openshift.io/ip_whitelist: 180.5.61.153 192.168.1.0/24 10.0.0.0/8


					
A route specifying a rewrite target

						

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  annotations:
    haproxy.router.openshift.io/rewrite-target: / [image: 1]
...


					
	[image: 1] 
	
							Sets / as rewrite path of the request on the backend.
						




					Setting the haproxy.router.openshift.io/rewrite-target annotation on a route specifies that the Ingress Controller should rewrite paths in HTTP requests using this route before forwarding the requests to the backend application. The part of the request path that matches the path specified in spec.path is replaced with the rewrite target specified in the annotation.
				

					The following table provides examples of the path rewriting behavior for various combinations of spec.path, request path, and rewrite target.
				
Table 24.3. rewrite-target examples:
	Route.spec.path	Request path	Rewrite target	Forwarded request path
	 
									/foo
								

								 	 
									/foo
								

								 	 
									/
								

								 	 
									/
								

								 
	 
									/foo
								

								 	 
									/foo/
								

								 	 
									/
								

								 	 
									/
								

								 
	 
									/foo
								

								 	 
									/foo/bar
								

								 	 
									/
								

								 	 
									/bar
								

								 
	 
									/foo
								

								 	 
									/foo/bar/
								

								 	 
									/
								

								 	 
									/bar/
								

								 
	 
									/foo
								

								 	 
									/foo
								

								 	 
									/bar
								

								 	 
									/bar
								

								 
	 
									/foo
								

								 	 
									/foo/
								

								 	 
									/bar
								

								 	 
									/bar/
								

								 
	 
									/foo
								

								 	 
									/foo/bar
								

								 	 
									/baz
								

								 	 
									/baz/bar
								

								 
	 
									/foo
								

								 	 
									/foo/bar/
								

								 	 
									/baz
								

								 	 
									/baz/bar/
								

								 
	 
									/foo/
								

								 	 
									/foo
								

								 	 
									/
								

								 	 
									N/A (request path does not match route path)
								

								 
	 
									/foo/
								

								 	 
									/foo/
								

								 	 
									/
								

								 	 
									/
								

								 
	 
									/foo/
								

								 	 
									/foo/bar
								

								 	 
									/
								

								 	 
									/bar
								

								 




Configuring the route admission policy




					Administrators and application developers can run applications in multiple namespaces with the same domain name. This is for organizations where multiple teams develop microservices that are exposed on the same hostname.
				
Warning

						Allowing claims across namespaces should only be enabled for clusters with trust between namespaces, otherwise a malicious user could take over a hostname. For this reason, the default admission policy disallows hostname claims across namespaces.
					

Prerequisites
	
							Cluster administrator privileges.
						


Procedure
	
							Edit the .spec.routeAdmission field of the ingresscontroller resource variable using the following command:
						
$ oc -n openshift-ingress-operator patch ingresscontroller/default --patch '{"spec":{"routeAdmission":{"namespaceOwnership":"InterNamespaceAllowed"}}}' --type=merge
Sample Ingress Controller configuration

								

spec:
  routeAdmission:
    namespaceOwnership: InterNamespaceAllowed
...


							
Tip

							You can alternatively apply the following YAML to configure the route admission policy:
						
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: default
  namespace: openshift-ingress-operator
spec:
  routeAdmission:
    namespaceOwnership: InterNamespaceAllowed





Creating a route through an Ingress object




					Some ecosystem components have an integration with Ingress resources but not with route resources. To cover this case, OpenShift Container Platform automatically creates managed route objects when an Ingress object is created. These route objects are deleted when the corresponding Ingress objects are deleted.
				
Procedure
	
							Define an Ingress object in the OpenShift Container Platform console or by entering the oc create command:
						
YAML Definition of an Ingress

								

apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: frontend
  annotations:
    route.openshift.io/termination: "reencrypt" [image: 1]
    route.openshift.io/destination-ca-certificate-secret: secret-ca-cert [image: 2]
spec:
  rules:
  - host: www.example.com [image: 3]
    http:
      paths:
      - backend:
          service:
            name: frontend
            port:
              number: 443
        path: /
        pathType: Prefix
  tls:
  - hosts:
    - www.example.com
    secretName: example-com-tls-certificate


							
	[image: 1] 
	
									The route.openshift.io/termination annotation can be used to configure the spec.tls.termination field of the Route as Ingress has no field for this. The accepted values are edge, passthrough and reencrypt. All other values are silently ignored. When the annotation value is unset, edge is the default route. The TLS certificate details must be defined in the template file to implement the default edge route.
								

	[image: 3] 
	
									When working with an Ingress object, you must specify an explicit hostname, unlike when working with routes. You can use the <host_name>.<cluster_ingress_domain> syntax, for example apps.openshiftdemos.com, to take advantage of the *.<cluster_ingress_domain> wildcard DNS record and serving certificate for the cluster. Otherwise, you must ensure that there is a DNS record for the chosen hostname.
								
	
											If you specify the passthrough value in the route.openshift.io/termination annotation, set path to '' and pathType to ImplementationSpecific in the spec:
										
  spec:
    rules:
    - host: www.example.com
      http:
        paths:
        - path: ''
          pathType: ImplementationSpecific
          backend:
            service:
              name: frontend
              port:
                number: 443
$ oc apply -f ingress.yaml




	[image: 2] 
	
									The route.openshift.io/destination-ca-certificate-secret can be used on an Ingress object to define a route with a custom destination certificate (CA). The annotation references a kubernetes secret, secret-ca-cert that will be inserted into the generated route.
								
	
											To specify a route object with a destination CA from an ingress object, you must create a kubernetes.io/tls or Opaque type secret with a certificate in PEM-encoded format in the data.tls.crt specifier of the secret.
										






	
							List your routes:
						
$ oc get routes

							The result includes an autogenerated route whose name starts with frontend-:
						
NAME             HOST/PORT         PATH    SERVICES    PORT    TERMINATION          WILDCARD
frontend-gnztq   www.example.com           frontend    443     reencrypt/Redirect   None

							If you inspect this route, it looks this:
						
YAML Definition of an autogenerated route

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: frontend-gnztq
  ownerReferences:
  - apiVersion: networking.k8s.io/v1
    controller: true
    kind: Ingress
    name: frontend
    uid: 4e6c59cc-704d-4f44-b390-617d879033b6
spec:
  host: www.example.com
  path: /
  port:
    targetPort: https
  tls:
    certificate: |
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
    insecureEdgeTerminationPolicy: Redirect
    key: |
      -----BEGIN RSA PRIVATE KEY-----
      [...]
      -----END RSA PRIVATE KEY-----
    termination: reencrypt
    destinationCACertificate: |
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
  to:
    kind: Service
    name: frontend


							




Creating a route using the default certificate through an Ingress object




					If you create an Ingress object without specifying any TLS configuration, OpenShift Container Platform generates an insecure route. To create an Ingress object that generates a secure, edge-terminated route using the default ingress certificate, you can specify an empty TLS configuration as follows.
				
Prerequisites
	
							You have a service that you want to expose.
						
	
							You have access to the OpenShift CLI (oc).
						


Procedure
	
							Create a YAML file for the Ingress object. In this example, the file is called example-ingress.yaml:
						
YAML definition of an Ingress object

								

apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: frontend
  ...
spec:
  rules:
    ...
  tls:
  - {} [image: 1]


							
	[image: 1] 
	
									Use this exact syntax to specify TLS without specifying a custom certificate.
								




	
							Create the Ingress object by running the following command:
						
$ oc create -f example-ingress.yaml



Verification
	
							Verify that OpenShift Container Platform has created the expected route for the Ingress object by running the following command:
						
$ oc get routes -o yaml
Example output

								

apiVersion: v1
items:
- apiVersion: route.openshift.io/v1
  kind: Route
  metadata:
    name: frontend-j9sdd [image: 1]
    ...
  spec:
  ...
    tls: [image: 2]
      insecureEdgeTerminationPolicy: Redirect
      termination: edge [image: 3]
  ...


							
	[image: 1] 
	
									The name of the route includes the name of the Ingress object followed by a random suffix.
								

	[image: 2] 
	
									In order to use the default certificate, the route should not specify spec.certificate.
								

	[image: 3] 
	
									The route should specify the edge termination policy.
								







Creating a route using the destination CA certificate in the Ingress annotation




					The route.openshift.io/destination-ca-certificate-secret annotation can be used on an Ingress object to define a route with a custom destination CA certificate.
				
Prerequisites
	
							You may have a certificate/key pair in PEM-encoded files, where the certificate is valid for the route host.
						
	
							You may have a separate CA certificate in a PEM-encoded file that completes the certificate chain.
						
	
							You must have a separate destination CA certificate in a PEM-encoded file.
						
	
							You must have a service that you want to expose.
						


Procedure
	
							Add the route.openshift.io/destination-ca-certificate-secret to the Ingress annotations:
						
apiVersion: networking.k8s.io/v1
kind: Ingress
metadata:
  name: frontend
  annotations:
    route.openshift.io/termination: "reencrypt"
    route.openshift.io/destination-ca-certificate-secret: secret-ca-cert [image: 1]
...
	[image: 1] 
	
									The annotation references a kubernetes secret.
								




	
							The secret referenced in this annotation will be inserted into the generated route.
						
Example output

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: frontend
  annotations:
    route.openshift.io/termination: reencrypt
    route.openshift.io/destination-ca-certificate-secret: secret-ca-cert
spec:
...
  tls:
    insecureEdgeTerminationPolicy: Redirect
    termination: reencrypt
    destinationCACertificate: |
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
...


							




Configuring the OpenShift Container Platform Ingress Controller for dual-stack networking




					If your OpenShift Container Platform cluster is configured for IPv4 and IPv6 dual-stack networking, your cluster is externally reachable by OpenShift Container Platform routes.
				

					The Ingress Controller automatically serves services that have both IPv4 and IPv6 endpoints, but you can configure the Ingress Controller for single-stack or dual-stack services.
				
Prerequisites
	
							You deployed an OpenShift Container Platform cluster on bare metal.
						
	
							You installed the OpenShift CLI (oc).
						


Procedure
	
							To have the Ingress Controller serve traffic over IPv4/IPv6 to a workload, you can create a service YAML file or modify an existing service YAML file by setting the ipFamilies and ipFamilyPolicy fields. For example:
						
Sample service YAML file

								

apiVersion: v1
kind: Service
metadata:
  creationTimestamp: yyyy-mm-ddT00:00:00Z
  labels:
    name: <service_name>
    manager: kubectl-create
    operation: Update
    time: yyyy-mm-ddT00:00:00Z
  name: <service_name>
  namespace: <namespace_name>
  resourceVersion: "<resource_version_number>"
  selfLink: "/api/v1/namespaces/<namespace_name>/services/<service_name>"
  uid: <uid_number>
spec:
  clusterIP: 172.30.0.0/16
  clusterIPs: [image: 1]
  - 172.30.0.0/16
  - <second_IP_address>
  ipFamilies: [image: 2]
  - IPv4
  - IPv6
  ipFamilyPolicy: RequireDualStack [image: 3]
  ports:
  - port: 8080
    protocol: TCP
    targetport: 8080
  selector:
    name: <namespace_name>
  sessionAffinity: None
  type: ClusterIP
status:
  loadbalancer: {}


							
	[image: 1] 
	
									In a dual-stack instance, there are two different clusterIPs provided.
								

	[image: 2] 
	
									For a single-stack instance, enter IPv4 or IPv6. For a dual-stack instance, enter both IPv4 and IPv6.
								

	[image: 3] 
	
									For a single-stack instance, enter SingleStack. For a dual-stack instance, enter RequireDualStack.
								




							These resources generate corresponding endpoints. The Ingress Controller now watches endpointslices.
						

	
							To view endpoints, enter the following command:
						
$ oc get endpoints

	
							To view endpointslices, enter the following command:
						
$ oc get endpointslices



Additional resources
	
							Specifying an alternative cluster domain using the appsDomain option
						




Secured routes




				Secure routes provide the ability to use several types of TLS termination to serve certificates to the client. The following sections describe how to create re-encrypt, edge, and passthrough routes with custom certificates.
			
Important

					If you create routes in Microsoft Azure through public endpoints, the resource names are subject to restriction. You cannot create resources that use certain terms. For a list of terms that Azure restricts, see Resolve reserved resource name errors in the Azure documentation.
				

Creating a re-encrypt route with a custom certificate




					You can configure a secure route using reencrypt TLS termination with a custom certificate by using the oc create route command.
				
Prerequisites
	
							You must have a certificate/key pair in PEM-encoded files, where the certificate is valid for the route host.
						
	
							You may have a separate CA certificate in a PEM-encoded file that completes the certificate chain.
						
	
							You must have a separate destination CA certificate in a PEM-encoded file.
						
	
							You must have a service that you want to expose.
						


Note

						Password protected key files are not supported. To remove a passphrase from a key file, use the following command:
					
$ openssl rsa -in password_protected_tls.key -out tls.key

Procedure

						This procedure creates a Route resource with a custom certificate and reencrypt TLS termination. The following assumes that the certificate/key pair are in the tls.crt and tls.key files in the current working directory. You must also specify a destination CA certificate to enable the Ingress Controller to trust the service’s certificate. You may also specify a CA certificate if needed to complete the certificate chain. Substitute the actual path names for tls.crt, tls.key, cacert.crt, and (optionally) ca.crt. Substitute the name of the Service resource that you want to expose for frontend. Substitute the appropriate hostname for www.example.com.
					
	
							Create a secure Route resource using reencrypt TLS termination and a custom certificate:
						
$ oc create route reencrypt --service=frontend --cert=tls.crt --key=tls.key --dest-ca-cert=destca.crt --ca-cert=ca.crt --hostname=www.example.com

							If you examine the resulting Route resource, it should look similar to the following:
						
YAML Definition of the Secure Route

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: frontend
spec:
  host: www.example.com
  to:
    kind: Service
    name: frontend
  tls:
    termination: reencrypt
    key: |-
      -----BEGIN PRIVATE KEY-----
      [...]
      -----END PRIVATE KEY-----
    certificate: |-
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
    caCertificate: |-
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
    destinationCACertificate: |-
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----


							

							See oc create route reencrypt --help for more options.
						




Creating an edge route with a custom certificate




					You can configure a secure route using edge TLS termination with a custom certificate by using the oc create route command. With an edge route, the Ingress Controller terminates TLS encryption before forwarding traffic to the destination pod. The route specifies the TLS certificate and key that the Ingress Controller uses for the route.
				
Prerequisites
	
							You must have a certificate/key pair in PEM-encoded files, where the certificate is valid for the route host.
						
	
							You may have a separate CA certificate in a PEM-encoded file that completes the certificate chain.
						
	
							You must have a service that you want to expose.
						


Note

						Password protected key files are not supported. To remove a passphrase from a key file, use the following command:
					
$ openssl rsa -in password_protected_tls.key -out tls.key

Procedure

						This procedure creates a Route resource with a custom certificate and edge TLS termination. The following assumes that the certificate/key pair are in the tls.crt and tls.key files in the current working directory. You may also specify a CA certificate if needed to complete the certificate chain. Substitute the actual path names for tls.crt, tls.key, and (optionally) ca.crt. Substitute the name of the service that you want to expose for frontend. Substitute the appropriate hostname for www.example.com.
					
	
							Create a secure Route resource using edge TLS termination and a custom certificate.
						
$ oc create route edge --service=frontend --cert=tls.crt --key=tls.key --ca-cert=ca.crt --hostname=www.example.com

							If you examine the resulting Route resource, it should look similar to the following:
						
YAML Definition of the Secure Route

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: frontend
spec:
  host: www.example.com
  to:
    kind: Service
    name: frontend
  tls:
    termination: edge
    key: |-
      -----BEGIN PRIVATE KEY-----
      [...]
      -----END PRIVATE KEY-----
    certificate: |-
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----
    caCertificate: |-
      -----BEGIN CERTIFICATE-----
      [...]
      -----END CERTIFICATE-----


							

							See oc create route edge --help for more options.
						




Creating a passthrough route




					You can configure a secure route using passthrough termination by using the oc create route command. With passthrough termination, encrypted traffic is sent straight to the destination without the router providing TLS termination. Therefore no key or certificate is required on the route.
				
Prerequisites
	
							You must have a service that you want to expose.
						


Procedure
	
							Create a Route resource:
						
$ oc create route passthrough route-passthrough-secured --service=frontend --port=8080

							If you examine the resulting Route resource, it should look similar to the following:
						
A Secured Route Using Passthrough Termination

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  name: route-passthrough-secured [image: 1]
spec:
  host: www.example.com
  port:
    targetPort: 8080
  tls:
    termination: passthrough [image: 2]
    insecureEdgeTerminationPolicy: None [image: 3]
  to:
    kind: Service
    name: frontend


							
	[image: 1] 
	
									The name of the object, which is limited to 63 characters.
								

	[image: 2] 
	
									The termination field is set to passthrough. This is the only required tls field.
								

	[image: 3] 
	
									Optional insecureEdgeTerminationPolicy. The only valid values are None, Redirect, or empty for disabled.
								




							The destination pod is responsible for serving certificates for the traffic at the endpoint. This is currently the only method that can support requiring client certificates, also known as two-way authentication.
						






Chapter 25. Configuring ingress cluster traffic



Configuring ingress cluster traffic overview




				OpenShift Container Platform provides the following methods for communicating from outside the cluster with services running in the cluster.
			

				The methods are recommended, in order or preference:
			
	
						If you have HTTP/HTTPS, use an Ingress Controller.
					
	
						If you have a TLS-encrypted protocol other than HTTPS. For example, for TLS with the SNI header, use an Ingress Controller.
					
	
						Otherwise, use a Load Balancer, an External IP, or a NodePort.
					


	Method	Purpose
	 
								Use an Ingress Controller
							

							 	 
								Allows access to HTTP/HTTPS traffic and TLS-encrypted protocols other than HTTPS (for example, TLS with the SNI header).
							

							 
	 
								Automatically assign an external IP using a load balancer service
							

							 	 
								Allows traffic to non-standard ports through an IP address assigned from a pool. Most cloud platforms offer a method to start a service with a load-balancer IP address.
							

							 
	 
								About MetalLB and the MetalLB Operator
							

							 	 
								Allows traffic to a specific IP address or address from a pool on the machine network. For bare-metal installations or platforms that are like bare metal, MetalLB provides a way to start a service with a load-balancer IP address.
							

							 
	 
								Manually assign an external IP to a service
							

							 	 
								Allows traffic to non-standard ports through a specific IP address.
							

							 
	 
								Configure a NodePort
							

							 	 
								Expose a service on all nodes in the cluster.
							

							 


Comparision: Fault tolerant access to external IP addresses




					For the communication methods that provide access to an external IP address, fault tolerant access to the IP address is another consideration. The following features provide fault tolerant access to an external IP address.
				
	IP failover
	
								IP failover manages a pool of virtual IP address for a set of nodes. It is implemented with Keepalived and Virtual Router Redundancy Protocol (VRRP). IP failover is a layer 2 mechanism only and relies on multicast. Multicast can have disadvantages for some networks.
							
	MetalLB
	
								MetalLB has a layer 2 mode, but it does not use multicast. Layer 2 mode has a disadvantage that it transfers all traffic for an external IP address through one node.
							
	Manually assigning external IP addresses
	
								You can configure your cluster with an IP address block that is used to assign external IP addresses to services. By default, this feature is disabled. This feature is flexible, but places the largest burden on the cluster or network administrator. The cluster is prepared to receive traffic that is destined for the external IP, but each customer has to decide how they want to route traffic to nodes.
							




Configuring ExternalIPs for services




				As a cluster administrator, you can designate an IP address block that is external to the cluster that can send traffic to services in the cluster.
			

				This functionality is generally most useful for clusters installed on bare-metal hardware.
			
Prerequisites



	
							Your network infrastructure must route traffic for the external IP addresses to your cluster.
						



About ExternalIP




					For non-cloud environments, OpenShift Container Platform supports the assignment of external IP addresses to a Service object spec.externalIPs[] field through the ExternalIP facility. By setting this field, OpenShift Container Platform assigns an additional virtual IP address to the service. The IP address can be outside the service network defined for the cluster. A service configured with an ExternalIP functions similarly to a service with type=NodePort, allowing you to direct traffic to a local node for load balancing.
				

					You must configure your networking infrastructure to ensure that the external IP address blocks that you define are routed to the cluster.
				

					OpenShift Container Platform extends the ExternalIP functionality in Kubernetes by adding the following capabilities:
				
	
							Restrictions on the use of external IP addresses by users through a configurable policy
						
	
							Allocation of an external IP address automatically to a service upon request
						


Warning

						Disabled by default, use of ExternalIP functionality can be a security risk, because in-cluster traffic to an external IP address is directed to that service. This could allow cluster users to intercept sensitive traffic destined for external resources.
					

Important

						This feature is supported only in non-cloud deployments. For cloud deployments, use the load balancer services for automatic deployment of a cloud load balancer to target the endpoints of a service.
					


					You can assign an external IP address in the following ways:
				
	Automatic assignment of an external IP
	
								OpenShift Container Platform automatically assigns an IP address from the autoAssignCIDRs CIDR block to the spec.externalIPs[] array when you create a Service object with spec.type=LoadBalancer set. In this case, OpenShift Container Platform implements a non-cloud version of the load balancer service type and assigns IP addresses to the services. Automatic assignment is disabled by default and must be configured by a cluster administrator as described in the following section.
							
	Manual assignment of an external IP
	
								OpenShift Container Platform uses the IP addresses assigned to the spec.externalIPs[] array when you create a Service object. You cannot specify an IP address that is already in use by another service.
							


Configuration for ExternalIP




						Use of an external IP address in OpenShift Container Platform is governed by the following fields in the Network.config.openshift.io CR named cluster:
					
	
								spec.externalIP.autoAssignCIDRs defines an IP address block used by the load balancer when choosing an external IP address for the service. OpenShift Container Platform supports only a single IP address block for automatic assignment. This can be simpler than having to manage the port space of a limited number of shared IP addresses when manually assigning ExternalIPs to services. If automatic assignment is enabled, a Service object with spec.type=LoadBalancer is allocated an external IP address.
							
	
								spec.externalIP.policy defines the permissible IP address blocks when manually specifying an IP address. OpenShift Container Platform does not apply policy rules to IP address blocks defined by spec.externalIP.autoAssignCIDRs.
							



						If routed correctly, external traffic from the configured external IP address block can reach service endpoints through any TCP or UDP port that the service exposes.
					
Important

							As a cluster administrator, you must configure routing to externalIPs on both OpenShiftSDN and OVN-Kubernetes network types. You must also ensure that the IP address block you assign terminates at one or more nodes in your cluster. For more information, see Kubernetes External IPs.
						


						OpenShift Container Platform supports both the automatic and manual assignment of IP addresses, and each address is guaranteed to be assigned to a maximum of one service. This ensures that each service can expose its chosen ports regardless of the ports exposed by other services.
					
Note

							To use IP address blocks defined by autoAssignCIDRs in OpenShift Container Platform, you must configure the necessary IP address assignment and routing for your host network.
						


						The following YAML describes a service with an external IP address configured:
					
Example Service object with spec.externalIPs[] set

							

apiVersion: v1
kind: Service
metadata:
  name: http-service
spec:
  clusterIP: 172.30.163.110
  externalIPs:
  - 192.168.132.253
  externalTrafficPolicy: Cluster
  ports:
  - name: highport
    nodePort: 31903
    port: 30102
    protocol: TCP
    targetPort: 30102
  selector:
    app: web
  sessionAffinity: None
  type: LoadBalancer
status:
  loadBalancer:
    ingress:
    - ip: 192.168.132.253


						

Restrictions on the assignment of an external IP address




						As a cluster administrator, you can specify IP address blocks to allow and to reject.
					

						Restrictions apply only to users without cluster-admin privileges. A cluster administrator can always set the service spec.externalIPs[] field to any IP address.
					

						You configure IP address policy with a policy object defined by specifying the spec.ExternalIP.policy field. The policy object has the following shape:
					
{
  "policy": {
    "allowedCIDRs": [],
    "rejectedCIDRs": []
  }
}

						When configuring policy restrictions, the following rules apply:
					
	
								If policy={} is set, then creating a Service object with spec.ExternalIPs[] set will fail. This is the default for OpenShift Container Platform. The behavior when policy=null is set is identical.
							
	
								If policy is set and either policy.allowedCIDRs[] or policy.rejectedCIDRs[] is set, the following rules apply:
							
	
										If allowedCIDRs[] and rejectedCIDRs[] are both set, then rejectedCIDRs[] has precedence over allowedCIDRs[].
									
	
										If allowedCIDRs[] is set, creating a Service object with spec.ExternalIPs[] will succeed only if the specified IP addresses are allowed.
									
	
										If rejectedCIDRs[] is set, creating a Service object with spec.ExternalIPs[] will succeed only if the specified IP addresses are not rejected.
									






Example policy objects




						The examples that follow demonstrate several different policy configurations.
					
	
								In the following example, the policy prevents OpenShift Container Platform from creating any service with an external IP address specified:
							
Example policy to reject any value specified for Service object spec.externalIPs[]

									

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  externalIP:
    policy: {}
  ...


								

	
								In the following example, both the allowedCIDRs and rejectedCIDRs fields are set.
							
Example policy that includes both allowed and rejected CIDR blocks

									

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  externalIP:
    policy:
      allowedCIDRs:
      - 172.16.66.10/23
      rejectedCIDRs:
      - 172.16.66.10/24
  ...


								

	
								In the following example, policy is set to null. If set to null, when inspecting the configuration object by entering oc get networks.config.openshift.io -o yaml, the policy field will not appear in the output.
							
Example policy to allow any value specified for Service object spec.externalIPs[]

									

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  externalIP:
    policy: null
  ...


								





ExternalIP address block configuration




					The configuration for ExternalIP address blocks is defined by a Network custom resource (CR) named cluster. The Network CR is part of the config.openshift.io API group.
				
Important

						During cluster installation, the Cluster Version Operator (CVO) automatically creates a Network CR named cluster. Creating any other CR objects of this type is not supported.
					


					The following YAML describes the ExternalIP configuration:
				
Network.config.openshift.io CR named cluster

						

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  externalIP:
    autoAssignCIDRs: [] [image: 1]
    policy: [image: 2]
      ...


					
	[image: 1] 
	
							Defines the IP address block in CIDR format that is available for automatic assignment of external IP addresses to a service. Only a single IP address range is allowed.
						

	[image: 2] 
	
							Defines restrictions on manual assignment of an IP address to a service. If no restrictions are defined, specifying the spec.externalIP field in a Service object is not allowed. By default, no restrictions are defined.
						




					The following YAML describes the fields for the policy stanza:
				
Network.config.openshift.io policy stanza

						

policy:
  allowedCIDRs: [] [image: 1]
  rejectedCIDRs: [] [image: 2]


					
	[image: 1] 
	
							A list of allowed IP address ranges in CIDR format.
						

	[image: 2] 
	
							A list of rejected IP address ranges in CIDR format.
						



Example external IP configurations

					Several possible configurations for external IP address pools are displayed in the following examples:
				
	
							The following YAML describes a configuration that enables automatically assigned external IP addresses:
						
Example configuration with spec.externalIP.autoAssignCIDRs set

								

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  ...
  externalIP:
    autoAssignCIDRs:
    - 192.168.132.254/29


							

	
							The following YAML configures policy rules for the allowed and rejected CIDR ranges:
						
Example configuration with spec.externalIP.policy set

								

apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  ...
  externalIP:
    policy:
      allowedCIDRs:
      - 192.168.132.0/29
      - 192.168.132.8/29
      rejectedCIDRs:
      - 192.168.132.7/32


							




Configure external IP address blocks for your cluster




					As a cluster administrator, you can configure the following ExternalIP settings:
				
	
							An ExternalIP address block used by OpenShift Container Platform to automatically populate the spec.clusterIP field for a Service object.
						
	
							A policy object to restrict what IP addresses may be manually assigned to the spec.clusterIP array of a Service object.
						


Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Access to the cluster as a user with the cluster-admin role.
						


Procedure
	
							Optional: To display the current external IP configuration, enter the following command:
						
$ oc describe networks.config cluster

	
							To edit the configuration, enter the following command:
						
$ oc edit networks.config cluster

	
							Modify the ExternalIP configuration, as in the following example:
						
apiVersion: config.openshift.io/v1
kind: Network
metadata:
  name: cluster
spec:
  ...
  externalIP: [image: 1]
  ...
	[image: 1] 
	
									Specify the configuration for the externalIP stanza.
								




	
							To confirm the updated ExternalIP configuration, enter the following command:
						
$ oc get networks.config cluster -o go-template='{{.spec.externalIP}}{{"\n"}}'




Next steps



	
							Configuring ingress cluster traffic for a service external IP
						




Configuring ingress cluster traffic using an Ingress Controller




				OpenShift Container Platform provides methods for communicating from outside the cluster with services running in the cluster. This method uses an Ingress Controller.
			
Using Ingress Controllers and routes




					The Ingress Operator manages Ingress Controllers and wildcard DNS.
				

					Using an Ingress Controller is the most common way to allow external access to an OpenShift Container Platform cluster.
				

					An Ingress Controller is configured to accept external requests and proxy them based on the configured routes. This is limited to HTTP, HTTPS using SNI, and TLS using SNI, which is sufficient for web applications and services that work over TLS with SNI.
				

					Work with your administrator to configure an Ingress Controller to accept external requests and proxy them based on the configured routes.
				

					The administrator can create a wildcard DNS entry and then set up an Ingress Controller. Then, you can work with the edge Ingress Controller without having to contact the administrators.
				

					By default, every Ingress Controller in the cluster can admit any route created in any project in the cluster.
				

					The Ingress Controller:
				
	
							Has two replicas by default, which means it should be running on two worker nodes.
						
	
							Can be scaled up to have more replicas on more nodes.
						


Note

						The procedures in this section require prerequisites performed by the cluster administrator.
					


Prerequisites




					Before starting the following procedures, the administrator must:
				
	
							Set up the external port to the cluster networking environment so that requests can reach the cluster.
						
	
							Make sure there is at least one user with cluster admin role. To add this role to a user, run the following command:
						
$ oc adm policy add-cluster-role-to-user cluster-admin username

	
							Have an OpenShift Container Platform cluster with at least one master and at least one node and a system outside the cluster that has network access to the cluster. This procedure assumes that the external system is on the same subnet as the cluster. The additional networking required for external systems on a different subnet is out-of-scope for this topic.
						



Creating a project and service




					If the project and service that you want to expose do not exist, first create the project, then the service.
				

					If the project and service already exist, skip to the procedure on exposing the service to create a route.
				
Prerequisites
	
							Install the oc CLI and log in as a cluster administrator.
						


Procedure
	
							Create a new project for your service by running the oc new-project command:
						
$ oc new-project myproject

	
							Use the oc new-app command to create your service:
						
$ oc new-app nodejs:12~https://github.com/sclorg/nodejs-ex.git

	
							To verify that the service was created, run the following command:
						
$ oc get svc -n myproject
Example output

								

NAME        TYPE        CLUSTER-IP       EXTERNAL-IP   PORT(S)    AGE
nodejs-ex   ClusterIP   172.30.197.157   <none>        8080/TCP   70s


							

							By default, the new service does not have an external IP address.
						




Exposing the service by creating a route




					You can expose the service as a route by using the oc expose command.
				
Procedure

						To expose the service:
					
	
							Log in to OpenShift Container Platform.
						
	
							Log in to the project where the service you want to expose is located:
						
$ oc project myproject

	
							Run the oc expose service command to expose the route:
						
$ oc expose service nodejs-ex
Example output

								

route.route.openshift.io/nodejs-ex exposed


							

	
							To verify that the service is exposed, you can use a tool, such as cURL, to make sure the service is accessible from outside the cluster.
						
	
									Use the oc get route command to find the route’s host name:
								
$ oc get route
Example output

										

NAME        HOST/PORT                        PATH   SERVICES    PORT       TERMINATION   WILDCARD
nodejs-ex   nodejs-ex-myproject.example.com         nodejs-ex   8080-tcp                 None


									

	
									Use cURL to check that the host responds to a GET request:
								
$ curl --head nodejs-ex-myproject.example.com
Example output

										

HTTP/1.1 200 OK
...


									







Configuring Ingress Controller sharding by using route labels




					Ingress Controller sharding by using route labels means that the Ingress Controller serves any route in any namespace that is selected by the route selector.
				
Figure 25.1. Ingress sharding using route labels
[image: A diagram showing multiple Ingress Controllers with different route selectors serving any route containing a label that matches a given route selector regardless of the namespace a route belongs to]



					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Procedure
	
							Edit the router-internal.yaml file:
						
# cat router-internal.yaml
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: sharded
  namespace: openshift-ingress-operator
spec:
  domain: <apps-sharded.basedomain.example.net> [image: 1]
  nodePlacement:
    nodeSelector:
      matchLabels:
        node-role.kubernetes.io/worker: ""
  routeSelector:
    matchLabels:
      type: sharded
	[image: 1] 
	
									Specify a domain to be used by the Ingress Controller. This domain must be different from the default Ingress Controller domain.
								




	
							Apply the Ingress Controller router-internal.yaml file:
						
# oc apply -f router-internal.yaml

							The Ingress Controller selects routes in any namespace that have the label type: sharded.
						

	
							Create a new route using the domain configured in the router-internal.yaml:
						
$ oc expose svc <service-name> --hostname <route-name>.apps-sharded.basedomain.example.net




Configuring Ingress Controller sharding by using namespace labels




					Ingress Controller sharding by using namespace labels means that the Ingress Controller serves any route in any namespace that is selected by the namespace selector.
				
Figure 25.2. Ingress sharding using namespace labels
[image: A diagram showing multiple Ingress Controllers with different namespace selectors serving routes that belong to the namespace containing a label that matches a given namespace selector]



					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Procedure
	
							Edit the router-internal.yaml file:
						
# cat router-internal.yaml
Example output

								

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: sharded
  namespace: openshift-ingress-operator
spec:
  domain: <apps-sharded.basedomain.example.net> [image: 1]
  nodePlacement:
    nodeSelector:
      matchLabels:
        node-role.kubernetes.io/worker: ""
  namespaceSelector:
    matchLabels:
      type: sharded


							
	[image: 1] 
	
									Specify a domain to be used by the Ingress Controller. This domain must be different from the default Ingress Controller domain.
								




	
							Apply the Ingress Controller router-internal.yaml file:
						
# oc apply -f router-internal.yaml

							The Ingress Controller selects routes in any namespace that is selected by the namespace selector that have the label type: sharded.
						

	
							Create a new route using the domain configured in the router-internal.yaml:
						
$ oc expose svc <service-name> --hostname <route-name>.apps-sharded.basedomain.example.net




Creating a route for Ingress Controller sharding




					A route allows you to host your application at a URL. In this case, the hostname is not set and the route uses a subdomain instead. When you specify a subdomain, you automatically use the domain of the Ingress Controller that exposes the route. For situations where a route is exposed by multiple Ingress Controllers, the route is hosted at multiple URLs.
				

					The following procedure describes how to create a route for Ingress Controller sharding, using the hello-openshift application as an example.
				

					Ingress Controller sharding is useful when balancing incoming traffic load among a set of Ingress Controllers and when isolating traffic to a specific Ingress Controller. For example, company A goes to one Ingress Controller and company B to another.
				
Prerequisites
	
							You installed the OpenShift CLI (oc).
						
	
							You are logged in as a project administrator.
						
	
							You have a web application that exposes a port and an HTTP or TLS endpoint listening for traffic on the port.
						
	
							You have configured the Ingress Controller for sharding.
						


Procedure
	
							Create a project called hello-openshift by running the following command:
						
$ oc new-project hello-openshift

	
							Create a pod in the project by running the following command:
						
$ oc create -f https://raw.githubusercontent.com/openshift/origin/master/examples/hello-openshift/hello-pod.json

	
							Create a service called hello-openshift by running the following command:
						
$ oc expose pod/hello-openshift

	
							Create a route definition called hello-openshift-route.yaml:
						
YAML definition of the created route for sharding:

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded [image: 1]
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift [image: 2]
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift


							
	[image: 1] 
	
									Both the label key and its corresponding label value must match the ones specified in the Ingress Controller. In this example, the Ingress Controller has the label key and value type: sharded.
								

	[image: 2] 
	
									The route will be exposed using the value of the subdomain field. When you specify the subdomain field, you must leave the hostname unset. If you specify both the host and subdomain fields, then the route will use the value of the host field, and ignore the subdomain field.
								




	
							Use hello-openshift-route.yaml to create a route to the hello-openshift application by running the following command:
						
$ oc -n hello-openshift create -f hello-openshift-route.yaml



Verification
	
							Get the status of the route with the following command:
						
$ oc -n hello-openshift get routes/hello-openshift-edge -o yaml

							The resulting Route resource should look similar to the following:
						
Example output

								

apiVersion: route.openshift.io/v1
kind: Route
metadata:
  labels:
    type: sharded
  name: hello-openshift-edge
  namespace: hello-openshift
spec:
  subdomain: hello-openshift
  tls:
    termination: edge
  to:
    kind: Service
    name: hello-openshift
status:
  ingress:
  - host: hello-openshift.<apps-sharded.basedomain.example.net> [image: 1]
    routerCanonicalHostname: router-sharded.<apps-sharded.basedomain.example.net> [image: 2]
    routerName: sharded [image: 3]


							
	[image: 1] 
	
									The hostname the Ingress Controller, or router, uses to expose the route. The value of the host field is automatically determined by the Ingress Controller, and uses its domain. In this example, the domain of the Ingress Controller is <apps-sharded.basedomain.example.net>.
								

	[image: 2] 
	
									The hostname of the Ingress Controller.
								

	[image: 3] 
	
									The name of the Ingress Controller. In this example, the Ingress Controller has the name sharded.
								







Additional resources




					The Ingress Operator manages wildcard DNS. For more information, see the following:
				
	
							Ingress Operator in OpenShift Container Platform.
						
	
							Installing a cluster on bare metal.
						
	
							Installing a cluster on vSphere.
						
	
							About network policy.
						




Configuring ingress cluster traffic using a load balancer




				OpenShift Container Platform provides methods for communicating from outside the cluster with services running in the cluster. This method uses a load balancer.
			
Using a load balancer to get traffic into the cluster




					If you do not need a specific external IP address, you can configure a load balancer service to allow external access to an OpenShift Container Platform cluster.
				

					A load balancer service allocates a unique IP. The load balancer has a single edge router IP, which can be a virtual IP (VIP), but is still a single machine for initial load balancing.
				
Note

						If a pool is configured, it is done at the infrastructure level, not by a cluster administrator.
					

Note

						The procedures in this section require prerequisites performed by the cluster administrator.
					


Prerequisites




					Before starting the following procedures, the administrator must:
				
	
							Set up the external port to the cluster networking environment so that requests can reach the cluster.
						
	
							Make sure there is at least one user with cluster admin role. To add this role to a user, run the following command:
						
$ oc adm policy add-cluster-role-to-user cluster-admin username

	
							Have an OpenShift Container Platform cluster with at least one master and at least one node and a system outside the cluster that has network access to the cluster. This procedure assumes that the external system is on the same subnet as the cluster. The additional networking required for external systems on a different subnet is out-of-scope for this topic.
						



Creating a project and service




					If the project and service that you want to expose do not exist, first create the project, then the service.
				

					If the project and service already exist, skip to the procedure on exposing the service to create a route.
				
Prerequisites
	
							Install the oc CLI and log in as a cluster administrator.
						


Procedure
	
							Create a new project for your service by running the oc new-project command:
						
$ oc new-project myproject

	
							Use the oc new-app command to create your service:
						
$ oc new-app nodejs:12~https://github.com/sclorg/nodejs-ex.git

	
							To verify that the service was created, run the following command:
						
$ oc get svc -n myproject
Example output

								

NAME        TYPE        CLUSTER-IP       EXTERNAL-IP   PORT(S)    AGE
nodejs-ex   ClusterIP   172.30.197.157   <none>        8080/TCP   70s


							

							By default, the new service does not have an external IP address.
						




Exposing the service by creating a route




					You can expose the service as a route by using the oc expose command.
				
Procedure

						To expose the service:
					
	
							Log in to OpenShift Container Platform.
						
	
							Log in to the project where the service you want to expose is located:
						
$ oc project myproject

	
							Run the oc expose service command to expose the route:
						
$ oc expose service nodejs-ex
Example output

								

route.route.openshift.io/nodejs-ex exposed


							

	
							To verify that the service is exposed, you can use a tool, such as cURL, to make sure the service is accessible from outside the cluster.
						
	
									Use the oc get route command to find the route’s host name:
								
$ oc get route
Example output

										

NAME        HOST/PORT                        PATH   SERVICES    PORT       TERMINATION   WILDCARD
nodejs-ex   nodejs-ex-myproject.example.com         nodejs-ex   8080-tcp                 None


									

	
									Use cURL to check that the host responds to a GET request:
								
$ curl --head nodejs-ex-myproject.example.com
Example output

										

HTTP/1.1 200 OK
...


									







Creating a load balancer service




					Use the following procedure to create a load balancer service.
				
Prerequisites
	
							Make sure that the project and service you want to expose exist.
						
	
							Your cloud provider supports load balancers.
						


Procedure

						To create a load balancer service:
					
	
							Log in to OpenShift Container Platform.
						
	
							Load the project where the service you want to expose is located.
						
$ oc project project1

	
							Open a text file on the control plane node and paste the following text, editing the file as needed:
						
Sample load balancer configuration file

								

apiVersion: v1
kind: Service
metadata:
  name: egress-2 [image: 1]
spec:
  ports:
  - name: db
    port: 3306 [image: 2]
  loadBalancerIP:
  loadBalancerSourceRanges: [image: 3]
  - 10.0.0.0/8
  - 192.168.0.0/16
  type: LoadBalancer [image: 4]
  selector:
    name: mysql [image: 5]


							
	[image: 1] 
	
									Enter a descriptive name for the load balancer service.
								

	[image: 2] 
	
									Enter the same port that the service you want to expose is listening on.
								

	[image: 3] 
	
									Enter a list of specific IP addresses to restrict traffic through the load balancer. This field is ignored if the cloud-provider does not support the feature.
								

	[image: 4] 
	
									Enter Loadbalancer as the type.
								

	[image: 5] 
	
									Enter the name of the service.
								



Note

								To restrict traffic through the load balancer to specific IP addresses, it is recommended to use the service.beta.kubernetes.io/load-balancer-source-ranges annotation rather than setting the loadBalancerSourceRanges field. With the annotation, you can more easily migrate to the OpenShift API, which will be implemented in a future release.
							


	
							Save and exit the file.
						
	
							Run the following command to create the service:
						
$ oc create -f <file-name>

							For example:
						
$ oc create -f mysql-lb.yaml

	
							Execute the following command to view the new service:
						
$ oc get svc
Example output

								

NAME       TYPE           CLUSTER-IP      EXTERNAL-IP                             PORT(S)          AGE
egress-2   LoadBalancer   172.30.22.226   ad42f5d8b303045-487804948.example.com   3306:30357/TCP   15m


							

							The service has an external IP address automatically assigned if there is a cloud provider enabled.
						

	
							On the master, use a tool, such as cURL, to make sure you can reach the service using the public IP address:
						
$ curl <public-ip>:<port>

							For example:
						
$ curl 172.29.121.74:3306

							The examples in this section use a MySQL service, which requires a client application. If you get a string of characters with the Got packets out of order message, you are connecting with the service:
						

							If you have a MySQL client, log in with the standard CLI command:
						
$ mysql -h 172.30.131.89 -u admin -p
Example output

								

Enter password:
Welcome to the MariaDB monitor.  Commands end with ; or \g.

MySQL [(none)]>


							





Configuring ingress cluster traffic on AWS




				OpenShift Container Platform provides methods for communicating from outside the cluster with services running in the cluster. This method uses load balancers on AWS, specifically a Network Load Balancer (NLB) or a Classic Load Balancer (CLB). Both types of load balancers can forward the client’s IP address to the node, but a CLB requires proxy protocol support, which OpenShift Container Platform automatically enables.
			

				You can configure these load balancers on a new or existing AWS cluster.
			
Configuring Classic Load Balancer timeouts on AWS




					OpenShift Container Platform provides a method for setting a custom timeout period for a specific route or Ingress Controller. Additionally, an AWS Classic Load Balancer (CLB) has its own timeout period with a default time of 60 seconds.
				

					If the timeout period of the CLB is shorter than the route timeout or Ingress Controller timeout, the load balancer can prematurely terminate the connection. You can prevent this problem by increasing both the timeout period of the route and CLB.
				
Configuring route timeouts




						You can configure the default timeouts for an existing route when you have services in need of a low timeout, which is required for Service Level Availability (SLA) purposes, or a high timeout, for cases with a slow back end.
					
Prerequisites
	
								You need a deployed Ingress Controller on a running cluster.
							


Procedure
	
								Using the oc annotate command, add the timeout to the route:
							
$ oc annotate route <route_name> \
    --overwrite haproxy.router.openshift.io/timeout=<timeout><time_unit> [image: 1]
	[image: 1] 
	
										Supported time units are microseconds (us), milliseconds (ms), seconds (s), minutes (m), hours (h), or days (d).
									




								The following example sets a timeout of two seconds on a route named myroute:
							
$ oc annotate route myroute --overwrite haproxy.router.openshift.io/timeout=2s




Configuring Classic Load Balancer timeouts




						You can configure the default timeouts for a Classic Load Balancer (CLB) to extend idle connections.
					
Prerequisites
	
								You must have a deployed Ingress Controller on a running cluster.
							


Procedure
	
								Set an AWS connection idle timeout of five minutes for the default ingresscontroller by running the following command:
							
$ oc -n openshift-ingress-operator patch ingresscontroller/default \
    --type=merge --patch='{"spec":{"endpointPublishingStrategy": \
    {"type":"LoadBalancerService", "loadBalancer": \
    {"scope":"External", "providerParameters":{"type":"AWS", "aws": \
    {"type":"Classic", "classicLoadBalancer": \
    {"connectionIdleTimeout":"5m"}}}}}}}'

	
								Optional: Restore the default value of the timeout by running the following command:
							
$ oc -n openshift-ingress-operator patch ingresscontroller/default \
    --type=merge --patch='{"spec":{"endpointPublishingStrategy": \
    {"loadBalancer":{"providerParameters":{"aws":{"classicLoadBalancer": \
    {"connectionIdleTimeout":null}}}}}}}'



Note

							You must specify the scope field when you change the connection timeout value unless the current scope is already set. When you set the scope field, you do not need to do so again if you restore the default timeout value.
						



Configuring ingress cluster traffic on AWS using a Network Load Balancer




					OpenShift Container Platform provides methods for communicating from outside the cluster with services that run in the cluster. One such method uses a Network Load Balancer (NLB). You can configure an NLB on a new or existing AWS cluster.
				
Replacing Ingress Controller Classic Load Balancer with Network Load Balancer




						You can replace an Ingress Controller that is using a Classic Load Balancer (CLB) with one that uses a Network Load Balancer (NLB) on AWS.
					
Warning

							This procedure causes an expected outage that can last several minutes due to new DNS records propagation, new load balancers provisioning, and other factors. IP addresses and canonical names of the Ingress Controller load balancer might change after applying this procedure.
						

Procedure
	
								Create a file with a new default Ingress Controller. The following example assumes that your default Ingress Controller has an External scope and no other customizations:
							
Example ingresscontroller.yml file

									

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  creationTimestamp: null
  name: default
  namespace: openshift-ingress-operator
spec:
  endpointPublishingStrategy:
    loadBalancer:
      scope: External
      providerParameters:
        type: AWS
        aws:
          type: NLB
    type: LoadBalancerService


								

								If your default Ingress Controller has other customizations, ensure that you modify the file accordingly.
							

	
								Force replace the Ingress Controller YAML file:
							
$ oc replace --force --wait -f ingresscontroller.yml

								Wait until the Ingress Controller is replaced. Expect serveral of minutes of outages.
							




Configuring an Ingress Controller Network Load Balancer on an existing AWS cluster




						You can create an Ingress Controller backed by an AWS Network Load Balancer (NLB) on an existing cluster.
					
Prerequisites
	
								You must have an installed AWS cluster.
							
	
								PlatformStatus of the infrastructure resource must be AWS.
							
	
										To verify that the PlatformStatus is AWS, run:
									
$ oc get infrastructure/cluster -o jsonpath='{.status.platformStatus.type}'
AWS






Procedure

							Create an Ingress Controller backed by an AWS NLB on an existing cluster.
						
	
								Create the Ingress Controller manifest:
							
 $ cat ingresscontroller-aws-nlb.yaml
Example output

									

apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  name: $my_ingress_controller[image: 1]
  namespace: openshift-ingress-operator
spec:
  domain: $my_unique_ingress_domain[image: 2]
  endpointPublishingStrategy:
    type: LoadBalancerService
    loadBalancer:
      scope: External[image: 3]
      providerParameters:
        type: AWS
        aws:
          type: NLB


								
	[image: 1] 
	
										Replace $my_ingress_controller with a unique name for the Ingress Controller.
									

	[image: 2] 
	
										Replace $my_unique_ingress_domain with a domain name that is unique among all Ingress Controllers in the cluster. This variable must be a subdomain of the DNS name <clustername>.<domain>.
									

	[image: 3] 
	
										You can replace External with Internal to use an internal NLB.
									




	
								Create the resource in the cluster:
							
$ oc create -f ingresscontroller-aws-nlb.yaml



Important

							Before you can configure an Ingress Controller NLB on a new AWS cluster, you must complete the Creating the installation configuration file procedure.
						


Configuring an Ingress Controller Network Load Balancer on a new AWS cluster




						You can create an Ingress Controller backed by an AWS Network Load Balancer (NLB) on a new cluster.
					
Prerequisites
	
								Create the install-config.yaml file and complete any modifications to it.
							


Procedure

							Create an Ingress Controller backed by an AWS NLB on a new cluster.
						
	
								Change to the directory that contains the installation program and create the manifests:
							
$ ./openshift-install create manifests --dir <installation_directory> [image: 1]
	[image: 1] 
	
										For <installation_directory>, specify the name of the directory that contains the install-config.yaml file for your cluster.
									




	
								Create a file that is named cluster-ingress-default-ingresscontroller.yaml in the <installation_directory>/manifests/ directory:
							
$ touch <installation_directory>/manifests/cluster-ingress-default-ingresscontroller.yaml [image: 1]
	[image: 1] 
	
										For <installation_directory>, specify the directory name that contains the manifests/ directory for your cluster.
									




								After creating the file, several network configuration files are in the manifests/ directory, as shown:
							
$ ls <installation_directory>/manifests/cluster-ingress-default-ingresscontroller.yaml
Example output

									

cluster-ingress-default-ingresscontroller.yaml


								

	
								Open the cluster-ingress-default-ingresscontroller.yaml file in an editor and enter a custom resource (CR) that describes the Operator configuration you want:
							
apiVersion: operator.openshift.io/v1
kind: IngressController
metadata:
  creationTimestamp: null
  name: default
  namespace: openshift-ingress-operator
spec:
  endpointPublishingStrategy:
    loadBalancer:
      scope: External
      providerParameters:
        type: AWS
        aws:
          type: NLB
    type: LoadBalancerService

	
								Save the cluster-ingress-default-ingresscontroller.yaml file and quit the text editor.
							
	
								Optional: Back up the manifests/cluster-ingress-default-ingresscontroller.yaml file. The installation program deletes the manifests/ directory when creating the cluster.
							




Additional resources



	
							Installing a cluster on AWS with network customizations.
						
	
							For more information on support for NLBs, see Network Load Balancer support on AWS.
						
	
							For more information on proxy protocol support for CLBs, see Configure proxy protocol support for your Classic Load Balancer
						




Configuring ingress cluster traffic for a service external IP




				You can attach an external IP address to a service so that it is available to traffic outside the cluster. This is generally useful only for a cluster installed on bare metal hardware. The external network infrastructure must be configured correctly to route traffic to the service.
			
Prerequisites



	
							Your cluster is configured with ExternalIPs enabled. For more information, read Configuring ExternalIPs for services.
						
Note

								Do not use the same ExternalIP for the egress IP.
							





Attaching an ExternalIP to a service




					You can attach an ExternalIP to a service. If your cluster is configured to allocate an ExternalIP automatically, you might not need to manually attach an ExternalIP to the service.
				
Procedure
	
							Optional: To confirm what IP address ranges are configured for use with ExternalIP, enter the following command:
						
$ oc get networks.config cluster -o jsonpath='{.spec.externalIP}{"\n"}'

							If autoAssignCIDRs is set, OpenShift Container Platform automatically assigns an ExternalIP to a new Service object if the spec.externalIPs field is not specified.
						

	
							Attach an ExternalIP to the service.
						
	
									If you are creating a new service, specify the spec.externalIPs field and provide an array of one or more valid IP addresses. For example:
								
apiVersion: v1
kind: Service
metadata:
  name: svc-with-externalip
spec:
  ...
  externalIPs:
  - 192.174.120.10

	
									If you are attaching an ExternalIP to an existing service, enter the following command. Replace <name> with the service name. Replace <ip_address> with a valid ExternalIP address. You can provide multiple IP addresses separated by commas.
								
$ oc patch svc <name> -p \
  '{
    "spec": {
      "externalIPs": [ "<ip_address>" ]
    }
  }'

									For example:
								
$ oc patch svc mysql-55-rhel7 -p '{"spec":{"externalIPs":["192.174.120.10"]}}'
Example output

										

"mysql-55-rhel7" patched


									




	
							To confirm that an ExternalIP address is attached to the service, enter the following command. If you specified an ExternalIP for a new service, you must create the service first.
						
$ oc get svc
Example output

								

NAME               CLUSTER-IP      EXTERNAL-IP     PORT(S)    AGE
mysql-55-rhel7     172.30.131.89   192.174.120.10  3306/TCP   13m


							




Additional resources



	
							Configuring ExternalIPs for services
						




Configuring ingress cluster traffic using a NodePort




				OpenShift Container Platform provides methods for communicating from outside the cluster with services running in the cluster. This method uses a NodePort.
			
Using a NodePort to get traffic into the cluster




					Use a NodePort-type Service resource to expose a service on a specific port on all nodes in the cluster. The port is specified in the Service resource’s .spec.ports[*].nodePort field.
				
Important

						Using a node port requires additional port resources.
					


					A NodePort exposes the service on a static port on the node’s IP address. NodePorts are in the 30000 to 32767 range by default, which means a NodePort is unlikely to match a service’s intended port. For example, port 8080 may be exposed as port 31020 on the node.
				

					The administrator must ensure the external IP addresses are routed to the nodes.
				

					NodePorts and external IPs are independent and both can be used concurrently.
				
Note

						The procedures in this section require prerequisites performed by the cluster administrator.
					


Prerequisites




					Before starting the following procedures, the administrator must:
				
	
							Set up the external port to the cluster networking environment so that requests can reach the cluster.
						
	
							Make sure there is at least one user with cluster admin role. To add this role to a user, run the following command:
						
$ oc adm policy add-cluster-role-to-user cluster-admin <user_name>

	
							Have an OpenShift Container Platform cluster with at least one master and at least one node and a system outside the cluster that has network access to the cluster. This procedure assumes that the external system is on the same subnet as the cluster. The additional networking required for external systems on a different subnet is out-of-scope for this topic.
						



Creating a project and service




					If the project and service that you want to expose do not exist, first create the project, then the service.
				

					If the project and service already exist, skip to the procedure on exposing the service to create a route.
				
Prerequisites
	
							Install the oc CLI and log in as a cluster administrator.
						


Procedure
	
							Create a new project for your service by running the oc new-project command:
						
$ oc new-project myproject

	
							Use the oc new-app command to create your service:
						
$ oc new-app nodejs:12~https://github.com/sclorg/nodejs-ex.git

	
							To verify that the service was created, run the following command:
						
$ oc get svc -n myproject
Example output

								

NAME        TYPE        CLUSTER-IP       EXTERNAL-IP   PORT(S)    AGE
nodejs-ex   ClusterIP   172.30.197.157   <none>        8080/TCP   70s


							

							By default, the new service does not have an external IP address.
						




Exposing the service by creating a route




					You can expose the service as a route by using the oc expose command.
				
Procedure

						To expose the service:
					
	
							Log in to OpenShift Container Platform.
						
	
							Log in to the project where the service you want to expose is located:
						
$ oc project myproject

	
							To expose a node port for the application, modify the custom resource definition (CRD) of a service by entering the following command:
						
$ oc edit svc <service_name>
Example output

								

spec:
  ports:
  - name: 8443-tcp
    nodePort: 30327 [image: 1]
    port: 8443
    protocol: TCP
    targetPort: 8443
  sessionAffinity: None
  type: NodePort [image: 2]


							
	[image: 1] 
	
									Optional: Specify the node port range for the application. By default, OpenShift Container Platform selects an available port in the 30000-32767 range.
								

	[image: 2] 
	
									Define the service type.
								




	
							Optional: To confirm the service is available with a node port exposed, enter the following command:
						
$ oc get svc -n myproject
Example output

								

NAME                TYPE        CLUSTER-IP       EXTERNAL-IP   PORT(S)          AGE
nodejs-ex           ClusterIP   172.30.217.127   <none>        3306/TCP         9m44s
nodejs-ex-ingress   NodePort    172.30.107.72    <none>        3306:31345/TCP   39s


							

	
							Optional: To remove the service created automatically by the oc new-app command, enter the following command:
						
$ oc delete svc nodejs-ex



Verification
	
							To check that the service node port is updated with a port in the 30000-32767 range, enter the following command:
						
$ oc get svc

							In the following example output, the updated port is 30327:
						
Example output

								

NAME    TYPE       CLUSTER-IP      EXTERNAL-IP   PORT(S)          AGE
httpd   NodePort   172.xx.xx.xx    <none>        8443:30327/TCP   109s


							




Additional resources



	
							Configuring the node port service range
						





Chapter 26. Kubernetes NMState



About the Kubernetes NMState Operator




				The Kubernetes NMState Operator provides a Kubernetes API for performing state-driven network configuration across the OpenShift Container Platform cluster’s nodes with NMState. The Kubernetes NMState Operator provides users with functionality to configure various network interface types, DNS, and routing on cluster nodes. Additionally, the daemons on the cluster nodes periodically report on the state of each node’s network interfaces to the API server.
			
Important

					Red Hat supports the Kubernetes NMState Operator in production environments on bare-metal, IBM Power, IBM Z, and LinuxONE installations.
				

Warning

					When using OVN-Kubernetes, changing the default gateway interface is not supported.
				


				Before you can use NMState with OpenShift Container Platform, you must install the Kubernetes NMState Operator.
			
Note

					The Kubernetes NMState Operator updates the network configuration of a secondary NIC. It cannot update the network configuration of the primary NIC or the br-ex bridge.
				


				OpenShift Container Platform uses nmstate to report on and configure the state of the node network. This makes it possible to modify the network policy configuration, such as by creating a Linux bridge on all nodes, by applying a single configuration manifest to the cluster.
			

				Node networking is monitored and updated by the following objects:
			
	NodeNetworkState
	
							Reports the state of the network on that node.
						
	NodeNetworkConfigurationPolicy
	
							Describes the requested network configuration on nodes. You update the node network configuration, including adding and removing interfaces, by applying a NodeNetworkConfigurationPolicy manifest to the cluster.
						
	NodeNetworkConfigurationEnactment
	
							Reports the network policies enacted upon each node.
						


Installing the Kubernetes NMState Operator




					You can install the Kubernetes NMState Operator by using the web console or the CLI.
				
Installing the Kubernetes NMState Operator using the web console




						You can install the Kubernetes NMState Operator by using the web console. After it is installed, the Operator can deploy the NMState State Controller as a daemon set across all of the cluster nodes.
					
Prerequisites
	
								You are logged in as a user with cluster-admin privileges.
							


Procedure
	
								Select Operators → OperatorHub.
							
	
								In the search field below All Items, enter nmstate and click Enter to search for the Kubernetes NMState Operator.
							
	
								Click on the Kubernetes NMState Operator search result.
							
	
								Click on Install to open the Install Operator window.
							
	
								Click Install to install the Operator.
							
	
								After the Operator finishes installing, click View Operator.
							
	
								Under Provided APIs, click Create Instance to open the dialog box for creating an instance of kubernetes-nmstate.
							
	
								In the Name field of the dialog box, ensure the name of the instance is nmstate.
							
Note

									The name restriction is a known issue. The instance is a singleton for the entire cluster.
								


	
								Accept the default settings and click Create to create the instance.
							


Summary

							Once complete, the Operator has deployed the NMState State Controller as a daemon set across all of the cluster nodes.
						

Installing the Kubernetes NMState Operator using the CLI




						You can install the Kubernetes NMState Operator by using the OpenShift CLI (oc). After it is installed, the Operator can deploy the NMState State Controller as a daemon set across all of the cluster nodes.
					
Prerequisites
	
								You have installed the OpenShift CLI (oc).
							
	
								You are logged in as a user with cluster-admin privileges.
							


Procedure
	
								Create the nmstate Operator namespace:
							
$ cat << EOF | oc apply -f -
apiVersion: v1
kind: Namespace
metadata:
  labels:
    kubernetes.io/metadata.name: openshift-nmstate
    name: openshift-nmstate
  name: openshift-nmstate
spec:
  finalizers:
  - kubernetes
EOF

	
								Create the OperatorGroup:
							
$ cat << EOF | oc apply -f -
apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  annotations:
    olm.providedAPIs: NMState.v1.nmstate.io
  name: openshift-nmstate
  namespace: openshift-nmstate
spec:
  targetNamespaces:
  - openshift-nmstate
EOF

	
								Subscribe to the nmstate Operator:
							
$ cat << EOF| oc apply -f -
apiVersion: operators.coreos.com/v1alpha1
kind: Subscription
metadata:
  labels:
    operators.coreos.com/kubernetes-nmstate-operator.openshift-nmstate: ""
  name: kubernetes-nmstate-operator
  namespace: openshift-nmstate
spec:
  channel: stable
  installPlanApproval: Automatic
  name: kubernetes-nmstate-operator
  source: redhat-operators
  sourceNamespace: openshift-marketplace
EOF

	
								Create instance of the nmstate operator:
							
$ cat << EOF | oc apply -f -
apiVersion: nmstate.io/v1
kind: NMState
metadata:
  name: nmstate
EOF



Verification
	
								Confirm that the deployment for the nmstate operator is running:
							
oc get clusterserviceversion -n openshift-nmstate \
 -o custom-columns=Name:.metadata.name,Phase:.status.phase
Example output

									

Name                                             Phase
kubernetes-nmstate-operator.4.11.0-202208120157   Succeeded


								






Observing and updating the node network state and configuration



Viewing the network state of a node




					Node network state is the network configuration for all nodes in the cluster. A NodeNetworkState object exists on every node in the cluster. This object is periodically updated and captures the state of the network for that node.
				
Procedure
	
							List all the NodeNetworkState objects in the cluster:
						
$ oc get nns

	
							Inspect a NodeNetworkState object to view the network on that node. The output in this example has been redacted for clarity:
						
$ oc get nns node01 -o yaml
Example output

								

apiVersion: nmstate.io/v1
kind: NodeNetworkState
metadata:
  name: node01 [image: 1]
status:
  currentState: [image: 2]
    dns-resolver:
...
    interfaces:
...
    route-rules:
...
    routes:
...
  lastSuccessfulUpdateTime: "2020-01-31T12:14:00Z" [image: 3]


							
	[image: 1] 
	
									The name of the NodeNetworkState object is taken from the node.
								

	[image: 2] 
	
									The currentState contains the complete network configuration for the node, including DNS, interfaces, and routes.
								

	[image: 3] 
	
									Timestamp of the last successful update. This is updated periodically as long as the node is reachable and can be used to evalute the freshness of the report.
								







Managing policy by using the CLI



Creating an interface on nodes




						Create an interface on nodes in the cluster by applying a NodeNetworkConfigurationPolicy manifest to the cluster. The manifest details the requested configuration for the interface.
					

						By default, the manifest applies to all nodes in the cluster. To add the interface to specific nodes, add the spec: nodeSelector parameter and the appropriate <key>:<value> for your node selector.
					

						You can configure multiple nmstate-enabled nodes concurrently. The configuration applies to 50% of the nodes in parallel. This strategy prevents the entire cluster from being unavailable if the network connection fails. To apply the policy configuration in parallel to a specific portion of the cluster, use the maxUnavailable field.
					
Procedure
	
								Create the NodeNetworkConfigurationPolicy manifest. The following example configures a Linux bridge on all worker nodes and configures the DNS resolver:
							
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: br1-eth1-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    node-role.kubernetes.io/worker: "" [image: 3]
  maxUnavailable: 3 [image: 4]
  desiredState:
    interfaces:
      - name: br1
        description: Linux bridge with eth1 as a port [image: 5]
        type: linux-bridge
        state: up
        ipv4:
          dhcp: true
          enabled: true
          auto-dns: false
        bridge:
          options:
            stp:
              enabled: false
          port:
            - name: eth1
    dns-resolver: [image: 6]
      config:
        search:
        - example.com
        - example.org
        server:
        - 8.8.8.8
	[image: 1] 
	
										Name of the policy.
									

	[image: 2] 
	
										Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
									

	[image: 3] 
	
										This example uses the node-role.kubernetes.io/worker: "" node selector to select all worker nodes in the cluster.
									

	[image: 4] 
	
										Optional: Specifies the maximum number of nmstate-enabled nodes that the policy configuration can be applied to concurrently. This parameter can be set to either a percentage value (string), for example, "10%", or an absolute value (number), such as 3.
									

	[image: 5] 
	
										Optional: Human-readable description for the interface.
									

	[image: 6] 
	
										Optional: Specifies the search and server settings for the DNS server.
									




	
								Create the node network policy:
							
$ oc apply -f br1-eth1-policy.yaml [image: 1]
	[image: 1] 
	
										File name of the node network configuration policy manifest.
									






Additional resources
	
								Example for creating multiple interfaces in the same policy
							
	
								Examples of different IP management methods in policies
							




Confirming node network policy updates on nodes




					A NodeNetworkConfigurationPolicy manifest describes your requested network configuration for nodes in the cluster. The node network policy includes your requested network configuration and the status of execution of the policy on the cluster as a whole.
				

					When you apply a node network policy, a NodeNetworkConfigurationEnactment object is created for every node in the cluster. The node network configuration enactment is a read-only object that represents the status of execution of the policy on that node. If the policy fails to be applied on the node, the enactment for that node includes a traceback for troubleshooting.
				
Procedure
	
							To confirm that a policy has been applied to the cluster, list the policies and their status:
						
$ oc get nncp

	
							Optional: If a policy is taking longer than expected to successfully configure, you can inspect the requested state and status conditions of a particular policy:
						
$ oc get nncp <policy> -o yaml

	
							Optional: If a policy is taking longer than expected to successfully configure on all nodes, you can list the status of the enactments on the cluster:
						
$ oc get nnce

	
							Optional: To view the configuration of a particular enactment, including any error reporting for a failed configuration:
						
$ oc get nnce <node>.<policy> -o yaml




Removing an interface from nodes




					You can remove an interface from one or more nodes in the cluster by editing the NodeNetworkConfigurationPolicy object and setting the state of the interface to absent.
				

					Removing an interface from a node does not automatically restore the node network configuration to a previous state. If you want to restore the previous state, you will need to define that node network configuration in the policy.
				

					If you remove a bridge or bonding interface, any node NICs in the cluster that were previously attached or subordinate to that bridge or bonding interface are placed in a down state and become unreachable. To avoid losing connectivity, configure the node NIC in the same policy so that it has a status of up and either DHCP or a static IP address.
				
Note

						Deleting the node network policy that added an interface does not change the configuration of the policy on the node. Although a NodeNetworkConfigurationPolicy is an object in the cluster, it only represents the requested configuration.
 Similarly, removing an interface does not delete the policy.
					

Procedure
	
							Update the NodeNetworkConfigurationPolicy manifest used to create the interface. The following example removes a Linux bridge and configures the eth1 NIC with DHCP to avoid losing connectivity:
						
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: <br1-eth1-policy> [image: 1]
spec:
  nodeSelector: [image: 2]
    node-role.kubernetes.io/worker: "" [image: 3]
  desiredState:
    interfaces:
    - name: br1
      type: linux-bridge
      state: absent [image: 4]
    - name: eth1 [image: 5]
      type: ethernet [image: 6]
      state: up [image: 7]
      ipv4:
        dhcp: true [image: 8]
        enabled: true [image: 9]
	[image: 1] 
	
									Name of the policy.
								

	[image: 2] 
	
									Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
								

	[image: 3] 
	
									This example uses the node-role.kubernetes.io/worker: "" node selector to select all worker nodes in the cluster.
								

	[image: 4] 
	
									Changing the state to absent removes the interface.
								

	[image: 5] 
	
									The name of the interface that is to be unattached from the bridge interface.
								

	[image: 6] 
	
									The type of interface. This example creates an Ethernet networking interface.
								

	[image: 7] 
	
									The requested state for the interface.
								

	[image: 8] 
	
									Optional: If you do not use dhcp, you can either set a static IP or leave the interface without an IP address.
								

	[image: 9] 
	
									Enables ipv4 in this example.
								




	
							Update the policy on the node and remove the interface:
						
$ oc apply -f <br1-eth1-policy.yaml> [image: 1]
	[image: 1] 
	
									File name of the policy manifest.
								







Example policy configurations for different interfaces



Example: Linux bridge interface node network configuration policy




						Create a Linux bridge interface on nodes in the cluster by applying a NodeNetworkConfigurationPolicy manifest to the cluster.
					

						The following YAML file is an example of a manifest for a Linux bridge interface. It includes samples values that you must replace with your own information.
					
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: br1-eth1-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    kubernetes.io/hostname: <node01> [image: 3]
  desiredState:
    interfaces:
      - name: br1 [image: 4]
        description: Linux bridge with eth1 as a port [image: 5]
        type: linux-bridge [image: 6]
        state: up [image: 7]
        ipv4:
          dhcp: true [image: 8]
          enabled: true [image: 9]
        bridge:
          options:
            stp:
              enabled: false [image: 10]
          port:
            - name: eth1 [image: 11]
	[image: 1] 
	
								Name of the policy.
							

	[image: 2] 
	
								Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
							

	[image: 3] 
	
								This example uses a hostname node selector.
							

	[image: 4] 
	
								Name of the interface.
							

	[image: 5] 
	
								Optional: Human-readable description of the interface.
							

	[image: 6] 
	
								The type of interface. This example creates a bridge.
							

	[image: 7] 
	
								The requested state for the interface after creation.
							

	[image: 8] 
	
								Optional: If you do not use dhcp, you can either set a static IP or leave the interface without an IP address.
							

	[image: 9] 
	
								Enables ipv4 in this example.
							

	[image: 10] 
	
								Disables stp in this example.
							

	[image: 11] 
	
								The node NIC to which the bridge attaches.
							




Example: VLAN interface node network configuration policy




						Create a VLAN interface on nodes in the cluster by applying a NodeNetworkConfigurationPolicy manifest to the cluster.
					

						The following YAML file is an example of a manifest for a VLAN interface. It includes samples values that you must replace with your own information.
					
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: vlan-eth1-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    kubernetes.io/hostname: <node01> [image: 3]
  desiredState:
    interfaces:
    - name: eth1.102 [image: 4]
      description: VLAN using eth1 [image: 5]
      type: vlan [image: 6]
      state: up [image: 7]
      vlan:
        base-iface: eth1 [image: 8]
        id: 102 [image: 9]
	[image: 1] 
	
								Name of the policy.
							

	[image: 2] 
	
								Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
							

	[image: 3] 
	
								This example uses a hostname node selector.
							

	[image: 4] 
	
								Name of the interface.
							

	[image: 5] 
	
								Optional: Human-readable description of the interface.
							

	[image: 6] 
	
								The type of interface. This example creates a VLAN.
							

	[image: 7] 
	
								The requested state for the interface after creation.
							

	[image: 8] 
	
								The node NIC to which the VLAN is attached.
							

	[image: 9] 
	
								The VLAN tag.
							




Example: Bond interface node network configuration policy




						Create a bond interface on nodes in the cluster by applying a NodeNetworkConfigurationPolicy manifest to the cluster.
					
Note

							OpenShift Container Platform only supports the following bond modes:
						
	
									mode=1 active-backup

								
	
									mode=2 balance-xor

								
	
									mode=4 802.3ad

								
	
									mode=5 balance-tlb

								
	
									mode=6 balance-alb
								




						The following YAML file is an example of a manifest for a bond interface. It includes samples values that you must replace with your own information.
					
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: bond0-eth1-eth2-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    kubernetes.io/hostname: <node01> [image: 3]
  desiredState:
    interfaces:
    - name: bond0 [image: 4]
      description: Bond with ports eth1 and eth2 [image: 5]
      type: bond [image: 6]
      state: up [image: 7]
      ipv4:
        dhcp: true [image: 8]
        enabled: true [image: 9]
      link-aggregation:
        mode: active-backup [image: 10]
        options:
          miimon: '140' [image: 11]
        port: [image: 12]
        - eth1
        - eth2
      mtu: 1450 [image: 13]
	[image: 1] 
	
								Name of the policy.
							

	[image: 2] 
	
								Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
							

	[image: 3] 
	
								This example uses a hostname node selector.
							

	[image: 4] 
	
								Name of the interface.
							

	[image: 5] 
	
								Optional: Human-readable description of the interface.
							

	[image: 6] 
	
								The type of interface. This example creates a bond.
							

	[image: 7] 
	
								The requested state for the interface after creation.
							

	[image: 8] 
	
								Optional: If you do not use dhcp, you can either set a static IP or leave the interface without an IP address.
							

	[image: 9] 
	
								Enables ipv4 in this example.
							

	[image: 10] 
	
								The driver mode for the bond. This example uses an active backup mode.
							

	[image: 11] 
	
								Optional: This example uses miimon to inspect the bond link every 140ms.
							

	[image: 12] 
	
								The subordinate node NICs in the bond.
							

	[image: 13] 
	
								Optional: The maximum transmission unit (MTU) for the bond. If not specified, this value is set to 1500 by default.
							




Example: Ethernet interface node network configuration policy




						Configure an Ethernet interface on nodes in the cluster by applying a NodeNetworkConfigurationPolicy manifest to the cluster.
					

						The following YAML file is an example of a manifest for an Ethernet interface. It includes sample values that you must replace with your own information.
					
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: eth1-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    kubernetes.io/hostname: <node01> [image: 3]
  desiredState:
    interfaces:
    - name: eth1 [image: 4]
      description: Configuring eth1 on node01 [image: 5]
      type: ethernet [image: 6]
      state: up [image: 7]
      ipv4:
        dhcp: true [image: 8]
        enabled: true [image: 9]
	[image: 1] 
	
								Name of the policy.
							

	[image: 2] 
	
								Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster.
							

	[image: 3] 
	
								This example uses a hostname node selector.
							

	[image: 4] 
	
								Name of the interface.
							

	[image: 5] 
	
								Optional: Human-readable description of the interface.
							

	[image: 6] 
	
								The type of interface. This example creates an Ethernet networking interface.
							

	[image: 7] 
	
								The requested state for the interface after creation.
							

	[image: 8] 
	
								Optional: If you do not use dhcp, you can either set a static IP or leave the interface without an IP address.
							

	[image: 9] 
	
								Enables ipv4 in this example.
							




Example: Multiple interfaces in the same node network configuration policy




						You can create multiple interfaces in the same node network configuration policy. These interfaces can reference each other, allowing you to build and deploy a network configuration by using a single policy manifest.
					

						The following example snippet creates a bond that is named bond10 across two NICs and a Linux bridge that is named br1 that connects to the bond.
					
#...
    interfaces:
    - name: bond10
      description: Bonding eth2 and eth3 for Linux bridge
      type: bond
      state: up
      link-aggregation:
        port:
        - eth2
        - eth3
    - name: br1
      description: Linux bridge on bond
      type: linux-bridge
      state: up
      bridge:
        port:
        - name: bond10
#...


Capturing the static IP of a NIC attached to a bridge



Important

						Capturing the static IP of a NIC is a Technology Preview feature only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production. These features provide early access to upcoming product features, enabling customers to test functionality and provide feedback during the development process.
					

						For more information about the support scope of Red Hat Technology Preview features, see Technology Preview Features Support Scope.
					

Example: Linux bridge interface node network configuration policy to inherit static IP address from the NIC attached to the bridge




						Create a Linux bridge interface on nodes in the cluster and transfer the static IP configuration of the NIC to the bridge by applying a single NodeNetworkConfigurationPolicy manifest to the cluster.
					

						The following YAML file is an example of a manifest for a Linux bridge interface. It includes sample values that you must replace with your own information.
					
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: br1-eth1-copy-ipv4-policy [image: 1]
spec:
  nodeSelector: [image: 2]
    node-role.kubernetes.io/worker: ""
  capture:
    eth1-nic: interfaces.name=="eth1" [image: 3]
    eth1-routes: routes.running.next-hop-interface=="eth1"
    br1-routes: capture.eth1-routes | routes.running.next-hop-interface := "br1"
  desiredState:
    interfaces:
      - name: br1
        description: Linux bridge with eth1 as a port
        type: linux-bridge [image: 4]
        state: up
        ipv4: "{{ capture.eth1-nic.interfaces.0.ipv4 }}" [image: 5]
        bridge:
          options:
            stp:
              enabled: false
          port:
            - name: eth1 [image: 6]
     routes:
        config: "{{ capture.br1-routes.routes.running }}"
	[image: 1] 
	
								The name of the policy.
							

	[image: 2] 
	
								Optional: If you do not include the nodeSelector parameter, the policy applies to all nodes in the cluster. This example uses the node-role.kubernetes.io/worker: "" node selector to select all worker nodes in the cluster.
							

	[image: 3] 
	
								The reference to the node NIC to which the bridge attaches.
							

	[image: 4] 
	
								The type of interface. This example creates a bridge.
							

	[image: 5] 
	
								The IP address of the bridge interface. This value matches the IP address of the NIC which is referenced by the spec.capture.eth1-nic entry.
							

	[image: 6] 
	
								The node NIC to which the bridge attaches.
							



Additional resources
	
								The NMPolicy project - Policy syntax
							




Examples: IP management




					The following example configuration snippets demonstrate different methods of IP management.
				

					These examples use the ethernet interface type to simplify the example while showing the related context in the policy configuration. These IP management examples can be used with the other interface types.
				
Static




						The following snippet statically configures an IP address on the Ethernet interface:
					
...
    interfaces:
    - name: eth1
      description: static IP on eth1
      type: ethernet
      state: up
      ipv4:
        dhcp: false
        address:
        - ip: 192.168.122.250 [image: 1]
          prefix-length: 24
        enabled: true
...
	[image: 1] 
	
								Replace this value with the static IP address for the interface.
							




No IP address




						The following snippet ensures that the interface has no IP address:
					
...
    interfaces:
    - name: eth1
      description: No IP on eth1
      type: ethernet
      state: up
      ipv4:
        enabled: false
...

Dynamic host configuration




						The following snippet configures an Ethernet interface that uses a dynamic IP address, gateway address, and DNS:
					
...
    interfaces:
    - name: eth1
      description: DHCP on eth1
      type: ethernet
      state: up
      ipv4:
        dhcp: true
        enabled: true
...

						The following snippet configures an Ethernet interface that uses a dynamic IP address but does not use a dynamic gateway address or DNS:
					
...
    interfaces:
    - name: eth1
      description: DHCP without gateway or DNS on eth1
      type: ethernet
      state: up
      ipv4:
        dhcp: true
        auto-gateway: false
        auto-dns: false
        enabled: true
...

DNS




						Setting the DNS configuration is analagous to modifying the /etc/resolv.conf file. The following snippet sets the DNS configuration on the host.
					
...
    interfaces: [image: 1]
       ...
       ipv4:
         ...
         auto-dns: false
         ...
    dns-resolver:
      config:
        search:
        - example.com
        - example.org
        server:
        - 8.8.8.8
...
	[image: 1] 
	
								You must configure an interface with auto-dns: false or you must use static IP configuration on an interface in order for Kubernetes NMState to store custom DNS settings.
							



Important

							You cannot use br-ex, an OVNKubernetes-managed Open vSwitch bridge, as the interface when configuring DNS resolvers.
						


Static routing




						The following snippet configures a static route and a static IP on interface eth1.
					
...
    interfaces:
    - name: eth1
      description: Static routing on eth1
      type: ethernet
      state: up
      ipv4:
        dhcp: false
        address:
        - ip: 192.0.2.251 [image: 1]
          prefix-length: 24
        enabled: true
    routes:
      config:
      - destination: 198.51.100.0/24
        metric: 150
        next-hop-address: 192.0.2.1 [image: 2]
        next-hop-interface: eth1
        table-id: 254
...
	[image: 1] 
	
								The static IP address for the Ethernet interface.
							

	[image: 2] 
	
								Next hop address for the node traffic. This must be in the same subnet as the IP address set for the Ethernet interface.
							






Troubleshooting node network configuration




				If the node network configuration encounters an issue, the policy is automatically rolled back and the enactments report failure. This includes issues such as:
			
	
						The configuration fails to be applied on the host.
					
	
						The host loses connection to the default gateway.
					
	
						The host loses connection to the API server.
					


Troubleshooting an incorrect node network configuration policy configuration




					You can apply changes to the node network configuration across your entire cluster by applying a node network configuration policy. If you apply an incorrect configuration, you can use the following example to troubleshoot and correct the failed node network policy.
				

					In this example, a Linux bridge policy is applied to an example cluster that has three control plane nodes and three compute nodes. The policy fails to be applied because it references an incorrect interface. To find the error, investigate the available NMState resources. You can then update the policy with the correct configuration.
				
Procedure
	
							Create a policy and apply it to your cluster. The following example creates a simple bridge on the ens01 interface:
						
apiVersion: nmstate.io/v1
kind: NodeNetworkConfigurationPolicy
metadata:
  name: ens01-bridge-testfail
spec:
  desiredState:
    interfaces:
      - name: br1
        description: Linux bridge with the wrong port
        type: linux-bridge
        state: up
        ipv4:
          dhcp: true
          enabled: true
        bridge:
          options:
            stp:
              enabled: false
          port:
            - name: ens01
$ oc apply -f ens01-bridge-testfail.yaml
Example output

								

nodenetworkconfigurationpolicy.nmstate.io/ens01-bridge-testfail created


							

	
							Verify the status of the policy by running the following command:
						
$ oc get nncp

							The output shows that the policy failed:
						
Example output

								

NAME                    STATUS
ens01-bridge-testfail   FailedToConfigure


							

							However, the policy status alone does not indicate if it failed on all nodes or a subset of nodes.
						

	
							List the node network configuration enactments to see if the policy was successful on any of the nodes. If the policy failed for only a subset of nodes, it suggests that the problem is with a specific node configuration. If the policy failed on all nodes, it suggests that the problem is with the policy.
						
$ oc get nnce

							The output shows that the policy failed on all nodes:
						
Example output

								

NAME                                         STATUS
control-plane-1.ens01-bridge-testfail        FailedToConfigure
control-plane-2.ens01-bridge-testfail        FailedToConfigure
control-plane-3.ens01-bridge-testfail        FailedToConfigure
compute-1.ens01-bridge-testfail              FailedToConfigure
compute-2.ens01-bridge-testfail              FailedToConfigure
compute-3.ens01-bridge-testfail              FailedToConfigure


							

	
							View one of the failed enactments and look at the traceback. The following command uses the output tool jsonpath to filter the output:
						
$ oc get nnce compute-1.ens01-bridge-testfail -o jsonpath='{.status.conditions[?(@.type=="Failing")].message}'

							This command returns a large traceback that has been edited for brevity:
						
Example output

								

error reconciling NodeNetworkConfigurationPolicy at desired state apply: , failed to execute nmstatectl set --no-commit --timeout 480: 'exit status 1' ''
...
libnmstate.error.NmstateVerificationError:
desired
=======
---
name: br1
type: linux-bridge
state: up
bridge:
  options:
    group-forward-mask: 0
    mac-ageing-time: 300
    multicast-snooping: true
    stp:
      enabled: false
      forward-delay: 15
      hello-time: 2
      max-age: 20
      priority: 32768
  port:
  - name: ens01
description: Linux bridge with the wrong port
ipv4:
  address: []
  auto-dns: true
  auto-gateway: true
  auto-routes: true
  dhcp: true
  enabled: true
ipv6:
  enabled: false
mac-address: 01-23-45-67-89-AB
mtu: 1500

current
=======
---
name: br1
type: linux-bridge
state: up
bridge:
  options:
    group-forward-mask: 0
    mac-ageing-time: 300
    multicast-snooping: true
    stp:
      enabled: false
      forward-delay: 15
      hello-time: 2
      max-age: 20
      priority: 32768
  port: []
description: Linux bridge with the wrong port
ipv4:
  address: []
  auto-dns: true
  auto-gateway: true
  auto-routes: true
  dhcp: true
  enabled: true
ipv6:
  enabled: false
mac-address: 01-23-45-67-89-AB
mtu: 1500

difference
==========
--- desired
+++ current
@@ -13,8 +13,7 @@
       hello-time: 2
       max-age: 20
       priority: 32768
-  port:
-  - name: ens01
+  port: []
 description: Linux bridge with the wrong port
 ipv4:
   address: []
  line 651, in _assert_interfaces_equal\n    current_state.interfaces[ifname],\nlibnmstate.error.NmstateVerificationError:


							

							The NmstateVerificationError lists the desired policy configuration, the current configuration of the policy on the node, and the difference highlighting the parameters that do not match. In this example, the port is included in the difference, which suggests that the problem is the port configuration in the policy.
						

	
							To ensure that the policy is configured properly, view the network configuration for one or all of the nodes by requesting the NodeNetworkState object. The following command returns the network configuration for the control-plane-1 node:
						
$ oc get nns control-plane-1 -o yaml

							The output shows that the interface name on the nodes is ens1 but the failed policy incorrectly uses ens01:
						
Example output

								

   - ipv4:
...
      name: ens1
      state: up
      type: ethernet


							

	
							Correct the error by editing the existing policy:
						
$ oc edit nncp ens01-bridge-testfail
...
          port:
            - name: ens1

							Save the policy to apply the correction.
						

	
							Check the status of the policy to ensure it updated successfully:
						
$ oc get nncp
Example output

								

NAME                    STATUS
ens01-bridge-testfail   SuccessfullyConfigured


							




					The updated policy is successfully configured on all nodes in the cluster.
				



Chapter 27. Configuring the cluster-wide proxy




			Production environments can deny direct access to the internet and instead have an HTTP or HTTPS proxy available. You can configure OpenShift Container Platform to use a proxy by modifying the Proxy object for existing clusters or by configuring the proxy settings in the install-config.yaml file for new clusters.
		
Prerequisites



	
						Review the sites that your cluster requires access to and determine whether any of them must bypass the proxy. By default, all cluster system egress traffic is proxied, including calls to the cloud provider API for the cloud that hosts your cluster. System-wide proxy affects system components only, not user workloads. Add sites to the Proxy object’s spec.noProxy field to bypass the proxy if necessary.
					
Note

							The Proxy object status.noProxy field is populated with the values of the networking.machineNetwork[].cidr, networking.clusterNetwork[].cidr, and networking.serviceNetwork[] fields from your installation configuration with most installation types.
						

							For installations on Amazon Web Services (AWS), Google Cloud Platform (GCP), Microsoft Azure, and Red Hat OpenStack Platform (RHOSP), the Proxy object status.noProxy field is also populated with the instance metadata endpoint (169.254.169.254).
						

Important

							If your installation type does not include setting the networking.machineNetwork[].cidr field, you must include the machine IP addresses manually in the .status.noProxy field to make sure that the traffic between nodes can bypass the proxy.
						





Enabling the cluster-wide proxy




				The Proxy object is used to manage the cluster-wide egress proxy. When a cluster is installed or upgraded without the proxy configured, a Proxy object is still generated but it will have a nil spec. For example:
			
apiVersion: config.openshift.io/v1
kind: Proxy
metadata:
  name: cluster
spec:
  trustedCA:
    name: ""
status:

				A cluster administrator can configure the proxy for OpenShift Container Platform by modifying this cluster Proxy object.
			
Note

					Only the Proxy object named cluster is supported, and no additional proxies can be created.
				

Prerequisites
	
						Cluster administrator permissions
					
	
						OpenShift Container Platform oc CLI tool installed
					


Procedure
	
						Create a config map that contains any additional CA certificates required for proxying HTTPS connections.
					
Note

							You can skip this step if the proxy’s identity certificate is signed by an authority from the RHCOS trust bundle.
						

	
								Create a file called user-ca-bundle.yaml with the following contents, and provide the values of your PEM-encoded certificates:
							
apiVersion: v1
data:
  ca-bundle.crt: | [image: 1]
    <MY_PEM_ENCODED_CERTS> [image: 2]
kind: ConfigMap
metadata:
  name: user-ca-bundle [image: 3]
  namespace: openshift-config [image: 4]
	[image: 1] 
	
										This data key must be named ca-bundle.crt.
									

	[image: 2] 
	
										One or more PEM-encoded X.509 certificates used to sign the proxy’s identity certificate.
									

	[image: 3] 
	
										The config map name that will be referenced from the Proxy object.
									

	[image: 4] 
	
										The config map must be in the openshift-config namespace.
									




	
								Create the config map from this file:
							
$ oc create -f user-ca-bundle.yaml




	
						Use the oc edit command to modify the Proxy object:
					
$ oc edit proxy/cluster

	
						Configure the necessary fields for the proxy:
					
apiVersion: config.openshift.io/v1
kind: Proxy
metadata:
  name: cluster
spec:
  httpProxy: http://<username>:<pswd>@<ip>:<port> [image: 1]
  httpsProxy: https://<username>:<pswd>@<ip>:<port> [image: 2]
  noProxy: example.com [image: 3]
  readinessEndpoints:
  - http://www.google.com [image: 4]
  - https://www.google.com
  trustedCA:
    name: user-ca-bundle [image: 5]
	[image: 1] 
	
								A proxy URL to use for creating HTTP connections outside the cluster. The URL scheme must be http.
							

	[image: 2] 
	
								A proxy URL to use for creating HTTPS connections outside the cluster. The URL scheme must be either http or https. Specify a URL for the proxy that supports the URL scheme. For example, most proxies will report an error if they are configured to use https but they only support http. This failure message may not propagate to the logs and can appear to be a network connection failure instead. If using a proxy that listens for https connections from the cluster, you may need to configure the cluster to accept the CAs and certificates that the proxy uses.
							

	[image: 3] 
	
								A comma-separated list of destination domain names, domains, IP addresses or other network CIDRs to exclude proxying.
							

								Preface a domain with . to match subdomains only. For example, .y.com matches x.y.com, but not y.com. Use * to bypass proxy for all destinations. If you scale up workers that are not included in the network defined by the networking.machineNetwork[].cidr field from the installation configuration, you must add them to this list to prevent connection issues.
							

								This field is ignored if neither the httpProxy or httpsProxy fields are set.
							

	[image: 4] 
	
								One or more URLs external to the cluster to use to perform a readiness check before writing the httpProxy and httpsProxy values to status.
							

	[image: 5] 
	
								A reference to the config map in the openshift-config namespace that contains additional CA certificates required for proxying HTTPS connections. Note that the config map must already exist before referencing it here. This field is required unless the proxy’s identity certificate is signed by an authority from the RHCOS trust bundle.
							




	
						Save the file to apply the changes.
					



Removing the cluster-wide proxy




				The cluster Proxy object cannot be deleted. To remove the proxy from a cluster, remove all spec fields from the Proxy object.
			
Prerequisites
	
						Cluster administrator permissions
					
	
						OpenShift Container Platform oc CLI tool installed
					


Procedure
	
						Use the oc edit command to modify the proxy:
					
$ oc edit proxy/cluster

	
						Remove all spec fields from the Proxy object. For example:
					
apiVersion: config.openshift.io/v1
kind: Proxy
metadata:
  name: cluster
spec: {}

	
						Save the file to apply the changes.
					


Additional resources
	
						Replacing the CA Bundle certificate
					
	
						Proxy certificate customization
					




Chapter 28. Configuring a custom PKI




			Some platform components, such as the web console, use Routes for communication and must trust other components' certificates to interact with them. If you are using a custom public key infrastructure (PKI), you must configure it so its privately signed CA certificates are recognized across the cluster.
		

			You can leverage the Proxy API to add cluster-wide trusted CA certificates. You must do this either during installation or at runtime.
		
	
					During installation, configure the cluster-wide proxy. You must define your privately signed CA certificates in the install-config.yaml file’s additionalTrustBundle setting.
				

					The installation program generates a ConfigMap that is named user-ca-bundle that contains the additional CA certificates you defined. The Cluster Network Operator then creates a trusted-ca-bundle ConfigMap that merges these CA certificates with the Red Hat Enterprise Linux CoreOS (RHCOS) trust bundle; this ConfigMap is referenced in the Proxy object’s trustedCA field.
				

	
					At runtime, modify the default Proxy object to include your privately signed CA certificates (part of cluster’s proxy enablement workflow). This involves creating a ConfigMap that contains the privately signed CA certificates that should be trusted by the cluster, and then modifying the proxy resource with the trustedCA referencing the privately signed certificates' ConfigMap.
				


Note

				The installer configuration’s additionalTrustBundle field and the proxy resource’s trustedCA field are used to manage the cluster-wide trust bundle; additionalTrustBundle is used at install time and the proxy’s trustedCA is used at runtime.
			

				The trustedCA field is a reference to a ConfigMap containing the custom certificate and key pair used by the cluster component.
			

Configuring the cluster-wide proxy during installation




				Production environments can deny direct access to the internet and instead have an HTTP or HTTPS proxy available. You can configure a new OpenShift Container Platform cluster to use a proxy by configuring the proxy settings in the install-config.yaml file.
			
Prerequisites
	
						You have an existing install-config.yaml file.
					
	
						You reviewed the sites that your cluster requires access to and determined whether any of them need to bypass the proxy. By default, all cluster egress traffic is proxied, including calls to hosting cloud provider APIs. You added sites to the Proxy object’s spec.noProxy field to bypass the proxy if necessary.
					
Note

							The Proxy object status.noProxy field is populated with the values of the networking.machineNetwork[].cidr, networking.clusterNetwork[].cidr, and networking.serviceNetwork[] fields from your installation configuration.
						

							For installations on Amazon Web Services (AWS), Google Cloud Platform (GCP), Microsoft Azure, and Red Hat OpenStack Platform (RHOSP), the Proxy object status.noProxy field is also populated with the instance metadata endpoint (169.254.169.254).
						




Procedure
	
						Edit your install-config.yaml file and add the proxy settings. For example:
					
apiVersion: v1
baseDomain: my.domain.com
proxy:
  httpProxy: http://<username>:<pswd>@<ip>:<port> [image: 1]
  httpsProxy: https://<username>:<pswd>@<ip>:<port> [image: 2]
  noProxy: ec2.<region>.amazonaws.com,elasticloadbalancing.<region>.amazonaws.com,s3.<region>.amazonaws.com [image: 3]
additionalTrustBundle: | [image: 4]
    -----BEGIN CERTIFICATE-----
    <MY_TRUSTED_CA_CERT>
    -----END CERTIFICATE-----
	[image: 1] 
	
								A proxy URL to use for creating HTTP connections outside the cluster. The URL scheme must be http.
							

	[image: 2] 
	
								A proxy URL to use for creating HTTPS connections outside the cluster.
							

	[image: 3] 
	
								A comma-separated list of destination domain names, IP addresses, or other network CIDRs to exclude from proxying. Preface a domain with . to match subdomains only. For example, .y.com matches x.y.com, but not y.com. Use * to bypass the proxy for all destinations. If you have added the Amazon EC2,Elastic Load Balancing, and S3 VPC endpoints to your VPC, you must add these endpoints to the noProxy field.
							

	[image: 4] 
	
								If provided, the installation program generates a config map that is named user-ca-bundle in the openshift-config namespace that contains one or more additional CA certificates that are required for proxying HTTPS connections. The Cluster Network Operator then creates a trusted-ca-bundle config map that merges these contents with the Red Hat Enterprise Linux CoreOS (RHCOS) trust bundle, and this config map is referenced in the trustedCA field of the Proxy object. The additionalTrustBundle field is required unless the proxy’s identity certificate is signed by an authority from the RHCOS trust bundle.
							



Note

							The installation program does not support the proxy readinessEndpoints field.
						

Note

							If the installer times out, restart and then complete the deployment by using the wait-for command of the installer. For example:
						
$ ./openshift-install wait-for install-complete --log-level debug


	
						Save the file and reference it when installing OpenShift Container Platform.
					



				The installation program creates a cluster-wide proxy that is named cluster that uses the proxy settings in the provided install-config.yaml file. If no proxy settings are provided, a cluster Proxy object is still created, but it will have a nil spec.
			
Note

					Only the Proxy object named cluster is supported, and no additional proxies can be created.
				


Enabling the cluster-wide proxy




				The Proxy object is used to manage the cluster-wide egress proxy. When a cluster is installed or upgraded without the proxy configured, a Proxy object is still generated but it will have a nil spec. For example:
			
apiVersion: config.openshift.io/v1
kind: Proxy
metadata:
  name: cluster
spec:
  trustedCA:
    name: ""
status:

				A cluster administrator can configure the proxy for OpenShift Container Platform by modifying this cluster Proxy object.
			
Note

					Only the Proxy object named cluster is supported, and no additional proxies can be created.
				

Prerequisites
	
						Cluster administrator permissions
					
	
						OpenShift Container Platform oc CLI tool installed
					


Procedure
	
						Create a config map that contains any additional CA certificates required for proxying HTTPS connections.
					
Note

							You can skip this step if the proxy’s identity certificate is signed by an authority from the RHCOS trust bundle.
						

	
								Create a file called user-ca-bundle.yaml with the following contents, and provide the values of your PEM-encoded certificates:
							
apiVersion: v1
data:
  ca-bundle.crt: | [image: 1]
    <MY_PEM_ENCODED_CERTS> [image: 2]
kind: ConfigMap
metadata:
  name: user-ca-bundle [image: 3]
  namespace: openshift-config [image: 4]
	[image: 1] 
	
										This data key must be named ca-bundle.crt.
									

	[image: 2] 
	
										One or more PEM-encoded X.509 certificates used to sign the proxy’s identity certificate.
									

	[image: 3] 
	
										The config map name that will be referenced from the Proxy object.
									

	[image: 4] 
	
										The config map must be in the openshift-config namespace.
									




	
								Create the config map from this file:
							
$ oc create -f user-ca-bundle.yaml




	
						Use the oc edit command to modify the Proxy object:
					
$ oc edit proxy/cluster

	
						Configure the necessary fields for the proxy:
					
apiVersion: config.openshift.io/v1
kind: Proxy
metadata:
  name: cluster
spec:
  httpProxy: http://<username>:<pswd>@<ip>:<port> [image: 1]
  httpsProxy: https://<username>:<pswd>@<ip>:<port> [image: 2]
  noProxy: example.com [image: 3]
  readinessEndpoints:
  - http://www.google.com [image: 4]
  - https://www.google.com
  trustedCA:
    name: user-ca-bundle [image: 5]
	[image: 1] 
	
								A proxy URL to use for creating HTTP connections outside the cluster. The URL scheme must be http.
							

	[image: 2] 
	
								A proxy URL to use for creating HTTPS connections outside the cluster. The URL scheme must be either http or https. Specify a URL for the proxy that supports the URL scheme. For example, most proxies will report an error if they are configured to use https but they only support http. This failure message may not propagate to the logs and can appear to be a network connection failure instead. If using a proxy that listens for https connections from the cluster, you may need to configure the cluster to accept the CAs and certificates that the proxy uses.
							

	[image: 3] 
	
								A comma-separated list of destination domain names, domains, IP addresses or other network CIDRs to exclude proxying.
							

								Preface a domain with . to match subdomains only. For example, .y.com matches x.y.com, but not y.com. Use * to bypass proxy for all destinations. If you scale up workers that are not included in the network defined by the networking.machineNetwork[].cidr field from the installation configuration, you must add them to this list to prevent connection issues.
							

								This field is ignored if neither the httpProxy or httpsProxy fields are set.
							

	[image: 4] 
	
								One or more URLs external to the cluster to use to perform a readiness check before writing the httpProxy and httpsProxy values to status.
							

	[image: 5] 
	
								A reference to the config map in the openshift-config namespace that contains additional CA certificates required for proxying HTTPS connections. Note that the config map must already exist before referencing it here. This field is required unless the proxy’s identity certificate is signed by an authority from the RHCOS trust bundle.
							




	
						Save the file to apply the changes.
					



Certificate injection using Operators




				Once your custom CA certificate is added to the cluster via ConfigMap, the Cluster Network Operator merges the user-provided and system CA certificates into a single bundle and injects the merged bundle into the Operator requesting the trust bundle injection.
			
Important

					After adding a config.openshift.io/inject-trusted-cabundle="true" label to the config map, existing data in it is deleted. The Cluster Network Operator takes ownership of a config map and only accepts ca-bundle as data. You must use a separate config map to store service-ca.crt by using the service.beta.openshift.io/inject-cabundle=true annotation or a similar configuration. Adding a config.openshift.io/inject-trusted-cabundle="true" label and service.beta.openshift.io/inject-cabundle=true annotation on the same config map can cause issues.
				


				Operators request this injection by creating an empty ConfigMap with the following label:
			
config.openshift.io/inject-trusted-cabundle="true"

				An example of the empty ConfigMap:
			
apiVersion: v1
data: {}
kind: ConfigMap
metadata:
  labels:
    config.openshift.io/inject-trusted-cabundle: "true"
  name: ca-inject [image: 1]
  namespace: apache
	[image: 1] 
	
						Specifies the empty ConfigMap name.
					




				The Operator mounts this ConfigMap into the container’s local trust store.
			
Note

					Adding a trusted CA certificate is only needed if the certificate is not included in the Red Hat Enterprise Linux CoreOS (RHCOS) trust bundle.
				


				Certificate injection is not limited to Operators. The Cluster Network Operator injects certificates across any namespace when an empty ConfigMap is created with the config.openshift.io/inject-trusted-cabundle=true label.
			

				The ConfigMap can reside in any namespace, but the ConfigMap must be mounted as a volume to each container within a pod that requires a custom CA. For example:
			
apiVersion: apps/v1
kind: Deployment
metadata:
  name: my-example-custom-ca-deployment
  namespace: my-example-custom-ca-ns
spec:
  ...
    spec:
      ...
      containers:
        - name: my-container-that-needs-custom-ca
          volumeMounts:
          - name: trusted-ca
            mountPath: /etc/pki/ca-trust/extracted/pem
            readOnly: true
      volumes:
      - name: trusted-ca
        configMap:
          name: trusted-ca
          items:
            - key: ca-bundle.crt [image: 1]
              path: tls-ca-bundle.pem [image: 2]
	[image: 1] 
	
						ca-bundle.crt is required as the ConfigMap key.
					

	[image: 2] 
	
						tls-ca-bundle.pem is required as the ConfigMap path.
					





Chapter 29. Load balancing on RHOSP



Using the Octavia OVN load balancer provider driver with Kuryr SDN




				If your OpenShift Container Platform cluster uses Kuryr and was installed on a Red Hat OpenStack Platform (RHOSP) 13 cloud that was later upgraded to RHOSP 16, you can configure it to use the Octavia OVN provider driver.
			
Important

					Kuryr replaces existing load balancers after you change provider drivers. This process results in some downtime.
				

Prerequisites
	
						Install the RHOSP CLI, openstack.
					
	
						Install the OpenShift Container Platform CLI, oc.
					
	
						Verify that the Octavia OVN driver on RHOSP is enabled.
					
Tip

						To view a list of available Octavia drivers, on a command line, enter openstack loadbalancer provider list.
					

						The ovn driver is displayed in the command’s output.
					




Procedure

					To change from the Octavia Amphora provider driver to Octavia OVN:
				
	
						Open the kuryr-config ConfigMap. On a command line, enter:
					
$ oc -n openshift-kuryr edit cm kuryr-config

	
						In the ConfigMap, delete the line that contains kuryr-octavia-provider: default. For example:
					
...
kind: ConfigMap
metadata:
  annotations:
    networkoperator.openshift.io/kuryr-octavia-provider: default [image: 1]
...
	[image: 1] 
	
								Delete this line. The cluster will regenerate it with ovn as the value.
							




						Wait for the Cluster Network Operator to detect the modification and to redeploy the kuryr-controller and kuryr-cni pods. This process might take several minutes.
					

	
						Verify that the kuryr-config ConfigMap annotation is present with ovn as its value. On a command line, enter:
					
$ oc -n openshift-kuryr edit cm kuryr-config

						The ovn provider value is displayed in the output:
					
...
kind: ConfigMap
metadata:
  annotations:
    networkoperator.openshift.io/kuryr-octavia-provider: ovn
...

	
						Verify that RHOSP recreated its load balancers.
					
	
								On a command line, enter:
							
$ openstack loadbalancer list | grep amphora

								A single Amphora load balancer is displayed. For example:
							
a4db683b-2b7b-4988-a582-c39daaad7981 | ostest-7mbj6-kuryr-api-loadbalancer  | 84c99c906edd475ba19478a9a6690efd | 172.30.0.1     | ACTIVE              | amphora

	
								Search for ovn load balancers by entering:
							
$ openstack loadbalancer list | grep ovn

								The remaining load balancers of the ovn type are displayed. For example:
							
2dffe783-98ae-4048-98d0-32aa684664cc | openshift-apiserver-operator/metrics | 84c99c906edd475ba19478a9a6690efd | 172.30.167.119 | ACTIVE              | ovn
0b1b2193-251f-4243-af39-2f99b29d18c5 | openshift-etcd/etcd                  | 84c99c906edd475ba19478a9a6690efd | 172.30.143.226 | ACTIVE              | ovn
f05b07fc-01b7-4673-bd4d-adaa4391458e | openshift-dns-operator/metrics       | 84c99c906edd475ba19478a9a6690efd | 172.30.152.27  | ACTIVE              | ovn







Scaling clusters for application traffic by using Octavia




				OpenShift Container Platform clusters that run on Red Hat OpenStack Platform (RHOSP) can use the Octavia load balancing service to distribute traffic across multiple virtual machines (VMs) or floating IP addresses. This feature mitigates the bottleneck that single machines or addresses create.
			

				If your cluster uses Kuryr, the Cluster Network Operator created an internal Octavia load balancer at deployment. You can use this load balancer for application network scaling.
			

				If your cluster does not use Kuryr, you must create your own Octavia load balancer to use it for application network scaling.
			
Scaling clusters by using Octavia




					If you want to use multiple API load balancers, or if your cluster does not use Kuryr, create an Octavia load balancer and then configure your cluster to use it.
				
Prerequisites
	
							Octavia is available on your Red Hat OpenStack Platform (RHOSP) deployment.
						


Procedure
	
							From a command line, create an Octavia load balancer that uses the Amphora driver:
						
$ openstack loadbalancer create --name API_OCP_CLUSTER --vip-subnet-id <id_of_worker_vms_subnet>

							You can use a name of your choice instead of API_OCP_CLUSTER.
						

	
							After the load balancer becomes active, create listeners:
						
$ openstack loadbalancer listener create --name API_OCP_CLUSTER_6443 --protocol HTTPS--protocol-port 6443 API_OCP_CLUSTER
Note

								To view the status of the load balancer, enter openstack loadbalancer list.
							


	
							Create a pool that uses the round robin algorithm and has session persistence enabled:
						
$ openstack loadbalancer pool create --name API_OCP_CLUSTER_pool_6443 --lb-algorithm ROUND_ROBIN --session-persistence type=<source_IP_address> --listener API_OCP_CLUSTER_6443 --protocol HTTPS

	
							To ensure that control plane machines are available, create a health monitor:
						
$ openstack loadbalancer healthmonitor create --delay 5 --max-retries 4 --timeout 10 --type TCP API_OCP_CLUSTER_pool_6443

	
							Add the control plane machines as members of the load balancer pool:
						
$ for SERVER in $(MASTER-0-IP MASTER-1-IP MASTER-2-IP)
do
  openstack loadbalancer member create --address $SERVER  --protocol-port 6443 API_OCP_CLUSTER_pool_6443
done

	
							Optional: To reuse the cluster API floating IP address, unset it:
						
$ openstack floating ip unset $API_FIP

	
							Add either the unset API_FIP or a new address to the created load balancer VIP:
						
$ openstack floating ip set  --port $(openstack loadbalancer show -c <vip_port_id> -f value API_OCP_CLUSTER) $API_FIP




					Your cluster now uses Octavia for load balancing.
				
Note

						If Kuryr uses the Octavia Amphora driver, all traffic is routed through a single Amphora virtual machine (VM).
					

						You can repeat this procedure to create additional load balancers, which can alleviate the bottleneck.
					


Scaling clusters that use Kuryr by using Octavia




					If your cluster uses Kuryr, associate the API floating IP address of your cluster with the pre-existing Octavia load balancer.
				
Prerequisites
	
							Your OpenShift Container Platform cluster uses Kuryr.
						
	
							Octavia is available on your Red Hat OpenStack Platform (RHOSP) deployment.
						


Procedure
	
							Optional: From a command line, to reuse the cluster API floating IP address, unset it:
						
$ openstack floating ip unset $API_FIP

	
							Add either the unset API_FIP or a new address to the created load balancer VIP:
						
$ openstack floating ip set --port $(openstack loadbalancer show -c <vip_port_id> -f value ${OCP_CLUSTER}-kuryr-api-loadbalancer) $API_FIP




					Your cluster now uses Octavia for load balancing.
				
Note

						If Kuryr uses the Octavia Amphora driver, all traffic is routed through a single Amphora virtual machine (VM).
					

						You can repeat this procedure to create additional load balancers, which can alleviate the bottleneck.
					



Scaling for ingress traffic by using RHOSP Octavia




				You can use Octavia load balancers to scale Ingress controllers on clusters that use Kuryr.
			
Prerequisites
	
						Your OpenShift Container Platform cluster uses Kuryr.
					
	
						Octavia is available on your RHOSP deployment.
					


Procedure
	
						To copy the current internal router service, on a command line, enter:
					
$ oc -n openshift-ingress get svc router-internal-default -o yaml > external_router.yaml

	
						In the file external_router.yaml, change the values of metadata.name and spec.type to LoadBalancer.
					
Example router file

							

apiVersion: v1
kind: Service
metadata:
  labels:
    ingresscontroller.operator.openshift.io/owning-ingresscontroller: default
  name: router-external-default [image: 1]
  namespace: openshift-ingress
spec:
  ports:
  - name: http
    port: 80
    protocol: TCP
    targetPort: http
  - name: https
    port: 443
    protocol: TCP
    targetPort: https
  - name: metrics
    port: 1936
    protocol: TCP
    targetPort: 1936
  selector:
    ingresscontroller.operator.openshift.io/deployment-ingresscontroller: default
  sessionAffinity: None
  type: LoadBalancer [image: 2]


						
	[image: 1] 
	
								Ensure that this value is descriptive, like router-external-default.
							

	[image: 2] 
	
								Ensure that this value is LoadBalancer.
							






Note

					You can delete timestamps and other information that is irrelevant to load balancing.
				

	
						From a command line, create a service from the external_router.yaml file:
					
$ oc apply -f external_router.yaml

	
						Verify that the external IP address of the service is the same as the one that is associated with the load balancer:
					
	
								On a command line, retrieve the external IP address of the service:
							
$ oc -n openshift-ingress get svc
Example output

									

NAME                      TYPE           CLUSTER-IP       EXTERNAL-IP    PORT(S)                                     AGE
router-external-default   LoadBalancer   172.30.235.33    10.46.22.161   80:30112/TCP,443:32359/TCP,1936:30317/TCP   3m38s
router-internal-default   ClusterIP      172.30.115.123   <none>         80/TCP,443/TCP,1936/TCP                     22h


								

	
								Retrieve the IP address of the load balancer:
							
$ openstack loadbalancer list | grep router-external
Example output

									

| 21bf6afe-b498-4a16-a958-3229e83c002c | openshift-ingress/router-external-default | 66f3816acf1b431691b8d132cc9d793c | 172.30.235.33  | ACTIVE | octavia |


								

	
								Verify that the addresses you retrieved in the previous steps are associated with each other in the floating IP list:
							
$ openstack floating ip list | grep 172.30.235.33
Example output

									

| e2f80e97-8266-4b69-8636-e58bacf1879e | 10.46.22.161 | 172.30.235.33 | 655e7122-806a-4e0a-a104-220c6e17bda6 | a565e55a-99e7-4d15-b4df-f9d7ee8c9deb | 66f3816acf1b431691b8d132cc9d793c |


								







				You can now use the value of EXTERNAL-IP as the new Ingress address.
			
Note

					If Kuryr uses the Octavia Amphora driver, all traffic is routed through a single Amphora virtual machine (VM).
				

					You can repeat this procedure to create additional load balancers, which can alleviate the bottleneck.
				


Configuring an external load balancer




				You can configure an OpenShift Container Platform cluster on Red Hat OpenStack Platform (RHOSP) to use an external load balancer in place of the default load balancer.
			
Important

					Configuring an external load balancer depends on your vendor’s load balancer.
				

					The information and examples in this section are for guideline purposes only. Consult the vendor documentation for more specific information about the vendor’s load balancer.
				


				Red Hat supports the following services for an external load balancer:
			
	
						Ingress Controller
					
	
						OpenShift API
					
	
						OpenShift MachineConfig API
					



				You can choose whether you want to configure one or all of these services for an external load balancer. Configuring only the Ingress Controller service is a common configuration option. To better understand each service, view the following diagrams:
			
Figure 29.1. Example network workflow that shows an Ingress Controller operating in an OpenShift Container Platform environment
[image: An image that shows an example network workflow of an Ingress Controller operating in an OpenShift Container Platform environment.]


Figure 29.2. Example network workflow that shows an OpenShift API operating in an OpenShift Container Platform environment
[image: An image that shows an example network workflow of an OpenShift API operating in an OpenShift Container Platform environment.]


Figure 29.3. Example network workflow that shows an OpenShift MachineConfig API operating in an OpenShift Container Platform environment
[image: An image that shows an example network workflow of an OpenShift MachineConfig API operating in an OpenShift Container Platform environment.]


Considerations
	
						For a front-end IP address, you can use the same IP address for the front-end IP address, the Ingress Controller’s load balancer, and API load balancer. Check the vendor’s documentation for this capability.
					
	
						For a back-end IP address, ensure that an IP address for an OpenShift Container Platform control plane node does not change during the lifetime of the external load balancer. You can achieve this by completing one of the following actions:
					
	
								Assign a static IP address to each control plane node.
							
	
								Configure each node to receive the same IP address from the DHCP every time the node requests a DHCP lease. Depending on the vendor, the DHCP lease might be in the form of an IP reservation or a static DHCP assignment.
							



	
						Manually define each node that runs the Ingress Controller in the external load balancer for the Ingress Controller back-end service. For example, if the Ingress Controller moves to an undefined node, a connection outage can occur.
					


OpenShift API prerequisites
	
						You defined a front-end IP address.
					
	
						TCP ports 6443 and 22623 are exposed on the front-end IP address of your load balancer. Check the following items:
					
	
								Port 6443 provides access to the OpenShift API service.
							
	
								Port 22623 can provide ignition startup configurations to nodes.
							



	
						The front-end IP address and port 6443 are reachable by all users of your system with a location external to your OpenShift Container Platform cluster.
					
	
						The front-end IP address and port 22623 are reachable only by OpenShift Container Platform nodes.
					
	
						The load balancer backend can communicate with OpenShift Container Platform control plane nodes on port 6443 and 22623.
					


Ingress Controller prerequisites
	
						You defined a front-end IP address.
					
	
						TCP ports 443 and 80 are exposed on the front-end IP address of your load balancer.
					
	
						The front-end IP address, port 80 and port 443 are be reachable by all users of your system with a location external to your OpenShift Container Platform cluster.
					
	
						The front-end IP address, port 80 and port 443 are reachable to all nodes that operate in your OpenShift Container Platform cluster.
					
	
						The load balancer backend can communicate with OpenShift Container Platform nodes that run the Ingress Controller on ports 80, 443, and 1936.
					


Prerequisite for health check URL specifications

					You can configure most load balancers by setting health check URLs that determine if a service is available or unavailable. OpenShift Container Platform provides these health checks for the OpenShift API, Machine Configuration API, and Ingress Controller backend services.
				

				The following examples demonstrate health check specifications for the previously listed backend services:
			
Example of a Kubernetes API health check specification

					

Path: HTTPS:6443/readyz
Healthy threshold: 2
Unhealthy threshold: 2
Timeout: 10
Interval: 10


				
Example of a Machine Config API health check specification

					

Path: HTTPS:22623/healthz
Healthy threshold: 2
Unhealthy threshold: 2
Timeout: 10
Interval: 10


				
Example of an Ingress Controller health check specification

					

Path: HTTP:1936/healthz/ready
Healthy threshold: 2
Unhealthy threshold: 2
Timeout: 5
Interval: 10


				
Procedure
	
						Configure the HAProxy Ingress Controller, so that you can enable access to the cluster from your load balancer on ports 6443, 443, and 80:
					
Example HAProxy configuration

							

#...
listen my-cluster-api-6443
    bind 192.168.1.100:6443
    mode tcp
    balance roundrobin
  option httpchk
  http-check connect
  http-check send meth GET uri /readyz
  http-check expect status 200
    server my-cluster-master-2 192.168.1.101:6443 check inter 10s rise 2 fall 2
    server my-cluster-master-0 192.168.1.102:6443 check inter 10s rise 2 fall 2
    server my-cluster-master-1 192.168.1.103:6443 check inter 10s rise 2 fall 2

listen my-cluster-machine-config-api-22623
    bind 192.168.1.1000.0.0.0:22623
    mode tcp
    balance roundrobin
  option httpchk
  http-check connect
  http-check send meth GET uri /healthz
  http-check expect status 200
    server my-cluster-master-2 192.0168.21.2101:22623 check inter 10s rise 2 fall 2
    server my-cluster-master-0 192.168.1.1020.2.3:22623 check inter 10s rise 2 fall 2
    server my-cluster-master-1 192.168.1.1030.2.1:22623 check inter 10s rise 2 fall 2

listen my-cluster-apps-443
        bind 192.168.1.100:443
        mode tcp
        balance roundrobin
    option httpchk
    http-check connect
    http-check send meth GET uri /healthz/ready
    http-check expect status 200
        server my-cluster-worker-0 192.168.1.111:443 check port 1936 inter 10s rise 2 fall 2
        server my-cluster-worker-1 192.168.1.112:443 check port 1936 inter 10s rise 2 fall 2
        server my-cluster-worker-2 192.168.1.113:443 check port 1936 inter 10s rise 2 fall 2

listen my-cluster-apps-80
        bind 192.168.1.100:80
        mode tcp
        balance roundrobin
    option httpchk
    http-check connect
    http-check send meth GET uri /healthz/ready
    http-check expect status 200
        server my-cluster-worker-0 192.168.1.111:80 check port 1936 inter 10s rise 2 fall 2
        server my-cluster-worker-1 192.168.1.112:80 check port 1936 inter 10s rise 2 fall 2
        server my-cluster-worker-2 192.168.1.113:80 check port 1936 inter 10s rise 2 fall 2
# ...


						

	
						Use the curl CLI command to verify that the external load balancer and its resources are operational:
					
	
								Verify that the cluster machine configuration API is accessible to the Kubernetes API server resource, by running the following command and observing the response:
							
$ curl https://<loadbalancer_ip_address>:6443/version --insecure

								If the configuration is correct, you receive a JSON object in response:
							
{
  "major": "1",
  "minor": "11+",
  "gitVersion": "v1.11.0+ad103ed",
  "gitCommit": "ad103ed",
  "gitTreeState": "clean",
  "buildDate": "2019-01-09T06:44:10Z",
  "goVersion": "go1.10.3",
  "compiler": "gc",
  "platform": "linux/amd64"
}

	
								Verify that the cluster machine configuration API is accessible to the Machine config server resource, by running the following command and observing the output:
							
$ curl -v https://<loadbalancer_ip_address>:22623/healthz --insecure

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 200 OK
Content-Length: 0

	
								Verify that the controller is accessible to the Ingress Controller resource on port 80, by running the following command and observing the output:
							
$ curl -I -L -H "Host: console-openshift-console.apps.<cluster_name>.<base_domain>" http://<load_balancer_front_end_IP_address>

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 302 Found
content-length: 0
location: https://console-openshift-console.apps.ocp4.private.opequon.net/
cache-control: no-cache

	
								Verify that the controller is accessible to the Ingress Controller resource on port 443, by running the following command and observing the output:
							
$ curl -I -L --insecure --resolve console-openshift-console.apps.<cluster_name>.<base_domain>:443:<Load Balancer Front End IP Address> https://console-openshift-console.apps.<cluster_name>.<base_domain>

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 200 OK
referrer-policy: strict-origin-when-cross-origin
set-cookie: csrf-token=UlYWOyQ62LWjw2h003xtYSKlh1a0Py2hhctw0WmV2YEdhJjFyQwWcGBsja261dGLgaYO0nxzVErhiXt6QepA7g==; Path=/; Secure; SameSite=Lax
x-content-type-options: nosniff
x-dns-prefetch-control: off
x-frame-options: DENY
x-xss-protection: 1; mode=block
date: Wed, 04 Oct 2023 16:29:38 GMT
content-type: text/html; charset=utf-8
set-cookie: 1e2670d92730b515ce3a1bb65da45062=1bf5e9573c9a2760c964ed1659cc1673; path=/; HttpOnly; Secure; SameSite=None
cache-control: private




	
						Configure the DNS records for your cluster to target the front-end IP addresses of the external load balancer. You must update records to your DNS server for the cluster API and applications over the load balancer.
					
Examples of modified DNS records

							

<load_balancer_ip_address>  A  api.<cluster_name>.<base_domain>
A record pointing to Load Balancer Front End


						
<load_balancer_ip_address>   A apps.<cluster_name>.<base_domain>
A record pointing to Load Balancer Front End
Important

							DNS propagation might take some time for each DNS record to become available. Ensure that each DNS record propagates before validating each record.
						


	
						Use the curl CLI command to verify that the external load balancer and DNS record configuration are operational:
					
	
								Verify that you can access the cluster API, by running the following command and observing the output:
							
$ curl https://api.<cluster_name>.<base_domain>:6443/version --insecure

								If the configuration is correct, you receive a JSON object in response:
							
{
  "major": "1",
  "minor": "11+",
  "gitVersion": "v1.11.0+ad103ed",
  "gitCommit": "ad103ed",
  "gitTreeState": "clean",
  "buildDate": "2019-01-09T06:44:10Z",
  "goVersion": "go1.10.3",
  "compiler": "gc",
  "platform": "linux/amd64"
  }

	
								Verify that you can access the cluster machine configuration, by running the following command and observing the output:
							
$ curl -v https://api.<cluster_name>.<base_domain>:22623/healthz --insecure

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 200 OK
Content-Length: 0

	
								Verify that you can access each cluster application on port, by running the following command and observing the output:
							
$ curl http://console-openshift-console.apps.<cluster_name>.<base_domain> -I -L --insecure

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 302 Found
content-length: 0
location: https://console-openshift-console.apps.<cluster-name>.<base domain>/
cache-control: no-cacheHTTP/1.1 200 OK
referrer-policy: strict-origin-when-cross-origin
set-cookie: csrf-token=39HoZgztDnzjJkq/JuLJMeoKNXlfiVv2YgZc09c3TBOBU4NI6kDXaJH1LdicNhN1UsQWzon4Dor9GWGfopaTEQ==; Path=/; Secure
x-content-type-options: nosniff
x-dns-prefetch-control: off
x-frame-options: DENY
x-xss-protection: 1; mode=block
date: Tue, 17 Nov 2020 08:42:10 GMT
content-type: text/html; charset=utf-8
set-cookie: 1e2670d92730b515ce3a1bb65da45062=9b714eb87e93cf34853e87a92d6894be; path=/; HttpOnly; Secure; SameSite=None
cache-control: private

	
								Verify that you can access each cluster application on port 443, by running the following command and observing the output:
							
$ curl https://console-openshift-console.apps.<cluster_name>.<base_domain> -I -L --insecure

								If the configuration is correct, the output from the command shows the following response:
							
HTTP/1.1 200 OK
referrer-policy: strict-origin-when-cross-origin
set-cookie: csrf-token=UlYWOyQ62LWjw2h003xtYSKlh1a0Py2hhctw0WmV2YEdhJjFyQwWcGBsja261dGLgaYO0nxzVErhiXt6QepA7g==; Path=/; Secure; SameSite=Lax
x-content-type-options: nosniff
x-dns-prefetch-control: off
x-frame-options: DENY
x-xss-protection: 1; mode=block
date: Wed, 04 Oct 2023 16:29:38 GMT
content-type: text/html; charset=utf-8
set-cookie: 1e2670d92730b515ce3a1bb65da45062=1bf5e9573c9a2760c964ed1659cc1673; path=/; HttpOnly; Secure; SameSite=None
cache-control: private








Chapter 30. Load balancing with MetalLB



About MetalLB and the MetalLB Operator




				As a cluster administrator, you can add the MetalLB Operator to your cluster so that when a service of type LoadBalancer is added to the cluster, MetalLB can add an external IP address for the service. The external IP address is added to the host network for your cluster.
			
When to use MetalLB




					Using MetalLB is valuable when you have a bare-metal cluster, or an infrastructure that is like bare metal, and you want fault-tolerant access to an application through an external IP address.
				

					You must configure your networking infrastructure to ensure that network traffic for the external IP address is routed from clients to the host network for the cluster.
				

					After deploying MetalLB with the MetalLB Operator, when you add a service of type LoadBalancer, MetalLB provides a platform-native load balancer.
				

					MetalLB operating in layer2 mode provides support for failover by utilizing a mechanism similar to IP failover. However, instead of relying on the virtual router redundancy protocol (VRRP) and keepalived, MetalLB leverages a gossip-based protocol to identify instances of node failure. When a failover is detected, another node assumes the role of the leader node, and a gratuitous ARP message is dispatched to broadcast this change.
				

					MetalLB operating in layer3 or border gateway protocol (BGP) mode delegates failure detection to the network. The BGP router or routers that the OpenShift Container Platform nodes have established a connection with will identify any node failure and terminate the routes to that node.
				

					Using MetalLB instead of IP failover is preferable for ensuring high availability of pods and services.
				

MetalLB Operator custom resources




					The MetalLB Operator monitors its own namespace for the following custom resources:
				
	MetalLB
	
								When you add a MetalLB custom resource to the cluster, the MetalLB Operator deploys MetalLB on the cluster. The Operator only supports a single instance of the custom resource. If the instance is deleted, the Operator removes MetalLB from the cluster.
							
	IPAddressPool
	
								MetalLB requires one or more pools of IP addresses that it can assign to a service when you add a service of type LoadBalancer. An IPAddressPool includes a list of IP addresses. The list can be a single IP address that is set using a range, such as 1.1.1.1-1.1.1.1, a range specified in CIDR notation, a range specified as a starting and ending address separated by a hyphen, or a combination of the three. An IPAddressPool requires a name. The documentation uses names like doc-example, doc-example-reserved, and doc-example-ipv6. An IPAddressPool assigns IP addresses from the pool. L2Advertisement and BGPAdvertisement custom resources enable the advertisement of a given IP from a given pool.
							
Note

									A single IPAddressPool can be referenced by a L2 advertisement and a BGP advertisement.
								


	BGPPeer
	
								The BGP peer custom resource identifies the BGP router for MetalLB to communicate with, the AS number of the router, the AS number for MetalLB, and customizations for route advertisement. MetalLB advertises the routes for service load-balancer IP addresses to one or more BGP peers.
							
	BFDProfile
	
								The BFD profile custom resource configures Bidirectional Forwarding Detection (BFD) for a BGP peer. BFD provides faster path failure detection than BGP alone provides.
							
	L2Advertisement
	
								The L2Advertisement custom resource advertises an IP coming from an IPAddressPool using the L2 protocol.
							
	BGPAdvertisement
	
								The BGPAdvertisement custom resource advertises an IP coming from an IPAddressPool using the BGP protocol.
							



					After you add the MetalLB custom resource to the cluster and the Operator deploys MetalLB, the controller and speaker MetalLB software components begin running.
				

					MetalLB validates all relevant custom resources.
				

MetalLB software components




					When you install the MetalLB Operator, the metallb-operator-controller-manager deployment starts a pod. The pod is the implementation of the Operator. The pod monitors for changes to all the relevant resources.
				

					When the Operator starts an instance of MetalLB, it starts a controller deployment and a speaker daemon set.
				
	controller
	
								The Operator starts the deployment and a single pod. When you add a service of type LoadBalancer, Kubernetes uses the controller to allocate an IP address from an address pool. In case of a service failure, verify you have the following entry in your controller pod logs:
							
Example output

									

"event":"ipAllocated","ip":"172.22.0.201","msg":"IP address assigned by controller


								

	speaker
	
								The Operator starts a daemon set for speaker pods. By default, a pod is started on each node in your cluster. You can limit the pods to specific nodes by specifying a node selector in the MetalLB custom resource when you start MetalLB. If the controller allocated the IP address to the service and service is still unavailable, read the speaker pod logs. If the speaker pod is unavailable, run the oc describe pod -n command.
							

								For layer 2 mode, after the controller allocates an IP address for the service, the speaker pods use an algorithm to determine which speaker pod on which node will announce the load balancer IP address. The algorithm involves hashing the node name and the load balancer IP address. For more information, see "MetalLB and external traffic policy". The speaker uses Address Resolution Protocol (ARP) to announce IPv4 addresses and Neighbor Discovery Protocol (NDP) to announce IPv6 addresses.
							




					For Border Gateway Protocol (BGP) mode, after the controller allocates an IP address for the service, each speaker pod advertises the load balancer IP address with its BGP peers. You can configure which nodes start BGP sessions with BGP peers.
				

					Requests for the load balancer IP address are routed to the node with the speaker that announces the IP address. After the node receives the packets, the service proxy routes the packets to an endpoint for the service. The endpoint can be on the same node in the optimal case, or it can be on another node. The service proxy chooses an endpoint each time a connection is established.
				

MetalLB and external traffic policy




					With layer 2 mode, one node in your cluster receives all the traffic for the service IP address. With BGP mode, a router on the host network opens a connection to one of the nodes in the cluster for a new client connection. How your cluster handles the traffic after it enters the node is affected by the external traffic policy.
				
	cluster
	
								This is the default value for spec.externalTrafficPolicy.
							

								With the cluster traffic policy, after the node receives the traffic, the service proxy distributes the traffic to all the pods in your service. This policy provides uniform traffic distribution across the pods, but it obscures the client IP address and it can appear to the application in your pods that the traffic originates from the node rather than the client.
							

	local
	
								With the local traffic policy, after the node receives the traffic, the service proxy only sends traffic to the pods on the same node. For example, if the speaker pod on node A announces the external service IP, then all traffic is sent to node A. After the traffic enters node A, the service proxy only sends traffic to pods for the service that are also on node A. Pods for the service that are on additional nodes do not receive any traffic from node A. Pods for the service on additional nodes act as replicas in case failover is needed.
							

								This policy does not affect the client IP address. Application pods can determine the client IP address from the incoming connections.
							



Note

						The following information is important when configuring the external traffic policy in BGP mode.
					

						Although MetalLB advertises the load balancer IP address from all the eligible nodes, the number of nodes loadbalancing the service can be limited by the capacity of the router to establish equal-cost multipath (ECMP) routes. If the number of nodes advertising the IP is greater than the ECMP group limit of the router, the router will use less nodes than the ones advertising the IP.
					

						For example, if the external traffic policy is set to local and the router has an ECMP group limit set to 16 and the pods implementing a LoadBalancer service are deployed on 30 nodes, this would result in pods deployed on 14 nodes not receiving any traffic. In this situation, it would be preferable to set the external traffic policy for the service to cluster.
					


MetalLB concepts for layer 2 mode




					In layer 2 mode, the speaker pod on one node announces the external IP address for a service to the host network. From a network perspective, the node appears to have multiple IP addresses assigned to a network interface.
				
Note

						In layer 2 mode, MetalLB relies on ARP and NDP. These protocols implement local address resolution within a specific subnet. In this context, the client must be able to reach the VIP assigned by MetalLB that exists on the same subnet as the nodes announcing the service in order for MetalLB to work.
					


					The speaker pod responds to ARP requests for IPv4 services and NDP requests for IPv6.
				

					In layer 2 mode, all traffic for a service IP address is routed through one node. After traffic enters the node, the service proxy for the CNI network provider distributes the traffic to all the pods for the service.
				

					Because all traffic for a service enters through a single node in layer 2 mode, in a strict sense, MetalLB does not implement a load balancer for layer 2. Rather, MetalLB implements a failover mechanism for layer 2 so that when a speaker pod becomes unavailable, a speaker pod on a different node can announce the service IP address.
				

					When a node becomes unavailable, failover is automatic. The speaker pods on the other nodes detect that a node is unavailable and a new speaker pod and node take ownership of the service IP address from the failed node.
				
[image: Conceptual diagram for MetalLB and layer 2 mode]


					The preceding graphic shows the following concepts related to MetalLB:
				
	
							An application is available through a service that has a cluster IP on the 172.130.0.0/16 subnet. That IP address is accessible from inside the cluster. The service also has an external IP address that MetalLB assigned to the service, 192.168.100.200.
						
	
							Nodes 1 and 3 have a pod for the application.
						
	
							The speaker daemon set runs a pod on each node. The MetalLB Operator starts these pods.
						
	
							Each speaker pod is a host-networked pod. The IP address for the pod is identical to the IP address for the node on the host network.
						
	
							The speaker pod on node 1 uses ARP to announce the external IP address for the service, 192.168.100.200. The speaker pod that announces the external IP address must be on the same node as an endpoint for the service and the endpoint must be in the Ready condition.
						
	
							Client traffic is routed to the host network and connects to the 192.168.100.200 IP address. After traffic enters the node, the service proxy sends the traffic to the application pod on the same node or another node according to the external traffic policy that you set for the service.
						
	
									If the external traffic policy for the service is set to cluster, the node that advertises the 192.168.100.200 load balancer IP address is selected from the nodes where a speaker pod is running. Only that node can receive traffic for the service.
								
	
									If the external traffic policy for the service is set to local, the node that advertises the 192.168.100.200 load balancer IP address is selected from the nodes where a speaker pod is running and at least an endpoint of the service. Only that node can receive traffic for the service. In the preceding graphic, either node 1 or 3 would advertise 192.168.100.200.
								



	
							If node 1 becomes unavailable, the external IP address fails over to another node. On another node that has an instance of the application pod and service endpoint, the speaker pod begins to announce the external IP address, 192.168.100.200 and the new node receives the client traffic. In the diagram, the only candidate is node 3.
						



MetalLB concepts for BGP mode




					In BGP mode, by default each speaker pod advertises the load balancer IP address for a service to each BGP peer. It is also possible to advertise the IPs coming from a given pool to a specific set of peers by adding an optional list of BGP peers. BGP peers are commonly network routers that are configured to use the BGP protocol. When a router receives traffic for the load balancer IP address, the router picks one of the nodes with a speaker pod that advertised the IP address. The router sends the traffic to that node. After traffic enters the node, the service proxy for the CNI network provider distributes the traffic to all the pods for the service.
				

					The directly-connected router on the same layer 2 network segment as the cluster nodes can be configured as a BGP peer. If the directly-connected router is not configured as a BGP peer, you need to configure your network so that packets for load balancer IP addresses are routed between the BGP peers and the cluster nodes that run the speaker pods.
				

					Each time a router receives new traffic for the load balancer IP address, it creates a new connection to a node. Each router manufacturer has an implementation-specific algorithm for choosing which node to initiate the connection with. However, the algorithms commonly are designed to distribute traffic across the available nodes for the purpose of balancing the network load.
				

					If a node becomes unavailable, the router initiates a new connection with another node that has a speaker pod that advertises the load balancer IP address.
				
Figure 30.1. MetalLB topology diagram for BGP mode
[image: Speaker pods on host network 10.0.1.0/24 use BGP to advertise the load balancer IP address, 203.0.113.200, to a router.]



					The preceding graphic shows the following concepts related to MetalLB:
				
	
							An application is available through a service that has an IPv4 cluster IP on the 172.130.0.0/16 subnet. That IP address is accessible from inside the cluster. The service also has an external IP address that MetalLB assigned to the service, 203.0.113.200.
						
	
							Nodes 2 and 3 have a pod for the application.
						
	
							The speaker daemon set runs a pod on each node. The MetalLB Operator starts these pods. You can configure MetalLB to specify which nodes run the speaker pods.
						
	
							Each speaker pod is a host-networked pod. The IP address for the pod is identical to the IP address for the node on the host network.
						
	
							Each speaker pod starts a BGP session with all BGP peers and advertises the load balancer IP addresses or aggregated routes to the BGP peers. The speaker pods advertise that they are part of Autonomous System 65010. The diagram shows a router, R1, as a BGP peer within the same Autonomous System. However, you can configure MetalLB to start BGP sessions with peers that belong to other Autonomous Systems.
						
	
							All the nodes with a speaker pod that advertises the load balancer IP address can receive traffic for the service.
						
	
									If the external traffic policy for the service is set to cluster, all the nodes where a speaker pod is running advertise the 203.0.113.200 load balancer IP address and all the nodes with a speaker pod can receive traffic for the service. The host prefix is advertised to the router peer only if the external traffic policy is set to cluster.
								
	
									If the external traffic policy for the service is set to local, then all the nodes where a speaker pod is running and at least an endpoint of the service is running can advertise the 203.0.113.200 load balancer IP address. Only those nodes can receive traffic for the service. In the preceding graphic, nodes 2 and 3 would advertise 203.0.113.200.
								



	
							You can configure MetalLB to control which speaker pods start BGP sessions with specific BGP peers by specifying a node selector when you add a BGP peer custom resource.
						
	
							Any routers, such as R1, that are configured to use BGP can be set as BGP peers.
						
	
							Client traffic is routed to one of the nodes on the host network. After traffic enters the node, the service proxy sends the traffic to the application pod on the same node or another node according to the external traffic policy that you set for the service.
						
	
							If a node becomes unavailable, the router detects the failure and initiates a new connection with another node. You can configure MetalLB to use a Bidirectional Forwarding Detection (BFD) profile for BGP peers. BFD provides faster link failure detection so that routers can initiate new connections earlier than without BFD.
						



Limitations and restrictions



Infrastructure considerations for MetalLB




						MetalLB is primarily useful for on-premise, bare metal installations because these installations do not include a native load-balancer capability. In addition to bare metal installations, installations of OpenShift Container Platform on some infrastructures might not include a native load-balancer capability. For example, the following infrastructures can benefit from adding the MetalLB Operator:
					
	
								Bare metal
							
	
								VMware vSphere
							



						MetalLB Operator and MetalLB are supported with the OpenShift SDN and OVN-Kubernetes network providers.
					

Limitations for layer 2 mode



Single-node bottleneck




							MetalLB routes all traffic for a service through a single node, the node can become a bottleneck and limit performance.
						

							Layer 2 mode limits the ingress bandwidth for your service to the bandwidth of a single node. This is a fundamental limitation of using ARP and NDP to direct traffic.
						

Slow failover performance




							Failover between nodes depends on cooperation from the clients. When a failover occurs, MetalLB sends gratuitous ARP packets to notify clients that the MAC address associated with the service IP has changed.
						

							Most client operating systems handle gratuitous ARP packets correctly and update their neighbor caches promptly. When clients update their caches quickly, failover completes within a few seconds. Clients typically fail over to a new node within 10 seconds. However, some client operating systems either do not handle gratuitous ARP packets at all or have outdated implementations that delay the cache update.
						

							Recent versions of common operating systems such as Windows, macOS, and Linux implement layer 2 failover correctly. Issues with slow failover are not expected except for older and less common client operating systems.
						

							To minimize the impact from a planned failover on outdated clients, keep the old node running for a few minutes after flipping leadership. The old node can continue to forward traffic for outdated clients until their caches refresh.
						

							During an unplanned failover, the service IPs are unreachable until the outdated clients refresh their cache entries.
						

Additional Network and MetalLB cannot use same network




							Using the same VLAN for both MetalLB and an additional network interface set up on a source pod might result in a connection failure. This occurs when both the MetalLB IP and the source pod reside on the same node.
						

							To avoid connection failures, place the MetalLB IP in a different subnet from the one where the source pod resides. This configuration ensures that traffic from the source pod will take the default gateway. Consequently, the traffic can effectively reach its destination by using the OVN overlay network, ensuring that the connection functions as intended.
						


Limitations for BGP mode



Node failure can break all active connections




							MetalLB shares a limitation that is common to BGP-based load balancing. When a BGP session terminates, such as when a node fails or when a speaker pod restarts, the session termination might result in resetting all active connections. End users can experience a Connection reset by peer message.
						

							The consequence of a terminated BGP session is implementation-specific for each router manufacturer. However, you can anticipate that a change in the number of speaker pods affects the number of BGP sessions and that active connections with BGP peers will break.
						

							To avoid or reduce the likelihood of a service interruption, you can specify a node selector when you add a BGP peer. By limiting the number of nodes that start BGP sessions, a fault on a node that does not have a BGP session has no affect on connections to the service.
						

Support for a single ASN and a single router ID only




							When you add a BGP peer custom resource, you specify the spec.myASN field to identify the Autonomous System Number (ASN) that MetalLB belongs to. OpenShift Container Platform uses an implementation of BGP with MetalLB that requires MetalLB to belong to a single ASN. If you attempt to add a BGP peer and specify a different value for spec.myASN than an existing BGP peer custom resource, you receive an error.
						

							Similarly, when you add a BGP peer custom resource, the spec.routerID field is optional. If you specify a value for this field, you must specify the same value for all other BGP peer custom resources that you add.
						

							The limitation to support a single ASN and single router ID is a difference with the community-supported implementation of MetalLB.
						



Additional resources



	
							Comparison: Fault tolerant access to external IP addresses
						
	
							Removing IP failover
						




Installing the MetalLB Operator




				As a cluster administrator, you can add the MetallB Operator so that the Operator can manage the lifecycle for an instance of MetalLB on your cluster.
			

				MetalLB and IP failover are incompatible. If you configured IP failover for your cluster, perform the steps to remove IP failover before you install the Operator.
			
Installing the MetalLB Operator from the OperatorHub using the web console




					As a cluster administrator, you can install the MetalLB Operator by using the OpenShift Container Platform web console.
				
Prerequisites
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							In the OpenShift Container Platform web console, navigate to Operators → OperatorHub.
						
	
							Type a keyword into the Filter by keyword box or scroll to find the Operator you want. For example, type metallb to find the MetalLB Operator.
						

							You can also filter options by Infrastructure Features. For example, select Disconnected if you want to see Operators that work in disconnected environments, also known as restricted network environments.
						

	
							On the Install Operator page, accept the defaults and click Install.
						


Verification
	
							To confirm that the installation is successful:
						
	
									Navigate to the Operators → Installed Operators page.
								
	
									Check that the Operator is installed in the openshift-operators namespace and that its status is Succeeded.
								



	
							If the Operator is not installed successfully, check the status of the Operator and review the logs:
						
	
									Navigate to the Operators → Installed Operators page and inspect the Status column for any errors or failures.
								
	
									Navigate to the Workloads → Pods page and check the logs in any pods in the openshift-operators project that are reporting issues.
								






Installing from OperatorHub using the CLI




					Instead of using the OpenShift Container Platform web console, you can install an Operator from OperatorHub using the CLI. You can use the OpenShift CLI (oc) to install the MetalLB Operator.
				

					It is recommended that when using the CLI you install the Operator in the metallb-system namespace.
				
Prerequisites
	
							A cluster installed on bare-metal hardware.
						
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a namespace for the MetalLB Operator by entering the following command:
						
$ cat << EOF | oc apply -f -
apiVersion: v1
kind: Namespace
metadata:
  name: metallb-system
EOF

	
							Create an Operator group custom resource (CR) in the namespace:
						
$ cat << EOF | oc apply -f -
apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  name: metallb-operator
  namespace: metallb-system
EOF

	
							Confirm the Operator group is installed in the namespace:
						
$ oc get operatorgroup -n metallb-system
Example output

								

NAME               AGE
metallb-operator   14m


							

	
							Create a Subscription CR:
						
	
									Define the Subscription CR and save the YAML file, for example, metallb-sub.yaml:
								
apiVersion: operators.coreos.com/v1alpha1
kind: Subscription
metadata:
  name: metallb-operator-sub
  namespace: metallb-system
spec:
  channel: stable
  name: metallb-operator
  source: redhat-operators [image: 1]
  sourceNamespace: openshift-marketplace
	[image: 1] 
	
											You must specify the redhat-operators value.
										




	
									To create the Subscription CR, run the following command:
								
$ oc create -f metallb-sub.yaml




	
							Optional: To ensure BGP and BFD metrics appear in Prometheus, you can label the namespace as in the following command:
						
$ oc label ns metallb-system "openshift.io/cluster-monitoring=true"



Verification

						The verification steps assume the MetalLB Operator is installed in the metallb-system namespace.
					
	
							Confirm the install plan is in the namespace:
						
$ oc get installplan -n metallb-system
Example output

								

NAME            CSV                                   APPROVAL    APPROVED
install-wzg94   metallb-operator.4.11.0-nnnnnnnnnnnn   Automatic   true


							
Note

								Installation of the Operator might take a few seconds.
							


	
							To verify that the Operator is installed, enter the following command:
						
$ oc get clusterserviceversion -n metallb-system \
  -o custom-columns=Name:.metadata.name,Phase:.status.phase
Example output

								

Name                                  Phase
metallb-operator.4.11.0-nnnnnnnnnnnn   Succeeded


							




Starting MetalLB on your cluster




					After you install the Operator, you need to configure a single instance of a MetalLB custom resource. After you configure the custom resource, the Operator starts MetalLB on your cluster.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Install the MetalLB Operator.
						


Procedure

						This procedure assumes the MetalLB Operator is installed in the metallb-system namespace. If you installed using the web console substitute openshift-operators for the namespace.
					
	
							Create a single instance of a MetalLB custom resource:
						
$ cat << EOF | oc apply -f -
apiVersion: metallb.io/v1beta1
kind: MetalLB
metadata:
  name: metallb
  namespace: metallb-system
EOF



Verification

						Confirm that the deployment for the MetalLB controller and the daemon set for the MetalLB speaker are running.
					
	
							Verify that the deployment for the controller is running:
						
$ oc get deployment -n metallb-system controller
Example output

								

NAME         READY   UP-TO-DATE   AVAILABLE   AGE
controller   1/1     1            1           11m


							

	
							Verify that the daemon set for the speaker is running:
						
$ oc get daemonset -n metallb-system speaker
Example output

								

NAME      DESIRED   CURRENT   READY   UP-TO-DATE   AVAILABLE   NODE SELECTOR            AGE
speaker   6         6         6       6            6           kubernetes.io/os=linux   18m


							

							The example output indicates 6 speaker pods. The number of speaker pods in your cluster might differ from the example output. Make sure the output indicates one pod for each node in your cluster.
						



Limit speaker pods to specific nodes




						By default, when you start MetalLB with the MetalLB Operator, the Operator starts an instance of a speaker pod on each node in the cluster. Only the nodes with a speaker pod can advertise a load balancer IP address. You can configure the MetalLB custom resource with a node selector to specify which nodes run the speaker pods.
					

						The most common reason to limit the speaker pods to specific nodes is to ensure that only nodes with network interfaces on specific networks advertise load balancer IP addresses. Only the nodes with a running speaker pod are advertised as destinations of the load balancer IP address.
					

						If you limit the speaker pods to specific nodes and specify local for the external traffic policy of a service, then you must ensure that the application pods for the service are deployed to the same nodes.
					
Example configuration to limit speaker pods to worker nodes

							

apiVersion: metallb.io/v1beta1
kind: MetalLB
metadata:
  name: metallb
  namespace: metallb-system
spec:
  nodeSelector:  <.>
    node-role.kubernetes.io/worker: ""
  speakerTolerations:   <.>
  - key: "Example"
    operator: "Exists"
    effect: "NoExecute"


						

						<.> The example configuration specifies to assign the speaker pods to worker nodes, but you can specify labels that you assigned to nodes or any valid node selector. <.> In this example configuration, the pod that this toleration is attached to tolerates any taint that matches the key value and effect value using the operator.
					

						After you apply a manifest with the spec.nodeSelector field, you can check the number of pods that the Operator deployed with the oc get daemonset -n metallb-system speaker command. Similarly, you can display the nodes that match your labels with a command like oc get nodes -l node-role.kubernetes.io/worker=.
					

						You can optionally allow the node to control which speaker pods should, or should not, be scheduled on them by using affinity rules. You can also limit these pods by applying a list of tolerations. For more information about affinity rules, taints, and tolerations, see the additional resources.
					


Additional resources



	
							Placing pods on specific nodes using node selectors.
						
	
							Understanding taints and tolerations.
						



Next steps



	
							Configuring MetalLB address pools
						




Upgrading the MetalLB Operator




				The automatic upgrade procedure does not work as expected from OpenShift Container Platform 4.10 and earlier. A summary of the upgrade procedure is as follows:
			
	
						Delete the previously installed Operator version for example 4.10. Ensure that the namespace and the metallb custom resource are not removed.
					
	
						Install the 4.11 version of the Operator using the CLI. Install the 4.11 version of the Operator in the same namespace that the previously installed Operator version was installed to.
					


Note

					This procedure does not apply to automatic z-stream updates of the MetalLB Operator, which follow the standard straightforward method.
				


				For detailed steps to upgrade the MetalLB Operator from 4.10 and earlier, see the guidance that follows. As a cluster administrator, start the upgrade process by deleting the MetalLB Operator by using the OpenShift CLI (oc) or the web console.
			
Deleting the MetalLB Operator from a cluster using the web console




					Cluster administrators can delete installed Operators from a selected namespace by using the web console.
				
Prerequisites
	
							Access to an OpenShift Container Platform cluster web console using an account with cluster-admin permissions.
						


Procedure
	
							Navigate to the Operators → Installed Operators page.
						
	
							Search for the MetalLB Operator. Then, click on it.
						
	
							On the right side of the Operator Details page, select Uninstall Operator from the Actions drop-down menu.
						

							An Uninstall Operator? dialog box is displayed.
						

	
							Select Uninstall to remove the Operator, Operator deployments, and pods. Following this action, the Operator stops running and no longer receives updates.
						
Note

								This action does not remove resources managed by the Operator, including custom resource definitions (CRDs) and custom resources (CRs). Dashboards and navigation items enabled by the web console and off-cluster resources that continue to run might need manual clean up. To remove these after uninstalling the Operator, you might need to manually delete the Operator CRDs.
							





Deleting MetalLB Operator from a cluster using the CLI




					Cluster administrators can delete installed Operators from a selected namespace by using the CLI.
				
Prerequisites
	
							Access to an OpenShift Container Platform cluster using an account with cluster-admin permissions.
						
	
							oc command installed on workstation.
						


Procedure
	
							Check the current version of the subscribed MetalLB Operator in the currentCSV field:
						
$ oc get subscription metallb-operator -n metallb-system -o yaml | grep currentCSV
Example output

								

  currentCSV: metallb-operator.4.10.0-202207051316


							

	
							Delete the subscription:
						
$ oc delete subscription metallb-operator -n metallb-system
Example output

								

subscription.operators.coreos.com "metallb-operator" deleted


							

	
							Delete the CSV for the Operator in the target namespace using the currentCSV value from the previous step:
						
$ oc delete clusterserviceversion metallb-operator.4.10.0-202207051316 -n metallb-system
Example output

								

clusterserviceversion.operators.coreos.com "metallb-operator.4.10.0-202207051316" deleted


							




Editing the MetalLB Operator Operator group




					When upgrading from any MetalLB Operator version up to and including 4.10 to 4.11 and later, remove spec.targetNamespaces from the Operator group custom resource (CR). You must remove the spec regardless of whether you used the web console or the CLI to delete the MetalLB Operator.
				
Note

						The MetalLB Operator version 4.11 or later only supports the AllNamespaces install mode, whereas 4.10 or earlier versions support OwnNamespace or SingleNamespace modes.
					

Prerequisites
	
							You have access to an OpenShift Container Platform cluster with cluster-admin permissions.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							List the Operator groups in the metallb-system namespace by running the following command:
						
$ oc get operatorgroup -n metallb-system
Example output

								

NAME                   AGE
metallb-system-7jc66   85m


							

	
							Verify that the spec.targetNamespaces is present in the Operator group CR associated with the metallb-system namespace by running the following command:
						
$ oc get operatorgroup metallb-system-7jc66 -n metallb-system -o yaml
Example output

								

apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  annotations:
    olm.providedAPIs: ""
  creationTimestamp: "2023-10-25T09:42:49Z"
  generateName: metallb-system-
  generation: 1
  name: metallb-system-7jc66
  namespace: metallb-system
  resourceVersion: "25027"
  uid: f5f644a0-eef8-4e31-a306-e2bbcfaffab3
spec:
  targetNamespaces:
  - metallb-system
  upgradeStrategy: Default
status:
  lastUpdated: "2023-10-25T09:42:49Z"
  namespaces:
  - metallb-system


							

	
							Edit the Operator group and remove the targetNamespaces and metallb-system present under the spec section by running the following command:
						
$ oc edit n metallb-system
Example output

								

operatorgroup.operators.coreos.com/metallb-system-7jc66 edited


							

	
							Verify the spec.targetNamespaces is removed from the Operator group custom resource associated with the metallb-system namespace by running the following command:
						
$ oc get operatorgroup metallb-system-7jc66 -n metallb-system -o yaml
Example output

								

apiVersion: operators.coreos.com/v1
kind: OperatorGroup
metadata:
  annotations:
    olm.providedAPIs: ""
  creationTimestamp: "2023-10-25T09:42:49Z"
  generateName: metallb-system-
  generation: 2
  name: metallb-system-7jc66
  namespace: metallb-system
  resourceVersion: "61658"
  uid: f5f644a0-eef8-4e31-a306-e2bbcfaffab3
spec:
  upgradeStrategy: Default
status:
  lastUpdated: "2023-10-25T14:31:30Z"
  namespaces:
  - ""


							




Upgrading the MetalLB Operator



Prerequisites
	
							Access the cluster as a user with the cluster-admin role.
						


Procedure
	
							Verify that the metallb-system namespace still exists:
						
$ oc get namespaces | grep metallb-system
Example output

								

metallb-system                                     Active   31m


							

	
							Verify the metallb custom resource still exists:
						
$ oc get metallb -n metallb-system
Example output

								

NAME      AGE
metallb   33m


							

	
							Follow the guidance in "Installing from OperatorHub using the CLI" to install the latest 4.11 version of the MetalLB Operator.
						
Note

								When installing the latest 4.11 version of the MetalLB Operator, you must install the Operator to the same namespace it was previously installed to.
							


	
							Verify the upgraded version of the Operator is now the 4.11 version.
						
$ oc get csv -n metallb-system
Example output

								

NAME                                   DISPLAY            VERSION               REPLACES   PHASE
metallb-operator.{product-version}.0-202207051316   MetalLB Operator   {product-version}.0-202207051316              Succeeded


							




Additional resources



	
							Deleting Operators from a cluster
						
	
							Installing the MetalLB Operator
						




Configuring MetalLB address pools




				As a cluster administrator, you can add, modify, and delete address pools. The MetalLB Operator uses the address pool custom resources to set the IP addresses that MetalLB can assign to services. The namespace used in the examples assume the namespace is metallb-system.
			
About the IPAddressPool custom resource



Note

						The address pool custom resource definition (CRD) and API documented in "Load balancing with MetalLB" in OpenShift Container Platform 4.10 can still be used in 4.11. However, the enhanced functionality associated with advertising the IPAddressPools with layer 2 or the BGP protocol is not supported when using the address pool CRD.
					


					The fields for the IPAddressPool custom resource are described in the following table.
				
Table 30.1. MetalLB IPAddressPool pool custom resource
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the address pool. When you add a service, you can specify this pool name in the metallb.universe.tf/address-pool annotation to select an IP address from a specific pool. The names doc-example, silver, and gold are used throughout the documentation.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the address pool. Specify the same namespace that the MetalLB Operator uses.
								

								 
	 
									metadata.label
								

								 	 
									string
								

								 	 
									Optional: Specifies the key value pair assigned to the IPAddressPool. This can be referenced by the ipAddressPoolSelectors in the BGPAdvertisement and L2Advertisement CRD to associate the IPAddressPool with the advertisement
								

								 
	 
									spec.addresses
								

								 	 
									string
								

								 	 
									Specifies a list of IP addresses for MetalLB Operator to assign to services. You can specify multiple ranges in a single pool; they will all share the same settings. Specify each range in CIDR notation or as starting and ending IP addresses separated with a hyphen.
								

								 
	 
									spec.autoAssign
								

								 	 
									boolean
								

								 	 
									Optional: Specifies whether MetalLB automatically assigns IP addresses from this pool. Specify false if you want explicitly request an IP address from this pool with the metallb.universe.tf/address-pool annotation. The default value is true.
								

								 




Configuring an address pool




					As a cluster administrator, you can add address pools to your cluster to control the IP addresses that MetalLB can assign to load-balancer services.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a file, such as ipaddresspool.yaml, with content like the following example:
						
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example
  labels: [image: 1]
    zone: east
spec:
  addresses:
  - 203.0.113.1-203.0.113.10
  - 203.0.113.65-203.0.113.75
	[image: 1] 
	
									This label assigned to the IPAddressPool can be referenced by the ipAddressPoolSelectors in the BGPAdvertisement CRD to associate the IPAddressPool with the advertisement.
								




	
							Apply the configuration for the IP address pool:
						
$ oc apply -f ipaddresspool.yaml



Verification
	
							View the address pool:
						
$ oc describe -n metallb-system IPAddressPool doc-example
Example output

								

Name:         doc-example
Namespace:    metallb-system
Labels:       zone=east
Annotations:  <none>
API Version:  metallb.io/v1beta1
Kind:         IPAddressPool
Metadata:
  ...
Spec:
  Addresses:
    203.0.113.1-203.0.113.10
    203.0.113.65-203.0.113.75
  Auto Assign:  true
Events:         <none>


							




					Confirm that the address pool name, such as doc-example, and the IP address ranges appear in the output.
				

Example address pool configurations



Example: IPv4 and CIDR ranges




						You can specify a range of IP addresses in CIDR notation. You can combine CIDR notation with the notation that uses a hyphen to separate lower and upper bounds.
					
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  name: doc-example-cidr
  namespace: metallb-system
spec:
  addresses:
  - 192.168.100.0/24
  - 192.168.200.0/24
  - 192.168.255.1-192.168.255.5

Example: Reserve IP addresses




						You can set the autoAssign field to false to prevent MetalLB from automatically assigning the IP addresses from the pool. When you add a service, you can request a specific IP address from the pool or you can specify the pool name in an annotation to request any IP address from the pool.
					
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  name: doc-example-reserved
  namespace: metallb-system
spec:
  addresses:
  - 10.0.100.0/28
  autoAssign: false

Example: IPv4 and IPv6 addresses




						You can add address pools that use IPv4 and IPv6. You can specify multiple ranges in the addresses list, just like several IPv4 examples.
					

						Whether the service is assigned a single IPv4 address, a single IPv6 address, or both is determined by how you add the service. The spec.ipFamilies and spec.ipFamilyPolicy fields control how IP addresses are assigned to the service.
					
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  name: doc-example-combined
  namespace: metallb-system
spec:
  addresses:
  - 10.0.100.0/28
  - 2002:2:2::1-2002:2:2::100


Additional resources



	
							Configuring MetalLB with an L2 advertisement and label.
						



Next steps



	
							For BGP mode, see Configuring MetalLB BGP peers.
						
	
							Configuring services to use MetalLB.
						




About advertising for the IP address pools




				You can configure MetalLB so that the IP address is advertised with layer 2 protocols, the BGP protocol, or both. With layer 2, MetalLB provides a fault-tolerant external IP address. With BGP, MetalLB provides fault-tolerance for the external IP address and load balancing.
			

				MetalLB supports advertising using L2 and BGP for the same set of IP addresses.
			

				MetalLB provides the flexibility to assign address pools to specific BGP peers effectively to a subset of nodes on the network. This allows for more complex configurations, for example facilitating the isolation of nodes or the segmentation of the network.
			
About the BGPAdvertisement custom resource




					The fields for the BGPAdvertisements object are defined in the following table:
				
Table 30.2. BGPAdvertisements configuration
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the BGP advertisement.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the BGP advertisement. Specify the same namespace that the MetalLB Operator uses.
								

								 
	 
									spec.aggregationLength
								

								 	 
									integer
								

								 	 
									Optional: Specifies the number of bits to include in a 32-bit CIDR mask. To aggregate the routes that the speaker advertises to BGP peers, the mask is applied to the routes for several service IP addresses and the speaker advertises the aggregated route. For example, with an aggregation length of 24, the speaker can aggregate several 10.0.1.x/32 service IP addresses and advertise a single 10.0.1.0/24 route.
								

								 
	 
									spec.aggregationLengthV6
								

								 	 
									integer
								

								 	 
									Optional: Specifies the number of bits to include in a 128-bit CIDR mask. For example, with an aggregation length of 124, the speaker can aggregate several fc00:f853:0ccd:e799::x/128 service IP addresses and advertise a single fc00:f853:0ccd:e799::0/124 route.
								

								 
	 
									spec.communities
								

								 	 
									string
								

								 	 
									Optional: Specifies one or more BGP communities. Each community is specified as two 16-bit values separated by the colon character. Well-known communities must be specified as 16-bit values:
								

								 	
											NO_EXPORT: 65535:65281
										
	
											NO_ADVERTISE: 65535:65282
										
	
											NO_EXPORT_SUBCONFED: 65535:65283
										
Note

												You can also use community objects that are created along with the strings.
											





								 
	 
									spec.localPref
								

								 	 
									integer
								

								 	 
									Optional: Specifies the local preference for this advertisement. This BGP attribute applies to BGP sessions within the Autonomous System.
								

								 
	 
									spec.ipAddressPools
								

								 	 
									string
								

								 	 
									Optional: The list of IPAddressPools to advertise with this advertisement, selected by name.
								

								 
	 
									spec.ipAddressPoolSelectors
								

								 	 
									string
								

								 	 
									Optional: A selector for the IPAddressPools that gets advertised with this advertisement. This is for associating the IPAddressPool to the advertisement based on the label assigned to the IPAddressPool instead of the name itself. If no IPAddressPool is selected by this or by the list, the advertisement is applied to all the IPAddressPools.
								

								 
	 
									spec.nodeSelectors
								

								 	 
									string
								

								 	 
									Optional: NodeSelectors allows to limit the nodes to announce as next hops for the load balancer IP. When empty, all the nodes are announced as next hops.
								

								 Note

										The functionality this supports is Technology Preview only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production.
									


								 
	 
									spec.peers
								

								 	 
									string
								

								 	 
									Optional: Peers limits the BGP peer to advertise the IPs of the selected pools to. When empty, the load balancer IP is announced to all the BGP peers configured.
								

								 




Configuring MetalLB with a BGP advertisement and a basic use case




					Configure MetalLB as follows so that the peer BGP routers receive one 203.0.113.200/32 route and one fc00:f853:ccd:e799::1/128 route for each load-balancer IP address that MetalLB assigns to a service. Because the localPref and communities fields are not specified, the routes are advertised with localPref set to zero and no BGP communities.
				
Example: Advertise a basic address pool configuration with BGP




						Configure MetalLB as follows so that the IPAddressPool is advertised with the BGP protocol.
					
Prerequisites
	
								Install the OpenShift CLI (oc).
							
	
								Log in as a user with cluster-admin privileges.
							


Procedure
	
								Create an IP address pool.
							
	
										Create a file, such as ipaddresspool.yaml, with content like the following example:
									
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example-bgp-basic
spec:
  addresses:
    - 203.0.113.200/30
    - fc00:f853:ccd:e799::/124

	
										Apply the configuration for the IP address pool:
									
$ oc apply -f ipaddresspool.yaml




	
								Create a BGP advertisement.
							
	
										Create a file, such as bgpadvertisement.yaml, with content like the following example:
									
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgpadvertisement-basic
  namespace: metallb-system
spec:
  ipAddressPools:
  - doc-example-bgp-basic

	
										Apply the configuration:
									
$ oc apply -f bgpadvertisement.yaml








Configuring MetalLB with a BGP advertisement and an advanced use case




					Configure MetalLB as follows so that MetalLB assigns IP addresses to load-balancer services in the ranges between 203.0.113.200 and 203.0.113.203 and between fc00:f853:ccd:e799::0 and fc00:f853:ccd:e799::f.
				

					To explain the two BGP advertisements, consider an instance when MetalLB assigns the IP address of 203.0.113.200 to a service. With that IP address as an example, the speaker advertises two routes to BGP peers:
				
	
							203.0.113.200/32, with localPref set to 100 and the community set to the numeric value of the NO_ADVERTISE community. This specification indicates to the peer routers that they can use this route but they should not propagate information about this route to BGP peers.
						
	
							203.0.113.200/30, aggregates the load-balancer IP addresses assigned by MetalLB into a single route. MetalLB advertises the aggregated route to BGP peers with the community attribute set to 8000:800. BGP peers propagate the 203.0.113.200/30 route to other BGP peers. When traffic is routed to a node with a speaker, the 203.0.113.200/32 route is used to forward the traffic into the cluster and to a pod that is associated with the service.
						



					As you add more services and MetalLB assigns more load-balancer IP addresses from the pool, peer routers receive one local route, 203.0.113.20x/32, for each service, as well as the 203.0.113.200/30 aggregate route. Each service that you add generates the /30 route, but MetalLB deduplicates the routes to one BGP advertisement before communicating with peer routers.
				
Example: Advertise an advanced address pool configuration with BGP




						Configure MetalLB as follows so that the IPAddressPool is advertised with the BGP protocol.
					
Prerequisites
	
								Install the OpenShift CLI (oc).
							
	
								Log in as a user with cluster-admin privileges.
							


Procedure
	
								Create an IP address pool.
							
	
										Create a file, such as ipaddresspool.yaml, with content like the following example:
									
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example-bgp-adv
  labels:
    zone: east
spec:
  addresses:
    - 203.0.113.200/30
    - fc00:f853:ccd:e799::/124
  autoAssign: false

	
										Apply the configuration for the IP address pool:
									
$ oc apply -f ipaddresspool.yaml




	
								Create a BGP advertisement.
							
	
										Create a file, such as bgpadvertisement1.yaml, with content like the following example:
									
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgpadvertisement-adv-1
  namespace: metallb-system
spec:
  ipAddressPools:
    - doc-example-bgp-adv
  communities:
    - 65535:65282
  aggregationLength: 32
  localPref: 100

	
										Apply the configuration:
									
$ oc apply -f bgpadvertisement1.yaml

	
										Create a file, such as bgpadvertisement2.yaml, with content like the following example:
									
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgpadvertisement-adv-2
  namespace: metallb-system
spec:
  ipAddressPools:
    - doc-example-bgp-adv
  communities:
    - 8000:800
  aggregationLength: 30
  aggregationLengthV6: 124

	
										Apply the configuration:
									
$ oc apply -f bgpadvertisement2.yaml








About the L2Advertisement custom resource




					The fields for the l2Advertisements object are defined in the following table:
				
Table 30.3. L2 advertisements configuration
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the L2 advertisement.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the L2 advertisement. Specify the same namespace that the MetalLB Operator uses.
								

								 
	 
									spec.ipAddressPools
								

								 	 
									string
								

								 	 
									Optional: The list of IPAddressPools to advertise with this advertisement, selected by name.
								

								 
	 
									spec.ipAddressPoolSelectors
								

								 	 
									string
								

								 	 
									Optional: A selector for the IPAddressPools that gets advertised with this advertisement. This is for associating the IPAddressPool to the advertisement based on the label assigned to the IPAddressPool instead of the name itself. If no IPAddressPool is selected by this or by the list, the advertisement is applied to all the IPAddressPools.
								

								 
	 
									spec.nodeSelectors
								

								 	 
									string
								

								 	 
									Optional: NodeSelectors limits the nodes to announce as next hops for the load balancer IP. When empty, all the nodes are announced as next hops.
								

								 Important

										Limiting the nodes to announce as next hops is a Technology Preview feature only. Technology Preview features are not supported with Red Hat production service level agreements (SLAs) and might not be functionally complete. Red Hat does not recommend using them in production. These features provide early access to upcoming product features, enabling customers to test functionality and provide feedback during the development process.
									

										For more information about the support scope of Red Hat Technology Preview features, see Technology Preview Features Support Scope.
									


								 




Configuring MetalLB with an L2 advertisement




					Configure MetalLB as follows so that the IPAddressPool is advertised with the L2 protocol.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an IP address pool.
						
	
									Create a file, such as ipaddresspool.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example-l2
spec:
  addresses:
    - 4.4.4.0/24
  autoAssign: false

	
									Apply the configuration for the IP address pool:
								
$ oc apply -f ipaddresspool.yaml




	
							Create a L2 advertisement.
						
	
									Create a file, such as l2advertisement.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: L2Advertisement
metadata:
  name: l2advertisement
  namespace: metallb-system
spec:
  ipAddressPools:
   - doc-example-l2

	
									Apply the configuration:
								
$ oc apply -f l2advertisement.yaml







Configuring MetalLB with a L2 advertisement and label




					The ipAddressPoolSelectors field in the BGPAdvertisement and L2Advertisement custom resource definitions is used to associate the IPAddressPool to the advertisement based on the label assigned to the IPAddressPool instead of the name itself.
				

					This example shows how to configure MetalLB so that the IPAddressPool is advertised with the L2 protocol by configuring the ipAddressPoolSelectors field.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an IP address pool.
						
	
									Create a file, such as ipaddresspool.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example-l2-label
  labels:
    zone: east
spec:
  addresses:
    - 172.31.249.87/32

	
									Apply the configuration for the IP address pool:
								
$ oc apply -f ipaddresspool.yaml




	
							Create a L2 advertisement advertising the IP using ipAddressPoolSelectors.
						
	
									Create a file, such as l2advertisement.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: L2Advertisement
metadata:
  name: l2advertisement-label
  namespace: metallb-system
spec:
  ipAddressPoolSelectors:
    - matchExpressions:
        - key: zone
          operator: In
          values:
            - east

	
									Apply the configuration:
								
$ oc apply -f l2advertisement.yaml







Additional resources



	
							Configuring a community alias.
						




Configuring MetalLB BGP peers




				As a cluster administrator, you can add, modify, and delete Border Gateway Protocol (BGP) peers. The MetalLB Operator uses the BGP peer custom resources to identify which peers that MetalLB speaker pods contact to start BGP sessions. The peers receive the route advertisements for the load-balancer IP addresses that MetalLB assigns to services.
			
About the BGP peer custom resource




					The fields for the BGP peer custom resource are described in the following table.
				
Table 30.4. MetalLB BGP peer custom resource
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the BGP peer custom resource.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the BGP peer custom resource.
								

								 
	 
									spec.myASN
								

								 	 
									integer
								

								 	 
									Specifies the Autonomous System number for the local end of the BGP session. Specify the same value in all BGP peer custom resources that you add. The range is 0 to 65535.
								

								 
	 
									spec.peerASN
								

								 	 
									integer
								

								 	 
									Specifies the Autonomous System number for the remote end of the BGP session. The range is 0 to 65535.
								

								 
	 
									spec.peerAddress
								

								 	 
									string
								

								 	 
									Specifies the IP address of the peer to contact for establishing the BGP session.
								

								 
	 
									spec.sourceAddress
								

								 	 
									string
								

								 	 
									Optional: Specifies the IP address to use when establishing the BGP session. The value must be an IPv4 address.
								

								 
	 
									spec.peerPort
								

								 	 
									integer
								

								 	 
									Optional: Specifies the network port of the peer to contact for establishing the BGP session. The range is 0 to 16384.
								

								 
	 
									spec.holdTime
								

								 	 
									string
								

								 	 
									Optional: Specifies the duration for the hold time to propose to the BGP peer. The minimum value is 3 seconds (3s). The common units are seconds and minutes, such as 3s, 1m, and 5m30s. To detect path failures more quickly, also configure BFD.
								

								 
	 
									spec.keepaliveTime
								

								 	 
									string
								

								 	 
									Optional: Specifies the maximum interval between sending keep-alive messages to the BGP peer. If you specify this field, you must also specify a value for the holdTime field. The specified value must be less than the value for the holdTime field.
								

								 
	 
									spec.routerID
								

								 	 
									string
								

								 	 
									Optional: Specifies the router ID to advertise to the BGP peer. If you specify this field, you must specify the same value in every BGP peer custom resource that you add.
								

								 
	 
									spec.password
								

								 	 
									string
								

								 	 
									Optional: Specifies the MD5 password to send to the peer for routers that enforce TCP MD5 authenticated BGP sessions.
								

								 
	 
									spec.passwordSecret
								

								 	 
									string
								

								 	 
									Optional: Specifies name of the authentication secret for the BGP Peer. The secret must live in the metallb namespace and be of type basic-auth.
								

								 
	 
									spec.bfdProfile
								

								 	 
									string
								

								 	 
									Optional: Specifies the name of a BFD profile.
								

								 
	 
									spec.nodeSelectors
								

								 	 
									object[]
								

								 	 
									Optional: Specifies a selector, using match expressions and match labels, to control which nodes can connect to the BGP peer.
								

								 
	 
									spec.ebgpMultiHop
								

								 	 
									boolean
								

								 	 
									Optional: Specifies that the BGP peer is multiple network hops away. If the BGP peer is not directly connected to the same network, the speaker cannot establish a BGP session unless this field is set to true. This field applies to external BGP. External BGP is the term that is used to describe when a BGP peer belongs to a different Autonomous System.
								

								 



Note

						The passwordSecret field is mutually exclusive with the password field, and contains a reference to a secret containing the password to use. Setting both fields results in a failure of the parsing.
					


Configuring a BGP peer




					As a cluster administrator, you can add a BGP peer custom resource to exchange routing information with network routers and advertise the IP addresses for services.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						
	
							Configure MetalLB with a BGP advertisement.
						


Procedure
	
							Create a file, such as bgppeer.yaml, with content like the following example:
						
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  namespace: metallb-system
  name: doc-example-peer
spec:
  peerAddress: 10.0.0.1
  peerASN: 64501
  myASN: 64500
  routerID: 10.10.10.10

	
							Apply the configuration for the BGP peer:
						
$ oc apply -f bgppeer.yaml




Configure a specific set of BGP peers for a given address pool




					This procedure illustrates how to:
				
	
							Configure a set of address pools (pool1 and pool2).
						
	
							Configure a set of BGP peers (peer1 and peer2).
						
	
							Configure BGP advertisement to assign pool1 to peer1 and pool2 to peer2.
						


Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create address pool pool1.
						
	
									Create a file, such as ipaddresspool1.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: pool1
spec:
  addresses:
    - 4.4.4.100-4.4.4.200
    - 2001:100:4::200-2001:100:4::400

	
									Apply the configuration for the IP address pool pool1:
								
$ oc apply -f ipaddresspool1.yaml




	
							Create address pool pool2.
						
	
									Create a file, such as ipaddresspool2.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: pool2
spec:
  addresses:
    - 5.5.5.100-5.5.5.200
    - 2001:100:5::200-2001:100:5::400

	
									Apply the configuration for the IP address pool pool2:
								
$ oc apply -f ipaddresspool2.yaml




	
							Create BGP peer1.
						
	
									Create a file, such as bgppeer1.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  namespace: metallb-system
  name: peer1
spec:
  peerAddress: 10.0.0.1
  peerASN: 64501
  myASN: 64500
  routerID: 10.10.10.10

	
									Apply the configuration for the BGP peer:
								
$ oc apply -f bgppeer1.yaml




	
							Create BGP peer2.
						
	
									Create a file, such as bgppeer2.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  namespace: metallb-system
  name: peer2
spec:
  peerAddress: 10.0.0.2
  peerASN: 64501
  myASN: 64500
  routerID: 10.10.10.10

	
									Apply the configuration for the BGP peer2:
								
$ oc apply -f bgppeer2.yaml




	
							Create BGP advertisement 1.
						
	
									Create a file, such as bgpadvertisement1.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgpadvertisement-1
  namespace: metallb-system
spec:
  ipAddressPools:
    - pool1
  peers:
    - peer1
  communities:
    - 65535:65282
  aggregationLength: 32
  aggregationLengthV6: 128
  localPref: 100

	
									Apply the configuration:
								
$ oc apply -f bgpadvertisement1.yaml




	
							Create BGP advertisement 2.
						
	
									Create a file, such as bgpadvertisement2.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgpadvertisement-2
  namespace: metallb-system
spec:
  ipAddressPools:
    - pool2
  peers:
    - peer2
  communities:
    - 65535:65282
  aggregationLength: 32
  aggregationLengthV6: 128
  localPref: 100

	
									Apply the configuration:
								
$ oc apply -f bgpadvertisement2.yaml







Example BGP peer configurations



Example: Limit which nodes connect to a BGP peer




						You can specify the node selectors field to control which nodes can connect to a BGP peer.
					
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  name: doc-example-nodesel
  namespace: metallb-system
spec:
  peerAddress: 10.0.20.1
  peerASN: 64501
  myASN: 64500
  nodeSelectors:
  - matchExpressions:
    - key: kubernetes.io/hostname
      operator: In
      values: [compute-1.example.com, compute-2.example.com]

Example: Specify a BFD profile for a BGP peer




						You can specify a BFD profile to associate with BGP peers. BFD compliments BGP by providing more rapid detection of communication failures between peers than BGP alone.
					
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  name: doc-example-peer-bfd
  namespace: metallb-system
spec:
  peerAddress: 10.0.20.1
  peerASN: 64501
  myASN: 64500
  holdTime: "10s"
  bfdProfile: doc-example-bfd-profile-full
Note

							Deleting the bidirectional forwarding detection (BFD) profile and removing the bfdProfile added to the border gateway protocol (BGP) peer resource does not disable the BFD. Instead, the BGP peer starts using the default BFD profile. To disable BFD from a BGP peer resource, delete the BGP peer configuration and recreate it without a BFD profile. For more information, see BZ#2050824.
						


Example: Specify BGP peers for dual-stack networking




						To support dual-stack networking, add one BGP peer custom resource for IPv4 and one BGP peer custom resource for IPv6.
					
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  name: doc-example-dual-stack-ipv4
  namespace: metallb-system
spec:
  peerAddress: 10.0.20.1
  peerASN: 64500
  myASN: 64500
---
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  name: doc-example-dual-stack-ipv6
  namespace: metallb-system
spec:
  peerAddress: 2620:52:0:88::104
  peerASN: 64500
  myASN: 64500


Next steps



	
							Configuring services to use MetalLB
						




Configuring community alias




				As a cluster administrator, you can configure a community alias and use it across different advertisements.
			
About the community custom resource




					The community custom resource is a collection of aliases for communities. Users can define named aliases to be used when advertising ipAddressPools using the BGPAdvertisement. The fields for the community custom resource are described in the following table.
				
Note

						The community CRD applies only to BGPAdvertisement.
					

Table 30.5. MetalLB community custom resource
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the community.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the community. Specify the same namespace that the MetalLB Operator uses.
								

								 
	 
									spec.communities
								

								 	 
									string
								

								 	 
									Specifies a list of IP addresses for MetalLB to assign to services. You can specify multiple ranges in a single pool, they will all share the same settings. Specify each range in CIDR notation or as starting and ending IP addresses separated with a hyphen.
								

								 



Table 30.6. CommunityAlias
	Field	Type	Description
	 
									name
								

								 	 
									string
								

								 	 
									The name of the alias for the community.
								

								 
	 
									value
								

								 	 
									string
								

								 	 
									The BGP community value corresponding to the given name.
								

								 




Configuring MetalLB with a BGP advertisement and community alias




					Configure MetalLB as follows so that the IPAddressPool is advertised with the BGP protocol and the community alias set to the numeric value of the NO_ADVERTISE community.
				

					In the following example, the peer BGP router doc-example-peer-community receives one 203.0.113.200/32 route and one fc00:f853:ccd:e799::1/128 route for each load-balancer IP address that MetalLB assigns to a service. A community alias is configured with the NO_ADVERTISE community.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create an IP address pool.
						
	
									Create a file, such as ipaddresspool.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: IPAddressPool
metadata:
  namespace: metallb-system
  name: doc-example-bgp-community
spec:
  addresses:
    - 203.0.113.200/30
    - fc00:f853:ccd:e799::/124

	
									Apply the configuration for the IP address pool:
								
$ oc apply -f ipaddresspool.yaml




	
							Create a community alias named community1.
						
apiVersion: metallb.io/v1beta1
kind: Community
metadata:
  name: community1
  namespace: metallb-system
spec:
  communities:
    - name: NO_ADVERTISE
    - value: '65535:65282'

	
							Create a BGP peer named doc-example-bgp-peer.
						
	
									Create a file, such as bgppeer.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta2
kind: BGPPeer
metadata:
  namespace: metallb-system
  name: doc-example-bgp-peer
spec:
  peerAddress: 10.0.0.1
  peerASN: 64501
  myASN: 64500
  routerID: 10.10.10.10

	
									Apply the configuration for the BGP peer:
								
$ oc apply -f bgppeer.yaml




	
							Create a BGP advertisement with the community alias.
						
	
									Create a file, such as bgpadvertisement.yaml, with content like the following example:
								
apiVersion: metallb.io/v1beta1
kind: BGPAdvertisement
metadata:
  name: bgp-community-sample
  namespace: metallb-system
spec:
  aggregationLength: 32
  aggregationLengthV6: 128
  communities:
    - community1
  ipAddressPools:
    - doc-example-bgp-community
  peers:
    - doc-example-peer

	
									Apply the configuration:
								
$ oc apply -f bgpadvertisement.yaml








Configuring MetalLB BFD profiles




				As a cluster administrator, you can add, modify, and delete Bidirectional Forwarding Detection (BFD) profiles. The MetalLB Operator uses the BFD profile custom resources to identify which BGP sessions use BFD to provide faster path failure detection than BGP alone provides.
			
About the BFD profile custom resource




					The fields for the BFD profile custom resource are described in the following table.
				
Table 30.7. BFD profile custom resource
	Field	Type	Description
	 
									metadata.name
								

								 	 
									string
								

								 	 
									Specifies the name for the BFD profile custom resource.
								

								 
	 
									metadata.namespace
								

								 	 
									string
								

								 	 
									Specifies the namespace for the BFD profile custom resource.
								

								 
	 
									spec.detectMultiplier
								

								 	 
									integer
								

								 	 
									Specifies the detection multiplier to determine packet loss. The remote transmission interval is multiplied by this value to determine the connection loss detection timer.
								

								 
									For example, when the local system has the detect multiplier set to 3 and the remote system has the transmission interval set to 300, the local system detects failures only after 900 ms without receiving packets.
								

								 
									The range is 2 to 255. The default value is 3.
								

								 
	 
									spec.echoMode
								

								 	 
									boolean
								

								 	 
									Specifies the echo transmission mode. If you are not using distributed BFD, echo transmission mode works only when the peer is also FRR. The default value is false and echo transmission mode is disabled.
								

								 
									When echo transmission mode is enabled, consider increasing the transmission interval of control packets to reduce bandwidth usage. For example, consider increasing the transmit interval to 2000 ms.
								

								 
	 
									spec.echoInterval
								

								 	 
									integer
								

								 	 
									Specifies the minimum transmission interval, less jitter, that this system uses to send and receive echo packets. The range is 10 to 60000. The default value is 50 ms.
								

								 
	 
									spec.minimumTtl
								

								 	 
									integer
								

								 	 
									Specifies the minimum expected TTL for an incoming control packet. This field applies to multi-hop sessions only.
								

								 
									The purpose of setting a minimum TTL is to make the packet validation requirements more stringent and avoid receiving control packets from other sessions.
								

								 
									The default value is 254 and indicates that the system expects only one hop between this system and the peer.
								

								 
	 
									spec.passiveMode
								

								 	 
									boolean
								

								 	 
									Specifies whether a session is marked as active or passive. A passive session does not attempt to start the connection. Instead, a passive session waits for control packets from a peer before it begins to reply.
								

								 
									Marking a session as passive is useful when you have a router that acts as the central node of a star network and you want to avoid sending control packets that you do not need the system to send.
								

								 
									The default value is false and marks the session as active.
								

								 
	 
									spec.receiveInterval
								

								 	 
									integer
								

								 	 
									Specifies the minimum interval that this system is capable of receiving control packets. The range is 10 to 60000. The default value is 300 ms.
								

								 
	 
									spec.transmitInterval
								

								 	 
									integer
								

								 	 
									Specifies the minimum transmission interval, less jitter, that this system uses to send control packets. The range is 10 to 60000. The default value is 300 ms.
								

								 




Configuring a BFD profile




					As a cluster administrator, you can add a BFD profile and configure a BGP peer to use the profile. BFD provides faster path failure detection than BGP alone.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Log in as a user with cluster-admin privileges.
						


Procedure
	
							Create a file, such as bfdprofile.yaml, with content like the following example:
						
apiVersion: metallb.io/v1beta1
kind: BFDProfile
metadata:
  name: doc-example-bfd-profile-full
  namespace: metallb-system
spec:
  receiveInterval: 300
  transmitInterval: 300
  detectMultiplier: 3
  echoMode: false
  passiveMode: true
  minimumTtl: 254

	
							Apply the configuration for the BFD profile:
						
$ oc apply -f bfdprofile.yaml




Next steps



	
							Configure a BGP peer to use the BFD profile.
						




Configuring services to use MetalLB




				As a cluster administrator, when you add a service of type LoadBalancer, you can control how MetalLB assigns an IP address.
			
Request a specific IP address




					Like some other load-balancer implementations, MetalLB accepts the spec.loadBalancerIP field in the service specification.
				

					If the requested IP address is within a range from any address pool, MetalLB assigns the requested IP address. If the requested IP address is not within any range, MetalLB reports a warning.
				
Example service YAML for a specific IP address

						

apiVersion: v1
kind: Service
metadata:
  name: <service_name>
  annotations:
    metallb.universe.tf/address-pool: <address_pool_name>
spec:
  selector:
    <label_key>: <label_value>
  ports:
    - port: 8080
      targetPort: 8080
      protocol: TCP
  type: LoadBalancer
  loadBalancerIP: <ip_address>


					

					If MetalLB cannot assign the requested IP address, the EXTERNAL-IP for the service reports <pending> and running oc describe service <service_name> includes an event like the following example.
				
Example event when MetalLB cannot assign a requested IP address

						

  ...
Events:
  Type     Reason            Age    From                Message
  ----     ------            ----   ----                -------
  Warning  AllocationFailed  3m16s  metallb-controller  Failed to allocate IP for "default/invalid-request": "4.3.2.1" is not allowed in config


					

Request an IP address from a specific pool




					To assign an IP address from a specific range, but you are not concerned with the specific IP address, then you can use the metallb.universe.tf/address-pool annotation to request an IP address from the specified address pool.
				
Example service YAML for an IP address from a specific pool

						

apiVersion: v1
kind: Service
metadata:
  name: <service_name>
  annotations:
    metallb.universe.tf/address-pool: <address_pool_name>
spec:
  selector:
    <label_key>: <label_value>
  ports:
    - port: 8080
      targetPort: 8080
      protocol: TCP
  type: LoadBalancer


					

					If the address pool that you specify for <address_pool_name> does not exist, MetalLB attempts to assign an IP address from any pool that permits automatic assignment.
				

Accept any IP address




					By default, address pools are configured to permit automatic assignment. MetalLB assigns an IP address from these address pools.
				

					To accept any IP address from any pool that is configured for automatic assignment, no special annotation or configuration is required.
				
Example service YAML for accepting any IP address

						

apiVersion: v1
kind: Service
metadata:
  name: <service_name>
spec:
  selector:
    <label_key>: <label_value>
  ports:
    - port: 8080
      targetPort: 8080
      protocol: TCP
  type: LoadBalancer


					

Share a specific IP address




					By default, services do not share IP addresses. However, if you need to colocate services on a single IP address, you can enable selective IP sharing by adding the metallb.universe.tf/allow-shared-ip annotation to the services.
				
apiVersion: v1
kind: Service
metadata:
  name: service-http
  annotations:
    metallb.universe.tf/address-pool: doc-example
    metallb.universe.tf/allow-shared-ip: "web-server-svc"  [image: 1]
spec:
  ports:
    - name: http
      port: 80  [image: 2]
      protocol: TCP
      targetPort: 8080
  selector:
    <label_key>: <label_value>  [image: 3]
  type: LoadBalancer
  loadBalancerIP: 172.31.249.7  [image: 4]
---
apiVersion: v1
kind: Service
metadata:
  name: service-https
  annotations:
    metallb.universe.tf/address-pool: doc-example
    metallb.universe.tf/allow-shared-ip: "web-server-svc"  [image: 5]
spec:
  ports:
    - name: https
      port: 443  [image: 6]
      protocol: TCP
      targetPort: 8080
  selector:
    <label_key>: <label_value>  [image: 7]
  type: LoadBalancer
  loadBalancerIP: 172.31.249.7  [image: 8]
	[image: 1] [image: 5] 
	
							Specify the same value for the metallb.universe.tf/allow-shared-ip annotation. This value is referred to as the sharing key.
						

	[image: 2] [image: 6] 
	
							Specify different port numbers for the services.
						

	[image: 3] [image: 7] 
	
							Specify identical pod selectors if you must specify externalTrafficPolicy: local so the services send traffic to the same set of pods. If you use the cluster external traffic policy, then the pod selectors do not need to be identical.
						

	[image: 4] [image: 8] 
	
							Optional: If you specify the three preceding items, MetalLB might colocate the services on the same IP address. To ensure that services share an IP address, specify the IP address to share.
						




					By default, Kubernetes does not allow multiprotocol load balancer services. This limitation would normally make it impossible to run a service like DNS that needs to listen on both TCP and UDP. To work around this limitation of Kubernetes with MetalLB, create two services:
				
	
							For one service, specify TCP and for the second service, specify UDP.
						
	
							In both services, specify the same pod selector.
						
	
							Specify the same sharing key and spec.loadBalancerIP value to colocate the TCP and UDP services on the same IP address.
						



Configuring a service with MetalLB




					You can configure a load-balancing service to use an external IP address from an address pool.
				
Prerequisites
	
							Install the OpenShift CLI (oc).
						
	
							Install the MetalLB Operator and start MetalLB.
						
	
							Configure at least one address pool.
						
	
							Configure your network to route traffic from the clients to the host network for the cluster.
						


Procedure
	
							Create a <service_name>.yaml file. In the file, ensure that the spec.type field is set to LoadBalancer.
						

							Refer to the examples for information about how to request the external IP address that MetalLB assigns to the service.
						

	
							Create the service:
						
$ oc apply -f <service_name>.yaml
Example output

								

service/<service_name> created


							



Verification
	
							Describe the service:
						
$ oc describe service <service_name>
Example output

								

Name:                     <service_name>
Namespace:                default
Labels:                   <none>
Annotations:              metallb.universe.tf/address-pool: doc-example  <.>
Selector:                 app=service_name
Type:                     LoadBalancer  <.>
IP Family Policy:         SingleStack
IP Families:              IPv4
IP:                       10.105.237.254
IPs:                      10.105.237.254
LoadBalancer Ingress:     192.168.100.5  <.>
Port:                     <unset>  80/TCP
TargetPort:               8080/TCP
NodePort:                 <unset>  30550/TCP
Endpoints:                10.244.0.50:8080
Session Affinity:         None
External Traffic Policy:  Cluster
Events:  <.>
  Type    Reason        Age                From             Message
  ----    ------        ----               ----             -------
  Normal  nodeAssigned  32m (x2 over 32m)  metallb-speaker  announcing from node "<node_name>"


							

							<.> The annotation is present if you request an IP address from a specific pool. <.> The service type must indicate LoadBalancer. <.> The load-balancer ingress field indicates the external IP address if the service is assigned correctly. <.> The events field indicates the node name that is assigned to announce the external IP address. If you experience an error, the events field indicates the reason for the error.
						





MetalLB logging, troubleshooting, and support




				If you need to troubleshoot MetalLB configuration, see the following sections for commonly used commands.
			
Setting the MetalLB logging levels




					MetalLB uses FRRouting (FRR) in a container with the default setting of info generates a lot of logging. You can control the verbosity of the logs generated by setting the logLevel as illustrated in this example.
				

					Gain a deeper insight into MetalLB by setting the logLevel to debug as follows:
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							Create a file, such as setdebugloglevel.yaml, with content like the following example:
						
apiVersion: metallb.io/v1beta1
kind: MetalLB
metadata:
  name: metallb
  namespace: metallb-system
spec:
  logLevel: debug
  nodeSelector:
    node-role.kubernetes.io/worker: ""

	
							Apply the configuration:
						
$ oc replace -f setdebugloglevel.yaml
Note

								Use oc replace as the understanding is the metallb CR is already created and here you are changing the log level.
							


	
							Display the names of the speaker pods:
						
$ oc get -n metallb-system pods -l component=speaker
Example output

								

NAME                    READY   STATUS    RESTARTS   AGE
speaker-2m9pm           4/4     Running   0          9m19s
speaker-7m4qw           3/4     Running   0          19s
speaker-szlmx           4/4     Running   0          9m19s


							
Note

								Speaker and controller pods are recreated to ensure the updated logging level is applied. The logging level is modified for all the components of MetalLB.
							


	
							View the speaker logs:
						
$ oc logs -n metallb-system speaker-7m4qw -c speaker
Example output

								

{"branch":"main","caller":"main.go:92","commit":"3d052535","goversion":"gc / go1.17.1 / amd64","level":"info","msg":"MetalLB speaker starting (commit 3d052535, branch main)","ts":"2022-05-17T09:55:05Z","version":""}
{"caller":"announcer.go:110","event":"createARPResponder","interface":"ens4","level":"info","msg":"created ARP responder for interface","ts":"2022-05-17T09:55:05Z"}
{"caller":"announcer.go:119","event":"createNDPResponder","interface":"ens4","level":"info","msg":"created NDP responder for interface","ts":"2022-05-17T09:55:05Z"}
{"caller":"announcer.go:110","event":"createARPResponder","interface":"tun0","level":"info","msg":"created ARP responder for interface","ts":"2022-05-17T09:55:05Z"}
{"caller":"announcer.go:119","event":"createNDPResponder","interface":"tun0","level":"info","msg":"created NDP responder for interface","ts":"2022-05-17T09:55:05Z"}
I0517 09:55:06.515686      95 request.go:665] Waited for 1.026500832s due to client-side throttling, not priority and fairness, request: GET:https://172.30.0.1:443/apis/operators.coreos.com/v1alpha1?timeout=32s
{"Starting Manager":"(MISSING)","caller":"k8s.go:389","level":"info","ts":"2022-05-17T09:55:08Z"}
{"caller":"speakerlist.go:310","level":"info","msg":"node event - forcing sync","node addr":"10.0.128.4","node event":"NodeJoin","node name":"ci-ln-qb8t3mb-72292-7s7rh-worker-a-vvznj","ts":"2022-05-17T09:55:08Z"}
{"caller":"service_controller.go:113","controller":"ServiceReconciler","enqueueing":"openshift-kube-controller-manager-operator/metrics","epslice":"{\"metadata\":{\"name\":\"metrics-xtsxr\",\"generateName\":\"metrics-\",\"namespace\":\"openshift-kube-controller-manager-operator\",\"uid\":\"ac6766d7-8504-492c-9d1e-4ae8897990ad\",\"resourceVersion\":\"9041\",\"generation\":4,\"creationTimestamp\":\"2022-05-17T07:16:53Z\",\"labels\":{\"app\":\"kube-controller-manager-operator\",\"endpointslice.kubernetes.io/managed-by\":\"endpointslice-controller.k8s.io\",\"kubernetes.io/service-name\":\"metrics\"},\"annotations\":{\"endpoints.kubernetes.io/last-change-trigger-time\":\"2022-05-17T07:21:34Z\"},\"ownerReferences\":[{\"apiVersion\":\"v1\",\"kind\":\"Service\",\"name\":\"metrics\",\"uid\":\"0518eed3-6152-42be-b566-0bd00a60faf8\",\"controller\":true,\"blockOwnerDeletion\":true}],\"managedFields\":[{\"manager\":\"kube-controller-manager\",\"operation\":\"Update\",\"apiVersion\":\"discovery.k8s.io/v1\",\"time\":\"2022-05-17T07:20:02Z\",\"fieldsType\":\"FieldsV1\",\"fieldsV1\":{\"f:addressType\":{},\"f:endpoints\":{},\"f:metadata\":{\"f:annotations\":{\".\":{},\"f:endpoints.kubernetes.io/last-change-trigger-time\":{}},\"f:generateName\":{},\"f:labels\":{\".\":{},\"f:app\":{},\"f:endpointslice.kubernetes.io/managed-by\":{},\"f:kubernetes.io/service-name\":{}},\"f:ownerReferences\":{\".\":{},\"k:{\\\"uid\\\":\\\"0518eed3-6152-42be-b566-0bd00a60faf8\\\"}\":{}}},\"f:ports\":{}}}]},\"addressType\":\"IPv4\",\"endpoints\":[{\"addresses\":[\"10.129.0.7\"],\"conditions\":{\"ready\":true,\"serving\":true,\"terminating\":false},\"targetRef\":{\"kind\":\"Pod\",\"namespace\":\"openshift-kube-controller-manager-operator\",\"name\":\"kube-controller-manager-operator-6b98b89ddd-8d4nf\",\"uid\":\"dd5139b8-e41c-4946-a31b-1a629314e844\",\"resourceVersion\":\"9038\"},\"nodeName\":\"ci-ln-qb8t3mb-72292-7s7rh-master-0\",\"zone\":\"us-central1-a\"}],\"ports\":[{\"name\":\"https\",\"protocol\":\"TCP\",\"port\":8443}]}","level":"debug","ts":"2022-05-17T09:55:08Z"}


							

	
							View the FRR logs:
						
$ oc logs -n metallb-system speaker-7m4qw -c frr
Example output

								

Started watchfrr
2022/05/17 09:55:05 ZEBRA: client 16 says hello and bids fair to announce only bgp routes vrf=0
2022/05/17 09:55:05 ZEBRA: client 31 says hello and bids fair to announce only vnc routes vrf=0
2022/05/17 09:55:05 ZEBRA: client 38 says hello and bids fair to announce only static routes vrf=0
2022/05/17 09:55:05 ZEBRA: client 43 says hello and bids fair to announce only bfd routes vrf=0
2022/05/17 09:57:25.089 BGP: Creating Default VRF, AS 64500
2022/05/17 09:57:25.090 BGP: dup addr detect enable max_moves 5 time 180 freeze disable freeze_time 0
2022/05/17 09:57:25.090 BGP: bgp_get: Registering BGP instance (null) to zebra
2022/05/17 09:57:25.090 BGP: Registering VRF 0
2022/05/17 09:57:25.091 BGP: Rx Router Id update VRF 0 Id 10.131.0.1/32
2022/05/17 09:57:25.091 BGP: RID change : vrf VRF default(0), RTR ID 10.131.0.1
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF br0
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF ens4
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF ens4 addr 10.0.128.4/32
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF ens4 addr fe80::c9d:84da:4d86:5618/64
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF lo
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF ovs-system
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF tun0
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF tun0 addr 10.131.0.1/23
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF tun0 addr fe80::40f1:d1ff:feb6:5322/64
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF veth2da49fed
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF veth2da49fed addr fe80::24bd:d1ff:fec1:d88/64
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF veth2fa08c8c
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF veth2fa08c8c addr fe80::6870:ff:fe96:efc8/64
2022/05/17 09:57:25.091 BGP: Rx Intf add VRF 0 IF veth41e356b7
2022/05/17 09:57:25.091 BGP: Rx Intf address add VRF 0 IF veth41e356b7 addr fe80::48ff:37ff:fede:eb4b/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF veth1295c6e2
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF veth1295c6e2 addr fe80::b827:a2ff:feed:637/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF veth9733c6dc
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF veth9733c6dc addr fe80::3cf4:15ff:fe11:e541/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF veth336680ea
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF veth336680ea addr fe80::94b1:8bff:fe7e:488c/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF vetha0a907b7
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF vetha0a907b7 addr fe80::3855:a6ff:fe73:46c3/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF vethf35a4398
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF vethf35a4398 addr fe80::40ef:2fff:fe57:4c4d/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF vethf831b7f4
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF vethf831b7f4 addr fe80::f0d9:89ff:fe7c:1d32/64
2022/05/17 09:57:25.092 BGP: Rx Intf add VRF 0 IF vxlan_sys_4789
2022/05/17 09:57:25.092 BGP: Rx Intf address add VRF 0 IF vxlan_sys_4789 addr fe80::80c1:82ff:fe4b:f078/64
2022/05/17 09:57:26.094 BGP: 10.0.0.1 [FSM] Timer (start timer expire).
2022/05/17 09:57:26.094 BGP: 10.0.0.1 [FSM] BGP_Start (Idle->Connect), fd -1
2022/05/17 09:57:26.094 BGP: Allocated bnc 10.0.0.1/32(0)(VRF default) peer 0x7f807f7631a0
2022/05/17 09:57:26.094 BGP: sendmsg_zebra_rnh: sending cmd ZEBRA_NEXTHOP_REGISTER for 10.0.0.1/32 (vrf VRF default)
2022/05/17 09:57:26.094 BGP: 10.0.0.1 [FSM] Waiting for NHT
2022/05/17 09:57:26.094 BGP: bgp_fsm_change_status : vrf default(0), Status: Connect established_peers 0
2022/05/17 09:57:26.094 BGP: 10.0.0.1 went from Idle to Connect
2022/05/17 09:57:26.094 BGP: 10.0.0.1 [FSM] TCP_connection_open_failed (Connect->Active), fd -1
2022/05/17 09:57:26.094 BGP: bgp_fsm_change_status : vrf default(0), Status: Active established_peers 0
2022/05/17 09:57:26.094 BGP: 10.0.0.1 went from Connect to Active
2022/05/17 09:57:26.094 ZEBRA: rnh_register msg from client bgp: hdr->length=8, type=nexthop vrf=0
2022/05/17 09:57:26.094 ZEBRA: 0: Add RNH 10.0.0.1/32 type Nexthop
2022/05/17 09:57:26.094 ZEBRA: 0:10.0.0.1/32: Evaluate RNH, type Nexthop (force)
2022/05/17 09:57:26.094 ZEBRA: 0:10.0.0.1/32: NH has become unresolved
2022/05/17 09:57:26.094 ZEBRA: 0: Client bgp registers for RNH 10.0.0.1/32 type Nexthop
2022/05/17 09:57:26.094 BGP: VRF default(0): Rcvd NH update 10.0.0.1/32(0) - metric 0/0 #nhops 0/0 flags 0x6
2022/05/17 09:57:26.094 BGP: NH update for 10.0.0.1/32(0)(VRF default) - flags 0x6 chgflags 0x0 - evaluate paths
2022/05/17 09:57:26.094 BGP: evaluate_paths: Updating peer (10.0.0.1(VRF default)) status with NHT
2022/05/17 09:57:30.081 ZEBRA: Event driven route-map update triggered
2022/05/17 09:57:30.081 ZEBRA: Event handler for route-map: 10.0.0.1-out
2022/05/17 09:57:30.081 ZEBRA: Event handler for route-map: 10.0.0.1-in
2022/05/17 09:57:31.104 ZEBRA: netlink_parse_info: netlink-listen (NS 0) type RTM_NEWNEIGH(28), len=76, seq=0, pid=0
2022/05/17 09:57:31.104 ZEBRA: 	Neighbor Entry received is not on a VLAN or a BRIDGE, ignoring
2022/05/17 09:57:31.105 ZEBRA: netlink_parse_info: netlink-listen (NS 0) type RTM_NEWNEIGH(28), len=76, seq=0, pid=0
2022/05/17 09:57:31.105 ZEBRA: 	Neighbor Entry received is not on a VLAN or a BRIDGE, ignoring


							



FRRouting (FRR) log levels




						The following table describes the FRR logging levels.
					
Table 30.8. Log levels
	Log level	Description
	 
										all
									

									 	 
										Supplies all logging information for all logging levels.
									

									 
	 
										debug
									

									 	 
										Information that is diagnostically helpful to people. Set to debug to give detailed troubleshooting information.
									

									 
	 
										info
									

									 	 
										Provides information that always should be logged but under normal circumstances does not require user intervention. This is the default logging level.
									

									 
	 
										warn
									

									 	 
										Anything that can potentially cause inconsistent MetalLB behaviour. Usually MetalLB automatically recovers from this type of error.
									

									 
	 
										error
									

									 	 
										Any error that is fatal to the functioning of MetalLB. These errors usually require administrator intervention to fix.
									

									 
	 
										none
									

									 	 
										Turn off all logging.
									

									 





Troubleshooting BGP issues




					The BGP implementation that Red Hat supports uses FRRouting (FRR) in a container in the speaker pods. As a cluster administrator, if you need to troubleshoot BGP configuration issues, you need to run commands in the FRR container.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							Display the names of the speaker pods:
						
$ oc get -n metallb-system pods -l component=speaker
Example output

								

NAME            READY   STATUS    RESTARTS   AGE
speaker-66bth   4/4     Running   0          56m
speaker-gvfnf   4/4     Running   0          56m
...


							

	
							Display the running configuration for FRR:
						
$ oc exec -n metallb-system speaker-66bth -c frr -- vtysh -c "show running-config"
Example output

								

Building configuration...

Current configuration:
!
frr version 7.5.1_git
frr defaults traditional
hostname some-hostname
log file /etc/frr/frr.log informational
log timestamp precision 3
service integrated-vtysh-config
!
router bgp 64500  [image: 1]
 bgp router-id 10.0.1.2
 no bgp ebgp-requires-policy
 no bgp default ipv4-unicast
 no bgp network import-check
 neighbor 10.0.2.3 remote-as 64500  [image: 2]
 neighbor 10.0.2.3 bfd profile doc-example-bfd-profile-full  [image: 3]
 neighbor 10.0.2.3 timers 5 15
 neighbor 10.0.2.4 remote-as 64500  [image: 4]
 neighbor 10.0.2.4 bfd profile doc-example-bfd-profile-full  [image: 5]
 neighbor 10.0.2.4 timers 5 15
 !
 address-family ipv4 unicast
  network 203.0.113.200/30   [image: 6]
  neighbor 10.0.2.3 activate
  neighbor 10.0.2.3 route-map 10.0.2.3-in in
  neighbor 10.0.2.4 activate
  neighbor 10.0.2.4 route-map 10.0.2.4-in in
 exit-address-family
 !
 address-family ipv6 unicast
  network fc00:f853:ccd:e799::/124  [image: 7]
  neighbor 10.0.2.3 activate
  neighbor 10.0.2.3 route-map 10.0.2.3-in in
  neighbor 10.0.2.4 activate
  neighbor 10.0.2.4 route-map 10.0.2.4-in in
 exit-address-family
!
route-map 10.0.2.3-in deny 20
!
route-map 10.0.2.4-in deny 20
!
ip nht resolve-via-default
!
ipv6 nht resolve-via-default
!
line vty
!
bfd
 profile doc-example-bfd-profile-full  [image: 8]
  transmit-interval 35
  receive-interval 35
  passive-mode
  echo-mode
  echo-interval 35
  minimum-ttl 10
 !
!
end


							

							<.> The router bgp section indicates the ASN for MetalLB. <.> Confirm that a neighbor <ip-address> remote-as <peer-ASN> line exists for each BGP peer custom resource that you added. <.> If you configured BFD, confirm that the BFD profile is associated with the correct BGP peer and that the BFD profile appears in the command output. <.> Confirm that the network <ip-address-range> lines match the IP address ranges that you specified in address pool custom resources that you added.
						

	
							Display the BGP summary:
						
$ oc exec -n metallb-system speaker-66bth -c frr -- vtysh -c "show bgp summary"
Example output

								

IPv4 Unicast Summary:
BGP router identifier 10.0.1.2, local AS number 64500 vrf-id 0
BGP table version 1
RIB entries 1, using 192 bytes of memory
Peers 2, using 29 KiB of memory

Neighbor        V         AS   MsgRcvd   MsgSent   TblVer  InQ OutQ  Up/Down State/PfxRcd   PfxSnt
10.0.2.3        4      64500       387       389        0    0    0 00:32:02            0        1  [image: 1]
10.0.2.4        4      64500         0         0        0    0    0    never       Active        0  [image: 2]

Total number of neighbors 2

IPv6 Unicast Summary:
BGP router identifier 10.0.1.2, local AS number 64500 vrf-id 0
BGP table version 1
RIB entries 1, using 192 bytes of memory
Peers 2, using 29 KiB of memory

Neighbor        V         AS   MsgRcvd   MsgSent   TblVer  InQ OutQ  Up/Down State/PfxRcd   PfxSnt
10.0.2.3        4      64500       387       389        0    0    0 00:32:02 NoNeg  [image: 3]
10.0.2.4        4      64500         0         0        0    0    0    never       Active        0  [image: 4]

Total number of neighbors 2


							
	[image: 1] [image: 1] [image: 3] 
	
									Confirm that the output includes a line for each BGP peer custom resource that you added.
								

	[image: 2] [image: 4] [image: 2] [image: 4] 
	
									Output that shows 0 messages received and messages sent indicates a BGP peer that does not have a BGP session. Check network connectivity and the BGP configuration of the BGP peer.
								




	
							Display the BGP peers that received an address pool:
						
$ oc exec -n metallb-system speaker-66bth -c frr -- vtysh -c "show bgp ipv4 unicast 203.0.113.200/30"

							Replace ipv4 with ipv6 to display the BGP peers that received an IPv6 address pool. Replace 203.0.113.200/30 with an IPv4 or IPv6 IP address range from an address pool.
						
Example output

								

BGP routing table entry for 203.0.113.200/30
Paths: (1 available, best #1, table default)
  Advertised to non peer-group peers:
  10.0.2.3  <.>
  Local
    0.0.0.0 from 0.0.0.0 (10.0.1.2)
      Origin IGP, metric 0, weight 32768, valid, sourced, local, best (First path received)
      Last update: Mon Jan 10 19:49:07 2022


							

							<.> Confirm that the output includes an IP address for a BGP peer.
						




Troubleshooting BFD issues




					The Bidirectional Forwarding Detection (BFD) implementation that Red Hat supports uses FRRouting (FRR) in a container in the speaker pods. The BFD implementation relies on BFD peers also being configured as BGP peers with an established BGP session. As a cluster administrator, if you need to troubleshoot BFD configuration issues, you need to run commands in the FRR container.
				
Prerequisites
	
							You have access to the cluster as a user with the cluster-admin role.
						
	
							You have installed the OpenShift CLI (oc).
						


Procedure
	
							Display the names of the speaker pods:
						
$ oc get -n metallb-system pods -l component=speaker
Example output

								

NAME            READY   STATUS    RESTARTS   AGE
speaker-66bth   4/4     Running   0          26m
speaker-gvfnf   4/4     Running   0          26m
...


							

	
							Display the BFD peers:
						
$ oc exec -n metallb-system speaker-66bth -c frr -- vtysh -c "show bfd peers brief"
Example output

								

Session count: 2
SessionId  LocalAddress              PeerAddress              Status
=========  ============              ===========              ======
3909139637 10.0.1.2                  10.0.2.3                 up  <.>


							

							<.> Confirm that the PeerAddress column includes each BFD peer. If the output does not list a BFD peer IP address that you expected the output to include, troubleshoot BGP connectivity with the peer. If the status field indicates down, check for connectivity on the links and equipment between the node and the peer. You can determine the node name for the speaker pod with a command like oc get pods -n metallb-system speaker-66bth -o jsonpath='{.spec.nodeName}'.
						




MetalLB metrics for BGP and BFD




					OpenShift Container Platform captures the following metrics that are related to MetalLB and BGP peers and BFD profiles:
				
	
							metallb_bfd_control_packet_input counts the number of BFD control packets received from each BFD peer.
						
	
							metallb_bfd_control_packet_output counts the number of BFD control packets sent to each BFD peer.
						
	
							metallb_bfd_echo_packet_input counts the number of BFD echo packets received from each BFD peer.
						
	
							metallb_bfd_echo_packet_output counts the number of BFD echo packets sent to each BFD peer.
						
	
							metallb_bfd_session_down_events counts the number of times the BFD session with a peer entered the down state.
						
	
							metallb_bfd_session_up indicates the connection state with a BFD peer. 1 indicates the session is up and 0 indicates the session is down.
						
	
							metallb_bfd_session_up_events counts the number of times the BFD session with a peer entered the up state.
						
	
							metallb_bfd_zebra_notifications counts the number of BFD Zebra notifications for each BFD peer.
						
	
							metallb_bgp_announced_prefixes_total counts the number of load balancer IP address prefixes that are advertised to BGP peers. The terms prefix and aggregated route have the same meaning.
						
	
							metallb_bgp_session_up indicates the connection state with a BGP peer. 1 indicates the session is up and 0 indicates the session is down.
						
	
							metallb_bgp_updates_total counts the number of BGP update messages that were sent to a BGP peer.
						


Additional resources
	
							See Querying metrics for information about using the monitoring dashboard.
						



About collecting MetalLB data




					You can use the oc adm must-gather CLI command to collect information about your cluster, your MetalLB configuration, and the MetalLB Operator. The following features and objects are associated with MetalLB and the MetalLB Operator:
				
	
							The namespace and child objects that the MetalLB Operator is deployed in
						
	
							All MetalLB Operator custom resource definitions (CRDs)
						



					The oc adm must-gather CLI command collects the following information from FRRouting (FRR) that Red Hat uses to implement BGP and BFD:
				
	
							/etc/frr/frr.conf
						
	
							/etc/frr/frr.log
						
	
							/etc/frr/daemons configuration file
						
	
							/etc/frr/vtysh.conf
						



					The log and configuration files in the preceding list are collected from the frr container in each speaker pod.
				

					In addition to the log and configuration files, the oc adm must-gather CLI command collects the output from the following vtysh commands:
				
	
							show running-config
						
	
							show bgp ipv4
						
	
							show bgp ipv6
						
	
							show bgp neighbor
						
	
							show bfd peer
						



					No additional configuration is required when you run the oc adm must-gather CLI command.
				
Additional resources
	
							Gathering data about your cluster
						





Chapter 31. Associating secondary interfaces metrics to network attachments



Extending secondary network metrics for monitoring




				Secondary devices, or interfaces, are used for different purposes. It is important to have a way to classify them to be able to aggregate the metrics for secondary devices with the same classification.
			

				Exposed metrics contain the interface but do not specify where the interface originates. This is workable when there are no additional interfaces. However, if secondary interfaces are added, it can be difficult to use the metrics since it is hard to identify interfaces using only interface names.
			

				When adding secondary interfaces, their names depend on the order in which they are added, and different secondary interfaces might belong to different networks and can be used for different purposes.
			

				With pod_network_name_info it is possible to extend the current metrics with additional information that identifies the interface type. In this way, it is possible to aggregate the metrics and to add specific alarms to specific interface types.
			

				The network type is generated using the name of the related NetworkAttachmentDefinition, that in turn is used to differentiate different classes of secondary networks. For example, different interfaces belonging to different networks or using different CNIs use different network attachment definition names.
			
Network Metrics Daemon




					The Network Metrics Daemon is a daemon component that collects and publishes network related metrics.
				

					The kubelet is already publishing network related metrics you can observe. These metrics are:
				
	
							container_network_receive_bytes_total
						
	
							container_network_receive_errors_total
						
	
							container_network_receive_packets_total
						
	
							container_network_receive_packets_dropped_total
						
	
							container_network_transmit_bytes_total
						
	
							container_network_transmit_errors_total
						
	
							container_network_transmit_packets_total
						
	
							container_network_transmit_packets_dropped_total
						



					The labels in these metrics contain, among others:
				
	
							Pod name
						
	
							Pod namespace
						
	
							Interface name (such as eth0)
						



					These metrics work well until new interfaces are added to the pod, for example via Multus, as it is not clear what the interface names refer to.
				

					The interface label refers to the interface name, but it is not clear what that interface is meant for. In case of many different interfaces, it would be impossible to understand what network the metrics you are monitoring refer to.
				

					This is addressed by introducing the new pod_network_name_info described in the following section.
				

Metrics with network name




					This daemonset publishes a pod_network_name_info gauge metric, with a fixed value of 0:
				
pod_network_name_info{interface="net0",namespace="namespacename",network_name="nadnamespace/firstNAD",pod="podname"} 0

					The network name label is produced using the annotation added by Multus. It is the concatenation of the namespace the network attachment definition belongs to, plus the name of the network attachment definition.
				

					The new metric alone does not provide much value, but combined with the network related container_network_* metrics, it offers better support for monitoring secondary networks.
				

					Using a promql query like the following ones, it is possible to get a new metric containing the value and the network name retrieved from the k8s.v1.cni.cncf.io/networks-status annotation:
				
(container_network_receive_bytes_total) + on(namespace,pod,interface) group_left(network_name) ( pod_network_name_info )
(container_network_receive_errors_total) + on(namespace,pod,interface) group_left(network_name) ( pod_network_name_info )
(container_network_receive_packets_total) + on(namespace,pod,interface) group_left(network_name) ( pod_network_name_info )
(container_network_receive_packets_dropped_total) + on(namespace,pod,interface) group_left(network_name) ( pod_network_name_info )
(container_network_transmit_bytes_total) + on(namespace,pod,interface) group_left(network_name) ( pod_network_name_info )
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# Highlight.js

Highlight.js — это подсветчик синтаксиса, написанный на JavaScript. Он работает
и в браузере, и на сервере. Он работает с практически любой HTML разметкой, не
зависит от каких-либо фреймворков и умеет автоматически определять язык.


## Начало работы

Минимум, что нужно сделать для использования highlight.js на веб-странице — это
подключить библиотеку, CSS-стили и вызывать [`initHighlightingOnLoad`][1]:

```html
<link rel="stylesheet" href="/path/to/styles/default.css">
<script src="/path/to/highlight.pack.js"></script>
<script>hljs.initHighlightingOnLoad();</script>
```

Библиотека найдёт и раскрасит код внутри тегов `<pre><code>`, попытавшись
автоматически определить язык. Когда автоопределение не срабатывает, можно явно
указать язык в атрибуте class:

```html
<pre><code class="html">...</code></pre>
```

Список поддерживаемых классов языков доступен в [справочнике по классам][8].
Класс также можно предваоить префиксами `language-` или `lang-`.

Чтобы отключить подсветку для какого-то блока, используйте класс `nohighlight`:

```html
<pre><code class="nohighlight">...</code></pre>
```

## Инициализация вручную

Чтобы иметь чуть больше контроля за инициализацией подсветки, вы можете
использовать функции [`highlightBlock`][2] и [`configure`][3]. Таким образом
можно управлять тем, *что* подсвечивать и *когда*.

Вот пример инициализация, эквивалентной вызову [`initHighlightingOnLoad`][1], но
с использованием jQuery:

```javascript
$(document).ready(function() {
  $('pre code').each(function(i, block) {
    hljs.highlightBlock(block);
  });
});
```

Вы можете использовать любые теги разметки вместо `<pre><code>`. Если
используете контейнер, не сохраняющий переводы строк, вам нужно сказать
highlight.js использовать для них тег `<br>`:

```javascript
hljs.configure({useBR: true});

$('div.code').each(function(i, block) {
  hljs.highlightBlock(block);
});
```

Другие опции можно найти в документации функции [`configure`][3].


## Установка библиотеки

Highlight.js можно использовать в браузере прямо с CDN хостинга или скачать
индивидуальную сборку, а также установив модуль на сервере. На
[страница загрузки][4] подробно описаны все варианты.

Обратите внимание, что библиотека не предназначена для использования в виде
исходного кода на GitHub, а требует отдельной сборки. Если вам не подходит ни
один из готовых вариантов, читайте [документацию по сборке][5].


## Лицензия

Highlight.js распространяется под лицензией BSD. Подробнее читайте файл
[LICENSE][10].


## Ссылки

Официальный сайт билиотеки расположен по адресу <https://highlightjs.org/>.

Более подробная документация по API и другим темам расположена на
<http://highlightjs.readthedocs.org/>.

Авторы и контрибьютора перечислена в файле [AUTHORS.ru.txt][9] file.

[1]: http://highlightjs.readthedocs.org/en/latest/api.html#inithighlightingonload
[2]: http://highlightjs.readthedocs.org/en/latest/api.html#highlightblock-block
[3]: http://highlightjs.readthedocs.org/en/latest/api.html#configure-options
[4]: https://highlightjs.org/download/
[5]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[8]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[9]: https://github.com/isagalaev/highlight.js/blob/master/AUTHORS.ru.txt
[10]: https://github.com/isagalaev/highlight.js/blob/master/LICENSE
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/*! jQuery v1.7.1 jquery.com | jquery.org/license */
(function(a,b){function cy(a){return f.isWindow(a)?a:a.nodeType===9?a.defaultView||a.parentWindow:!1}function cv(a){if(!ck[a]){var b=c.body,d=f("<"+a+">").appendTo(b),e=d.css("display");d.remove();if(e==="none"||e===""){cl||(cl=c.createElement("iframe"),cl.frameBorder=cl.width=cl.height=0),b.appendChild(cl);if(!cm||!cl.createElement)cm=(cl.contentWindow||cl.contentDocument).document,cm.write((c.compatMode==="CSS1Compat"?"<!doctype html>":"")+"<html><body>"),cm.close();d=cm.createElement(a),cm.body.appendChild(d),e=f.css(d,"display"),b.removeChild(cl)}ck[a]=e}return ck[a]}function cu(a,b){var c={};f.each(cq.concat.apply([],cq.slice(0,b)),function(){c[this]=a});return c}function ct(){cr=b}function cs(){setTimeout(ct,0);return cr=f.now()}function cj(){try{return new a.ActiveXObject("Microsoft.XMLHTTP")}catch(b){}}function ci(){try{return new a.XMLHttpRequest}catch(b){}}function cc(a,c){a.dataFilter&&(c=a.dataFilter(c,a.dataType));var d=a.dataTypes,e={},g,h,i=d.length,j,k=d[0],l,m,n,o,p;for(g=1;g<i;g++){if(g===1)for(h in a.converters)typeof h=="string"&&(e[h.toLowerCase()]=a.converters[h]);l=k,k=d[g];if(k==="*")k=l;else if(l!=="*"&&l!==k){m=l+" "+k,n=e[m]||e["* "+k];if(!n){p=b;for(o in e){j=o.split(" ");if(j[0]===l||j[0]==="*"){p=e[j[1]+" "+k];if(p){o=e[o],o===!0?n=p:p===!0&&(n=o);break}}}}!n&&!p&&f.error("No conversion from "+m.replace(" "," to ")),n!==!0&&(c=n?n(c):p(o(c)))}}return c}function cb(a,c,d){var e=a.contents,f=a.dataTypes,g=a.responseFields,h,i,j,k;for(i in g)i in d&&(c[g[i]]=d[i]);while(f[0]==="*")f.shift(),h===b&&(h=a.mimeType||c.getResponseHeader("content-type"));if(h)for(i in e)if(e[i]&&e[i].test(h)){f.unshift(i);break}if(f[0]in d)j=f[0];else{for(i in d){if(!f[0]||a.converters[i+" "+f[0]]){j=i;break}k||(k=i)}j=j||k}if(j){j!==f[0]&&f.unshift(j);return d[j]}}function ca(a,b,c,d){if(f.isArray(b))f.each(b,function(b,e){c||bE.test(a)?d(a,e):ca(a+"["+(typeof e=="object"||f.isArray(e)?b:"")+"]",e,c,d)});else if(!c&&b!=null&&typeof b=="object")for(var e in b)ca(a+"["+e+"]",b[e],c,d);else d(a,b)}function b_(a,c){var d,e,g=f.ajaxSettings.flatOptions||{};for(d in c)c[d]!==b&&((g[d]?a:e||(e={}))[d]=c[d]);e&&f.extend(!0,a,e)}function b$(a,c,d,e,f,g){f=f||c.dataTypes[0],g=g||{},g[f]=!0;var h=a[f],i=0,j=h?h.length:0,k=a===bT,l;for(;i<j&&(k||!l);i++)l=h[i](c,d,e),typeof l=="string"&&(!k||g[l]?l=b:(c.dataTypes.unshift(l),l=b$(a,c,d,e,l,g)));(k||!l)&&!g["*"]&&(l=b$(a,c,d,e,"*",g));return l}function bZ(a){return function(b,c){typeof b!="string"&&(c=b,b="*");if(f.isFunction(c)){var d=b.toLowerCase().split(bP),e=0,g=d.length,h,i,j;for(;e<g;e++)h=d[e],j=/^\+/.test(h),j&&(h=h.substr(1)||"*"),i=a[h]=a[h]||[],i[j?"unshift":"push"](c)}}}function bC(a,b,c){var d=b==="width"?a.offsetWidth:a.offsetHeight,e=b==="width"?bx:by,g=0,h=e.length;if(d>0){if(c!=="border")for(;g<h;g++)c||(d-=parseFloat(f.css(a,"padding"+e[g]))||0),c==="margin"?d+=parseFloat(f.css(a,c+e[g]))||0:d-=parseFloat(f.css(a,"border"+e[g]+"Width"))||0;return d+"px"}d=bz(a,b,b);if(d<0||d==null)d=a.style[b]||0;d=parseFloat(d)||0;if(c)for(;g<h;g++)d+=parseFloat(f.css(a,"padding"+e[g]))||0,c!=="padding"&&(d+=parseFloat(f.css(a,"border"+e[g]+"Width"))||0),c==="margin"&&(d+=parseFloat(f.css(a,c+e[g]))||0);return d+"px"}function bp(a,b){b.src?f.ajax({url:b.src,async:!1,dataType:"script"}):f.globalEval((b.text||b.textContent||b.innerHTML||"").replace(bf,"/*$0*/")),b.parentNode&&b.parentNode.removeChild(b)}function bo(a){var b=c.createElement("div");bh.appendChild(b),b.innerHTML=a.outerHTML;return b.firstChild}function bn(a){var b=(a.nodeName||"").toLowerCase();b==="input"?bm(a):b!=="script"&&typeof a.getElementsByTagName!="undefined"&&f.grep(a.getElementsByTagName("input"),bm)}function bm(a){if(a.type==="checkbox"||a.type==="radio")a.defaultChecked=a.checked}function bl(a){return typeof a.getElementsByTagName!="undefined"?a.getElementsByTagName("*"):typeof a.querySelectorAll!="undefined"?a.querySelectorAll("*"):[]}function bk(a,b){var c;if(b.nodeType===1){b.clearAttributes&&b.clearAttributes(),b.mergeAttributes&&b.mergeAttributes(a),c=b.nodeName.toLowerCase();if(c==="object")b.outerHTML=a.outerHTML;else if(c!=="input"||a.type!=="checkbox"&&a.type!=="radio"){if(c==="option")b.selected=a.defaultSelected;else if(c==="input"||c==="textarea")b.defaultValue=a.defaultValue}else a.checked&&(b.defaultChecked=b.checked=a.checked),b.value!==a.value&&(b.value=a.value);b.removeAttribute(f.expando)}}function bj(a,b){if(b.nodeType===1&&!!f.hasData(a)){var c,d,e,g=f._data(a),h=f._data(b,g),i=g.events;if(i){delete h.handle,h.events={};for(c in i)for(d=0,e=i[c].length;d<e;d++)f.event.add(b,c+(i[c][d].namespace?".":"")+i[c][d].namespace,i[c][d],i[c][d].data)}h.data&&(h.data=f.extend({},h.data))}}function bi(a,b){return f.nodeName(a,"table")?a.getElementsByTagName("tbody")[0]||a.appendChild(a.ownerDocument.createElement("tbody")):a}function U(a){var b=V.split("|"),c=a.createDocumentFragment();if(c.createElement)while(b.length)c.createElement(b.pop());return c}function T(a,b,c){b=b||0;if(f.isFunction(b))return f.grep(a,function(a,d){var e=!!b.call(a,d,a);return e===c});if(b.nodeType)return f.grep(a,function(a,d){return a===b===c});if(typeof b=="string"){var d=f.grep(a,function(a){return a.nodeType===1});if(O.test(b))return f.filter(b,d,!c);b=f.filter(b,d)}return f.grep(a,function(a,d){return f.inArray(a,b)>=0===c})}function S(a){return!a||!a.parentNode||a.parentNode.nodeType===11}function K(){return!0}function J(){return!1}function n(a,b,c){var d=b+"defer",e=b+"queue",g=b+"mark",h=f._data(a,d);h&&(c==="queue"||!f._data(a,e))&&(c==="mark"||!f._data(a,g))&&setTimeout(function(){!f._data(a,e)&&!f._data(a,g)&&(f.removeData(a,d,!0),h.fire())},0)}function m(a){for(var b in a){if(b==="data"&&f.isEmptyObject(a[b]))continue;if(b!=="toJSON")return!1}return!0}function l(a,c,d){if(d===b&&a.nodeType===1){var e="data-"+c.replace(k,"-$1").toLowerCase();d=a.getAttribute(e);if(typeof d=="string"){try{d=d==="true"?!0:d==="false"?!1:d==="null"?null:f.isNumeric(d)?parseFloat(d):j.test(d)?f.parseJSON(d):d}catch(g){}f.data(a,c,d)}else d=b}return d}function h(a){var b=g[a]={},c,d;a=a.split(/\s+/);for(c=0,d=a.length;c<d;c++)b[a[c]]=!0;return b}var c=a.document,d=a.navigator,e=a.location,f=function(){function J(){if(!e.isReady){try{c.documentElement.doScroll("left")}catch(a){setTimeout(J,1);return}e.ready()}}var e=function(a,b){return new e.fn.init(a,b,h)},f=a.jQuery,g=a.$,h,i=/^(?:[^#<]*(<[\w\W]+>)[^>]*$|#([\w\-]*)$)/,j=/\S/,k=/^\s+/,l=/\s+$/,m=/^<(\w+)\s*\/?>(?:<\/\1>)?$/,n=/^[\],:{}\s]*$/,o=/\\(?:["\\\/bfnrt]|u[0-9a-fA-F]{4})/g,p=/"[^"\\\n\r]*"|true|false|null|-?\d+(?:\.\d*)?(?:[eE][+\-]?\d+)?/g,q=/(?:^|:|,)(?:\s*\[)+/g,r=/(webkit)[ \/]([\w.]+)/,s=/(opera)(?:.*version)?[ \/]([\w.]+)/,t=/(msie) ([\w.]+)/,u=/(mozilla)(?:.*? rv:([\w.]+))?/,v=/-([a-z]|[0-9])/ig,w=/^-ms-/,x=function(a,b){return(b+"").toUpperCase()},y=d.userAgent,z,A,B,C=Object.prototype.toString,D=Object.prototype.hasOwnProperty,E=Array.prototype.push,F=Array.prototype.slice,G=String.prototype.trim,H=Array.prototype.indexOf,I={};e.fn=e.prototype={constructor:e,init:function(a,d,f){var g,h,j,k;if(!a)return this;if(a.nodeType){this.context=this[0]=a,this.length=1;return this}if(a==="body"&&!d&&c.body){this.context=c,this[0]=c.body,this.selector=a,this.length=1;return this}if(typeof a=="string"){a.charAt(0)!=="<"||a.charAt(a.length-1)!==">"||a.length<3?g=i.exec(a):g=[null,a,null];if(g&&(g[1]||!d)){if(g[1]){d=d instanceof e?d[0]:d,k=d?d.ownerDocument||d:c,j=m.exec(a),j?e.isPlainObject(d)?(a=[c.createElement(j[1])],e.fn.attr.call(a,d,!0)):a=[k.createElement(j[1])]:(j=e.buildFragment([g[1]],[k]),a=(j.cacheable?e.clone(j.fragment):j.fragment).childNodes);return e.merge(this,a)}h=c.getElementById(g[2]);if(h&&h.parentNode){if(h.id!==g[2])return f.find(a);this.length=1,this[0]=h}this.context=c,this.selector=a;return this}return!d||d.jquery?(d||f).find(a):this.constructor(d).find(a)}if(e.isFunction(a))return f.ready(a);a.selector!==b&&(this.selector=a.selector,this.context=a.context);return e.makeArray(a,this)},selector:"",jquery:"1.7.1",length:0,size:function(){return this.length},toArray:function(){return F.call(this,0)},get:function(a){return a==null?this.toArray():a<0?this[this.length+a]:this[a]},pushStack:function(a,b,c){var d=this.constructor();e.isArray(a)?E.apply(d,a):e.merge(d,a),d.prevObject=this,d.context=this.context,b==="find"?d.selector=this.selector+(this.selector?" ":"")+c:b&&(d.selector=this.selector+"."+b+"("+c+")");return d},each:function(a,b){return e.each(this,a,b)},ready:function(a){e.bindReady(),A.add(a);return this},eq:function(a){a=+a;return a===-1?this.slice(a):this.slice(a,a+1)},first:function(){return this.eq(0)},last:function(){return this.eq(-1)},slice:function(){return this.pushStack(F.apply(this,arguments),"slice",F.call(arguments).join(","))},map:function(a){return this.pushStack(e.map(this,function(b,c){return a.call(b,c,b)}))},end:function(){return this.prevObject||this.constructor(null)},push:E,sort:[].sort,splice:[].splice},e.fn.init.prototype=e.fn,e.extend=e.fn.extend=function(){var a,c,d,f,g,h,i=arguments[0]||{},j=1,k=arguments.length,l=!1;typeof i=="boolean"&&(l=i,i=arguments[1]||{},j=2),typeof i!="object"&&!e.isFunction(i)&&(i={}),k===j&&(i=this,--j);for(;j<k;j++)if((a=arguments[j])!=null)for(c in a){d=i[c],f=a[c];if(i===f)continue;l&&f&&(e.isPlainObject(f)||(g=e.isArray(f)))?(g?(g=!1,h=d&&e.isArray(d)?d:[]):h=d&&e.isPlainObject(d)?d:{},i[c]=e.extend(l,h,f)):f!==b&&(i[c]=f)}return i},e.extend({noConflict:function(b){a.$===e&&(a.$=g),b&&a.jQuery===e&&(a.jQuery=f);return e},isReady:!1,readyWait:1,holdReady:function(a){a?e.readyWait++:e.ready(!0)},ready:function(a){if(a===!0&&!--e.readyWait||a!==!0&&!e.isReady){if(!c.body)return setTimeout(e.ready,1);e.isReady=!0;if(a!==!0&&--e.readyWait>0)return;A.fireWith(c,[e]),e.fn.trigger&&e(c).trigger("ready").off("ready")}},bindReady:function(){if(!A){A=e.Callbacks("once memory");if(c.readyState==="complete")return setTimeout(e.ready,1);if(c.addEventListener)c.addEventListener("DOMContentLoaded",B,!1),a.addEventListener("load",e.ready,!1);else if(c.attachEvent){c.attachEvent("onreadystatechange",B),a.attachEvent("onload",e.ready);var b=!1;try{b=a.frameElement==null}catch(d){}c.documentElement.doScroll&&b&&J()}}},isFunction:function(a){return e.type(a)==="function"},isArray:Array.isArray||function(a){return e.type(a)==="array"},isWindow:function(a){return a&&typeof a=="object"&&"setInterval"in a},isNumeric:function(a){return!isNaN(parseFloat(a))&&isFinite(a)},type:function(a){return a==null?String(a):I[C.call(a)]||"object"},isPlainObject:function(a){if(!a||e.type(a)!=="object"||a.nodeType||e.isWindow(a))return!1;try{if(a.constructor&&!D.call(a,"constructor")&&!D.call(a.constructor.prototype,"isPrototypeOf"))return!1}catch(c){return!1}var d;for(d in a);return d===b||D.call(a,d)},isEmptyObject:function(a){for(var b in a)return!1;return!0},error:function(a){throw new Error(a)},parseJSON:function(b){if(typeof b!="string"||!b)return null;b=e.trim(b);if(a.JSON&&a.JSON.parse)return a.JSON.parse(b);if(n.test(b.replace(o,"@").replace(p,"]").replace(q,"")))return(new Function("return "+b))();e.error("Invalid JSON: "+b)},parseXML:function(c){var d,f;try{a.DOMParser?(f=new DOMParser,d=f.parseFromString(c,"text/xml")):(d=new ActiveXObject("Microsoft.XMLDOM"),d.async="false",d.loadXML(c))}catch(g){d=b}(!d||!d.documentElement||d.getElementsByTagName("parsererror").length)&&e.error("Invalid XML: "+c);return d},noop:function(){},globalEval:function(b){b&&j.test(b)&&(a.execScript||function(b){a.eval.call(a,b)})(b)},camelCase:function(a){return a.replace(w,"ms-").replace(v,x)},nodeName:function(a,b){return a.nodeName&&a.nodeName.toUpperCase()===b.toUpperCase()},each:function(a,c,d){var f,g=0,h=a.length,i=h===b||e.isFunction(a);if(d){if(i){for(f in a)if(c.apply(a[f],d)===!1)break}else for(;g<h;)if(c.apply(a[g++],d)===!1)break}else if(i){for(f in a)if(c.call(a[f],f,a[f])===!1)break}else for(;g<h;)if(c.call(a[g],g,a[g++])===!1)break;return a},trim:G?function(a){return a==null?"":G.call(a)}:function(a){return a==null?"":(a+"").replace(k,"").replace(l,"")},makeArray:function(a,b){var c=b||[];if(a!=null){var d=e.type(a);a.length==null||d==="string"||d==="function"||d==="regexp"||e.isWindow(a)?E.call(c,a):e.merge(c,a)}return c},inArray:function(a,b,c){var d;if(b){if(H)return H.call(b,a,c);d=b.length,c=c?c<0?Math.max(0,d+c):c:0;for(;c<d;c++)if(c in b&&b[c]===a)return c}return-1},merge:function(a,c){var d=a.length,e=0;if(typeof c.length=="number")for(var f=c.length;e<f;e++)a[d++]=c[e];else while(c[e]!==b)a[d++]=c[e++];a.length=d;return a},grep:function(a,b,c){var d=[],e;c=!!c;for(var f=0,g=a.length;f<g;f++)e=!!b(a[f],f),c!==e&&d.push(a[f]);return d},map:function(a,c,d){var f,g,h=[],i=0,j=a.length,k=a instanceof e||j!==b&&typeof j=="number"&&(j>0&&a[0]&&a[j-1]||j===0||e.isArray(a));if(k)for(;i<j;i++)f=c(a[i],i,d),f!=null&&(h[h.length]=f);else for(g in a)f=c(a[g],g,d),f!=null&&(h[h.length]=f);return h.concat.apply([],h)},guid:1,proxy:function(a,c){if(typeof c=="string"){var d=a[c];c=a,a=d}if(!e.isFunction(a))return b;var f=F.call(arguments,2),g=function(){return a.apply(c,f.concat(F.call(arguments)))};g.guid=a.guid=a.guid||g.guid||e.guid++;return g},access:function(a,c,d,f,g,h){var i=a.length;if(typeof c=="object"){for(var j in c)e.access(a,j,c[j],f,g,d);return a}if(d!==b){f=!h&&f&&e.isFunction(d);for(var k=0;k<i;k++)g(a[k],c,f?d.call(a[k],k,g(a[k],c)):d,h);return a}return i?g(a[0],c):b},now:function(){return(new Date).getTime()},uaMatch:function(a){a=a.toLowerCase();var b=r.exec(a)||s.exec(a)||t.exec(a)||a.indexOf("compatible")<0&&u.exec(a)||[];return{browser:b[1]||"",version:b[2]||"0"}},sub:function(){function a(b,c){return new a.fn.init(b,c)}e.extend(!0,a,this),a.superclass=this,a.fn=a.prototype=this(),a.fn.constructor=a,a.sub=this.sub,a.fn.init=function(d,f){f&&f instanceof e&&!(f instanceof a)&&(f=a(f));return e.fn.init.call(this,d,f,b)},a.fn.init.prototype=a.fn;var b=a(c);return a},browser:{}}),e.each("Boolean Number String Function Array Date RegExp Object".split(" "),function(a,b){I["[object "+b+"]"]=b.toLowerCase()}),z=e.uaMatch(y),z.browser&&(e.browser[z.browser]=!0,e.browser.version=z.version),e.browser.webkit&&(e.browser.safari=!0),j.test(" ")&&(k=/^[\s\xA0]+/,l=/[\s\xA0]+$/),h=e(c),c.addEventListener?B=function(){c.removeEventListener("DOMContentLoaded",B,!1),e.ready()}:c.attachEvent&&(B=function(){c.readyState==="complete"&&(c.detachEvent("onreadystatechange",B),e.ready())});return e}(),g={};f.Callbacks=function(a){a=a?g[a]||h(a):{};var c=[],d=[],e,i,j,k,l,m=function(b){var d,e,g,h,i;for(d=0,e=b.length;d<e;d++)g=b[d],h=f.type(g),h==="array"?m(g):h==="function"&&(!a.unique||!o.has(g))&&c.push(g)},n=function(b,f){f=f||[],e=!a.memory||[b,f],i=!0,l=j||0,j=0,k=c.length;for(;c&&l<k;l++)if(c[l].apply(b,f)===!1&&a.stopOnFalse){e=!0;break}i=!1,c&&(a.once?e===!0?o.disable():c=[]:d&&d.length&&(e=d.shift(),o.fireWith(e[0],e[1])))},o={add:function(){if(c){var a=c.length;m(arguments),i?k=c.length:e&&e!==!0&&(j=a,n(e[0],e[1]))}return this},remove:function(){if(c){var b=arguments,d=0,e=b.length;for(;d<e;d++)for(var f=0;f<c.length;f++)if(b[d]===c[f]){i&&f<=k&&(k--,f<=l&&l--),c.splice(f--,1);if(a.unique)break}}return this},has:function(a){if(c){var b=0,d=c.length;for(;b<d;b++)if(a===c[b])return!0}return!1},empty:function(){c=[];return this},disable:function(){c=d=e=b;return this},disabled:function(){return!c},lock:function(){d=b,(!e||e===!0)&&o.disable();return this},locked:function(){return!d},fireWith:function(b,c){d&&(i?a.once||d.push([b,c]):(!a.once||!e)&&n(b,c));return this},fire:function(){o.fireWith(this,arguments);return this},fired:function(){return!!e}};return o};var i=[].slice;f.extend({Deferred:function(a){var b=f.Callbacks("once memory"),c=f.Callbacks("once memory"),d=f.Callbacks("memory"),e="pending",g={resolve:b,reject:c,notify:d},h={done:b.add,fail:c.add,progress:d.add,state:function(){return e},isResolved:b.fired,isRejected:c.fired,then:function(a,b,c){i.done(a).fail(b).progress(c);return this},always:function(){i.done.apply(i,arguments).fail.apply(i,arguments);return this},pipe:function(a,b,c){return f.Deferred(function(d){f.each({done:[a,"resolve"],fail:[b,"reject"],progress:[c,"notify"]},function(a,b){var c=b[0],e=b[1],g;f.isFunction(c)?i[a](function(){g=c.apply(this,arguments),g&&f.isFunction(g.promise)?g.promise().then(d.resolve,d.reject,d.notify):d[e+"With"](this===i?d:this,[g])}):i[a](d[e])})}).promise()},promise:function(a){if(a==null)a=h;else for(var b in h)a[b]=h[b];return a}},i=h.promise({}),j;for(j in g)i[j]=g[j].fire,i[j+"With"]=g[j].fireWith;i.done(function(){e="resolved"},c.disable,d.lock).fail(function(){e="rejected"},b.disable,d.lock),a&&a.call(i,i);return i},when:function(a){function m(a){return function(b){e[a]=arguments.length>1?i.call(arguments,0):b,j.notifyWith(k,e)}}function l(a){return function(c){b[a]=arguments.length>1?i.call(arguments,0):c,--g||j.resolveWith(j,b)}}var b=i.call(arguments,0),c=0,d=b.length,e=Array(d),g=d,h=d,j=d<=1&&a&&f.isFunction(a.promise)?a:f.Deferred(),k=j.promise();if(d>1){for(;c<d;c++)b[c]&&b[c].promise&&f.isFunction(b[c].promise)?b[c].promise().then(l(c),j.reject,m(c)):--g;g||j.resolveWith(j,b)}else j!==a&&j.resolveWith(j,d?[a]:[]);return k}}),f.support=function(){var b,d,e,g,h,i,j,k,l,m,n,o,p,q=c.createElement("div"),r=c.documentElement;q.setAttribute("className","t"),q.innerHTML="   <link/><table></table><a href='/a' style='top:1px;float:left;opacity:.55;'>a</a><input type='checkbox'/>",d=q.getElementsByTagName("*"),e=q.getElementsByTagName("a")[0];if(!d||!d.length||!e)return{};g=c.createElement("select"),h=g.appendChild(c.createElement("option")),i=q.getElementsByTagName("input")[0],b={leadingWhitespace:q.firstChild.nodeType===3,tbody:!q.getElementsByTagName("tbody").length,htmlSerialize:!!q.getElementsByTagName("link").length,style:/top/.test(e.getAttribute("style")),hrefNormalized:e.getAttribute("href")==="/a",opacity:/^0.55/.test(e.style.opacity),cssFloat:!!e.style.cssFloat,checkOn:i.value==="on",optSelected:h.selected,getSetAttribute:q.className!=="t",enctype:!!c.createElement("form").enctype,html5Clone:c.createElement("nav").cloneNode(!0).outerHTML!=="<:nav></:nav>",submitBubbles:!0,changeBubbles:!0,focusinBubbles:!1,deleteExpando:!0,noCloneEvent:!0,inlineBlockNeedsLayout:!1,shrinkWrapBlocks:!1,reliableMarginRight:!0},i.checked=!0,b.noCloneChecked=i.cloneNode(!0).checked,g.disabled=!0,b.optDisabled=!h.disabled;try{delete q.test}catch(s){b.deleteExpando=!1}!q.addEventListener&&q.attachEvent&&q.fireEvent&&(q.attachEvent("onclick",function(){b.noCloneEvent=!1}),q.cloneNode(!0).fireEvent("onclick")),i=c.createElement("input"),i.value="t",i.setAttribute("type","radio"),b.radioValue=i.value==="t",i.setAttribute("checked","checked"),q.appendChild(i),k=c.createDocumentFragment(),k.appendChild(q.lastChild),b.checkClone=k.cloneNode(!0).cloneNode(!0).lastChild.checked,b.appendChecked=i.checked,k.removeChild(i),k.appendChild(q),q.innerHTML="",a.getComputedStyle&&(j=c.createElement("div"),j.style.width="0",j.style.marginRight="0",q.style.width="2px",q.appendChild(j),b.reliableMarginRight=(parseInt((a.getComputedStyle(j,null)||{marginRight:0}).marginRight,10)||0)===0);if(q.attachEvent)for(o in{submit:1,change:1,focusin:1})n="on"+o,p=n in q,p||(q.setAttribute(n,"return;"),p=typeof q[n]=="function"),b[o+"Bubbles"]=p;k.removeChild(q),k=g=h=j=q=i=null,f(function(){var a,d,e,g,h,i,j,k,m,n,o,r=c.getElementsByTagName("body")[0];!r||(j=1,k="position:absolute;top:0;left:0;width:1px;height:1px;margin:0;",m="visibility:hidden;border:0;",n="style='"+k+"border:5px solid #000;padding:0;'",o="<div "+n+"><div></div></div>"+"<table "+n+" cellpadding='0' cellspacing='0'>"+"<tr><td></td></tr></table>",a=c.createElement("div"),a.style.cssText=m+"width:0;height:0;position:static;top:0;margin-top:"+j+"px",r.insertBefore(a,r.firstChild),q=c.createElement("div"),a.appendChild(q),q.innerHTML="<table><tr><td style='padding:0;border:0;display:none'></td><td>t</td></tr></table>",l=q.getElementsByTagName("td"),p=l[0].offsetHeight===0,l[0].style.display="",l[1].style.display="none",b.reliableHiddenOffsets=p&&l[0].offsetHeight===0,q.innerHTML="",q.style.width=q.style.paddingLeft="1px",f.boxModel=b.boxModel=q.offsetWidth===2,typeof q.style.zoom!="undefined"&&(q.style.display="inline",q.style.zoom=1,b.inlineBlockNeedsLayout=q.offsetWidth===2,q.style.display="",q.innerHTML="<div style='width:4px;'></div>",b.shrinkWrapBlocks=q.offsetWidth!==2),q.style.cssText=k+m,q.innerHTML=o,d=q.firstChild,e=d.firstChild,h=d.nextSibling.firstChild.firstChild,i={doesNotAddBorder:e.offsetTop!==5,doesAddBorderForTableAndCells:h.offsetTop===5},e.style.position="fixed",e.style.top="20px",i.fixedPosition=e.offsetTop===20||e.offsetTop===15,e.style.position=e.style.top="",d.style.overflow="hidden",d.style.position="relative",i.subtractsBorderForOverflowNotVisible=e.offsetTop===-5,i.doesNotIncludeMarginInBodyOffset=r.offsetTop!==j,r.removeChild(a),q=a=null,f.extend(b,i))});return b}();var j=/^(?:\{.*\}|\[.*\])$/,k=/([A-Z])/g;f.extend({cache:{},uuid:0,expando:"jQuery"+(f.fn.jquery+Math.random()).replace(/\D/g,""),noData:{embed:!0,object:"clsid:D27CDB6E-AE6D-11cf-96B8-444553540000",applet:!0},hasData:function(a){a=a.nodeType?f.cache[a[f.expando]]:a[f.expando];return!!a&&!m(a)},data:function(a,c,d,e){if(!!f.acceptData(a)){var g,h,i,j=f.expando,k=typeof c=="string",l=a.nodeType,m=l?f.cache:a,n=l?a[j]:a[j]&&j,o=c==="events";if((!n||!m[n]||!o&&!e&&!m[n].data)&&k&&d===b)return;n||(l?a[j]=n=++f.uuid:n=j),m[n]||(m[n]={},l||(m[n].toJSON=f.noop));if(typeof c=="object"||typeof c=="function")e?m[n]=f.extend(m[n],c):m[n].data=f.extend(m[n].data,c);g=h=m[n],e||(h.data||(h.data={}),h=h.data),d!==b&&(h[f.camelCase(c)]=d);if(o&&!h[c])return g.events;k?(i=h[c],i==null&&(i=h[f.camelCase(c)])):i=h;return i}},removeData:function(a,b,c){if(!!f.acceptData(a)){var d,e,g,h=f.expando,i=a.nodeType,j=i?f.cache:a,k=i?a[h]:h;if(!j[k])return;if(b){d=c?j[k]:j[k].data;if(d){f.isArray(b)||(b in d?b=[b]:(b=f.camelCase(b),b in d?b=[b]:b=b.split(" ")));for(e=0,g=b.length;e<g;e++)delete d[b[e]];if(!(c?m:f.isEmptyObject)(d))return}}if(!c){delete j[k].data;if(!m(j[k]))return}f.support.deleteExpando||!j.setInterval?delete j[k]:j[k]=null,i&&(f.support.deleteExpando?delete a[h]:a.removeAttribute?a.removeAttribute(h):a[h]=null)}},_data:function(a,b,c){return f.data(a,b,c,!0)},acceptData:function(a){if(a.nodeName){var b=f.noData[a.nodeName.toLowerCase()];if(b)return b!==!0&&a.getAttribute("classid")===b}return!0}}),f.fn.extend({data:function(a,c){var d,e,g,h=null;if(typeof a=="undefined"){if(this.length){h=f.data(this[0]);if(this[0].nodeType===1&&!f._data(this[0],"parsedAttrs")){e=this[0].attributes;for(var i=0,j=e.length;i<j;i++)g=e[i].name,g.indexOf("data-")===0&&(g=f.camelCase(g.substring(5)),l(this[0],g,h[g]));f._data(this[0],"parsedAttrs",!0)}}return h}if(typeof a=="object")return this.each(function(){f.data(this,a)});d=a.split("."),d[1]=d[1]?"."+d[1]:"";if(c===b){h=this.triggerHandler("getData"+d[1]+"!",[d[0]]),h===b&&this.length&&(h=f.data(this[0],a),h=l(this[0],a,h));return h===b&&d[1]?this.data(d[0]):h}return this.each(function(){var b=f(this),e=[d[0],c];b.triggerHandler("setData"+d[1]+"!",e),f.data(this,a,c),b.triggerHandler("changeData"+d[1]+"!",e)})},removeData:function(a){return this.each(function(){f.removeData(this,a)})}}),f.extend({_mark:function(a,b){a&&(b=(b||"fx")+"mark",f._data(a,b,(f._data(a,b)||0)+1))},_unmark:function(a,b,c){a!==!0&&(c=b,b=a,a=!1);if(b){c=c||"fx";var d=c+"mark",e=a?0:(f._data(b,d)||1)-1;e?f._data(b,d,e):(f.removeData(b,d,!0),n(b,c,"mark"))}},queue:function(a,b,c){var d;if(a){b=(b||"fx")+"queue",d=f._data(a,b),c&&(!d||f.isArray(c)?d=f._data(a,b,f.makeArray(c)):d.push(c));return d||[]}},dequeue:function(a,b){b=b||"fx";var c=f.queue(a,b),d=c.shift(),e={};d==="inprogress"&&(d=c.shift()),d&&(b==="fx"&&c.unshift("inprogress"),f._data(a,b+".run",e),d.call(a,function(){f.dequeue(a,b)},e)),c.length||(f.removeData(a,b+"queue "+b+".run",!0),n(a,b,"queue"))}}),f.fn.extend({queue:function(a,c){typeof a!="string"&&(c=a,a="fx");if(c===b)return f.queue(this[0],a);return this.each(function(){var b=f.queue(this,a,c);a==="fx"&&b[0]!=="inprogress"&&f.dequeue(this,a)})},dequeue:function(a){return this.each(function(){f.dequeue(this,a)})},delay:function(a,b){a=f.fx?f.fx.speeds[a]||a:a,b=b||"fx";return this.queue(b,function(b,c){var d=setTimeout(b,a);c.stop=function(){clearTimeout(d)}})},clearQueue:function(a){return this.queue(a||"fx",[])},promise:function(a,c){function m(){--h||d.resolveWith(e,[e])}typeof a!="string"&&(c=a,a=b),a=a||"fx";var d=f.Deferred(),e=this,g=e.length,h=1,i=a+"defer",j=a+"queue",k=a+"mark",l;while(g--)if(l=f.data(e[g],i,b,!0)||(f.data(e[g],j,b,!0)||f.data(e[g],k,b,!0))&&f.data(e[g],i,f.Callbacks("once memory"),!0))h++,l.add(m);m();return d.promise()}});var o=/[\n\t\r]/g,p=/\s+/,q=/\r/g,r=/^(?:button|input)$/i,s=/^(?:button|input|object|select|textarea)$/i,t=/^a(?:rea)?$/i,u=/^(?:autofocus|autoplay|async|checked|controls|defer|disabled|hidden|loop|multiple|open|readonly|required|scoped|selected)$/i,v=f.support.getSetAttribute,w,x,y;f.fn.extend({attr:function(a,b){return f.access(this,a,b,!0,f.attr)},removeAttr:function(a){return this.each(function(){f.removeAttr(this,a)})},prop:function(a,b){return f.access(this,a,b,!0,f.prop)},removeProp:function(a){a=f.propFix[a]||a;return this.each(function(){try{this[a]=b,delete this[a]}catch(c){}})},addClass:function(a){var b,c,d,e,g,h,i;if(f.isFunction(a))return this.each(function(b){f(this).addClass(a.call(this,b,this.className))});if(a&&typeof a=="string"){b=a.split(p);for(c=0,d=this.length;c<d;c++){e=this[c];if(e.nodeType===1)if(!e.className&&b.length===1)e.className=a;else{g=" "+e.className+" ";for(h=0,i=b.length;h<i;h++)~g.indexOf(" "+b[h]+" ")||(g+=b[h]+" ");e.className=f.trim(g)}}}return this},removeClass:function(a){var c,d,e,g,h,i,j;if(f.isFunction(a))return this.each(function(b){f(this).removeClass(a.call(this,b,this.className))});if(a&&typeof a=="string"||a===b){c=(a||"").split(p);for(d=0,e=this.length;d<e;d++){g=this[d];if(g.nodeType===1&&g.className)if(a){h=(" "+g.className+" ").replace(o," ");for(i=0,j=c.length;i<j;i++)h=h.replace(" "+c[i]+" "," ");g.className=f.trim(h)}else g.className=""}}return this},toggleClass:function(a,b){var c=typeof a,d=typeof b=="boolean";if(f.isFunction(a))return this.each(function(c){f(this).toggleClass(a.call(this,c,this.className,b),b)});return this.each(function(){if(c==="string"){var e,g=0,h=f(this),i=b,j=a.split(p);while(e=j[g++])i=d?i:!h.hasClass(e),h[i?"addClass":"removeClass"](e)}else if(c==="undefined"||c==="boolean")this.className&&f._data(this,"__className__",this.className),this.className=this.className||a===!1?"":f._data(this,"__className__")||""})},hasClass:function(a){var b=" "+a+" ",c=0,d=this.length;for(;c<d;c++)if(this[c].nodeType===1&&(" "+this[c].className+" ").replace(o," ").indexOf(b)>-1)return!0;return!1},val:function(a){var c,d,e,g=this[0];{if(!!arguments.length){e=f.isFunction(a);return this.each(function(d){var g=f(this),h;if(this.nodeType===1){e?h=a.call(this,d,g.val()):h=a,h==null?h="":typeof h=="number"?h+="":f.isArray(h)&&(h=f.map(h,function(a){return a==null?"":a+""})),c=f.valHooks[this.nodeName.toLowerCase()]||f.valHooks[this.type];if(!c||!("set"in c)||c.set(this,h,"value")===b)this.value=h}})}if(g){c=f.valHooks[g.nodeName.toLowerCase()]||f.valHooks[g.type];if(c&&"get"in c&&(d=c.get(g,"value"))!==b)return d;d=g.value;return typeof d=="string"?d.replace(q,""):d==null?"":d}}}}),f.extend({valHooks:{option:{get:function(a){var b=a.attributes.value;return!b||b.specified?a.value:a.text}},select:{get:function(a){var b,c,d,e,g=a.selectedIndex,h=[],i=a.options,j=a.type==="select-one";if(g<0)return null;c=j?g:0,d=j?g+1:i.length;for(;c<d;c++){e=i[c];if(e.selected&&(f.support.optDisabled?!e.disabled:e.getAttribute("disabled")===null)&&(!e.parentNode.disabled||!f.nodeName(e.parentNode,"optgroup"))){b=f(e).val();if(j)return b;h.push(b)}}if(j&&!h.length&&i.length)return f(i[g]).val();return h},set:function(a,b){var c=f.makeArray(b);f(a).find("option").each(function(){this.selected=f.inArray(f(this).val(),c)>=0}),c.length||(a.selectedIndex=-1);return c}}},attrFn:{val:!0,css:!0,html:!0,text:!0,data:!0,width:!0,height:!0,offset:!0},attr:function(a,c,d,e){var g,h,i,j=a.nodeType;if(!!a&&j!==3&&j!==8&&j!==2){if(e&&c in f.attrFn)return f(a)[c](d);if(typeof a.getAttribute=="undefined")return f.prop(a,c,d);i=j!==1||!f.isXMLDoc(a),i&&(c=c.toLowerCase(),h=f.attrHooks[c]||(u.test(c)?x:w));if(d!==b){if(d===null){f.removeAttr(a,c);return}if(h&&"set"in h&&i&&(g=h.set(a,d,c))!==b)return g;a.setAttribute(c,""+d);return d}if(h&&"get"in h&&i&&(g=h.get(a,c))!==null)return g;g=a.getAttribute(c);return g===null?b:g}},removeAttr:function(a,b){var c,d,e,g,h=0;if(b&&a.nodeType===1){d=b.toLowerCase().split(p),g=d.length;for(;h<g;h++)e=d[h],e&&(c=f.propFix[e]||e,f.attr(a,e,""),a.removeAttribute(v?e:c),u.test(e)&&c in a&&(a[c]=!1))}},attrHooks:{type:{set:function(a,b){if(r.test(a.nodeName)&&a.parentNode)f.error("type property can't be changed");else if(!f.support.radioValue&&b==="radio"&&f.nodeName(a,"input")){var c=a.value;a.setAttribute("type",b),c&&(a.value=c);return b}}},value:{get:function(a,b){if(w&&f.nodeName(a,"button"))return w.get(a,b);return b in a?a.value:null},set:function(a,b,c){if(w&&f.nodeName(a,"button"))return w.set(a,b,c);a.value=b}}},propFix:{tabindex:"tabIndex",readonly:"readOnly","for":"htmlFor","class":"className",maxlength:"maxLength",cellspacing:"cellSpacing",cellpadding:"cellPadding",rowspan:"rowSpan",colspan:"colSpan",usemap:"useMap",frameborder:"frameBorder",contenteditable:"contentEditable"},prop:function(a,c,d){var e,g,h,i=a.nodeType;if(!!a&&i!==3&&i!==8&&i!==2){h=i!==1||!f.isXMLDoc(a),h&&(c=f.propFix[c]||c,g=f.propHooks[c]);return d!==b?g&&"set"in g&&(e=g.set(a,d,c))!==b?e:a[c]=d:g&&"get"in g&&(e=g.get(a,c))!==null?e:a[c]}},propHooks:{tabIndex:{get:function(a){var c=a.getAttributeNode("tabindex");return c&&c.specified?parseInt(c.value,10):s.test(a.nodeName)||t.test(a.nodeName)&&a.href?0:b}}}}),f.attrHooks.tabindex=f.propHooks.tabIndex,x={get:function(a,c){var d,e=f.prop(a,c);return e===!0||typeof e!="boolean"&&(d=a.getAttributeNode(c))&&d.nodeValue!==!1?c.toLowerCase():b},set:function(a,b,c){var d;b===!1?f.removeAttr(a,c):(d=f.propFix[c]||c,d in a&&(a[d]=!0),a.setAttribute(c,c.toLowerCase()));return c}},v||(y={name:!0,id:!0},w=f.valHooks.button={get:function(a,c){var d;d=a.getAttributeNode(c);return d&&(y[c]?d.nodeValue!=="":d.specified)?d.nodeValue:b},set:function(a,b,d){var e=a.getAttributeNode(d);e||(e=c.createAttribute(d),a.setAttributeNode(e));return e.nodeValue=b+""}},f.attrHooks.tabindex.set=w.set,f.each(["width","height"],function(a,b){f.attrHooks[b]=f.extend(f.attrHooks[b],{set:function(a,c){if(c===""){a.setAttribute(b,"auto");return c}}})}),f.attrHooks.contenteditable={get:w.get,set:function(a,b,c){b===""&&(b="false"),w.set(a,b,c)}}),f.support.hrefNormalized||f.each(["href","src","width","height"],function(a,c){f.attrHooks[c]=f.extend(f.attrHooks[c],{get:function(a){var d=a.getAttribute(c,2);return d===null?b:d}})}),f.support.style||(f.attrHooks.style={get:function(a){return a.style.cssText.toLowerCase()||b},set:function(a,b){return a.style.cssText=""+b}}),f.support.optSelected||(f.propHooks.selected=f.extend(f.propHooks.selected,{get:function(a){var b=a.parentNode;b&&(b.selectedIndex,b.parentNode&&b.parentNode.selectedIndex);return null}})),f.support.enctype||(f.propFix.enctype="encoding"),f.support.checkOn||f.each(["radio","checkbox"],function(){f.valHooks[this]={get:function(a){return a.getAttribute("value")===null?"on":a.value}}}),f.each(["radio","checkbox"],function(){f.valHooks[this]=f.extend(f.valHooks[this],{set:function(a,b){if(f.isArray(b))return a.checked=f.inArray(f(a).val(),b)>=0}})});var z=/^(?:textarea|input|select)$/i,A=/^([^\.]*)?(?:\.(.+))?$/,B=/\bhover(\.\S+)?\b/,C=/^key/,D=/^(?:mouse|contextmenu)|click/,E=/^(?:focusinfocus|focusoutblur)$/,F=/^(\w*)(?:#([\w\-]+))?(?:\.([\w\-]+))?$/,G=function(a){var b=F.exec(a);b&&(b[1]=(b[1]||"").toLowerCase(),b[3]=b[3]&&new RegExp("(?:^|\\s)"+b[3]+"(?:\\s|$)"));return b},H=function(a,b){var c=a.attributes||{};return(!b[1]||a.nodeName.toLowerCase()===b[1])&&(!b[2]||(c.id||{}).value===b[2])&&(!b[3]||b[3].test((c["class"]||{}).value))},I=function(a){return f.event.special.hover?a:a.replace(B,"mouseenter$1 mouseleave$1")};
f.event={add:function(a,c,d,e,g){var h,i,j,k,l,m,n,o,p,q,r,s;if(!(a.nodeType===3||a.nodeType===8||!c||!d||!(h=f._data(a)))){d.handler&&(p=d,d=p.handler),d.guid||(d.guid=f.guid++),j=h.events,j||(h.events=j={}),i=h.handle,i||(h.handle=i=function(a){return typeof f!="undefined"&&(!a||f.event.triggered!==a.type)?f.event.dispatch.apply(i.elem,arguments):b},i.elem=a),c=f.trim(I(c)).split(" ");for(k=0;k<c.length;k++){l=A.exec(c[k])||[],m=l[1],n=(l[2]||"").split(".").sort(),s=f.event.special[m]||{},m=(g?s.delegateType:s.bindType)||m,s=f.event.special[m]||{},o=f.extend({type:m,origType:l[1],data:e,handler:d,guid:d.guid,selector:g,quick:G(g),namespace:n.join(".")},p),r=j[m];if(!r){r=j[m]=[],r.delegateCount=0;if(!s.setup||s.setup.call(a,e,n,i)===!1)a.addEventListener?a.addEventListener(m,i,!1):a.attachEvent&&a.attachEvent("on"+m,i)}s.add&&(s.add.call(a,o),o.handler.guid||(o.handler.guid=d.guid)),g?r.splice(r.delegateCount++,0,o):r.push(o),f.event.global[m]=!0}a=null}},global:{},remove:function(a,b,c,d,e){var g=f.hasData(a)&&f._data(a),h,i,j,k,l,m,n,o,p,q,r,s;if(!!g&&!!(o=g.events)){b=f.trim(I(b||"")).split(" ");for(h=0;h<b.length;h++){i=A.exec(b[h])||[],j=k=i[1],l=i[2];if(!j){for(j in o)f.event.remove(a,j+b[h],c,d,!0);continue}p=f.event.special[j]||{},j=(d?p.delegateType:p.bindType)||j,r=o[j]||[],m=r.length,l=l?new RegExp("(^|\\.)"+l.split(".").sort().join("\\.(?:.*\\.)?")+"(\\.|$)"):null;for(n=0;n<r.length;n++)s=r[n],(e||k===s.origType)&&(!c||c.guid===s.guid)&&(!l||l.test(s.namespace))&&(!d||d===s.selector||d==="**"&&s.selector)&&(r.splice(n--,1),s.selector&&r.delegateCount--,p.remove&&p.remove.call(a,s));r.length===0&&m!==r.length&&((!p.teardown||p.teardown.call(a,l)===!1)&&f.removeEvent(a,j,g.handle),delete o[j])}f.isEmptyObject(o)&&(q=g.handle,q&&(q.elem=null),f.removeData(a,["events","handle"],!0))}},customEvent:{getData:!0,setData:!0,changeData:!0},trigger:function(c,d,e,g){if(!e||e.nodeType!==3&&e.nodeType!==8){var h=c.type||c,i=[],j,k,l,m,n,o,p,q,r,s;if(E.test(h+f.event.triggered))return;h.indexOf("!")>=0&&(h=h.slice(0,-1),k=!0),h.indexOf(".")>=0&&(i=h.split("."),h=i.shift(),i.sort());if((!e||f.event.customEvent[h])&&!f.event.global[h])return;c=typeof c=="object"?c[f.expando]?c:new f.Event(h,c):new f.Event(h),c.type=h,c.isTrigger=!0,c.exclusive=k,c.namespace=i.join("."),c.namespace_re=c.namespace?new RegExp("(^|\\.)"+i.join("\\.(?:.*\\.)?")+"(\\.|$)"):null,o=h.indexOf(":")<0?"on"+h:"";if(!e){j=f.cache;for(l in j)j[l].events&&j[l].events[h]&&f.event.trigger(c,d,j[l].handle.elem,!0);return}c.result=b,c.target||(c.target=e),d=d!=null?f.makeArray(d):[],d.unshift(c),p=f.event.special[h]||{};if(p.trigger&&p.trigger.apply(e,d)===!1)return;r=[[e,p.bindType||h]];if(!g&&!p.noBubble&&!f.isWindow(e)){s=p.delegateType||h,m=E.test(s+h)?e:e.parentNode,n=null;for(;m;m=m.parentNode)r.push([m,s]),n=m;n&&n===e.ownerDocument&&r.push([n.defaultView||n.parentWindow||a,s])}for(l=0;l<r.length&&!c.isPropagationStopped();l++)m=r[l][0],c.type=r[l][1],q=(f._data(m,"events")||{})[c.type]&&f._data(m,"handle"),q&&q.apply(m,d),q=o&&m[o],q&&f.acceptData(m)&&q.apply(m,d)===!1&&c.preventDefault();c.type=h,!g&&!c.isDefaultPrevented()&&(!p._default||p._default.apply(e.ownerDocument,d)===!1)&&(h!=="click"||!f.nodeName(e,"a"))&&f.acceptData(e)&&o&&e[h]&&(h!=="focus"&&h!=="blur"||c.target.offsetWidth!==0)&&!f.isWindow(e)&&(n=e[o],n&&(e[o]=null),f.event.triggered=h,e[h](),f.event.triggered=b,n&&(e[o]=n));return c.result}},dispatch:function(c){c=f.event.fix(c||a.event);var d=(f._data(this,"events")||{})[c.type]||[],e=d.delegateCount,g=[].slice.call(arguments,0),h=!c.exclusive&&!c.namespace,i=[],j,k,l,m,n,o,p,q,r,s,t;g[0]=c,c.delegateTarget=this;if(e&&!c.target.disabled&&(!c.button||c.type!=="click")){m=f(this),m.context=this.ownerDocument||this;for(l=c.target;l!=this;l=l.parentNode||this){o={},q=[],m[0]=l;for(j=0;j<e;j++)r=d[j],s=r.selector,o[s]===b&&(o[s]=r.quick?H(l,r.quick):m.is(s)),o[s]&&q.push(r);q.length&&i.push({elem:l,matches:q})}}d.length>e&&i.push({elem:this,matches:d.slice(e)});for(j=0;j<i.length&&!c.isPropagationStopped();j++){p=i[j],c.currentTarget=p.elem;for(k=0;k<p.matches.length&&!c.isImmediatePropagationStopped();k++){r=p.matches[k];if(h||!c.namespace&&!r.namespace||c.namespace_re&&c.namespace_re.test(r.namespace))c.data=r.data,c.handleObj=r,n=((f.event.special[r.origType]||{}).handle||r.handler).apply(p.elem,g),n!==b&&(c.result=n,n===!1&&(c.preventDefault(),c.stopPropagation()))}}return c.result},props:"attrChange attrName relatedNode srcElement altKey bubbles cancelable ctrlKey currentTarget eventPhase metaKey relatedTarget shiftKey target timeStamp view which".split(" "),fixHooks:{},keyHooks:{props:"char charCode key keyCode".split(" "),filter:function(a,b){a.which==null&&(a.which=b.charCode!=null?b.charCode:b.keyCode);return a}},mouseHooks:{props:"button buttons clientX clientY fromElement offsetX offsetY pageX pageY screenX screenY toElement".split(" "),filter:function(a,d){var e,f,g,h=d.button,i=d.fromElement;a.pageX==null&&d.clientX!=null&&(e=a.target.ownerDocument||c,f=e.documentElement,g=e.body,a.pageX=d.clientX+(f&&f.scrollLeft||g&&g.scrollLeft||0)-(f&&f.clientLeft||g&&g.clientLeft||0),a.pageY=d.clientY+(f&&f.scrollTop||g&&g.scrollTop||0)-(f&&f.clientTop||g&&g.clientTop||0)),!a.relatedTarget&&i&&(a.relatedTarget=i===a.target?d.toElement:i),!a.which&&h!==b&&(a.which=h&1?1:h&2?3:h&4?2:0);return a}},fix:function(a){if(a[f.expando])return a;var d,e,g=a,h=f.event.fixHooks[a.type]||{},i=h.props?this.props.concat(h.props):this.props;a=f.Event(g);for(d=i.length;d;)e=i[--d],a[e]=g[e];a.target||(a.target=g.srcElement||c),a.target.nodeType===3&&(a.target=a.target.parentNode),a.metaKey===b&&(a.metaKey=a.ctrlKey);return h.filter?h.filter(a,g):a},special:{ready:{setup:f.bindReady},load:{noBubble:!0},focus:{delegateType:"focusin"},blur:{delegateType:"focusout"},beforeunload:{setup:function(a,b,c){f.isWindow(this)&&(this.onbeforeunload=c)},teardown:function(a,b){this.onbeforeunload===b&&(this.onbeforeunload=null)}}},simulate:function(a,b,c,d){var e=f.extend(new f.Event,c,{type:a,isSimulated:!0,originalEvent:{}});d?f.event.trigger(e,null,b):f.event.dispatch.call(b,e),e.isDefaultPrevented()&&c.preventDefault()}},f.event.handle=f.event.dispatch,f.removeEvent=c.removeEventListener?function(a,b,c){a.removeEventListener&&a.removeEventListener(b,c,!1)}:function(a,b,c){a.detachEvent&&a.detachEvent("on"+b,c)},f.Event=function(a,b){if(!(this instanceof f.Event))return new f.Event(a,b);a&&a.type?(this.originalEvent=a,this.type=a.type,this.isDefaultPrevented=a.defaultPrevented||a.returnValue===!1||a.getPreventDefault&&a.getPreventDefault()?K:J):this.type=a,b&&f.extend(this,b),this.timeStamp=a&&a.timeStamp||f.now(),this[f.expando]=!0},f.Event.prototype={preventDefault:function(){this.isDefaultPrevented=K;var a=this.originalEvent;!a||(a.preventDefault?a.preventDefault():a.returnValue=!1)},stopPropagation:function(){this.isPropagationStopped=K;var a=this.originalEvent;!a||(a.stopPropagation&&a.stopPropagation(),a.cancelBubble=!0)},stopImmediatePropagation:function(){this.isImmediatePropagationStopped=K,this.stopPropagation()},isDefaultPrevented:J,isPropagationStopped:J,isImmediatePropagationStopped:J},f.each({mouseenter:"mouseover",mouseleave:"mouseout"},function(a,b){f.event.special[a]={delegateType:b,bindType:b,handle:function(a){var c=this,d=a.relatedTarget,e=a.handleObj,g=e.selector,h;if(!d||d!==c&&!f.contains(c,d))a.type=e.origType,h=e.handler.apply(this,arguments),a.type=b;return h}}}),f.support.submitBubbles||(f.event.special.submit={setup:function(){if(f.nodeName(this,"form"))return!1;f.event.add(this,"click._submit keypress._submit",function(a){var c=a.target,d=f.nodeName(c,"input")||f.nodeName(c,"button")?c.form:b;d&&!d._submit_attached&&(f.event.add(d,"submit._submit",function(a){this.parentNode&&!a.isTrigger&&f.event.simulate("submit",this.parentNode,a,!0)}),d._submit_attached=!0)})},teardown:function(){if(f.nodeName(this,"form"))return!1;f.event.remove(this,"._submit")}}),f.support.changeBubbles||(f.event.special.change={setup:function(){if(z.test(this.nodeName)){if(this.type==="checkbox"||this.type==="radio")f.event.add(this,"propertychange._change",function(a){a.originalEvent.propertyName==="checked"&&(this._just_changed=!0)}),f.event.add(this,"click._change",function(a){this._just_changed&&!a.isTrigger&&(this._just_changed=!1,f.event.simulate("change",this,a,!0))});return!1}f.event.add(this,"beforeactivate._change",function(a){var b=a.target;z.test(b.nodeName)&&!b._change_attached&&(f.event.add(b,"change._change",function(a){this.parentNode&&!a.isSimulated&&!a.isTrigger&&f.event.simulate("change",this.parentNode,a,!0)}),b._change_attached=!0)})},handle:function(a){var b=a.target;if(this!==b||a.isSimulated||a.isTrigger||b.type!=="radio"&&b.type!=="checkbox")return a.handleObj.handler.apply(this,arguments)},teardown:function(){f.event.remove(this,"._change");return z.test(this.nodeName)}}),f.support.focusinBubbles||f.each({focus:"focusin",blur:"focusout"},function(a,b){var d=0,e=function(a){f.event.simulate(b,a.target,f.event.fix(a),!0)};f.event.special[b]={setup:function(){d++===0&&c.addEventListener(a,e,!0)},teardown:function(){--d===0&&c.removeEventListener(a,e,!0)}}}),f.fn.extend({on:function(a,c,d,e,g){var h,i;if(typeof a=="object"){typeof c!="string"&&(d=c,c=b);for(i in a)this.on(i,c,d,a[i],g);return this}d==null&&e==null?(e=c,d=c=b):e==null&&(typeof c=="string"?(e=d,d=b):(e=d,d=c,c=b));if(e===!1)e=J;else if(!e)return this;g===1&&(h=e,e=function(a){f().off(a);return h.apply(this,arguments)},e.guid=h.guid||(h.guid=f.guid++));return this.each(function(){f.event.add(this,a,e,d,c)})},one:function(a,b,c,d){return this.on.call(this,a,b,c,d,1)},off:function(a,c,d){if(a&&a.preventDefault&&a.handleObj){var e=a.handleObj;f(a.delegateTarget).off(e.namespace?e.type+"."+e.namespace:e.type,e.selector,e.handler);return this}if(typeof a=="object"){for(var g in a)this.off(g,c,a[g]);return this}if(c===!1||typeof c=="function")d=c,c=b;d===!1&&(d=J);return this.each(function(){f.event.remove(this,a,d,c)})},bind:function(a,b,c){return this.on(a,null,b,c)},unbind:function(a,b){return this.off(a,null,b)},live:function(a,b,c){f(this.context).on(a,this.selector,b,c);return this},die:function(a,b){f(this.context).off(a,this.selector||"**",b);return this},delegate:function(a,b,c,d){return this.on(b,a,c,d)},undelegate:function(a,b,c){return arguments.length==1?this.off(a,"**"):this.off(b,a,c)},trigger:function(a,b){return this.each(function(){f.event.trigger(a,b,this)})},triggerHandler:function(a,b){if(this[0])return f.event.trigger(a,b,this[0],!0)},toggle:function(a){var b=arguments,c=a.guid||f.guid++,d=0,e=function(c){var e=(f._data(this,"lastToggle"+a.guid)||0)%d;f._data(this,"lastToggle"+a.guid,e+1),c.preventDefault();return b[e].apply(this,arguments)||!1};e.guid=c;while(d<b.length)b[d++].guid=c;return this.click(e)},hover:function(a,b){return this.mouseenter(a).mouseleave(b||a)}}),f.each("blur focus focusin focusout load resize scroll unload click dblclick mousedown mouseup mousemove mouseover mouseout mouseenter mouseleave change select submit keydown keypress keyup error contextmenu".split(" "),function(a,b){f.fn[b]=function(a,c){c==null&&(c=a,a=null);return arguments.length>0?this.on(b,null,a,c):this.trigger(b)},f.attrFn&&(f.attrFn[b]=!0),C.test(b)&&(f.event.fixHooks[b]=f.event.keyHooks),D.test(b)&&(f.event.fixHooks[b]=f.event.mouseHooks)}),function(){function x(a,b,c,e,f,g){for(var h=0,i=e.length;h<i;h++){var j=e[h];if(j){var k=!1;j=j[a];while(j){if(j[d]===c){k=e[j.sizset];break}if(j.nodeType===1){g||(j[d]=c,j.sizset=h);if(typeof b!="string"){if(j===b){k=!0;break}}else if(m.filter(b,[j]).length>0){k=j;break}}j=j[a]}e[h]=k}}}function w(a,b,c,e,f,g){for(var h=0,i=e.length;h<i;h++){var j=e[h];if(j){var k=!1;j=j[a];while(j){if(j[d]===c){k=e[j.sizset];break}j.nodeType===1&&!g&&(j[d]=c,j.sizset=h);if(j.nodeName.toLowerCase()===b){k=j;break}j=j[a]}e[h]=k}}}var a=/((?:\((?:\([^()]+\)|[^()]+)+\)|\[(?:\[[^\[\]]*\]|['"][^'"]*['"]|[^\[\]'"]+)+\]|\\.|[^ >+~,(\[\\]+)+|[>+~])(\s*,\s*)?((?:.|\r|\n)*)/g,d="sizcache"+(Math.random()+"").replace(".",""),e=0,g=Object.prototype.toString,h=!1,i=!0,j=/\\/g,k=/\r\n/g,l=/\W/;[0,0].sort(function(){i=!1;return 0});var m=function(b,d,e,f){e=e||[],d=d||c;var h=d;if(d.nodeType!==1&&d.nodeType!==9)return[];if(!b||typeof b!="string")return e;var i,j,k,l,n,q,r,t,u=!0,v=m.isXML(d),w=[],x=b;do{a.exec(""),i=a.exec(x);if(i){x=i[3],w.push(i[1]);if(i[2]){l=i[3];break}}}while(i);if(w.length>1&&p.exec(b))if(w.length===2&&o.relative[w[0]])j=y(w[0]+w[1],d,f);else{j=o.relative[w[0]]?[d]:m(w.shift(),d);while(w.length)b=w.shift(),o.relative[b]&&(b+=w.shift()),j=y(b,j,f)}else{!f&&w.length>1&&d.nodeType===9&&!v&&o.match.ID.test(w[0])&&!o.match.ID.test(w[w.length-1])&&(n=m.find(w.shift(),d,v),d=n.expr?m.filter(n.expr,n.set)[0]:n.set[0]);if(d){n=f?{expr:w.pop(),set:s(f)}:m.find(w.pop(),w.length===1&&(w[0]==="~"||w[0]==="+")&&d.parentNode?d.parentNode:d,v),j=n.expr?m.filter(n.expr,n.set):n.set,w.length>0?k=s(j):u=!1;while(w.length)q=w.pop(),r=q,o.relative[q]?r=w.pop():q="",r==null&&(r=d),o.relative[q](k,r,v)}else k=w=[]}k||(k=j),k||m.error(q||b);if(g.call(k)==="[object Array]")if(!u)e.push.apply(e,k);else if(d&&d.nodeType===1)for(t=0;k[t]!=null;t++)k[t]&&(k[t]===!0||k[t].nodeType===1&&m.contains(d,k[t]))&&e.push(j[t]);else for(t=0;k[t]!=null;t++)k[t]&&k[t].nodeType===1&&e.push(j[t]);else s(k,e);l&&(m(l,h,e,f),m.uniqueSort(e));return e};m.uniqueSort=function(a){if(u){h=i,a.sort(u);if(h)for(var b=1;b<a.length;b++)a[b]===a[b-1]&&a.splice(b--,1)}return a},m.matches=function(a,b){return m(a,null,null,b)},m.matchesSelector=function(a,b){return m(b,null,null,[a]).length>0},m.find=function(a,b,c){var d,e,f,g,h,i;if(!a)return[];for(e=0,f=o.order.length;e<f;e++){h=o.order[e];if(g=o.leftMatch[h].exec(a)){i=g[1],g.splice(1,1);if(i.substr(i.length-1)!=="\\"){g[1]=(g[1]||"").replace(j,""),d=o.find[h](g,b,c);if(d!=null){a=a.replace(o.match[h],"");break}}}}d||(d=typeof b.getElementsByTagName!="undefined"?b.getElementsByTagName("*"):[]);return{set:d,expr:a}},m.filter=function(a,c,d,e){var f,g,h,i,j,k,l,n,p,q=a,r=[],s=c,t=c&&c[0]&&m.isXML(c[0]);while(a&&c.length){for(h in o.filter)if((f=o.leftMatch[h].exec(a))!=null&&f[2]){k=o.filter[h],l=f[1],g=!1,f.splice(1,1);if(l.substr(l.length-1)==="\\")continue;s===r&&(r=[]);if(o.preFilter[h]){f=o.preFilter[h](f,s,d,r,e,t);if(!f)g=i=!0;else if(f===!0)continue}if(f)for(n=0;(j=s[n])!=null;n++)j&&(i=k(j,f,n,s),p=e^i,d&&i!=null?p?g=!0:s[n]=!1:p&&(r.push(j),g=!0));if(i!==b){d||(s=r),a=a.replace(o.match[h],"");if(!g)return[];break}}if(a===q)if(g==null)m.error(a);else break;q=a}return s},m.error=function(a){throw new Error("Syntax error, unrecognized expression: "+a)};var n=m.getText=function(a){var b,c,d=a.nodeType,e="";if(d){if(d===1||d===9){if(typeof a.textContent=="string")return a.textContent;if(typeof a.innerText=="string")return a.innerText.replace(k,"");for(a=a.firstChild;a;a=a.nextSibling)e+=n(a)}else if(d===3||d===4)return a.nodeValue}else for(b=0;c=a[b];b++)c.nodeType!==8&&(e+=n(c));return e},o=m.selectors={order:["ID","NAME","TAG"],match:{ID:/#((?:[\w\u00c0-\uFFFF\-]|\\.)+)/,CLASS:/\.((?:[\w\u00c0-\uFFFF\-]|\\.)+)/,NAME:/\[name=['"]*((?:[\w\u00c0-\uFFFF\-]|\\.)+)['"]*\]/,ATTR:/\[\s*((?:[\w\u00c0-\uFFFF\-]|\\.)+)\s*(?:(\S?=)\s*(?:(['"])(.*?)\3|(#?(?:[\w\u00c0-\uFFFF\-]|\\.)*)|)|)\s*\]/,TAG:/^((?:[\w\u00c0-\uFFFF\*\-]|\\.)+)/,CHILD:/:(only|nth|last|first)-child(?:\(\s*(even|odd|(?:[+\-]?\d+|(?:[+\-]?\d*)?n\s*(?:[+\-]\s*\d+)?))\s*\))?/,POS:/:(nth|eq|gt|lt|first|last|even|odd)(?:\((\d*)\))?(?=[^\-]|$)/,PSEUDO:/:((?:[\w\u00c0-\uFFFF\-]|\\.)+)(?:\((['"]?)((?:\([^\)]+\)|[^\(\)]*)+)\2\))?/},leftMatch:{},attrMap:{"class":"className","for":"htmlFor"},attrHandle:{href:function(a){return a.getAttribute("href")},type:function(a){return a.getAttribute("type")}},relative:{"+":function(a,b){var c=typeof b=="string",d=c&&!l.test(b),e=c&&!d;d&&(b=b.toLowerCase());for(var f=0,g=a.length,h;f<g;f++)if(h=a[f]){while((h=h.previousSibling)&&h.nodeType!==1);a[f]=e||h&&h.nodeName.toLowerCase()===b?h||!1:h===b}e&&m.filter(b,a,!0)},">":function(a,b){var c,d=typeof b=="string",e=0,f=a.length;if(d&&!l.test(b)){b=b.toLowerCase();for(;e<f;e++){c=a[e];if(c){var g=c.parentNode;a[e]=g.nodeName.toLowerCase()===b?g:!1}}}else{for(;e<f;e++)c=a[e],c&&(a[e]=d?c.parentNode:c.parentNode===b);d&&m.filter(b,a,!0)}},"":function(a,b,c){var d,f=e++,g=x;typeof b=="string"&&!l.test(b)&&(b=b.toLowerCase(),d=b,g=w),g("parentNode",b,f,a,d,c)},"~":function(a,b,c){var d,f=e++,g=x;typeof b=="string"&&!l.test(b)&&(b=b.toLowerCase(),d=b,g=w),g("previousSibling",b,f,a,d,c)}},find:{ID:function(a,b,c){if(typeof b.getElementById!="undefined"&&!c){var d=b.getElementById(a[1]);return d&&d.parentNode?[d]:[]}},NAME:function(a,b){if(typeof b.getElementsByName!="undefined"){var c=[],d=b.getElementsByName(a[1]);for(var e=0,f=d.length;e<f;e++)d[e].getAttribute("name")===a[1]&&c.push(d[e]);return c.length===0?null:c}},TAG:function(a,b){if(typeof b.getElementsByTagName!="undefined")return b.getElementsByTagName(a[1])}},preFilter:{CLASS:function(a,b,c,d,e,f){a=" "+a[1].replace(j,"")+" ";if(f)return a;for(var g=0,h;(h=b[g])!=null;g++)h&&(e^(h.className&&(" "+h.className+" ").replace(/[\t\n\r]/g," ").indexOf(a)>=0)?c||d.push(h):c&&(b[g]=!1));return!1},ID:function(a){return a[1].replace(j,"")},TAG:function(a,b){return a[1].replace(j,"").toLowerCase()},CHILD:function(a){if(a[1]==="nth"){a[2]||m.error(a[0]),a[2]=a[2].replace(/^\+|\s*/g,"");var b=/(-?)(\d*)(?:n([+\-]?\d*))?/.exec(a[2]==="even"&&"2n"||a[2]==="odd"&&"2n+1"||!/\D/.test(a[2])&&"0n+"+a[2]||a[2]);a[2]=b[1]+(b[2]||1)-0,a[3]=b[3]-0}else a[2]&&m.error(a[0]);a[0]=e++;return a},ATTR:function(a,b,c,d,e,f){var g=a[1]=a[1].replace(j,"");!f&&o.attrMap[g]&&(a[1]=o.attrMap[g]),a[4]=(a[4]||a[5]||"").replace(j,""),a[2]==="~="&&(a[4]=" "+a[4]+" ");return a},PSEUDO:function(b,c,d,e,f){if(b[1]==="not")if((a.exec(b[3])||"").length>1||/^\w/.test(b[3]))b[3]=m(b[3],null,null,c);else{var g=m.filter(b[3],c,d,!0^f);d||e.push.apply(e,g);return!1}else if(o.match.POS.test(b[0])||o.match.CHILD.test(b[0]))return!0;return b},POS:function(a){a.unshift(!0);return a}},filters:{enabled:function(a){return a.disabled===!1&&a.type!=="hidden"},disabled:function(a){return a.disabled===!0},checked:function(a){return a.checked===!0},selected:function(a){a.parentNode&&a.parentNode.selectedIndex;return a.selected===!0},parent:function(a){return!!a.firstChild},empty:function(a){return!a.firstChild},has:function(a,b,c){return!!m(c[3],a).length},header:function(a){return/h\d/i.test(a.nodeName)},text:function(a){var b=a.getAttribute("type"),c=a.type;return a.nodeName.toLowerCase()==="input"&&"text"===c&&(b===c||b===null)},radio:function(a){return a.nodeName.toLowerCase()==="input"&&"radio"===a.type},checkbox:function(a){return a.nodeName.toLowerCase()==="input"&&"checkbox"===a.type},file:function(a){return a.nodeName.toLowerCase()==="input"&&"file"===a.type},password:function(a){return a.nodeName.toLowerCase()==="input"&&"password"===a.type},submit:function(a){var b=a.nodeName.toLowerCase();return(b==="input"||b==="button")&&"submit"===a.type},image:function(a){return a.nodeName.toLowerCase()==="input"&&"image"===a.type},reset:function(a){var b=a.nodeName.toLowerCase();return(b==="input"||b==="button")&&"reset"===a.type},button:function(a){var b=a.nodeName.toLowerCase();return b==="input"&&"button"===a.type||b==="button"},input:function(a){return/input|select|textarea|button/i.test(a.nodeName)},focus:function(a){return a===a.ownerDocument.activeElement}},setFilters:{first:function(a,b){return b===0},last:function(a,b,c,d){return b===d.length-1},even:function(a,b){return b%2===0},odd:function(a,b){return b%2===1},lt:function(a,b,c){return b<c[3]-0},gt:function(a,b,c){return b>c[3]-0},nth:function(a,b,c){return c[3]-0===b},eq:function(a,b,c){return c[3]-0===b}},filter:{PSEUDO:function(a,b,c,d){var e=b[1],f=o.filters[e];if(f)return f(a,c,b,d);if(e==="contains")return(a.textContent||a.innerText||n([a])||"").indexOf(b[3])>=0;if(e==="not"){var g=b[3];for(var h=0,i=g.length;h<i;h++)if(g[h]===a)return!1;return!0}m.error(e)},CHILD:function(a,b){var c,e,f,g,h,i,j,k=b[1],l=a;switch(k){case"only":case"first":while(l=l.previousSibling)if(l.nodeType===1)return!1;if(k==="first")return!0;l=a;case"last":while(l=l.nextSibling)if(l.nodeType===1)return!1;return!0;case"nth":c=b[2],e=b[3];if(c===1&&e===0)return!0;f=b[0],g=a.parentNode;if(g&&(g[d]!==f||!a.nodeIndex)){i=0;for(l=g.firstChild;l;l=l.nextSibling)l.nodeType===1&&(l.nodeIndex=++i);g[d]=f}j=a.nodeIndex-e;return c===0?j===0:j%c===0&&j/c>=0}},ID:function(a,b){return a.nodeType===1&&a.getAttribute("id")===b},TAG:function(a,b){return b==="*"&&a.nodeType===1||!!a.nodeName&&a.nodeName.toLowerCase()===b},CLASS:function(a,b){return(" "+(a.className||a.getAttribute("class"))+" ").indexOf(b)>-1},ATTR:function(a,b){var c=b[1],d=m.attr?m.attr(a,c):o.attrHandle[c]?o.attrHandle[c](a):a[c]!=null?a[c]:a.getAttribute(c),e=d+"",f=b[2],g=b[4];return d==null?f==="!=":!f&&m.attr?d!=null:f==="="?e===g:f==="*="?e.indexOf(g)>=0:f==="~="?(" "+e+" ").indexOf(g)>=0:g?f==="!="?e!==g:f==="^="?e.indexOf(g)===0:f==="$="?e.substr(e.length-g.length)===g:f==="|="?e===g||e.substr(0,g.length+1)===g+"-":!1:e&&d!==!1},POS:function(a,b,c,d){var e=b[2],f=o.setFilters[e];if(f)return f(a,c,b,d)}}},p=o.match.POS,q=function(a,b){return"\\"+(b-0+1)};for(var r in o.match)o.match[r]=new RegExp(o.match[r].source+/(?![^\[]*\])(?![^\(]*\))/.source),o.leftMatch[r]=new RegExp(/(^(?:.|\r|\n)*?)/.source+o.match[r].source.replace(/\\(\d+)/g,q));var s=function(a,b){a=Array.prototype.slice.call(a,0);if(b){b.push.apply(b,a);return b}return a};try{Array.prototype.slice.call(c.documentElement.childNodes,0)[0].nodeType}catch(t){s=function(a,b){var c=0,d=b||[];if(g.call(a)==="[object Array]")Array.prototype.push.apply(d,a);else if(typeof a.length=="number")for(var e=a.length;c<e;c++)d.push(a[c]);else for(;a[c];c++)d.push(a[c]);return d}}var u,v;c.documentElement.compareDocumentPosition?u=function(a,b){if(a===b){h=!0;return 0}if(!a.compareDocumentPosition||!b.compareDocumentPosition)return a.compareDocumentPosition?-1:1;return a.compareDocumentPosition(b)&4?-1:1}:(u=function(a,b){if(a===b){h=!0;return 0}if(a.sourceIndex&&b.sourceIndex)return a.sourceIndex-b.sourceIndex;var c,d,e=[],f=[],g=a.parentNode,i=b.parentNode,j=g;if(g===i)return v(a,b);if(!g)return-1;if(!i)return 1;while(j)e.unshift(j),j=j.parentNode;j=i;while(j)f.unshift(j),j=j.parentNode;c=e.length,d=f.length;for(var k=0;k<c&&k<d;k++)if(e[k]!==f[k])return v(e[k],f[k]);return k===c?v(a,f[k],-1):v(e[k],b,1)},v=function(a,b,c){if(a===b)return c;var d=a.nextSibling;while(d){if(d===b)return-1;d=d.nextSibling}return 1}),function(){var a=c.createElement("div"),d="script"+(new Date).getTime(),e=c.documentElement;a.innerHTML="<a name='"+d+"'/>",e.insertBefore(a,e.firstChild),c.getElementById(d)&&(o.find.ID=function(a,c,d){if(typeof c.getElementById!="undefined"&&!d){var e=c.getElementById(a[1]);return e?e.id===a[1]||typeof e.getAttributeNode!="undefined"&&e.getAttributeNode("id").nodeValue===a[1]?[e]:b:[]}},o.filter.ID=function(a,b){var c=typeof a.getAttributeNode!="undefined"&&a.getAttributeNode("id");return a.nodeType===1&&c&&c.nodeValue===b}),e.removeChild(a),e=a=null}(),function(){var a=c.createElement("div");a.appendChild(c.createComment("")),a.getElementsByTagName("*").length>0&&(o.find.TAG=function(a,b){var c=b.getElementsByTagName(a[1]);if(a[1]==="*"){var d=[];for(var e=0;c[e];e++)c[e].nodeType===1&&d.push(c[e]);c=d}return c}),a.innerHTML="<a href='#'></a>",a.firstChild&&typeof a.firstChild.getAttribute!="undefined"&&a.firstChild.getAttribute("href")!=="#"&&(o.attrHandle.href=function(a){return a.getAttribute("href",2)}),a=null}(),c.querySelectorAll&&function(){var a=m,b=c.createElement("div"),d="__sizzle__";b.innerHTML="<p class='TEST'></p>";if(!b.querySelectorAll||b.querySelectorAll(".TEST").length!==0){m=function(b,e,f,g){e=e||c;if(!g&&!m.isXML(e)){var h=/^(\w+$)|^\.([\w\-]+$)|^#([\w\-]+$)/.exec(b);if(h&&(e.nodeType===1||e.nodeType===9)){if(h[1])return s(e.getElementsByTagName(b),f);if(h[2]&&o.find.CLASS&&e.getElementsByClassName)return s(e.getElementsByClassName(h[2]),f)}if(e.nodeType===9){if(b==="body"&&e.body)return s([e.body],f);if(h&&h[3]){var i=e.getElementById(h[3]);if(!i||!i.parentNode)return s([],f);if(i.id===h[3])return s([i],f)}try{return s(e.querySelectorAll(b),f)}catch(j){}}else if(e.nodeType===1&&e.nodeName.toLowerCase()!=="object"){var k=e,l=e.getAttribute("id"),n=l||d,p=e.parentNode,q=/^\s*[+~]/.test(b);l?n=n.replace(/'/g,"\\$&"):e.setAttribute("id",n),q&&p&&(e=e.parentNode);try{if(!q||p)return s(e.querySelectorAll("[id='"+n+"'] "+b),f)}catch(r){}finally{l||k.removeAttribute("id")}}}return a(b,e,f,g)};for(var e in a)m[e]=a[e];b=null}}(),function(){var a=c.documentElement,b=a.matchesSelector||a.mozMatchesSelector||a.webkitMatchesSelector||a.msMatchesSelector;if(b){var d=!b.call(c.createElement("div"),"div"),e=!1;try{b.call(c.documentElement,"[test!='']:sizzle")}catch(f){e=!0}m.matchesSelector=function(a,c){c=c.replace(/\=\s*([^'"\]]*)\s*\]/g,"='$1']");if(!m.isXML(a))try{if(e||!o.match.PSEUDO.test(c)&&!/!=/.test(c)){var f=b.call(a,c);if(f||!d||a.document&&a.document.nodeType!==11)return f}}catch(g){}return m(c,null,null,[a]).length>0}}}(),function(){var a=c.createElement("div");a.innerHTML="<div class='test e'></div><div class='test'></div>";if(!!a.getElementsByClassName&&a.getElementsByClassName("e").length!==0){a.lastChild.className="e";if(a.getElementsByClassName("e").length===1)return;o.order.splice(1,0,"CLASS"),o.find.CLASS=function(a,b,c){if(typeof b.getElementsByClassName!="undefined"&&!c)return b.getElementsByClassName(a[1])},a=null}}(),c.documentElement.contains?m.contains=function(a,b){return a!==b&&(a.contains?a.contains(b):!0)}:c.documentElement.compareDocumentPosition?m.contains=function(a,b){return!!(a.compareDocumentPosition(b)&16)}:m.contains=function(){return!1},m.isXML=function(a){var b=(a?a.ownerDocument||a:0).documentElement;return b?b.nodeName!=="HTML":!1};var y=function(a,b,c){var d,e=[],f="",g=b.nodeType?[b]:b;while(d=o.match.PSEUDO.exec(a))f+=d[0],a=a.replace(o.match.PSEUDO,"");a=o.relative[a]?a+"*":a;for(var h=0,i=g.length;h<i;h++)m(a,g[h],e,c);return m.filter(f,e)};m.attr=f.attr,m.selectors.attrMap={},f.find=m,f.expr=m.selectors,f.expr[":"]=f.expr.filters,f.unique=m.uniqueSort,f.text=m.getText,f.isXMLDoc=m.isXML,f.contains=m.contains}();var L=/Until$/,M=/^(?:parents|prevUntil|prevAll)/,N=/,/,O=/^.[^:#\[\.,]*$/,P=Array.prototype.slice,Q=f.expr.match.POS,R={children:!0,contents:!0,next:!0,prev:!0};f.fn.extend({find:function(a){var b=this,c,d;if(typeof a!="string")return f(a).filter(function(){for(c=0,d=b.length;c<d;c++)if(f.contains(b[c],this))return!0});var e=this.pushStack("","find",a),g,h,i;for(c=0,d=this.length;c<d;c++){g=e.length,f.find(a,this[c],e);if(c>0)for(h=g;h<e.length;h++)for(i=0;i<g;i++)if(e[i]===e[h]){e.splice(h--,1);break}}return e},has:function(a){var b=f(a);return this.filter(function(){for(var a=0,c=b.length;a<c;a++)if(f.contains(this,b[a]))return!0})},not:function(a){return this.pushStack(T(this,a,!1),"not",a)},filter:function(a){return this.pushStack(T(this,a,!0),"filter",a)},is:function(a){return!!a&&(typeof a=="string"?Q.test(a)?f(a,this.context).index(this[0])>=0:f.filter(a,this).length>0:this.filter(a).length>0)},closest:function(a,b){var c=[],d,e,g=this[0];if(f.isArray(a)){var h=1;while(g&&g.ownerDocument&&g!==b){for(d=0;d<a.length;d++)f(g).is(a[d])&&c.push({selector:a[d],elem:g,level:h});g=g.parentNode,h++}return c}var i=Q.test(a)||typeof a!="string"?f(a,b||this.context):0;for(d=0,e=this.length;d<e;d++){g=this[d];while(g){if(i?i.index(g)>-1:f.find.matchesSelector(g,a)){c.push(g);break}g=g.parentNode;if(!g||!g.ownerDocument||g===b||g.nodeType===11)break}}c=c.length>1?f.unique(c):c;return this.pushStack(c,"closest",a)},index:function(a){if(!a)return this[0]&&this[0].parentNode?this.prevAll().length:-1;if(typeof a=="string")return f.inArray(this[0],f(a));return f.inArray(a.jquery?a[0]:a,this)},add:function(a,b){var c=typeof a=="string"?f(a,b):f.makeArray(a&&a.nodeType?[a]:a),d=f.merge(this.get(),c);return this.pushStack(S(c[0])||S(d[0])?d:f.unique(d))},andSelf:function(){return this.add(this.prevObject)}}),f.each({parent:function(a){var b=a.parentNode;return b&&b.nodeType!==11?b:null},parents:function(a){return f.dir(a,"parentNode")},parentsUntil:function(a,b,c){return f.dir(a,"parentNode",c)},next:function(a){return f.nth(a,2,"nextSibling")},prev:function(a){return f.nth(a,2,"previousSibling")},nextAll:function(a){return f.dir(a,"nextSibling")},prevAll:function(a){return f.dir(a,"previousSibling")},nextUntil:function(a,b,c){return f.dir(a,"nextSibling",c)},prevUntil:function(a,b,c){return f.dir(a,"previousSibling",c)},siblings:function(a){return f.sibling(a.parentNode.firstChild,a)},children:function(a){return f.sibling(a.firstChild)},contents:function(a){return f.nodeName(a,"iframe")?a.contentDocument||a.contentWindow.document:f.makeArray(a.childNodes)}},function(a,b){f.fn[a]=function(c,d){var e=f.map(this,b,c);L.test(a)||(d=c),d&&typeof d=="string"&&(e=f.filter(d,e)),e=this.length>1&&!R[a]?f.unique(e):e,(this.length>1||N.test(d))&&M.test(a)&&(e=e.reverse());return this.pushStack(e,a,P.call(arguments).join(","))}}),f.extend({filter:function(a,b,c){c&&(a=":not("+a+")");return b.length===1?f.find.matchesSelector(b[0],a)?[b[0]]:[]:f.find.matches(a,b)},dir:function(a,c,d){var e=[],g=a[c];while(g&&g.nodeType!==9&&(d===b||g.nodeType!==1||!f(g).is(d)))g.nodeType===1&&e.push(g),g=g[c];return e},nth:function(a,b,c,d){b=b||1;var e=0;for(;a;a=a[c])if(a.nodeType===1&&++e===b)break;return a},sibling:function(a,b){var c=[];for(;a;a=a.nextSibling)a.nodeType===1&&a!==b&&c.push(a);return c}});var V="abbr|article|aside|audio|canvas|datalist|details|figcaption|figure|footer|header|hgroup|mark|meter|nav|output|progress|section|summary|time|video",W=/ jQuery\d+="(?:\d+|null)"/g,X=/^\s+/,Y=/<(?!area|br|col|embed|hr|img|input|link|meta|param)(([\w:]+)[^>]*)\/>/ig,Z=/<([\w:]+)/,$=/<tbody/i,_=/<|&#?\w+;/,ba=/<(?:script|style)/i,bb=/<(?:script|object|embed|option|style)/i,bc=new RegExp("<(?:"+V+")","i"),bd=/checked\s*(?:[^=]|=\s*.checked.)/i,be=/\/(java|ecma)script/i,bf=/^\s*<!(?:\[CDATA\[|\-\-)/,bg={option:[1,"<select multiple='multiple'>","</select>"],legend:[1,"<fieldset>","</fieldset>"],thead:[1,"<table>","</table>"],tr:[2,"<table><tbody>","</tbody></table>"],td:[3,"<table><tbody><tr>","</tr></tbody></table>"],col:[2,"<table><tbody></tbody><colgroup>","</colgroup></table>"],area:[1,"<map>","</map>"],_default:[0,"",""]},bh=U(c);bg.optgroup=bg.option,bg.tbody=bg.tfoot=bg.colgroup=bg.caption=bg.thead,bg.th=bg.td,f.support.htmlSerialize||(bg._default=[1,"div<div>","</div>"]),f.fn.extend({text:function(a){if(f.isFunction(a))return this.each(function(b){var c=f(this);c.text(a.call(this,b,c.text()))});if(typeof a!="object"&&a!==b)return this.empty().append((this[0]&&this[0].ownerDocument||c).createTextNode(a));return f.text(this)},wrapAll:function(a){if(f.isFunction(a))return this.each(function(b){f(this).wrapAll(a.call(this,b))});if(this[0]){var b=f(a,this[0].ownerDocument).eq(0).clone(!0);this[0].parentNode&&b.insertBefore(this[0]),b.map(function(){var a=this;while(a.firstChild&&a.firstChild.nodeType===1)a=a.firstChild;return a}).append(this)}return this},wrapInner:function(a){if(f.isFunction(a))return this.each(function(b){f(this).wrapInner(a.call(this,b))});return this.each(function(){var b=f(this),c=b.contents();c.length?c.wrapAll(a):b.append(a)})},wrap:function(a){var b=f.isFunction(a);return this.each(function(c){f(this).wrapAll(b?a.call(this,c):a)})},unwrap:function(){return this.parent().each(function(){f.nodeName(this,"body")||f(this).replaceWith(this.childNodes)}).end()},append:function(){return this.domManip(arguments,!0,function(a){this.nodeType===1&&this.appendChild(a)})},prepend:function(){return this.domManip(arguments,!0,function(a){this.nodeType===1&&this.insertBefore(a,this.firstChild)})},before:function(){if(this[0]&&this[0].parentNode)return this.domManip(arguments,!1,function(a){this.parentNode.insertBefore(a,this)});if(arguments.length){var a=f.clean(arguments);a.push.apply(a,this.toArray());return this.pushStack(a,"before",arguments)}},after:function(){if(this[0]&&this[0].parentNode)return this.domManip(arguments,!1,function(a){this.parentNode.insertBefore(a,this.nextSibling)});if(arguments.length){var a=this.pushStack(this,"after",arguments);a.push.apply(a,f.clean(arguments));return a}},remove:function(a,b){for(var c=0,d;(d=this[c])!=null;c++)if(!a||f.filter(a,[d]).length)!b&&d.nodeType===1&&(f.cleanData(d.getElementsByTagName("*")),f.cleanData([d])),d.parentNode&&d.parentNode.removeChild(d);return this},empty:function()
{for(var a=0,b;(b=this[a])!=null;a++){b.nodeType===1&&f.cleanData(b.getElementsByTagName("*"));while(b.firstChild)b.removeChild(b.firstChild)}return this},clone:function(a,b){a=a==null?!1:a,b=b==null?a:b;return this.map(function(){return f.clone(this,a,b)})},html:function(a){if(a===b)return this[0]&&this[0].nodeType===1?this[0].innerHTML.replace(W,""):null;if(typeof a=="string"&&!ba.test(a)&&(f.support.leadingWhitespace||!X.test(a))&&!bg[(Z.exec(a)||["",""])[1].toLowerCase()]){a=a.replace(Y,"<$1></$2>");try{for(var c=0,d=this.length;c<d;c++)this[c].nodeType===1&&(f.cleanData(this[c].getElementsByTagName("*")),this[c].innerHTML=a)}catch(e){this.empty().append(a)}}else f.isFunction(a)?this.each(function(b){var c=f(this);c.html(a.call(this,b,c.html()))}):this.empty().append(a);return this},replaceWith:function(a){if(this[0]&&this[0].parentNode){if(f.isFunction(a))return this.each(function(b){var c=f(this),d=c.html();c.replaceWith(a.call(this,b,d))});typeof a!="string"&&(a=f(a).detach());return this.each(function(){var b=this.nextSibling,c=this.parentNode;f(this).remove(),b?f(b).before(a):f(c).append(a)})}return this.length?this.pushStack(f(f.isFunction(a)?a():a),"replaceWith",a):this},detach:function(a){return this.remove(a,!0)},domManip:function(a,c,d){var e,g,h,i,j=a[0],k=[];if(!f.support.checkClone&&arguments.length===3&&typeof j=="string"&&bd.test(j))return this.each(function(){f(this).domManip(a,c,d,!0)});if(f.isFunction(j))return this.each(function(e){var g=f(this);a[0]=j.call(this,e,c?g.html():b),g.domManip(a,c,d)});if(this[0]){i=j&&j.parentNode,f.support.parentNode&&i&&i.nodeType===11&&i.childNodes.length===this.length?e={fragment:i}:e=f.buildFragment(a,this,k),h=e.fragment,h.childNodes.length===1?g=h=h.firstChild:g=h.firstChild;if(g){c=c&&f.nodeName(g,"tr");for(var l=0,m=this.length,n=m-1;l<m;l++)d.call(c?bi(this[l],g):this[l],e.cacheable||m>1&&l<n?f.clone(h,!0,!0):h)}k.length&&f.each(k,bp)}return this}}),f.buildFragment=function(a,b,d){var e,g,h,i,j=a[0];b&&b[0]&&(i=b[0].ownerDocument||b[0]),i.createDocumentFragment||(i=c),a.length===1&&typeof j=="string"&&j.length<512&&i===c&&j.charAt(0)==="<"&&!bb.test(j)&&(f.support.checkClone||!bd.test(j))&&(f.support.html5Clone||!bc.test(j))&&(g=!0,h=f.fragments[j],h&&h!==1&&(e=h)),e||(e=i.createDocumentFragment(),f.clean(a,i,e,d)),g&&(f.fragments[j]=h?e:1);return{fragment:e,cacheable:g}},f.fragments={},f.each({appendTo:"append",prependTo:"prepend",insertBefore:"before",insertAfter:"after",replaceAll:"replaceWith"},function(a,b){f.fn[a]=function(c){var d=[],e=f(c),g=this.length===1&&this[0].parentNode;if(g&&g.nodeType===11&&g.childNodes.length===1&&e.length===1){e[b](this[0]);return this}for(var h=0,i=e.length;h<i;h++){var j=(h>0?this.clone(!0):this).get();f(e[h])[b](j),d=d.concat(j)}return this.pushStack(d,a,e.selector)}}),f.extend({clone:function(a,b,c){var d,e,g,h=f.support.html5Clone||!bc.test("<"+a.nodeName)?a.cloneNode(!0):bo(a);if((!f.support.noCloneEvent||!f.support.noCloneChecked)&&(a.nodeType===1||a.nodeType===11)&&!f.isXMLDoc(a)){bk(a,h),d=bl(a),e=bl(h);for(g=0;d[g];++g)e[g]&&bk(d[g],e[g])}if(b){bj(a,h);if(c){d=bl(a),e=bl(h);for(g=0;d[g];++g)bj(d[g],e[g])}}d=e=null;return h},clean:function(a,b,d,e){var g;b=b||c,typeof b.createElement=="undefined"&&(b=b.ownerDocument||b[0]&&b[0].ownerDocument||c);var h=[],i;for(var j=0,k;(k=a[j])!=null;j++){typeof k=="number"&&(k+="");if(!k)continue;if(typeof k=="string")if(!_.test(k))k=b.createTextNode(k);else{k=k.replace(Y,"<$1></$2>");var l=(Z.exec(k)||["",""])[1].toLowerCase(),m=bg[l]||bg._default,n=m[0],o=b.createElement("div");b===c?bh.appendChild(o):U(b).appendChild(o),o.innerHTML=m[1]+k+m[2];while(n--)o=o.lastChild;if(!f.support.tbody){var p=$.test(k),q=l==="table"&&!p?o.firstChild&&o.firstChild.childNodes:m[1]==="<table>"&&!p?o.childNodes:[];for(i=q.length-1;i>=0;--i)f.nodeName(q[i],"tbody")&&!q[i].childNodes.length&&q[i].parentNode.removeChild(q[i])}!f.support.leadingWhitespace&&X.test(k)&&o.insertBefore(b.createTextNode(X.exec(k)[0]),o.firstChild),k=o.childNodes}var r;if(!f.support.appendChecked)if(k[0]&&typeof (r=k.length)=="number")for(i=0;i<r;i++)bn(k[i]);else bn(k);k.nodeType?h.push(k):h=f.merge(h,k)}if(d){g=function(a){return!a.type||be.test(a.type)};for(j=0;h[j];j++)if(e&&f.nodeName(h[j],"script")&&(!h[j].type||h[j].type.toLowerCase()==="text/javascript"))e.push(h[j].parentNode?h[j].parentNode.removeChild(h[j]):h[j]);else{if(h[j].nodeType===1){var s=f.grep(h[j].getElementsByTagName("script"),g);h.splice.apply(h,[j+1,0].concat(s))}d.appendChild(h[j])}}return h},cleanData:function(a){var b,c,d=f.cache,e=f.event.special,g=f.support.deleteExpando;for(var h=0,i;(i=a[h])!=null;h++){if(i.nodeName&&f.noData[i.nodeName.toLowerCase()])continue;c=i[f.expando];if(c){b=d[c];if(b&&b.events){for(var j in b.events)e[j]?f.event.remove(i,j):f.removeEvent(i,j,b.handle);b.handle&&(b.handle.elem=null)}g?delete i[f.expando]:i.removeAttribute&&i.removeAttribute(f.expando),delete d[c]}}}});var bq=/alpha\([^)]*\)/i,br=/opacity=([^)]*)/,bs=/([A-Z]|^ms)/g,bt=/^-?\d+(?:px)?$/i,bu=/^-?\d/,bv=/^([\-+])=([\-+.\de]+)/,bw={position:"absolute",visibility:"hidden",display:"block"},bx=["Left","Right"],by=["Top","Bottom"],bz,bA,bB;f.fn.css=function(a,c){if(arguments.length===2&&c===b)return this;return f.access(this,a,c,!0,function(a,c,d){return d!==b?f.style(a,c,d):f.css(a,c)})},f.extend({cssHooks:{opacity:{get:function(a,b){if(b){var c=bz(a,"opacity","opacity");return c===""?"1":c}return a.style.opacity}}},cssNumber:{fillOpacity:!0,fontWeight:!0,lineHeight:!0,opacity:!0,orphans:!0,widows:!0,zIndex:!0,zoom:!0},cssProps:{"float":f.support.cssFloat?"cssFloat":"styleFloat"},style:function(a,c,d,e){if(!!a&&a.nodeType!==3&&a.nodeType!==8&&!!a.style){var g,h,i=f.camelCase(c),j=a.style,k=f.cssHooks[i];c=f.cssProps[i]||i;if(d===b){if(k&&"get"in k&&(g=k.get(a,!1,e))!==b)return g;return j[c]}h=typeof d,h==="string"&&(g=bv.exec(d))&&(d=+(g[1]+1)*+g[2]+parseFloat(f.css(a,c)),h="number");if(d==null||h==="number"&&isNaN(d))return;h==="number"&&!f.cssNumber[i]&&(d+="px");if(!k||!("set"in k)||(d=k.set(a,d))!==b)try{j[c]=d}catch(l){}}},css:function(a,c,d){var e,g;c=f.camelCase(c),g=f.cssHooks[c],c=f.cssProps[c]||c,c==="cssFloat"&&(c="float");if(g&&"get"in g&&(e=g.get(a,!0,d))!==b)return e;if(bz)return bz(a,c)},swap:function(a,b,c){var d={};for(var e in b)d[e]=a.style[e],a.style[e]=b[e];c.call(a);for(e in b)a.style[e]=d[e]}}),f.curCSS=f.css,f.each(["height","width"],function(a,b){f.cssHooks[b]={get:function(a,c,d){var e;if(c){if(a.offsetWidth!==0)return bC(a,b,d);f.swap(a,bw,function(){e=bC(a,b,d)});return e}},set:function(a,b){if(!bt.test(b))return b;b=parseFloat(b);if(b>=0)return b+"px"}}}),f.support.opacity||(f.cssHooks.opacity={get:function(a,b){return br.test((b&&a.currentStyle?a.currentStyle.filter:a.style.filter)||"")?parseFloat(RegExp.$1)/100+"":b?"1":""},set:function(a,b){var c=a.style,d=a.currentStyle,e=f.isNumeric(b)?"alpha(opacity="+b*100+")":"",g=d&&d.filter||c.filter||"";c.zoom=1;if(b>=1&&f.trim(g.replace(bq,""))===""){c.removeAttribute("filter");if(d&&!d.filter)return}c.filter=bq.test(g)?g.replace(bq,e):g+" "+e}}),f(function(){f.support.reliableMarginRight||(f.cssHooks.marginRight={get:function(a,b){var c;f.swap(a,{display:"inline-block"},function(){b?c=bz(a,"margin-right","marginRight"):c=a.style.marginRight});return c}})}),c.defaultView&&c.defaultView.getComputedStyle&&(bA=function(a,b){var c,d,e;b=b.replace(bs,"-$1").toLowerCase(),(d=a.ownerDocument.defaultView)&&(e=d.getComputedStyle(a,null))&&(c=e.getPropertyValue(b),c===""&&!f.contains(a.ownerDocument.documentElement,a)&&(c=f.style(a,b)));return c}),c.documentElement.currentStyle&&(bB=function(a,b){var c,d,e,f=a.currentStyle&&a.currentStyle[b],g=a.style;f===null&&g&&(e=g[b])&&(f=e),!bt.test(f)&&bu.test(f)&&(c=g.left,d=a.runtimeStyle&&a.runtimeStyle.left,d&&(a.runtimeStyle.left=a.currentStyle.left),g.left=b==="fontSize"?"1em":f||0,f=g.pixelLeft+"px",g.left=c,d&&(a.runtimeStyle.left=d));return f===""?"auto":f}),bz=bA||bB,f.expr&&f.expr.filters&&(f.expr.filters.hidden=function(a){var b=a.offsetWidth,c=a.offsetHeight;return b===0&&c===0||!f.support.reliableHiddenOffsets&&(a.style&&a.style.display||f.css(a,"display"))==="none"},f.expr.filters.visible=function(a){return!f.expr.filters.hidden(a)});var bD=/%20/g,bE=/\[\]$/,bF=/\r?\n/g,bG=/#.*$/,bH=/^(.*?):[ \t]*([^\r\n]*)\r?$/mg,bI=/^(?:color|date|datetime|datetime-local|email|hidden|month|number|password|range|search|tel|text|time|url|week)$/i,bJ=/^(?:about|app|app\-storage|.+\-extension|file|res|widget):$/,bK=/^(?:GET|HEAD)$/,bL=/^\/\//,bM=/\?/,bN=/<script\b[^<]*(?:(?!<\/script>)<[^<]*)*<\/script>/gi,bO=/^(?:select|textarea)/i,bP=/\s+/,bQ=/([?&])_=[^&]*/,bR=/^([\w\+\.\-]+:)(?:\/\/([^\/?#:]*)(?::(\d+))?)?/,bS=f.fn.load,bT={},bU={},bV,bW,bX=["*/"]+["*"];try{bV=e.href}catch(bY){bV=c.createElement("a"),bV.href="",bV=bV.href}bW=bR.exec(bV.toLowerCase())||[],f.fn.extend({load:function(a,c,d){if(typeof a!="string"&&bS)return bS.apply(this,arguments);if(!this.length)return this;var e=a.indexOf(" ");if(e>=0){var g=a.slice(e,a.length);a=a.slice(0,e)}var h="GET";c&&(f.isFunction(c)?(d=c,c=b):typeof c=="object"&&(c=f.param(c,f.ajaxSettings.traditional),h="POST"));var i=this;f.ajax({url:a,type:h,dataType:"html",data:c,complete:function(a,b,c){c=a.responseText,a.isResolved()&&(a.done(function(a){c=a}),i.html(g?f("<div>").append(c.replace(bN,"")).find(g):c)),d&&i.each(d,[c,b,a])}});return this},serialize:function(){return f.param(this.serializeArray())},serializeArray:function(){return this.map(function(){return this.elements?f.makeArray(this.elements):this}).filter(function(){return this.name&&!this.disabled&&(this.checked||bO.test(this.nodeName)||bI.test(this.type))}).map(function(a,b){var c=f(this).val();return c==null?null:f.isArray(c)?f.map(c,function(a,c){return{name:b.name,value:a.replace(bF,"\r\n")}}):{name:b.name,value:c.replace(bF,"\r\n")}}).get()}}),f.each("ajaxStart ajaxStop ajaxComplete ajaxError ajaxSuccess ajaxSend".split(" "),function(a,b){f.fn[b]=function(a){return this.on(b,a)}}),f.each(["get","post"],function(a,c){f[c]=function(a,d,e,g){f.isFunction(d)&&(g=g||e,e=d,d=b);return f.ajax({type:c,url:a,data:d,success:e,dataType:g})}}),f.extend({getScript:function(a,c){return f.get(a,b,c,"script")},getJSON:function(a,b,c){return f.get(a,b,c,"json")},ajaxSetup:function(a,b){b?b_(a,f.ajaxSettings):(b=a,a=f.ajaxSettings),b_(a,b);return a},ajaxSettings:{url:bV,isLocal:bJ.test(bW[1]),global:!0,type:"GET",contentType:"application/x-www-form-urlencoded",processData:!0,async:!0,accepts:{xml:"application/xml, text/xml",html:"text/html",text:"text/plain",json:"application/json, text/javascript","*":bX},contents:{xml:/xml/,html:/html/,json:/json/},responseFields:{xml:"responseXML",text:"responseText"},converters:{"* text":a.String,"text html":!0,"text json":f.parseJSON,"text xml":f.parseXML},flatOptions:{context:!0,url:!0}},ajaxPrefilter:bZ(bT),ajaxTransport:bZ(bU),ajax:function(a,c){function w(a,c,l,m){if(s!==2){s=2,q&&clearTimeout(q),p=b,n=m||"",v.readyState=a>0?4:0;var o,r,u,w=c,x=l?cb(d,v,l):b,y,z;if(a>=200&&a<300||a===304){if(d.ifModified){if(y=v.getResponseHeader("Last-Modified"))f.lastModified[k]=y;if(z=v.getResponseHeader("Etag"))f.etag[k]=z}if(a===304)w="notmodified",o=!0;else try{r=cc(d,x),w="success",o=!0}catch(A){w="parsererror",u=A}}else{u=w;if(!w||a)w="error",a<0&&(a=0)}v.status=a,v.statusText=""+(c||w),o?h.resolveWith(e,[r,w,v]):h.rejectWith(e,[v,w,u]),v.statusCode(j),j=b,t&&g.trigger("ajax"+(o?"Success":"Error"),[v,d,o?r:u]),i.fireWith(e,[v,w]),t&&(g.trigger("ajaxComplete",[v,d]),--f.active||f.event.trigger("ajaxStop"))}}typeof a=="object"&&(c=a,a=b),c=c||{};var d=f.ajaxSetup({},c),e=d.context||d,g=e!==d&&(e.nodeType||e instanceof f)?f(e):f.event,h=f.Deferred(),i=f.Callbacks("once memory"),j=d.statusCode||{},k,l={},m={},n,o,p,q,r,s=0,t,u,v={readyState:0,setRequestHeader:function(a,b){if(!s){var c=a.toLowerCase();a=m[c]=m[c]||a,l[a]=b}return this},getAllResponseHeaders:function(){return s===2?n:null},getResponseHeader:function(a){var c;if(s===2){if(!o){o={};while(c=bH.exec(n))o[c[1].toLowerCase()]=c[2]}c=o[a.toLowerCase()]}return c===b?null:c},overrideMimeType:function(a){s||(d.mimeType=a);return this},abort:function(a){a=a||"abort",p&&p.abort(a),w(0,a);return this}};h.promise(v),v.success=v.done,v.error=v.fail,v.complete=i.add,v.statusCode=function(a){if(a){var b;if(s<2)for(b in a)j[b]=[j[b],a[b]];else b=a[v.status],v.then(b,b)}return this},d.url=((a||d.url)+"").replace(bG,"").replace(bL,bW[1]+"//"),d.dataTypes=f.trim(d.dataType||"*").toLowerCase().split(bP),d.crossDomain==null&&(r=bR.exec(d.url.toLowerCase()),d.crossDomain=!(!r||r[1]==bW[1]&&r[2]==bW[2]&&(r[3]||(r[1]==="http:"?80:443))==(bW[3]||(bW[1]==="http:"?80:443)))),d.data&&d.processData&&typeof d.data!="string"&&(d.data=f.param(d.data,d.traditional)),b$(bT,d,c,v);if(s===2)return!1;t=d.global,d.type=d.type.toUpperCase(),d.hasContent=!bK.test(d.type),t&&f.active++===0&&f.event.trigger("ajaxStart");if(!d.hasContent){d.data&&(d.url+=(bM.test(d.url)?"&":"?")+d.data,delete d.data),k=d.url;if(d.cache===!1){var x=f.now(),y=d.url.replace(bQ,"$1_="+x);d.url=y+(y===d.url?(bM.test(d.url)?"&":"?")+"_="+x:"")}}(d.data&&d.hasContent&&d.contentType!==!1||c.contentType)&&v.setRequestHeader("Content-Type",d.contentType),d.ifModified&&(k=k||d.url,f.lastModified[k]&&v.setRequestHeader("If-Modified-Since",f.lastModified[k]),f.etag[k]&&v.setRequestHeader("If-None-Match",f.etag[k])),v.setRequestHeader("Accept",d.dataTypes[0]&&d.accepts[d.dataTypes[0]]?d.accepts[d.dataTypes[0]]+(d.dataTypes[0]!=="*"?", "+bX+"; q=0.01":""):d.accepts["*"]);for(u in d.headers)v.setRequestHeader(u,d.headers[u]);if(d.beforeSend&&(d.beforeSend.call(e,v,d)===!1||s===2)){v.abort();return!1}for(u in{success:1,error:1,complete:1})v[u](d[u]);p=b$(bU,d,c,v);if(!p)w(-1,"No Transport");else{v.readyState=1,t&&g.trigger("ajaxSend",[v,d]),d.async&&d.timeout>0&&(q=setTimeout(function(){v.abort("timeout")},d.timeout));try{s=1,p.send(l,w)}catch(z){if(s<2)w(-1,z);else throw z}}return v},param:function(a,c){var d=[],e=function(a,b){b=f.isFunction(b)?b():b,d[d.length]=encodeURIComponent(a)+"="+encodeURIComponent(b)};c===b&&(c=f.ajaxSettings.traditional);if(f.isArray(a)||a.jquery&&!f.isPlainObject(a))f.each(a,function(){e(this.name,this.value)});else for(var g in a)ca(g,a[g],c,e);return d.join("&").replace(bD,"+")}}),f.extend({active:0,lastModified:{},etag:{}});var cd=f.now(),ce=/(\=)\?(&|$)|\?\?/i;f.ajaxSetup({jsonp:"callback",jsonpCallback:function(){return f.expando+"_"+cd++}}),f.ajaxPrefilter("json jsonp",function(b,c,d){var e=b.contentType==="application/x-www-form-urlencoded"&&typeof b.data=="string";if(b.dataTypes[0]==="jsonp"||b.jsonp!==!1&&(ce.test(b.url)||e&&ce.test(b.data))){var g,h=b.jsonpCallback=f.isFunction(b.jsonpCallback)?b.jsonpCallback():b.jsonpCallback,i=a[h],j=b.url,k=b.data,l="$1"+h+"$2";b.jsonp!==!1&&(j=j.replace(ce,l),b.url===j&&(e&&(k=k.replace(ce,l)),b.data===k&&(j+=(/\?/.test(j)?"&":"?")+b.jsonp+"="+h))),b.url=j,b.data=k,a[h]=function(a){g=[a]},d.always(function(){a[h]=i,g&&f.isFunction(i)&&a[h](g[0])}),b.converters["script json"]=function(){g||f.error(h+" was not called");return g[0]},b.dataTypes[0]="json";return"script"}}),f.ajaxSetup({accepts:{script:"text/javascript, application/javascript, application/ecmascript, application/x-ecmascript"},contents:{script:/javascript|ecmascript/},converters:{"text script":function(a){f.globalEval(a);return a}}}),f.ajaxPrefilter("script",function(a){a.cache===b&&(a.cache=!1),a.crossDomain&&(a.type="GET",a.global=!1)}),f.ajaxTransport("script",function(a){if(a.crossDomain){var d,e=c.head||c.getElementsByTagName("head")[0]||c.documentElement;return{send:function(f,g){d=c.createElement("script"),d.async="async",a.scriptCharset&&(d.charset=a.scriptCharset),d.src=a.url,d.onload=d.onreadystatechange=function(a,c){if(c||!d.readyState||/loaded|complete/.test(d.readyState))d.onload=d.onreadystatechange=null,e&&d.parentNode&&e.removeChild(d),d=b,c||g(200,"success")},e.insertBefore(d,e.firstChild)},abort:function(){d&&d.onload(0,1)}}}});var cf=a.ActiveXObject?function(){for(var a in ch)ch[a](0,1)}:!1,cg=0,ch;f.ajaxSettings.xhr=a.ActiveXObject?function(){return!this.isLocal&&ci()||cj()}:ci,function(a){f.extend(f.support,{ajax:!!a,cors:!!a&&"withCredentials"in a})}(f.ajaxSettings.xhr()),f.support.ajax&&f.ajaxTransport(function(c){if(!c.crossDomain||f.support.cors){var d;return{send:function(e,g){var h=c.xhr(),i,j;c.username?h.open(c.type,c.url,c.async,c.username,c.password):h.open(c.type,c.url,c.async);if(c.xhrFields)for(j in c.xhrFields)h[j]=c.xhrFields[j];c.mimeType&&h.overrideMimeType&&h.overrideMimeType(c.mimeType),!c.crossDomain&&!e["X-Requested-With"]&&(e["X-Requested-With"]="XMLHttpRequest");try{for(j in e)h.setRequestHeader(j,e[j])}catch(k){}h.send(c.hasContent&&c.data||null),d=function(a,e){var j,k,l,m,n;try{if(d&&(e||h.readyState===4)){d=b,i&&(h.onreadystatechange=f.noop,cf&&delete ch[i]);if(e)h.readyState!==4&&h.abort();else{j=h.status,l=h.getAllResponseHeaders(),m={},n=h.responseXML,n&&n.documentElement&&(m.xml=n),m.text=h.responseText;try{k=h.statusText}catch(o){k=""}!j&&c.isLocal&&!c.crossDomain?j=m.text?200:404:j===1223&&(j=204)}}}catch(p){e||g(-1,p)}m&&g(j,k,m,l)},!c.async||h.readyState===4?d():(i=++cg,cf&&(ch||(ch={},f(a).unload(cf)),ch[i]=d),h.onreadystatechange=d)},abort:function(){d&&d(0,1)}}}});var ck={},cl,cm,cn=/^(?:toggle|show|hide)$/,co=/^([+\-]=)?([\d+.\-]+)([a-z%]*)$/i,cp,cq=[["height","marginTop","marginBottom","paddingTop","paddingBottom"],["width","marginLeft","marginRight","paddingLeft","paddingRight"],["opacity"]],cr;f.fn.extend({show:function(a,b,c){var d,e;if(a||a===0)return this.animate(cu("show",3),a,b,c);for(var g=0,h=this.length;g<h;g++)d=this[g],d.style&&(e=d.style.display,!f._data(d,"olddisplay")&&e==="none"&&(e=d.style.display=""),e===""&&f.css(d,"display")==="none"&&f._data(d,"olddisplay",cv(d.nodeName)));for(g=0;g<h;g++){d=this[g];if(d.style){e=d.style.display;if(e===""||e==="none")d.style.display=f._data(d,"olddisplay")||""}}return this},hide:function(a,b,c){if(a||a===0)return this.animate(cu("hide",3),a,b,c);var d,e,g=0,h=this.length;for(;g<h;g++)d=this[g],d.style&&(e=f.css(d,"display"),e!=="none"&&!f._data(d,"olddisplay")&&f._data(d,"olddisplay",e));for(g=0;g<h;g++)this[g].style&&(this[g].style.display="none");return this},_toggle:f.fn.toggle,toggle:function(a,b,c){var d=typeof a=="boolean";f.isFunction(a)&&f.isFunction(b)?this._toggle.apply(this,arguments):a==null||d?this.each(function(){var b=d?a:f(this).is(":hidden");f(this)[b?"show":"hide"]()}):this.animate(cu("toggle",3),a,b,c);return this},fadeTo:function(a,b,c,d){return this.filter(":hidden").css("opacity",0).show().end().animate({opacity:b},a,c,d)},animate:function(a,b,c,d){function g(){e.queue===!1&&f._mark(this);var b=f.extend({},e),c=this.nodeType===1,d=c&&f(this).is(":hidden"),g,h,i,j,k,l,m,n,o;b.animatedProperties={};for(i in a){g=f.camelCase(i),i!==g&&(a[g]=a[i],delete a[i]),h=a[g],f.isArray(h)?(b.animatedProperties[g]=h[1],h=a[g]=h[0]):b.animatedProperties[g]=b.specialEasing&&b.specialEasing[g]||b.easing||"swing";if(h==="hide"&&d||h==="show"&&!d)return b.complete.call(this);c&&(g==="height"||g==="width")&&(b.overflow=[this.style.overflow,this.style.overflowX,this.style.overflowY],f.css(this,"display")==="inline"&&f.css(this,"float")==="none"&&(!f.support.inlineBlockNeedsLayout||cv(this.nodeName)==="inline"?this.style.display="inline-block":this.style.zoom=1))}b.overflow!=null&&(this.style.overflow="hidden");for(i in a)j=new f.fx(this,b,i),h=a[i],cn.test(h)?(o=f._data(this,"toggle"+i)||(h==="toggle"?d?"show":"hide":0),o?(f._data(this,"toggle"+i,o==="show"?"hide":"show"),j[o]()):j[h]()):(k=co.exec(h),l=j.cur(),k?(m=parseFloat(k[2]),n=k[3]||(f.cssNumber[i]?"":"px"),n!=="px"&&(f.style(this,i,(m||1)+n),l=(m||1)/j.cur()*l,f.style(this,i,l+n)),k[1]&&(m=(k[1]==="-="?-1:1)*m+l),j.custom(l,m,n)):j.custom(l,h,""));return!0}var e=f.speed(b,c,d);if(f.isEmptyObject(a))return this.each(e.complete,[!1]);a=f.extend({},a);return e.queue===!1?this.each(g):this.queue(e.queue,g)},stop:function(a,c,d){typeof a!="string"&&(d=c,c=a,a=b),c&&a!==!1&&this.queue(a||"fx",[]);return this.each(function(){function h(a,b,c){var e=b[c];f.removeData(a,c,!0),e.stop(d)}var b,c=!1,e=f.timers,g=f._data(this);d||f._unmark(!0,this);if(a==null)for(b in g)g[b]&&g[b].stop&&b.indexOf(".run")===b.length-4&&h(this,g,b);else g[b=a+".run"]&&g[b].stop&&h(this,g,b);for(b=e.length;b--;)e[b].elem===this&&(a==null||e[b].queue===a)&&(d?e[b](!0):e[b].saveState(),c=!0,e.splice(b,1));(!d||!c)&&f.dequeue(this,a)})}}),f.each({slideDown:cu("show",1),slideUp:cu("hide",1),slideToggle:cu("toggle",1),fadeIn:{opacity:"show"},fadeOut:{opacity:"hide"},fadeToggle:{opacity:"toggle"}},function(a,b){f.fn[a]=function(a,c,d){return this.animate(b,a,c,d)}}),f.extend({speed:function(a,b,c){var d=a&&typeof a=="object"?f.extend({},a):{complete:c||!c&&b||f.isFunction(a)&&a,duration:a,easing:c&&b||b&&!f.isFunction(b)&&b};d.duration=f.fx.off?0:typeof d.duration=="number"?d.duration:d.duration in f.fx.speeds?f.fx.speeds[d.duration]:f.fx.speeds._default;if(d.queue==null||d.queue===!0)d.queue="fx";d.old=d.complete,d.complete=function(a){f.isFunction(d.old)&&d.old.call(this),d.queue?f.dequeue(this,d.queue):a!==!1&&f._unmark(this)};return d},easing:{linear:function(a,b,c,d){return c+d*a},swing:function(a,b,c,d){return(-Math.cos(a*Math.PI)/2+.5)*d+c}},timers:[],fx:function(a,b,c){this.options=b,this.elem=a,this.prop=c,b.orig=b.orig||{}}}),f.fx.prototype={update:function(){this.options.step&&this.options.step.call(this.elem,this.now,this),(f.fx.step[this.prop]||f.fx.step._default)(this)},cur:function(){if(this.elem[this.prop]!=null&&(!this.elem.style||this.elem.style[this.prop]==null))return this.elem[this.prop];var a,b=f.css(this.elem,this.prop);return isNaN(a=parseFloat(b))?!b||b==="auto"?0:b:a},custom:function(a,c,d){function h(a){return e.step(a)}var e=this,g=f.fx;this.startTime=cr||cs(),this.end=c,this.now=this.start=a,this.pos=this.state=0,this.unit=d||this.unit||(f.cssNumber[this.prop]?"":"px"),h.queue=this.options.queue,h.elem=this.elem,h.saveState=function(){e.options.hide&&f._data(e.elem,"fxshow"+e.prop)===b&&f._data(e.elem,"fxshow"+e.prop,e.start)},h()&&f.timers.push(h)&&!cp&&(cp=setInterval(g.tick,g.interval))},show:function(){var a=f._data(this.elem,"fxshow"+this.prop);this.options.orig[this.prop]=a||f.style(this.elem,this.prop),this.options.show=!0,a!==b?this.custom(this.cur(),a):this.custom(this.prop==="width"||this.prop==="height"?1:0,this.cur()),f(this.elem).show()},hide:function(){this.options.orig[this.prop]=f._data(this.elem,"fxshow"+this.prop)||f.style(this.elem,this.prop),this.options.hide=!0,this.custom(this.cur(),0)},step:function(a){var b,c,d,e=cr||cs(),g=!0,h=this.elem,i=this.options;if(a||e>=i.duration+this.startTime){this.now=this.end,this.pos=this.state=1,this.update(),i.animatedProperties[this.prop]=!0;for(b in i.animatedProperties)i.animatedProperties[b]!==!0&&(g=!1);if(g){i.overflow!=null&&!f.support.shrinkWrapBlocks&&f.each(["","X","Y"],function(a,b){h.style["overflow"+b]=i.overflow[a]}),i.hide&&f(h).hide();if(i.hide||i.show)for(b in i.animatedProperties)f.style(h,b,i.orig[b]),f.removeData(h,"fxshow"+b,!0),f.removeData(h,"toggle"+b,!0);d=i.complete,d&&(i.complete=!1,d.call(h))}return!1}i.duration==Infinity?this.now=e:(c=e-this.startTime,this.state=c/i.duration,this.pos=f.easing[i.animatedProperties[this.prop]](this.state,c,0,1,i.duration),this.now=this.start+(this.end-this.start)*this.pos),this.update();return!0}},f.extend(f.fx,{tick:function(){var a,b=f.timers,c=0;for(;c<b.length;c++)a=b[c],!a()&&b[c]===a&&b.splice(c--,1);b.length||f.fx.stop()},interval:13,stop:function(){clearInterval(cp),cp=null},speeds:{slow:600,fast:200,_default:400},step:{opacity:function(a){f.style(a.elem,"opacity",a.now)},_default:function(a){a.elem.style&&a.elem.style[a.prop]!=null?a.elem.style[a.prop]=a.now+a.unit:a.elem[a.prop]=a.now}}}),f.each(["width","height"],function(a,b){f.fx.step[b]=function(a){f.style(a.elem,b,Math.max(0,a.now)+a.unit)}}),f.expr&&f.expr.filters&&(f.expr.filters.animated=function(a){return f.grep(f.timers,function(b){return a===b.elem}).length});var cw=/^t(?:able|d|h)$/i,cx=/^(?:body|html)$/i;"getBoundingClientRect"in c.documentElement?f.fn.offset=function(a){var b=this[0],c;if(a)return this.each(function(b){f.offset.setOffset(this,a,b)});if(!b||!b.ownerDocument)return null;if(b===b.ownerDocument.body)return f.offset.bodyOffset(b);try{c=b.getBoundingClientRect()}catch(d){}var e=b.ownerDocument,g=e.documentElement;if(!c||!f.contains(g,b))return c?{top:c.top,left:c.left}:{top:0,left:0};var h=e.body,i=cy(e),j=g.clientTop||h.clientTop||0,k=g.clientLeft||h.clientLeft||0,l=i.pageYOffset||f.support.boxModel&&g.scrollTop||h.scrollTop,m=i.pageXOffset||f.support.boxModel&&g.scrollLeft||h.scrollLeft,n=c.top+l-j,o=c.left+m-k;return{top:n,left:o}}:f.fn.offset=function(a){var b=this[0];if(a)return this.each(function(b){f.offset.setOffset(this,a,b)});if(!b||!b.ownerDocument)return null;if(b===b.ownerDocument.body)return f.offset.bodyOffset(b);var c,d=b.offsetParent,e=b,g=b.ownerDocument,h=g.documentElement,i=g.body,j=g.defaultView,k=j?j.getComputedStyle(b,null):b.currentStyle,l=b.offsetTop,m=b.offsetLeft;while((b=b.parentNode)&&b!==i&&b!==h){if(f.support.fixedPosition&&k.position==="fixed")break;c=j?j.getComputedStyle(b,null):b.currentStyle,l-=b.scrollTop,m-=b.scrollLeft,b===d&&(l+=b.offsetTop,m+=b.offsetLeft,f.support.doesNotAddBorder&&(!f.support.doesAddBorderForTableAndCells||!cw.test(b.nodeName))&&(l+=parseFloat(c.borderTopWidth)||0,m+=parseFloat(c.borderLeftWidth)||0),e=d,d=b.offsetParent),f.support.subtractsBorderForOverflowNotVisible&&c.overflow!=="visible"&&(l+=parseFloat(c.borderTopWidth)||0,m+=parseFloat(c.borderLeftWidth)||0),k=c}if(k.position==="relative"||k.position==="static")l+=i.offsetTop,m+=i.offsetLeft;f.support.fixedPosition&&k.position==="fixed"&&(l+=Math.max(h.scrollTop,i.scrollTop),m+=Math.max(h.scrollLeft,i.scrollLeft));return{top:l,left:m}},f.offset={bodyOffset:function(a){var b=a.offsetTop,c=a.offsetLeft;f.support.doesNotIncludeMarginInBodyOffset&&(b+=parseFloat(f.css(a,"marginTop"))||0,c+=parseFloat(f.css(a,"marginLeft"))||0);return{top:b,left:c}},setOffset:function(a,b,c){var d=f.css(a,"position");d==="static"&&(a.style.position="relative");var e=f(a),g=e.offset(),h=f.css(a,"top"),i=f.css(a,"left"),j=(d==="absolute"||d==="fixed")&&f.inArray("auto",[h,i])>-1,k={},l={},m,n;j?(l=e.position(),m=l.top,n=l.left):(m=parseFloat(h)||0,n=parseFloat(i)||0),f.isFunction(b)&&(b=b.call(a,c,g)),b.top!=null&&(k.top=b.top-g.top+m),b.left!=null&&(k.left=b.left-g.left+n),"using"in b?b.using.call(a,k):e.css(k)}},f.fn.extend({position:function(){if(!this[0])return null;var a=this[0],b=this.offsetParent(),c=this.offset(),d=cx.test(b[0].nodeName)?{top:0,left:0}:b.offset();c.top-=parseFloat(f.css(a,"marginTop"))||0,c.left-=parseFloat(f.css(a,"marginLeft"))||0,d.top+=parseFloat(f.css(b[0],"borderTopWidth"))||0,d.left+=parseFloat(f.css(b[0],"borderLeftWidth"))||0;return{top:c.top-d.top,left:c.left-d.left}},offsetParent:function(){return this.map(function(){var a=this.offsetParent||c.body;while(a&&!cx.test(a.nodeName)&&f.css(a,"position")==="static")a=a.offsetParent;return a})}}),f.each(["Left","Top"],function(a,c){var d="scroll"+c;f.fn[d]=function(c){var e,g;if(c===b){e=this[0];if(!e)return null;g=cy(e);return g?"pageXOffset"in g?g[a?"pageYOffset":"pageXOffset"]:f.support.boxModel&&g.document.documentElement[d]||g.document.body[d]:e[d]}return this.each(function(){g=cy(this),g?g.scrollTo(a?f(g).scrollLeft():c,a?c:f(g).scrollTop()):this[d]=c})}}),f.each(["Height","Width"],function(a,c){var d=c.toLowerCase();f.fn["inner"+c]=function(){var a=this[0];return a?a.style?parseFloat(f.css(a,d,"padding")):this[d]():null},f.fn["outer"+c]=function(a){var b=this[0];return b?b.style?parseFloat(f.css(b,d,a?"margin":"border")):this[d]():null},f.fn[d]=function(a){var e=this[0];if(!e)return a==null?null:this;if(f.isFunction(a))return this.each(function(b){var c=f(this);c[d](a.call(this,b,c[d]()))});if(f.isWindow(e)){var g=e.document.documentElement["client"+c],h=e.document.body;return e.document.compatMode==="CSS1Compat"&&g||h&&h["client"+c]||g}if(e.nodeType===9)return Math.max(e.documentElement["client"+c],e.body["scroll"+c],e.documentElement["scroll"+c],e.body["offset"+c],e.documentElement["offset"+c]);if(a===b){var i=f.css(e,d),j=parseFloat(i);return f.isNumeric(j)?j:i}return this.css(d,typeof a=="string"?a:a+"px")}}),a.jQuery=a.$=f,typeof define=="function"&&define.amd&&define.amd.jQuery&&define("jquery",[],function(){return f})})(window);
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OEBPS/Common_Content/scripts/highlight.js/CHANGES.md
## Version 8.4

We've got the new [demo page][]! The obvious new feature is the new look, but
apart from that it's got smarter: by presenting languages in groups it avoids
running 10000 highlighting attempts after first load which was slowing it down
and giving bad overall impression. It is now also being generated from test
code snippets so the authors of new languages don't have to update both tests
and the demo page with the same thing.

Other notable changes:

- The `template_comment` class is gone in favor of the more general `comment`.
- Number parsing unified and improved across languages.
- C++, Java and C# now use unified grammar to highlight titles in
  function/method definitions.
- The browser build is now usable as an AMD module, there's no separate build
  target for that anymore.
- OCaml has got a [comprehensive overhaul][ocaml] by [Mickaël Delahaye][].
- Clojure's data structures and literals are now highlighted outside of lists
  and we can now highlight Clojure's REPL sessions.

New languages:

- *AspectJ* by [Hakan Özler][]
- *STEP Part 21* by [Adam Joseph Cook][]
- *SML* derived by [Edwin Dalorzo][] from OCaml definition
- *Mercury* by [mucaho][]
- *Smali* by [Dennis Titze][]
- *Verilog* by [Jon Evans][]
- *Stata* by [Brian Quistorff][]

[Hakan Özler]: https://github.com/ozlerhakan
[Adam Joseph Cook]: https://github.com/adamjcook
[demo page]: https://highlightjs.org/static/demo/
[Ivan Sagalaev]: https://github.com/isagalaev
[Edwin Dalorzo]: https://github.com/edalorzo
[mucaho]: https://github.com/mucaho
[Dennis Titze]: https://github.com/titze
[Jon Evans]: https://github.com/craftyjon
[Brian Quistorff]: https://github.com/bquistorff
[ocaml]: https://github.com/isagalaev/highlight.js/pull/608#issue-46190207
[Mickaël Delahaye]: https://github.com/polazarus


## Version 8.3

We streamlined our tool chain, it is now based entirely on node.js instead of
being a mix of node.js, Python and Java. The build script options and arguments
remained the same, and we've noted all the changes in the [documentation][b].
Apart from reducing complexity, the new build script is also faster from not
having to start Java machine repeatedly. The credits for the work go to [Jeremy
Hull][].

Some notable fixes:

- PHP and JavaScript mixed in HTML now live happily with each other.
- JavaScript regexes now understand ES6 flags "u" and "y".
- `throw` keyword is no longer detected as a method name in Java.
- Fixed parsing of numbers and symbols in Clojure thanks to [input from Ivan
  Kleshnin][ik].

New languages in this release:

- *Less* by [Max Mikhailov][]
- *Stylus* by [Bryant Williams][]
- *Tcl* by [Radek Liska][]
- *Puppet* by [Jose Molina Colmenero][]
- *Processing* by [Erik Paluka][]
- *Twig* templates by [Luke Holder][]
- *PowerShell* by [David Mohundro][], based on [the work of Nicholas
  Blumhardt][ps]
- *XL* by [Christophe de Dinechin][]
- *LiveScript* by [Taneli Vatanen][] and [Jen Evers-Corvina][]
- *ERB* (Ruby in HTML) by [Lucas Mazza][]
- *Roboconf* by [Vincent Zurczak][]

[b]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[Jeremy Hull]: https://github.com/sourrust
[ik]: https://twitter.com/IvanKleshnin/status/514041599484231680
[Max Mikhailov]: https://github.com/seven-phases-max
[Bryant Williams]: https://github.com/scien
[Radek Liska]: https://github.com/Nindaleth
[Jose Molina Colmenero]: https://github.com/Moliholy
[Erik Paluka]: https://github.com/paluka
[Luke Holder]: https://github.com/lukeholder
[David Mohundro]: https://github.com/drmohundro
[ps]: https://github.com/OctopusDeploy/Library/blob/master/app/shared/presentation/highlighting/powershell.js
[Christophe de Dinechin]: https://github.com/c3d
[Taneli Vatanen]: https://github.com/Daiz-
[Jen Evers-Corvina]: https://github.com/sevvie
[Lucas Mazza]: https://github.com/lucasmazza
[Vincent Zurczak]: https://github.com/vincent-zurczak

## Version 8.2

We've finally got [real tests][test] and [continuous testing on Travis][ci]
thanks to [Jeremy Hull][] and [Chris Eidhof][]. The tests designed to cover
everything: language detection, correct parsing of individual language features
and various special cases. This is a very important change that gives us
confidence in extending language definitions and refactoring library core.

We're going to redesign the old [demo/test suite][demo] into an interactive
demo web app. If you're confident front-end developer or designer and want to
help us with it, drop a comment into [the issue][#542] on GitHub.

[test]: https://github.com/isagalaev/highlight.js/tree/master/test
[demo]: https://highlightjs.org/static/test.html
[#542]: https://github.com/isagalaev/highlight.js/issues/542
[ci]: https://travis-ci.org/isagalaev/highlight.js
[Jeremy Hull]: https://github.com/sourrust
[Chris Eidhof]: https://github.com/chriseidhof

As usually there's a handful of new languages in this release:

- *Groovy* by [Guillaume Laforge][]
- *Dart* by [Maxim Dikun][]
- *Dust* by [Michael Allen][]
- *Scheme* by [JP Verkamp][]
- *G-Code* by [Adam Joseph Cook][]
- *Q* from Kx Systems by [Sergey Vidyuk][]

[Guillaume Laforge]: https://github.com/glaforge
[Maxim Dikun]: https://github.com/dikmax
[Michael Allen]: https://github.com/bfui
[JP Verkamp]: https://github.com/jpverkamp
[Adam Joseph Cook]: https://github.com/adamjcook
[Sergey Vidyuk]: https://github.com/sv

Other improvements:

- [Erik Osheim][] heavily reworked Scala definitions making it richer.
- [Lucas Mazza][] fixed Ruby hashes highlighting
- Lisp variants (Lisp, Clojure and Scheme) are unified in regard to naming
  the first symbol in parentheses: it's "keyword" in general case and also
  "built_in" for built-in functions in Clojure and Scheme.

[Erik Osheim]: https://github.com/non
[Lucas Mazza]: https://github.com/lucasmazza

## Version 8.1

New languages:

- *Gherkin* by [Sam Pikesley][]
- *Elixir* by [Josh Adams][]
- *NSIS* by [Jan T. Sott][]
- *VIM script* by [Jun Yang][]
- *Protocol Buffers* by [Dan Tao][]
- *Nix* by [Domen Kožar][]
- *x86asm* by [innocenat][]
- *Cap’n Proto* and *Thrift* by [Oleg Efimov][]
- *Monkey* by [Arthur Bikmullin][]
- *TypeScript* by [Panu Horsmalahti][]
- *Nimrod* by [Flaviu Tamas][]
- *Gradle* by [Damian Mee][]
- *Haxe* by [Christopher Kaster][]
- *Swift* by [Chris Eidhof][] and [Nate Cook][]

New styles:

- *Kimbie*, light and dark variants by [Jan T. Sott][]
- *Color brewer* by [Fabrício Tavares de Oliveira][]
- *Codepen.io embed* by [Justin Perry][]
- *Hybrid* by [Nic West][]

[Sam Pikesley]: https://github.com/pikesley
[Sindre Sorhus]: https://github.com/sindresorhus
[Josh Adams]: https://github.com/knewter
[Jan T. Sott]: https://github.com/idleberg
[Jun Yang]: https://github.com/harttle
[Dan Tao]: https://github.com/dtao
[Domen Kožar]: https://github.com/iElectric
[innocenat]: https://github.com/innocenat
[Oleg Efimov]: https://github.com/Sannis
[Arthur Bikmullin]: https://github.com/devolonter
[Panu Horsmalahti]: https://github.com/panuhorsmalahti
[Flaviu Tamas]: https://github.com/flaviut
[Damian Mee]: https://github.com/chester1000
[Christopher Kaster]: http://christopher.kaster.ws
[Fabrício Tavares de Oliveira]: https://github.com/fabriciotav
[Justin Perry]: https://github.com/ourmaninamsterdam
[Nic West]: https://github.com/nicwest
[Chris Eidhof]: https://github.com/chriseidhof
[Nate Cook]: https://github.com/natecook1000

Other improvements:

- The README is heavily reworked and brought up to date by [Jeremy Hull][].
- Added [`listLanguages()`][ll] method in the API.
- Improved C/C++/C# detection.
- Added a bunch of new language aliases, documented the existing ones. Thanks to
  [Sindre Sorhus][] for background research.
- Added phrasal English words to boost relevance in comments.
- Many improvements to SQL definition made by [Heiko August][],
  [Nikolay Lisienko][] and [Travis Odom][].
- The shorter `lang-` prefix for language names in HTML classes supported
  alongside `language-`. Thanks to [Jeff Escalante][].
- Ruby's got support for interactive console sessions. Thanks to
  [Pascal Hurni][].
- Added built-in functions for R language. Thanks to [Artem A. Klevtsov][].
- Rust's got definition for lifetime parameters and improved string syntax.
  Thanks to [Roman Shmatov][].
- Various improvements to Objective-C definition by [Matt Diephouse][].
- Fixed highlighting of generics in Java.

[ll]: http://highlightjs.readthedocs.org/en/latest/api.html#listlanguages
[Sindre Sorhus]: https://github.com/sindresorhus
[Heiko August]: https://github.com/auge8472
[Nikolay Lisienko]: https://github.com/neor-ru
[Travis Odom]: https://github.com/Burstaholic
[Jeff Escalante]: https://github.com/jenius
[Pascal Hurni]: https://github.com/phurni
[Jiyin Yiyong]: https://github.com/jiyinyiyong
[Artem A. Klevtsov]: https://github.com/unikum
[Roman Shmatov]: https://github.com/shmatov
[Jeremy Hull]: https://github.com/sourrust
[Matt Diephouse]: https://github.com/mdiep


## Version 8.0

This new major release is quite a big overhaul bringing both new features and
some backwards incompatible changes. However, chances are that the majority of
users won't be affected by the latter: the basic scenario described in the
README is left intact.

Here's what did change in an incompatible way:

- We're now prefixing all classes located in [CSS classes reference][cr] with
  `hljs-`, by default, because some class names would collide with other
  people's stylesheets. If you were using an older version, you might still want
  the previous behavior, but still want to upgrade. To suppress this new
  behavior, you would initialize like so:

  ```html
  <script type="text/javascript">
    hljs.configure({classPrefix: ''});
    hljs.initHighlightingOnLoad();
  </script>
  ```

- `tabReplace` and `useBR` that were used in different places are also unified
  into the global options object and are to be set using `configure(options)`.
  This function is documented in our [API docs][]. Also note that these
  parameters are gone from `highlightBlock` and `fixMarkup` which are now also
  rely on `configure`.

- We removed public-facing (though undocumented) object `hljs.LANGUAGES` which
  was used to register languages with the library in favor of two new methods:
  `registerLanguage` and `getLanguage`. Both are documented in our [API docs][].

- Result returned from `highlight` and `highlightAuto` no longer contains two
  separate attributes contributing to relevance score, `relevance` and
  `keyword_count`. They are now unified in `relevance`.

Another technically compatible change that nonetheless might need attention:

- The structure of the NPM package was refactored, so if you had installed it
  locally, you'll have to update your paths. The usual `require('highlight.js')`
  works as before. This is contributed by [Dmitry Smolin][].

New features:

- Languages now can be recognized by multiple names like "js" for JavaScript or
  "html" for, well, HTML (which earlier insisted on calling it "xml"). These
  aliases can be specified in the class attribute of the code container in your
  HTML as well as in various API calls. For now there are only a few very common
  aliases but we'll expand it in the future. All of them are listed in the
  [class reference][cr].

- Language detection can now be restricted to a subset of languages relevant in
  a given context — a web page or even a single highlighting call. This is
  especially useful for node.js build that includes all the known languages.
  Another example is a StackOverflow-style site where users specify languages
  as tags rather than in the markdown-formatted code snippets. This is
  documented in the [API reference][] (see methods `highlightAuto` and
  `configure`).

- Language definition syntax streamlined with [variants][] and
  [beginKeywords][].

New languages and styles:

- *Oxygene* by [Carlo Kok][]
- *Mathematica* by [Daniel Kvasnička][]
- *Autohotkey* by [Seongwon Lee][]
- *Atelier* family of styles in 10 variants by [Bram de Haan][]
- *Paraíso* styles by [Jan T. Sott][]

Miscellaneous improvements:

- Highlighting `=>` prompts in Clojure.
- [Jeremy Hull][] fixed a lot of styles for consistency.
- Finally, highlighting PHP and HTML [mixed in peculiar ways][php-html].
- Objective C and C# now properly highlight titles in method definition.
- Big overhaul of relevance counting for a number of languages. Please do report
  bugs about mis-detection of non-trivial code snippets!

[API reference]: http://highlightjs.readthedocs.org/en/latest/api.html

[cr]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[api docs]: http://highlightjs.readthedocs.org/en/latest/api.html
[variants]: https://groups.google.com/d/topic/highlightjs/VoGC9-1p5vk/discussion
[beginKeywords]: https://github.com/isagalaev/highlight.js/commit/6c7fdea002eb3949577a85b3f7930137c7c3038d
[php-html]: https://twitter.com/highlightjs/status/408890903017689088

[Carlo Kok]: https://github.com/carlokok
[Bram de Haan]: https://github.com/atelierbram
[Daniel Kvasnička]: https://github.com/dkvasnicka
[Dmitry Smolin]: https://github.com/dimsmol
[Jeremy Hull]: https://github.com/sourrust
[Seongwon Lee]: https://github.com/dlimpid
[Jan T. Sott]: https://github.com/idleberg


## Version 7.5

A catch-up release dealing with some of the accumulated contributions. This one
is probably will be the last before the 8.0 which will be slightly backwards
incompatible regarding some advanced use-cases.

One outstanding change in this version is the addition of 6 languages to the
[hosted script][d]: Markdown, ObjectiveC, CoffeeScript, Apache, Nginx and
Makefile. It now weighs about 6K more but we're going to keep it under 30K.

New languages:

- OCaml by [Mehdi Dogguy][mehdid] and [Nicolas Braud-Santoni][nbraud]
- [LiveCode Server][lcs] by [Ralf Bitter][revig]
- Scilab by [Sylvestre Ledru][sylvestre]
- basic support for Makefile by [Ivan Sagalaev][isagalaev]

Improvements:

- Ruby's got support for characters like `?A`, `?1`, `?\012` etc. and `%r{..}`
  regexps.
- Clojure now allows a function call in the beginning of s-expressions
  `(($filter "myCount") (arr 1 2 3 4 5))`.
- Haskell's got new keywords and now recognizes more things like pragmas,
  preprocessors, modules, containers, FFIs etc. Thanks to [Zena Treep][treep]
  for the implementation and to [Jeremy Hull][sourrust] for guiding it.
- Miscellaneous fixes in PHP, Brainfuck, SCSS, Asciidoc, CMake, Python and F#.

[mehdid]: https://github.com/mehdid
[nbraud]: https://github.com/nbraud
[revig]: https://github.com/revig
[lcs]: http://livecode.com/developers/guides/server/
[sylvestre]: https://github.com/sylvestre
[isagalaev]: https://github.com/isagalaev
[treep]: https://github.com/treep
[sourrust]: https://github.com/sourrust
[d]: http://highlightjs.org/download/


## New core developers

The latest long period of almost complete inactivity in the project coincided
with growing interest to it led to a decision that now seems completely obvious:
we need more core developers.

So without further ado let me welcome to the core team two long-time
contributors: [Jeremy Hull][] and [Oleg
Efimov][].

Hope now we'll be able to work through stuff faster!

P.S. The historical commit is [here][1] for the record.

[Jeremy Hull]: https://github.com/sourrust
[Oleg Efimov]: https://github.com/sannis
[1]: https://github.com/isagalaev/highlight.js/commit/f3056941bda56d2b72276b97bc0dd5f230f2473f


## Version 7.4

This long overdue version is a snapshot of the current source tree with all the
changes that happened during the past year. Sorry for taking so long!

Along with the changes in code highlight.js has finally got its new home at
<http://highlightjs.org/>, moving from its cradle on Software Maniacs which it
outgrew a long time ago. Be sure to report any bugs about the site to
<mailto:info@highlightjs.org>.

On to what's new…

New languages:

- Handlebars templates by [Robin Ward][]
- Oracle Rules Language by [Jason Jacobson][]
- F# by [Joans Follesø][]
- AsciiDoc and Haml by [Dan Allen][]
- Lasso by [Eric Knibbe][]
- SCSS by [Kurt Emch][]
- VB.NET by [Poren Chiang][]
- Mizar by [Kelley van Evert][]

[Robin Ward]: https://github.com/eviltrout
[Jason Jacobson]: https://github.com/jayce7
[Joans Follesø]: https://github.com/follesoe
[Dan Allen]: https://github.com/mojavelinux
[Eric Knibbe]: https://github.com/EricFromCanada
[Kurt Emch]: https://github.com/kemch
[Poren Chiang]: https://github.com/rschiang
[Kelley van Evert]: https://github.com/kelleyvanevert

New style themes:

- Monokai Sublime by [noformnocontent][]
- Railscasts by [Damien White][]
- Obsidian by [Alexander Marenin][]
- Docco by [Simon Madine][]
- Mono Blue by [Ivan Sagalaev][] (uses a single color hue for everything)
- Foundation by [Dan Allen][]

[noformnocontent]: http://nn.mit-license.org/
[Damien White]: https://github.com/visoft
[Alexander Marenin]: https://github.com/ioncreature
[Simon Madine]: https://github.com/thingsinjars
[Ivan Sagalaev]: https://github.com/isagalaev

Other notable changes:

- Corrected many corner cases in CSS.
- Dropped Python 2 version of the build tool.
- Implemented building for the AMD format.
- Updated Rust keywords (thanks to [Dmitry Medvinsky][]).
- Literal regexes can now be used in language definitions.
- CoffeeScript highlighting is now significantly more robust and rich due to
  input from [Cédric Néhémie][].

[Dmitry Medvinsky]: https://github.com/dmedvinsky
[Cédric Néhémie]: https://github.com/abe33


## Version 7.3

- Since this version highlight.js no longer works in IE version 8 and older.
  It's made it possible to reduce the library size and dramatically improve code
  readability and made it easier to maintain. Time to go forward!

- New languages: AppleScript (by [Nathan Grigg][ng] and [Dr. Drang][dd]) and
  Brainfuck (by [Evgeny Stepanischev][bolk]).

- Improvements to existing languages:

    - interpreter prompt in Python (`>>>` and `...`)
    - @-properties and classes in CoffeeScript
    - E4X in JavaScript (by [Oleg Efimov][oe])
    - new keywords in Perl (by [Kirk Kimmel][kk])
    - big Ruby syntax update (by [Vasily Polovnyov][vast])
    - small fixes in Bash

- Also Oleg Efimov did a great job of moving all the docs for language and style
  developers and contributors from the old wiki under the source code in the
  "docs" directory. Now these docs are nicely presented at
  <http://highlightjs.readthedocs.org/>.

[ng]: https://github.com/nathan11g
[dd]: https://github.com/drdrang
[bolk]: https://github.com/bolknote
[oe]: https://github.com/Sannis
[kk]: https://github.com/kimmel
[vast]: https://github.com/vast


## Version 7.2

A regular bug-fix release without any significant new features. Enjoy!


## Version 7.1

A Summer crop:

- [Marc Fornos][mf] made the definition for Clojure along with the matching
  style Rainbow (which, of course, works for other languages too).
- CoffeeScript support continues to improve getting support for regular
  expressions.
- Yoshihide Jimbo ported to highlight.js [five Tomorrow styles][tm] from the
  [project by Chris Kempson][tm0].
- Thanks to [Casey Duncun][cd] the library can now be built in the popular
  [AMD format][amd].
- And last but not least, we've got a fair number of correctness and consistency
  fixes, including a pretty significant refactoring of Ruby.

[mf]: https://github.com/mfornos
[tm]: http://jmblog.github.com/color-themes-for-highlightjs/
[tm0]: https://github.com/ChrisKempson/Tomorrow-Theme
[cd]: https://github.com/caseman
[amd]: http://requirejs.org/docs/whyamd.html


## Version 7.0

The reason for the new major version update is a global change of keyword syntax
which resulted in the library getting smaller once again. For example, the
hosted build is 2K less than at the previous version while supporting two new
languages.

Notable changes:

- The library now works not only in a browser but also with [node.js][]. It is
  installable with `npm install highlight.js`. [API][] docs are available on our
  wiki.

- The new unique feature (apparently) among syntax highlighters is highlighting
  *HTTP* headers and an arbitrary language in the request body. The most useful
  languages here are *XML* and *JSON* both of which highlight.js does support.
  Here's [the detailed post][p] about the feature.

- Two new style themes: a dark "south" *[Pojoaque][]* by Jason Tate and an
  emulation of*XCode* IDE by [Angel Olloqui][ao].

- Three new languages: *D* by [Aleksandar Ružičić][ar], *R* by [Joe Cheng][jc]
  and *GLSL* by [Sergey Tikhomirov][st].

- *Nginx* syntax has become a million times smaller and more universal thanks to
  remaking it in a more generic manner that doesn't require listing all the
  directives in the known universe.

- Function titles are now highlighted in *PHP*.

- *Haskell* and *VHDL* were significantly reworked to be more rich and correct
  by their respective maintainers [Jeremy Hull][sr] and [Igor Kalnitsky][ik].

And last but not least, many bugs have been fixed around correctness and
language detection.

Overall highlight.js currently supports 51 languages and 20 style themes.

[node.js]: http://nodejs.org/
[api]: http://softwaremaniacs.org/wiki/doku.php/highlight.js:api
[p]: http://softwaremaniacs.org/blog/2012/05/10/http-and-json-in-highlight-js/en/
[pojoaque]: http://web-cms-designs.com/ftopict-10-pojoaque-style-for-highlight-js-code-highlighter.html
[ao]: https://github.com/angelolloqui
[ar]: https://github.com/raleksandar
[jc]: https://github.com/jcheng5
[st]: https://github.com/tikhomirov
[sr]: https://github.com/sourrust
[ik]: https://github.com/ikalnitsky


## Version 6.2

A lot of things happened in highlight.js since the last version! We've got nine
new contributors, the discussion group came alive, and the main branch on GitHub
now counts more than 350 followers. Here are most significant results coming
from all this activity:

- 5 (five!) new languages: Rust, ActionScript, CoffeeScript, MatLab and
  experimental support for markdown. Thanks go to [Andrey Vlasovskikh][av],
  [Alexander Myadzel][am], [Dmytrii Nagirniak][dn], [Oleg Efimov][oe], [Denis
  Bardadym][db] and [John Crepezzi][jc].

- 2 new style themes: Monokai by [Luigi Maselli][lm] and stylistic imitation of
  another well-known highlighter Google Code Prettify by [Aahan Krish][ak].

- A vast number of [correctness fixes and code refactorings][log], mostly made
  by [Oleg Efimov][oe] and [Evgeny Stepanischev][es].

[av]: https://github.com/vlasovskikh
[am]: https://github.com/myadzel
[dn]: https://github.com/dnagir
[oe]: https://github.com/Sannis
[db]: https://github.com/btd
[jc]: https://github.com/seejohnrun
[lm]: http://grigio.org/
[ak]: https://github.com/geekpanth3r
[es]: https://github.com/bolknote
[log]: https://github.com/isagalaev/highlight.js/commits/


## Version 6.1 — Solarized

[Jeremy Hull][jh] has implemented my dream feature — a port of [Solarized][]
style theme famous for being based on the intricate color theory to achieve
correct contrast and color perception. It is now available for highlight.js in
both variants — light and dark.

This version also adds a new original style Arta. Its author pumbur maintains a
[heavily modified fork of highlight.js][pb] on GitHub.

[jh]: https://github.com/sourrust
[solarized]: http://ethanschoonover.com/solarized
[pb]: https://github.com/pumbur/highlight.js


## Version 6.0

New major version of the highlighter has been built on a significantly
refactored syntax. Due to this it's even smaller than the previous one while
supporting more languages!

New languages are:

- Haskell by [Jeremy Hull][sourrust]
- Erlang in two varieties — module and REPL — made collectively by [Nikolay
  Zakharov][desh], [Dmitry Kovega][arhibot] and [Sergey Ignatov][ignatov]
- Objective C by [Valerii Hiora][vhbit]
- Vala by [Antono Vasiljev][antono]
- Go by [Stephan Kountso][steplg]

[sourrust]: https://github.com/sourrust
[desh]: http://desh.su/
[arhibot]: https://github.com/arhibot
[ignatov]: https://github.com/ignatov
[vhbit]: https://github.com/vhbit
[antono]: https://github.com/antono
[steplg]: https://github.com/steplg

Also this version is marginally faster and fixes a number of small long-standing
bugs.

Developer overview of the new language syntax is available in a [blog post about
recent beta release][beta].

[beta]: http://softwaremaniacs.org/blog/2011/04/25/highlight-js-60-beta/en/

P.S. New version is not yet available on a Yandex CDN, so for now you have to
download [your own copy][d].

[d]: /soft/highlight/en/download/


## Version 5.14

Fixed bugs in HTML/XML detection and relevance introduced in previous
refactoring.

Also test.html now shows the second best result of language detection by
relevance.


## Version 5.13

Past weekend began with a couple of simple additions for existing languages but
ended up in a big code refactoring bringing along nice improvements for language
developers.

### For users

- Description of C++ has got new keywords from the upcoming [C++ 0x][] standard.
- Description of HTML has got new tags from [HTML 5][].
- CSS-styles have been unified to use consistent padding and also have lost
  pop-outs with names of detected languages.
- [Igor Kalnitsky][ik] has sent two new language descriptions: CMake & VHDL.

This makes total number of languages supported by highlight.js to reach 35.

Bug fixes:

- Custom classes on `<pre>` tags are not being overridden anymore
- More correct highlighting of code blocks inside non-`<pre>` containers:
  highlighter now doesn't insist on replacing them with its own container and
  just replaces the contents.
- Small fixes in browser compatibility and heuristics.

[c++ 0x]: http://ru.wikipedia.org/wiki/C%2B%2B0x
[html 5]: http://en.wikipedia.org/wiki/HTML5
[ik]: http://kalnitsky.org.ua/

### For developers

The most significant change is the ability to include language submodes right
under `contains` instead of defining explicit named submodes in the main array:

    contains: [
      'string',
      'number',
      {begin: '\\n', end: hljs.IMMEDIATE_RE}
    ]

This is useful for auxiliary modes needed only in one place to define parsing.
Note that such modes often don't have `className` and hence won't generate a
separate `<span>` in the resulting markup. This is similar in effect to
`noMarkup: true`. All existing languages have been refactored accordingly.

Test file test.html has at last become a real test. Now it not only puts the
detected language name under the code snippet but also tests if it matches the
expected one. Test summary is displayed right above all language snippets.


## CDN

Fine people at [Yandex][] agreed to host highlight.js on their big fast servers.
[Link up][l]!

[yandex]: http://yandex.com/
[l]: http://softwaremaniacs.org/soft/highlight/en/download/


## Version 5.10 — "Paris".

Though I'm on a vacation in Paris, I decided to release a new version with a
couple of small fixes:

- Tomas Vitvar discovered that TAB replacement doesn't always work when used
  with custom markup in code
- SQL parsing is even more rigid now and doesn't step over SmallTalk in tests


## Version 5.9

A long-awaited version is finally released.

New languages:

- Andrew Fedorov made a definition for Lua
- a long-time highlight.js contributor [Peter Leonov][pl] made a definition for
  Nginx config
- [Vladimir Moskva][vm] made a definition for TeX

[pl]: http://kung-fu-tzu.ru/
[vm]: http://fulc.ru/

Fixes for existing languages:

- [Loren Segal][ls] reworked the Ruby definition and added highlighting for
  [YARD][] inline documentation
- the definition of SQL has become more solid and now it shouldn't be overly
  greedy when it comes to language detection

[ls]: http://gnuu.org/
[yard]: http://yardoc.org/

The highlighter has become more usable as a library allowing to do highlighting
from initialization code of JS frameworks and in ajax methods (see.
readme.eng.txt).

Also this version drops support for the [WordPress][wp] plugin. Everyone is
welcome to [pick up its maintenance][p] if needed.

[wp]: http://wordpress.org/
[p]: http://bazaar.launchpad.net/~isagalaev/+junk/highlight/annotate/342/src/wp_highlight.js.php


## Version 5.8

- Jan Berkel has contributed a definition for Scala. +1 to hotness!
- All CSS-styles are rewritten to work only inside `<pre>` tags to avoid
  conflicts with host site styles.


## Version 5.7.

Fixed escaping of quotes in VBScript strings.


## Version 5.5

This version brings a small change: now .ini-files allow digits, underscores and
square brackets in key names.


## Version 5.4

Fixed small but upsetting bug in the packer which caused incorrect highlighting
of explicitly specified languages. Thanks to Andrew Fedorov for precise
diagnostics!


## Version 5.3

The version to fulfil old promises.

The most significant change is that highlight.js now preserves custom user
markup in code along with its own highlighting markup. This means that now it's
possible to use, say, links in code. Thanks to [Vladimir Dolzhenko][vd] for the
[initial proposal][1] and for making a proof-of-concept patch.

Also in this version:

- [Vasily Polovnyov][vp] has sent a GitHub-like style and has implemented
  support for CSS @-rules and Ruby symbols.
- Yura Zaripov has sent two styles: Brown Paper and School Book.
- Oleg Volchkov has sent a definition for [Parser 3][p3].

[1]: http://softwaremaniacs.org/forum/highlightjs/6612/
[p3]: http://www.parser.ru/
[vp]: http://vasily.polovnyov.ru/
[vd]: http://dolzhenko.blogspot.com/


## Version 5.2

- at last it's possible to replace indentation TABs with something sensible
  (e.g. 2 or 4 spaces)
- new keywords and built-ins for 1C by Sergey Baranov
- a couple of small fixes to Apache highlighting


## Version 5.1

This is one of those nice version consisting entirely of new and shiny
contributions!

- [Vladimir Ermakov][vooon] created highlighting for AVR Assembler
- [Ruslan Keba][rukeba] created highlighting for Apache config file. Also his
  original visual style for it is now available for all highlight.js languages
  under the name "Magula".
- [Shuen-Huei Guan][drake] (aka Drake) sent new keywords for RenderMan
  languages. Also thanks go to [Konstantin Evdokimenko][ke] for his advice on
  the matter.

[vooon]: http://vehq.ru/about/
[rukeba]: http://rukeba.com/
[drake]: http://drakeguan.org/
[ke]: http://k-evdokimenko.moikrug.ru/


## Version 5.0

The main change in the new major version of highlight.js is a mechanism for
packing several languages along with the library itself into a single compressed
file. Now sites using several languages will load considerably faster because
the library won't dynamically include additional files while loading.

Also this version fixes a long-standing bug with Javascript highlighting that
couldn't distinguish between regular expressions and division operations.

And as usually there were a couple of minor correctness fixes.

Great thanks to all contributors! Keep using highlight.js.


## Version 4.3

This version comes with two contributions from [Jason Diamond][jd]:

- language definition for C# (yes! it was a long-missed thing!)
- Visual Studio-like highlighting style

Plus there are a couple of minor bug fixes for parsing HTML and XML attributes.

[jd]: http://jason.diamond.name/weblog/


## Version 4.2

The biggest news is highlighting for Lisp, courtesy of Vasily Polovnyov. It's
somewhat experimental meaning that for highlighting "keywords" it doesn't use
any pre-defined set of a Lisp dialect. Instead it tries to highlight first word
in parentheses wherever it makes sense. I'd like to ask people programming in
Lisp to confirm if it's a good idea and send feedback to [the forum][f].

Other changes:

- Smalltalk was excluded from DEFAULT_LANGUAGES to save traffic
- [Vladimir Epifanov][voldmar] has implemented javascript style switcher for
  test.html
- comments now allowed inside Ruby function definition
- [MEL][] language from [Shuen-Huei Guan][drake]
- whitespace now allowed between `<pre>` and `<code>`
- better auto-detection of C++ and PHP
- HTML allows embedded VBScript (`<% .. %>`)

[f]: http://softwaremaniacs.org/forum/highlightjs/
[voldmar]: http://voldmar.ya.ru/
[mel]: http://en.wikipedia.org/wiki/Maya_Embedded_Language
[drake]: http://drakeguan.org/


## Version 4.1

Languages:

- Bash from Vah
- DOS bat-files from Alexander Makarov (Sam)
- Diff files from Vasily Polovnyov
- Ini files from myself though initial idea was from Sam

Styles:

- Zenburn from Vladimir Epifanov, this is an imitation of a
  [well-known theme for Vim][zenburn].
- Ascetic from myself, as a realization of ideals of non-flashy highlighting:
  just one color in only three gradations :-)

In other news. [One small bug][bug] was fixed, built-in keywords were added for
Python and C++ which improved auto-detection for the latter (it was shame that
[my wife's blog][alenacpp] had issues with it from time to time). And lastly
thanks go to Sam for getting rid of my stylistic comments in code that were
getting in the way of [JSMin][].

[zenburn]: http://en.wikipedia.org/wiki/Zenburn
[alenacpp]: http://alenacpp.blogspot.com/
[bug]: http://softwaremaniacs.org/forum/viewtopic.php?id=1823
[jsmin]: http://code.google.com/p/jsmin-php/


## Version 4.0

New major version is a result of vast refactoring and of many contributions.

Visible new features:

- Highlighting of embedded languages. Currently is implemented highlighting of
  Javascript and CSS inside HTML.
- Bundled 5 ready-made style themes!

Invisible new features:

- Highlight.js no longer pollutes global namespace. Only one object and one
  function for backward compatibility.
- Performance is further increased by about 15%.

Changing of a major version number caused by a new format of language definition
files. If you use some third-party language files they should be updated.


## Version 3.5

A very nice version in my opinion fixing a number of small bugs and slightly
increased speed in a couple of corner cases. Thanks to everybody who reports
bugs in he [forum][f] and by email!

There is also a new language — XML. A custom XML formerly was detected as HTML
and didn't highlight custom tags. In this version I tried to make custom XML to
be detected and highlighted by its own rules. Which by the way include such
things as CDATA sections and processing instructions (`<? ... ?>`).

[f]: http://softwaremaniacs.org/forum/viewforum.php?id=6


## Version 3.3

[Vladimir Gubarkov][xonix] has provided an interesting and useful addition.
File export.html contains a little program that shows and allows to copy and
paste an HTML code generated by the highlighter for any code snippet. This can
be useful in situations when one can't use the script itself on a site.


[xonix]: http://xonixx.blogspot.com/


## Version 3.2 consists completely of contributions:

- Vladimir Gubarkov has described SmallTalk
- Yuri Ivanov has described 1C
- Peter Leonov has packaged the highlighter as a Firefox extension
- Vladimir Ermakov has compiled a mod for phpBB

Many thanks to you all!


## Version 3.1

Three new languages are available: Django templates, SQL and Axapta. The latter
two are sent by [Dmitri Roudakov][1]. However I've almost entirely rewrote an
SQL definition but I'd never started it be it from the ground up :-)

The engine itself has got a long awaited feature of grouping keywords
("keyword", "built-in function", "literal"). No more hacks!

[1]: http://roudakov.ru/


## Version 3.0

It is major mainly because now highlight.js has grown large and has become
modular. Now when you pass it a list of languages to highlight it will
dynamically load into a browser only those languages.

Also:

- Konstantin Evdokimenko of [RibKit][] project has created a highlighting for
  RenderMan Shading Language and RenderMan Interface Bytestream. Yay for more
  languages!
- Heuristics for C++ and HTML got better.
- I've implemented (at last) a correct handling of backslash escapes in C-like
  languages.

There is also a small backwards incompatible change in the new version. The
function initHighlighting that was used to initialize highlighting instead of
initHighlightingOnLoad a long time ago no longer works. If you by chance still
use it — replace it with the new one.

[RibKit]: http://ribkit.sourceforge.net/


## Version 2.9

Highlight.js is a parser, not just a couple of regular expressions. That said
I'm glad to announce that in the new version 2.9 has support for:

- in-string substitutions for Ruby -- `#{...}`
- strings from from numeric symbol codes (like #XX) for Delphi


## Version 2.8

A maintenance release with more tuned heuristics. Fully backwards compatible.


## Version 2.7

- Nikita Ledyaev presents highlighting for VBScript, yay!
- A couple of bugs with escaping in strings were fixed thanks to Mickle
- Ongoing tuning of heuristics

Fixed bugs were rather unpleasant so I encourage everyone to upgrade!


## Version 2.4

- Peter Leonov provides another improved highlighting for Perl
- Javascript gets a new kind of keywords — "literals". These are the words
  "true", "false" and "null"

Also highlight.js homepage now lists sites that use the library. Feel free to
add your site by [dropping me a message][mail] until I find the time to build a
submit form.

[mail]: mailto:Maniac@SoftwareManiacs.Org


## Version 2.3

This version fixes IE breakage in previous version. My apologies to all who have
already downloaded that one!


## Version 2.2

- added highlighting for Javascript
- at last fixed parsing of Delphi's escaped apostrophes in strings
- in Ruby fixed highlighting of keywords 'def' and 'class', same for 'sub' in
  Perl


## Version 2.0

- Ruby support by [Anton Kovalyov][ak]
- speed increased by orders of magnitude due to new way of parsing
- this same way allows now correct highlighting of keywords in some tricky
  places (like keyword "End" at the end of Delphi classes)

[ak]: http://anton.kovalyov.net/


## Version 1.0

Version 1.0 of javascript syntax highlighter is released!

It's the first version available with English description. Feel free to post
your comments and question to [highlight.js forum][forum]. And don't be afraid
if you find there some fancy Cyrillic letters -- it's for Russian users too :-)

[forum]: http://softwaremaniacs.org/forum/viewforum.php?id=6
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# Highlight.js

[![Build Status](https://travis-ci.org/isagalaev/highlight.js.svg?branch=master)](https://travis-ci.org/isagalaev/highlight.js)

Highlight.js is a syntax highlighter written in JavaScript. It works in the
browser as well as on the server. It works with pretty much any markup,
doesn't depend on any framework and has automatic language detection.


## Getting Started

The bare minimum for using highlight.js on a web page is linking to the library
along with one of the styles and calling [`initHighlightingOnLoad`][1]:

```html
<link rel="stylesheet" href="/path/to/styles/default.css">
<script src="/path/to/highlight.pack.js"></script>
<script>hljs.initHighlightingOnLoad();</script>
```

This will find and highlight code inside of `<pre><code>` tags trying to detect
the language automatically. If automatic detection doesn't work for you, you can
specify the language in the class attribute:

```html
<pre><code class="html">...</code></pre>
```

The list of supported language classes is available in the [class reference][8].
Classes can also be prefixed with either `language-` or `lang-`.

To disable highlighting altogether use the `nohighlight` class:

```html
<pre><code class="nohighlight">...</code></pre>
```

## Custom Initialization

When you need a bit more control over the initialization of
highlight.js, you can use the [`highlightBlock`][2] and [`configure`][3]
functions. This allows you to control *what* to highlight and *when*.

Here's an equivalent way to calling [`initHighlightingOnLoad`][1] using jQuery:

```javascript
$(document).ready(function() {
  $('pre code').each(function(i, block) {
    hljs.highlightBlock(block);
  });
});
```

You can use any tags instead of `<pre><code>` to mark up your code. If you don't
use a container that preserve line breaks you will need to configure
highlight.js to use the `<br>` tag:

```javascript
hljs.configure({useBR: true});

$('div.code').each(function(i, block) {
  hljs.highlightBlock(block);
});
```

For other options refer to the documentation for [`configure`][3].


## Getting the Library

You can get highlight.js as a hosted or custom-build browser script or as a
server module. Head over to the [download page][4] for all the options.

Note, that the library is not supposed to work straight from the source on
GitHub, it requires building. If none of the pre-packaged options work for you
refer to the [building documentation][5].


## License

Highlight.js is released under the BSD License. See [LICENSE][10] file for
details.


## Links

The official site for the library is at <https://highlightjs.org/>.

Further in-depth documentation for the API and other topics is at
<http://highlightjs.readthedocs.org/>.

Authors and contributors are listed in the [AUTHORS.en.txt][9] file.

[1]: http://highlightjs.readthedocs.org/en/latest/api.html#inithighlightingonload
[2]: http://highlightjs.readthedocs.org/en/latest/api.html#highlightblock-block
[3]: http://highlightjs.readthedocs.org/en/latest/api.html#configure-options
[4]: https://highlightjs.org/download/
[5]: http://highlightjs.readthedocs.org/en/latest/building-testing.html
[8]: http://highlightjs.readthedocs.org/en/latest/css-classes-reference.html
[9]: https://github.com/isagalaev/highlight.js/blob/master/AUTHORS.en.txt
[10]: https://github.com/isagalaev/highlight.js/blob/master/LICENSE
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/*! highlight.js v9.2.0 | BSD3 License | git.io/hljslicense */
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OEBPS/Common_Content/scripts/highlight.js/LICENSE
Copyright (c) 2006, Ivan Sagalaev
All rights reserved.
Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:

    * Redistributions of source code must retain the above copyright
      notice, this list of conditions and the following disclaimer.
    * Redistributions in binary form must reproduce the above copyright
      notice, this list of conditions and the following disclaimer in the
      documentation and/or other materials provided with the distribution.
    * Neither the name of highlight.js nor the names of its contributors 
      may be used to endorse or promote products derived from this software 
      without specific prior written permission.

THIS SOFTWARE IS PROVIDED BY THE REGENTS AND CONTRIBUTORS ``AS IS'' AND ANY
EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED
WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE ARE
DISCLAIMED. IN NO EVENT SHALL THE REGENTS AND CONTRIBUTORS BE LIABLE FOR ANY
DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES
(INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES;
LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND
ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT
(INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS
SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
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OEBPS/Common_Content/scripts/utils.js
var work = 1;

function pop(entity) {
	if(entity) {
		var my_parent = entity.parentNode;
		var my_class = my_parent.className;
		my_parent.className = my_class.replace(/popper/,"popped");
	}
}
function unpop(entity) {
	if(entity) {
		var my_parent = entity.parentNode;
		var my_class = my_parent.className;
		my_parent.className = my_class.replace(/popped/,"popper");
	}
}

function siblings(entity){
	var r = [];
	for ( var n = entity.parentNode.firstChild; n; n = n.nextSibling ) 
		if ( n.nodeType == 1 && n != entity)
			r.push( n );		
	return r;
}

/* This activates an element and deactivates all it's siblings */
function activateElement(id) {
	var entity = document.getElementById(id);
	if(entity.className.indexOf("active") == -1) {
		entity.className = entity.className + " active";
	}
	var sibs = siblings(entity);

	for(var i=0; i < sibs.length; i++) {
		if(sibs[i].className.indexOf("active") != -1) {
			deactivateElement(sibs[i]);
		}
	}
}

function deactivateElement(entity) {
	if(entity.className.indexOf("active") != -1) {
		 entity.className = entity.className.replace(/[ ]*active/, '');
	}
}

function getCookie(name) {
	var name_c = window.location.hostname + '-' + name;

	if(document.cookie) {
		var cookies = document.cookie.split(/ *; */);
		for(var i=0; i < cookies.length; i++) {
			var current_c = cookies[i].split("=");
			if(current_c[0] == name_c) {
				return(current_c[1]);
				break;
			}
		}
	}
	return('');
}

function setCookie(name, value, expires, path) {
	name = window.location.hostname + '-' + name;

	var curCookie = name + "=" + value + 
		((expires) ? ";expires=" + expires.toGMTString() : "") + 
		((path) ? ";path=" + path : "");
	document.cookie = curCookie; 
}

function setDefLangCookie(entity) {
	setCookie('switchery', entity.options[entity.selectedIndex].value, '', '/');
}

function initSwitchery() {
	var divs = document.getElementsByTagName('div');
	for(i in divs) {
		if(typeof(divs[i].className) != 'undefined' && divs[i].className.indexOf("switchery") != -1) {
			var lang = getCookie('switchery');
			if(lang != '') {
				var entity = document.getElementById(divs[i].id + '-' + lang);
				if(entity) {
					entity.onclick();
					entity.parentNode.lastChild.value = lang;
				} else {
					divs[i].firstChild.firstChild.onclick();
				}
			} else {
				divs[i].firstChild.firstChild.onclick();
			}
		}
	}

}

function showhide(id) {
	if(work) {
		work = 0;
		var entity = document.getElementById(id);
		if(entity) {
			var my_class = entity.className;
			if(my_class.indexOf("hidden") != -1) {
				entity.className = my_class.replace(/hidden/,"visible");
			}
			else if(my_class.indexOf("visible") != -1) {
				entity.className = my_class.replace(/visible/,"hidden");
			}
		}
	}

	return false;
}

function hide(id) {
	if(work) {
		work = 0;
		var entity = document.getElementById(id);
		if(entity) {
			var my_class = entity.className;
			if(my_class.indexOf("visible") != -1) {
				entity.className = my_class.replace(/visible/,"hidden");
			}
		}
	} else {
		work=1;
	}
}

var preventReset = 0;

function dehighlightTarget(entity) {
	if(preventReset == 0 && entity) {
		var id = entity.href;
		if(id.indexOf("#") != -1) {
			id = id.substr(id.indexOf('#')+1);
		}
		var target = document.getElementById(id);
		if(target) {
			deactivateElement(target);
		}
		}
}

function highlightTarget(entity, norefresh) {
	if(entity) {
		var id = entity.href;
		if(id.indexOf("#") != -1) {
			id = id.substr(id.indexOf('#')+1);
		}
		activateElement(id);
		preventReset = 0;
	} 
	if(norefresh == 1) {
		preventReset=1;
	}
}
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